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1 Introduction
In RAN1 #90, the following agreements on CBG-based (re)-transmissions were reached [1]:
	No.
	Agreement

	1
	Agreements:
· At least for single CW case, at least support that the maximum number of CBGs per TB is indicated by RRC signaling
· FFS whether also support to indicate the number of CBGs per TB by L1 signaling

	2
	Agreements:
· For DL CBG-based (re)transmission,
· Following information can be separately configured to be included in the same DCI:
· Which CBG(s) is/are (re)transmitted.
· Which CBG(s) is/are handled differently for soft-buffer/HARQ combining.
· FFS: whether/how UE behavior is specified, e.g., part/whole of soft-buffer of indicated CBG(s) is flushed

	3
	Agreements:
1. At least for single CW case
0. The maximum number N of CBG(s) per TB is configured by RRC signaling
0. The number M of CBG(s) in the TB equals to min(C, N), where C is the number of CB(s) within the TB.
0. For CBG construction
1. The first Mod(C,M) CBG(s) out of total M CBG(s) include ceil(C/M) CB(s) per CBG 
1. The remaining M-Mod(C,M) CBG(s) include floor(C/M) CB(s) per CBG.

	4

	Agreement:
· Confirm the working assumption that, for initial transmission and retransmission, each CBG of a TB has the same set of CB(s).

	5
	Agreements:
· For multiple CW cases, the following can be considered.
· Option 1. The gNB configures the maximum number of CBGs per TB.
· Each TB has the same maximum number of CBGs.
· Option 2. The gNB configures the maximum number of CBGs per TB.
· Each TB can be configured with different/same maximum number of CBGs.
· Note: the gNB configures two parameters on the maximum number of CBGs per TB to the UE.
· Option 3. The gNB configures the maximum number of CBGs to be shared by both CWs. 
· FFS: How to divide the total number of CBGs to two CWs.

	6
	Agreements:
· For the purpose of further discussion, we conclude following:
· For the following discussion on CBG-based retransmission, define the terms CBGTI and CBGFI as below. 
· CBGTI (CBG transmission information) means information on which CBG(s) is/are (re)transmitted and, 
· CBGFI (CBG flushing out information) means information on which CBG(s) is/are handled differently for soft-buffer/HARQ combining
· At least following is supported for DL CBG-based (re)transmission.
· A DCI includes both CBGTI and CBGFI.
· For single CW case, when N is the maximum number of CBGs configured by RRC
· N bits for CBGTI, and the other 1 bit for CBGFI
· FFS: whether re-interpret NDI as CBGFI
· FFS: whether CBGTI is re-interpreted as NDI 
· FFS: whether jointly using other field as CBGTI or CBGFI
· FFS on multiple CW case.
· At least following is supported for DL and UL CBG-based (re)transmission.
· A DCI includes CBGTI.
· For single CW case, N bits for CBGTI as configured by RRC
· FFS: whether CBGTI is re-interpreted as NDI 
· FFS: whether NDI is re-interpreted as CBGTI
· FFS: whether jointly using other field as CBGTI
· FFS on multiple CW case

	7
	Agreements:
· For single CW case with CBG based retransmission for the semi-static codebook with HARQ-ACK multiplexing, at least following is supported for the HARQ-ACK composition and mapping per TB
· HARQ-ACK codebook includes HARQ-ACK corresponding to all the CBGs (including the non-scheduled CBG(s))
· At least followings are supported
· HARQ-ACK payload size is the same with the configured number of CBGs
· Each HARQ-ACK bit corresponds to each CBG
· FFS payload size reduction
· ACK is reported for a CBG if the same CBG has been successfully decoded
· FFS how to handle the case if TB CRC check is not passed while CB CRC check is passed for all the CBs



As shown in many contributions, CBG-based multi-bit HARQ feedback scheme is crucial to enable efficient URLLC and eMBB dynamic multiplexing based on pre-emption, as well as to provide higher throughput with larger transport block sizes. In this paper, we consider some details of multi-bit HARQ feedback design, in particular, aspects of CBG construction, DCI signaling, and CBG A/N multiplexing for multi-codewords, CA, and dynamic K1 timing.  
2 Region-based CBG Construction
As mentioned above, there is RAN1 agreement that at least the uniform CBG construction, where the number of CBs per CBG are as uniform as possible and differing by at most 1, is supported; the case of non-uniform grouping is for further study. 
There are several scenarios where allowing limited non-uniform CB grouping can be beneficial – Limiting the level of non-uniformity can still keep the DCI/UCI overhead low, while providing sizable gains in performance, as will be illustrated later. Some specific scenarios that can benefit from limited non-uniform CB grouping are as follows. In one scenario, a group of symbols, e.g., corresponding to a URLLC mini-slot, can be more likely to have disruption due to a pre-emptive URLLC transmission. In another scenario, some symbols of a slot may be known to have more interference than others, e.g., in dynamic TDD, a PUSCH transmission from an edge UE in a neighboring cell can lead to higher interference in the PDSCH transmission in those symbols to a UE close to the first UE. In a further scenario, there may be differences in the accuracy of channel estimation among different symbols of a slot, e.g., due to front-loaded reference signals.
Observation 1: Different regions of a slot can have different levels of known performance impairments, e.g., interference, channel estimation accuracy.
It is natural to expect that the aforementioned known differences can potentially be exploited while constructing CBGs to improve performance. For instance, those regions/symbols with less accurate channel estimates can benefit from finer HARQ feedback, i.e., with more number of CBGs, each having fewer CBs. Further, constructing CBGs such that they are localized to known regions of interference variation can improve performance, e.g., CBGs having near alignment with mini-slot boundaries can reduce the number of CBs requiring retransmissions when a mini-slot region sees interference from a URLLC transmission. Hence, one way to utilize the knowledge of such impairment variation is to allow for different number of CBs and/or number of CBGs in different regions (An example of region-based CBG construction is given in Figure 1).
Proposal 2: CBG construction should allow for different regions of a slot to have different number of CBs and/or different number of CBGs.
To keep the DCI/UCI overhead still low, the number of different regions can be limited – One clear upper bound on the number of regions is the number of CBGs; another is the number of tx symbols. In addition, within each region, the previous RAN1 agreement of uniform CBG construction can be applied to keep the overhead low.
Proposal 3: CBG construction within each region of a pre-configured number of allowed regions should have as uniform distribution of CBs per CBGs as possible.
  


Figure 1. Example of region-based CBG construction: There are 8 regions corresponding to Symbols 0-1, 2-3, 4-5, 6-7, 8, 9, 10, 11. Each region has one CBG, leading to CBGs in different regions having different number of CBs.

There is no RAN1 requirement on aligning CBs with symbol boundaries.  Then, in general, it is likely that some CBs span symbol/region boundaries, which also would make the corresponding CBGs (containing the aforementioned CBs) also span symbol/region boundaries. Now, if each CB is forced to belong to a single CBG, there can be a substantial increase in the number of CBs that need to be re-transmitted in the case of URLLC pre-emption and/or interference, as illustrated in an example in Figure 2.     
If some CBs can be part of multiple CBGs, such significant re-transmission overhead can be reduced, by allowing the CBs spanning the region boundaries to be part of the corresponding adjoining CBGs. This can entail a little increase in the UE’s Ack/Nack feedback, but can provide significant improvement in re-transmission. The gains corresponding to the example in Figure 2 are illustrated in Figure 3. 



Figure 2. Example of CBs spanning symbol boundaries. CBGs are defined as CB0-9, CB10-19, CB20-29,… Interference in the region corresponding to Symbols 2-3 leads to NACK for the second and third CBGs, requiring re-transmission of 20 CBs.


Figure 3. Allowing boundary CBs to belong to multiple CBGs, e.g., with CBGs: CB0-10, CB10-20, CB20-30,…, reduces NACK to only for the second CBG, requiring re-transmission of only 11 CBs.

[bookmark: p3]Proposal 4: CBG construction should allow some CBs to belong to multiple CBGs.
2.1 Performance Comparison
We next illustrate performance gains with region-based CBG construction allowing CBs spanning region boundaries to belong to multiple CBGs. For simplicity in presentation, we consider the scenario of 6 uniform regions, each having 2 symbols. Each region is likely to be affected by interference with equal probability and independently of each other. If a region is so affected, all CBs in that region, whether whole or in-part, fail. The performance comparison between uniform CBG and region-based CBG constructions is given in Figure 4. Except when the number of CBs is a multiple of the number of CBGs and the number of regions (Case c), the region-based CBG construction provides sizable reduction in the expected number of CBs needing re-transmission (Cases a and b). In Figure 5, the comparison is made for a given number of CBs, 50, and a given region interference probability, 0.1, allowing for different number of CBGs. As the number of CBGs is increased, the performance of the uniform CBG construction improves but catches with that of the region-based CBG construction only with a very large number of CBGs.
Observation 5: Region-based CBG construction with CBs spanning region boundaries belonging to multiple CBGs can provide sizable reduction in the expected number of CBs requiring re-transmission. 
[image: ][image: ](a)                                                                                                     (b)
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Figure 4. Performance comparison between uniform CBGs and region-based CBGs for a given number of CBGs, 12, and a varying number of CBs: (a) 21 (b) 30 (c) 36. 
[bookmark: p4][image: ]
Figure 5. Performance comparison between uniform CBGs and region-based CBGs for a given number of CBs, 50, and region-interference probability, 0.1.
3 DCI Overhead Reduction 
Reliability of the A/N feedback for CBG-based transmissions is important to avoid error-propagation issues. One approach to prevent such issues is to explicitly include in re-transmission a function of the received CBG A/N feedback or a bitmap of the CBGs re-transmitted. This explicit inclusion, however, can have significant overhead in the DCI when there are a non-trivial number of CBGs. An alternate approach is to consider an implicit A/N feedback reconfirmation. One such implicit approach for A/N reconfirmation, based on PDCCH CRC scrambling, is discussed in Section 3.1. The same approach also can be used for pre-emption reconfirmation for a subsequent transmission. Hence, in all CBG-based transmissions -- whether the initial transmission, a re-transmission, or a subsequent transmission -- the additional overhead in the DCI for CBG-based transmissions as compared to TB-based transmissions can be reduced to zero. 
3.1 Implicit CBG A/N reconfirmation with CRC scrambling 
We next discuss some ways of providing implicit CBG A/N feedback reconfirmation based on how the PDCCH’s CRC is generated. In the first approach, as illustrated in Figure 6, the gNB generates CRC of the DCI concatenated with the received UE’s CBG A/N bitmap, scrambles it with the UE’s RNTI, and transmits the DCI and CRC, without the CBG A/N bitmap. The UE decodes the DCI and CRC, generates a local copy of CRC based on the decoded DCI concatenated with its previously transmitted CBG A/N bitmap, and compares it with the received CRC: If the two match, the UE can infer that the gNB received its feedback correctly with high probability and proceeds to receive the retransmission; otherwise, when the two do not match, the UE discards the retransmission. 


Figure 6. Example of implicit CBG A/N reconfirmation: CRC is generated for the DCI concatenated with the received/transmitted CBG A/N bitmap.
An alternate approach is illustrated in Figure 7, where CRC is generated for the DCI only and thereafter it is scrambled with the received CBG A/N bitmap, in addition to being scrambled with the UE’s RNTI. This may require hashing the CBG A/N bitmap if it is longer than the CRC length, or zero-padding if it is shorter.
[bookmark: p2]Proposal 6: Consider implicit approaches for providing CBG A/N feedback reconfirmation, such as CRC scrambling.


Figure 7. Example of implicit CBG A/N reconfirmation: DCI’s CRC is additionally scrambled with the received CBG A/N bitmap, in addition to RNTI.
The above approaches are also applicable when the gNB performs a subsequent transmission for a pre-empted transmission. In place of the CBG A/N bitmap, the pre-emption indication bitmap is utilized, which the gNB had previously transmitted to the UE.
Proposal 7: Consider implicit approaches for providing pre-emption indication reconfirmation, such as CRC scrambling.
[bookmark: o1]The additional scrambling does not have significant effect on the error-detection performance. As far as false detection is concerned, the additional scrambling is equivalent to a different RNTI, so the false-detection error probability does not change. While the misdetection probability can increase by at most a factor of 2, e.g., for 16-bit CRC, it is at most 1/2^15 instead of 1/2^16 (under the standard independent-error assumption). If needed, the CRC length can be correspondingly increased by 1 bit to maintain the same performance, which is typically going to be much less than the length of the CBG A/N bitmap or the pre-emption bitmap.  
Observation 8: Additional CRC scrambling for providing implicit CBG A/N or pre-emption reconfirmation has small impact on the error-detection performance. 
Combining the above discussion on the DCI requirements for the initial transmission, re-transmission, and subsequent transmission, we have the following:
 Proposal 9: The DCI overhead due to CBG-based (re)-transmissions should be minimized with the use of implicit approaches for indicating CBGs being (re)-transmitted. 
3.2 Jointly encoding CBGTI, CBGFI and NDI 
Another avenue for reducing DCI overhead is concerning CBG Flushing-out Info (CBGFI). Instead of introducing separate info bit(s) in DCI for this purpose, some of the existing bits can be reused if they are allowed to be re-interpreted based on the context. In particular, NDI is one such candidate: A CBG A/N feedback with at least one CBG being NACKed would automatically imply the subsequent transmission is a retransmission, and thus, NDI would be redundant and can be re-interpreted to indicate whether the buffers need to be flushed out or not. 
More precisely, the gNB sets the CBGTI and NDI as follows:
For new transmission, gNB sends all 0 CBGTI and flips NDI.
For all CBG retransmission without flushing, gNB sends all 0 CBGTI without flipping NDI.
For all CBG retransmission with flushing, this is the same as a new transmission, and gNB sends all 0 CBGTI and flips NDI.
For retransmission of all CBGs, gNB sends all 1 CBGTI, and the NDI field is reinterpreted as CBGFI to control flushing.
For retransmission of partial CBGs, gNB sends CBGTI indicating the included CBGs, and the NDI field is reinterpreted as CBGFI to control flushing.
Proposal 10: Consider jointly encoding CBGTI and NDI field to indicate CBGFI information as well.
4 CBG A/N multiplexing for MCW, CA and dynamic K1 timing
4.1 CBG A/N for multi-codeword case
For transmission with rank higher than 4, MCW will be used. When the carrier is configured to use CBG A/N, instead of TB A/N, CBG A/N can be reported. Typically, the gNB will RRC configure the number of CBGs, and the CBs will be grouped into that number of CBGs. One A/N bit will be generated for each CBG. However, the PDSCH transmission may switch between SCW and MCW dynamically. The number of CBGs is preferred not to depend on the number of codewords used, so that the PUCCH payload size is not varying.
[bookmark: p1]Proposal 11. The same number of CBGs is configured for SCW and MCW when MCW is supported.
When grouping CBs into the CBGs, uniform grouping is supported for the SCW case, where the number of CBs in each CBG is as uniform as possible (max size difference is limited to 1). For MCW case, this may not be the right choice. For example, if we sequentially list the CBs of CW0 and CBs of CW1, and apply uniform grouping, very likely, there will be a CBG containing CBs from both the CWs. We propose to avoid this case in CBG grouping to better support the case when one of the two TBs can finish transmission earlier and a new TB transmission can be scheduled. 
Proposal 12. For uniform CBG grouping under MCW, avoid one CBG containing CBs from both the CWs.
In order to achieve this goal, we first need to split the available CBGs into two codewords. Then, within each codeword, we uniformly group CBs into CBGs. For the combination of the two steps, we still like to have as uniform CBG sizes as possible. This can be achieved by the following procedure:
· Step 1. Counting the number of CBs in both the codewords, proportionally split the available number of CBGs between the two codewords, with rounding if necessary.
· For example, there are X0 CBs in CW0 and X1 CBs in CW1, and totally N CBGs configured. We can assign N0=floor(X0/(X0+X1)*N) CBGs for CW0 and N-N0 CBGs for CW1
· Step 2. For CW0, uniformly group X0 CBs into N0 CBGs. Similarly, for CW1, uniformly group X1 CBs into N1 CBGs.
Proposal 13. For MCW, proportionally split the number of CBGs between the two CWs and uniformly group CBs into CBGs in each CW.
The aforementioned region-based CBG construction (cf. Section 2) can be generalized to MCW as well. In this case, the design is actually simpler than the uniform CBG grouping case. Basically, for a region defined, all CBs from both codewords in the MCW case will be grouped into the CBG. In other words, a CBG will always contain CBs from both codewords. This approach has the benefit that the same grouping rule applies to both SCW and MCW, and it is suitable for the case of bursty interference (such as URLLC), which will hurt the CBs of both the codewords in the same region.
[bookmark: p31]Proposal 14. For region-based CBG grouping, CBs from both the codewords of a region will be grouped together in the same CBG.
4.2 CBG A/N multiplexing for CA and cross-slot scheduling
When a UE is configured to perform CA and/or when the UE is configured to support multiple K1 (i.e., different timing between PDSCH transmission and A/N feedback), and the UE is configured to perform CBG level A/N, it is possible that the UE needs to feedback multiple sets of CBG A/N in one PUCCH. 
For example, if a UE is configured to perform CBG A/N with 10 bits for A/N for one CC and there are 5 CCs, the UE may need to budget for 50 bits for the PUCCH to carry the CBG A/N for all CCs (as the total number of A/N bits needs to be selected to handle the worst case).
Another example is when K1 can be dynamically indicated in DCI, and K1 can be 2, 3, or 4. Then the A/N in slot N PUCCH can be for PDSCHs in slots N-2, N-3 or N-4. In other words, there can be 3 PDSCH transmissions requiring A/N feedback in the same slot N. If for this CC, a 10-bit CBG A/N is configured, we will need to budget for 30 bits in PUCCH to handle the worst case as well.
As a result, the required PUCCH payload size to support CBG level A/N for CA and adaptive K1 can be quite high, which can limit the use case of CBG A/N in such scenarios. Hence, we need ways to reduce the required A/N bits to make the CBG A/N feature sustainable under CA and multiple-K1 scenarios. Note that due to potential DL grant miss-detection error event, it is not safe to adapt the PUCCH payload size depending on the actual number of PDSCHs scheduled. The design needs to be robust enough to handle DCI-misdetection event.
Proposal 15. The CBG A/N multiplexing for CA and dynamic K1 cases should consider A/N payload size reduction and target a robust design to handle DCI-misdetection event.
To reduce the number of bits needed for A/N, there are a few observations we can take advantage of:
· Not all budgeted PDSCHs will be transmitted in most cases
· If a PDSCH is not transmitted, only a TB-level NAK is needed
· Note that a TB-level NAK is still needed as there is the potential of DCI-misdetection event.
· Not all PDSCH transmissions need CBG-level A/N
· There is a high chance that the CBGs in a PDSCH either all pass or all fail, in which case TB-level A/N is good enough
· However, the gNB does not know which PDSCH will benefit from CBG-level A/N ahead of time
· Only the UE knows that after the actual decoding
These observations points to a design that shares the limited number of available PUCCH payload bits across multiple CCs and multiple PDSCHs across slots. 
First of all, the PUCCH payload size is configured by the gNB through RRC. Out of this A/N-payload budget, the UE will pick the PDSCH to report CBG-level A/N. The remaining PDSCHs can be supported by a TB-level A/N. For example, suppose there are total of 10 PDSCHs possible, each configured with 8 bits for CBG-level A/N. Instead of using 80 bits for PUCCH, the gNB can configure 22 bits for the PUCCH payload: The UE can use 10 bits for TB-level A/N for each of the 10 PDSCHs, use 4 bits to indicate the PDSCH for which CBG-level A/N will be reported, and the remaining 8 bits for the CBG-level A/N for that PDSCH. 
The UE will pick the PDSCH to report CBG-level A/N so as to maximize the CBG-level retransmission gain. For example, if out of the 10 PDSCHs, only one of them has bursty errors, then the UE would report CBG-level A/N for that PDSCH. If there are more than one PDSCHs with bursty errors, the UE can select the one that provides maximum performance gains, e.g., the one with the minimum number of CBGs to be retransmitted. However, the selection mechanism can be subject to implementation.
[bookmark: p5]Proposal 16. For CBG-level A/N multiplexing, consider configuring a fixed A/N payload and let the UE choose the PDSCH(s) to feedback CBG-level A/N while using TB-level A/N for the remaining PDSCHs.
5 Conclusions 
In this contribution, we considered some aspects of CBG-based (re)-transmission (in particular, region-based CBG construction, DCI overhead reduction, and CBG A/N multiplexing for MCW, CA, and dynamic K1 timing), and have the following proposals/observations:
Observation 1: Different regions of a slot can have different levels of known performance impairments, e.g., interference, channel estimation accuracy.
Proposal 2: CBG construction should allow for different regions of a slot to have different number of CBs and/or different number of CBGs.
Proposal 3: CBG construction within each region of a pre-configured number of allowed regions should have as uniform distribution of CBs per CBGs as possible.
Proposal 4: CBG construction should allow some CBs to belong to multiple CBGs.
Observation 5: Region-based CBG construction with CBs spanning region boundaries belonging to multiple CBGs can provide sizable reduction in the expected number of CBs requiring re-transmission. 
Proposal 6: Consider implicit approaches for providing CBG A/N feedback reconfirmation, such as CRC scrambling.
Proposal 7: Consider implicit approaches for providing pre-emption indication reconfirmation, such as CRC scrambling.
Observation 8: Additional CRC scrambling for providing implicit CBG A/N or pre-emption reconfirmation has small impact on the error-detection performance. 
Proposal 9: The DCI overhead for CBG-based (re)-transmissions should be minimized with the use of implicit approaches for indicating CBGs being (re)-transmitted. 
Proposal 10: Consider jointly encoding CBGTI and NDI field to indicate CBGFI information as well.
Proposal 11. The same number of CBGs is configured for SCW and MCW when MCW is supported.
Proposal 12. For uniform CBG grouping under MCW, avoid one CBG containing CBs from both the CWs.
Proposal 13. For MCW, proportionally split the number of CBGs between the two CWs and uniformly group CBs into CBGs in each CW.
Proposal 14. For region-based CBG grouping, CBs from both the codewords of a region will be grouped together in the same CBG.
Proposal 15. The CBG A/N multiplexing for CA and dynamic K1 cases should consider A/N payload size reduction and target a robust design to handle DCI-misdetection event.
Proposal 16. For CBG-level A/N multiplexing, consider configuring a fixed A/N payload and let the UE choose the PDSCH(s) to feedback CBG-level A/N while using TB-level A/N for the remaining PDSCHs.
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oleObject1.bin
￼

PDSCH symbol 0: CB 0, 1, 2, 3, 4, 5


PDSCH symbol 1: CB 5, 6, 7, 8, 9, 10



oleObject2.bin
￼

PDSCH symbol 0: CB 0, 1, 2, 3, 4, 5


PDSCH symbol 1: CB 5, 6, 7, 8, 9, 10



oleObject3.bin
￼

PDSCH symbol 0: CB 0, 1, 2, 3, 4, 5


PDSCH symbol 1: CB 5, 6, 7, 8, 9, 10
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