Page 1



3GPP TSG RAN WG1 Meeting NR#3

               R1-1716006
Nagoya, Japan, 18th – 21st, September 2017

Agenda Item:

6.3.3.3
Source:


Samsung
Title:


CBG-Based DL/UL Retransmissions
Document for:

Discussion and decision
1 Introduction

For enhancement of scheduling and HARQ procedure in NR [1], it was agreed in RAN1#88bis to support CB-group (CBG) based retransmission based on RRC signaling configuration which is separate for DL and UL. Generally, the issues of CBG-based retransmission are categorized into CBG construction, scheduling, and HARQ-ACK feedback. In RAN1#90, most of work has been finished for CBG construction with the agreement of uniform CBG construction for single CW case. For scheduling and HARQ-ACK feedback, there are several open issues. In this contribution, the remaining issues of scheduling and HARQ-ACK feedback, including DCI design, HARQ-ACK codebook design for single and multiple CW and sub-sequent transmission, are discussed based on the following agreements. 

	Agreements:
· For multiple CW cases, the following can be considered.

· Option 1. The gNB configures the maximum number of CBGs per TB.

· Each TB has the same maximum number of CBGs.

· Option 2. The gNB configures the maximum number of CBGs per TB.

· Each TB can be configured with different/same maximum number of CBGs.

· Note: the gNB configures two parameters on the maximum number of CBGs per TB to the UE.

· Option 3. The gNB configures the maximum number of CBGs to be shared by both CWs. 

· FFS: How to divide the total number of CBGs to two CWs

Agreements:
· For DL CBG-based (re)transmission,

· Following information can be separately configured to be included in the same DCI:

· Which CBG(s) is/are (re)transmitted.

· Which CBG(s) is/are handled differently for soft-buffer/HARQ combining.

· FFS: whether/how UE behavior is specified, e.g., part/whole of soft-buffer of indicated CBG(s) is flushed
Agreements:
· For the purpose of further discussion, we conclude following:

· For the following discussion on CBG-based retransmission, define the terms CBGTI and CBGFI as below. 
· CBGTI (CBG transmission information) means information on which CBG(s) is/are (re)transmitted and, 
· CBGFI (CBG flushing out information) means information on which CBG(s) is/are handled differently for soft-buffer/HARQ combining

· At least following is supported for DL CBG-based (re)transmission.

· A DCI includes both CBGTI and CBGFI.
· For single CW case, when N is the maximum number of CBGs configured by RRC
· N bits for CBGTI, and the other 1 bit for CBGFI
· FFS: whether re-interpret NDI as CBGFI

· FFS: whether CBGTI is re-interpreted as NDI 

· FFS: whether jointly using other field as CBGTI or CBGFI

· FFS on multiple CW case.
· At least following is supported for DL and UL CBG-based (re)transmission.

· A DCI includes CBGTI.
· For single CW case, N bits for CBGTI as configured by RRC
· FFS: whether CBGTI is re-interpreted as NDI 

· FFS: whether NDI is re-interpreted as CBGTI

· FFS: whether jointly using other field as CBGTI

· FFS on multiple CW case
Agreements:
· For single CW case with CBG based retransmission for the semi-static codebook with HARQ-ACK multiplexing, at least following is supported for the HARQ-ACK composition and mapping per TB

· HARQ-ACK codebook includes HARQ-ACK corresponding to all the CBGs (including the non-scheduled CBG(s))
· At least followings are supported
· HARQ-ACK payload size is the same with the configured number of CBGs

· Each HARQ-ACK bit corresponds to each CBG
· FFS payload size reduction

· ACK is reported for a CBG if the same CBG has been successfully decoded

· FFS how to handle the case if TB CRC check is not passed while CB CRC check is passed for all the CBs



2 Scheduling aspects 
2.1 CBG related information in DCI  

There can be two CBG-specific bit-fields in DCI, CBGTI (CBG transmission information) and CBGFI (CBG flushing out information), that can be separately configured to be included in the same DCI. Then, when the gNB configures CBG-based retransmission, the following four modes can be possible.
Mode 1: A DCI does NOT include either CBGTI or CBGFI.

· The gNB retransmits CBGs according to UE’s HARQ-ACK feedback.

Mode 2: A DCI only includes CBGTI.

· CBGTI informs which CBG(s) is/are (re)transmitted.

Mode 3: A DCI only includes CBGFI.

· The gNB retransmits CBGs according to UE’s HARQ-ACK feedback.

· CBGFI informs which CBG(s) can be handled differently for soft-buffer/HARQ combining

Mode 4: A DCI includes both CBGTI and CBGFI.

· CBGTI informs which CBG(s) is/are (re)transmitted and which CBG(s) can be handled differently for soft-buffer/HARQ combining.

RAN1 already agreed mode 2 and mode 4 with FFS on whether NDI is reinterpreted for CBGTI or CBGFI, while further discussion is needed for mode 1 and mode 3. Mode 1 and mode 3 are suitable when the HARQ-ACK feedback is transmitted with CRC protection as this allows the gNB to determine correct or incorrect detection of a HARQ-ACK codebook. As with CBG-based retransmissions the HARQ-ACK payload is likely larger than ~10 bits, HARQ-ACK feedback with CRC protection can be considered as broadly applicable. To account for cases that the gNB incorrectly detects the HARQ-ACK codebook (e.g., CRC check is not passed) or for cases where the gNB incorrectly determines PUCCH DTX, a one bit indicator can be included in DCI formats to indicate whether a transmission is a transmission of a TB or a retransmission of CBGs based on the HARQ-ACK feedback from the UE. In case of eMBB transmission pre-empted by URLLC, either preemption indication by a group common DCI [2] or CBGFI in the DL assignment can provide soft-buffer flush information (mode 1 and mode 3, respectively). Comparing with mode 2 and mode 4, mode 1 can simply reuse the DCI for legacy TB-level scheduling, and mode 3 only requires one additional bit for CBGFI on top of TB-level scheduling. 
Proposal 1: CBGTI is not supported in DCI when the HARQ-ACK codebook includes CRC. CBG-based retransmission is based on HARQ-ACK feedback, and soft-buffer flush information is indicated either by pre-emption indication in group common DCI or CBGFI in the same DCI.   
2.1.1 CBGTI indication  
A DCI including only CBGTI is applicable for both DL and UL CBG-based (re)transmission. For single TB case, N bits (N is the maximum number of CBGs configured by RRC) CBGTI can indicate (re)transmission or no transmission for each CBG. For multiple TB case (2 TBs for more than 4 layers), it is straightforward for the indication to be per TB. One option is that a gNB configures the maximum number of CBGs per TB and indicates the transmitted CBGs per TB. However, considering that the maximum TBS as well as the time/frequency domain resource are the same for two TBs in one PDSCH/PUSCH transmission, a gain provided by separate configuration is marginal. One common configuration of N should be sufficient, i.e., each CW has the same maximum number of CBGs (equivalently same bit-length of CBGTI). One potential issue of N bits CBGTI per TB is excessively large DCI payload, e.g., 16 bits for CBGTI if 8 CBGs per TB are configured. This overhead issue becomes even more problematic considering that for scheduling 2 TBs, the DCI size is already increased. Further, when the UE is configured to monitor a DCI for scheduling 2 TBs, the additional 8 bits for the CBGTI of the second TB will often be wasted because the probability of scheduling more than 4 layers is typically low. The following two methods can be considered for reducing the DCI overhead. 

· TB-common CBGTI 

TB-common CBGTI means that CBGs with same index of two scheduled TBs are either transmitted or not transmitted at the same time. Whether a TB is scheduled or not can reuse existing LTE mechanism, i.e., a specific combination of MCS and RV. It is noted that TB-common indication is default when per-CBG HARQ-ACK bundling across TBs is used.
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Figure 1.  TB-common CBGTI 

· N CBGs shared by both TBs 

A maximum number of CBGs per TB is N/2 if two TBs are scheduled, while it is N CBGs per TB if only one TB is scheduled. Consequently, the maximum number of CBGs per PDSCH/PUSCH transmission is unchanged no matter one or two TBs are scheduled. This is equivalent to applying HARQ-ACK bundling of 2 consecutive CBGs of a same TB in case of 2 TBs (no bundling in case of 1 TB).
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Figure 2.  Shared CBGTI 

To avoid re-grouping of CBGs, the maximum number of CBGs per TB should be same for initial transmission and retransmission even if the total number of TBs for initial and retransmission is different. This incurs a scheduling restriction, e.g., gNB should avoid scheduling a TB being previously transmitted by PDSCH containing single TB with another TB for retransmission. However, considering ~10% retransmission probability, the impact of such scheduling restriction is expected to be marginal.

Proposal 2: Support TB-common CBGTI (HARQ-ACK bundling of CBGs with same index across TBs) or fixed bit-length for CBGTI (HARQ-ACK bundling of two consecutive CBGs per TB in case of 2 TBs) per PDSCH/PUSCH transmission regardless of whether one TB or two TBs are scheduled.

Another open issue of CBGTI signaling is whether a separate bit-field is introduced for CBGTI or some other existing fields can be re-interpreted as CBGTI. This is also relevant to the TB-level NDI indication. 
One approach is to have separate bit field for TB-level NDI, MCS indication and CBGTI per TB, that is 1 + 5 (not decided yet) + N bits. A drawback is that CBGTI becomes useless for initial transmission. 
Another approach is to re-interpret some other bit field unnecessary in CBG retransmission for CBGTI. MCS bit field seems ‘unnecessary’ for retransmission, because TBS information is already informed in initial transmission and modulation adjustment is sufficient for retransmission. Then, the total bits for TB-level NDI, MCS and CBGTI information is reduced to 1 + 5 + (N-3) bits, assuming 2-bit MCS for modulation indication. However, if a UE misses the DCI for initial transmission, the UE can neither decode the received retransmission without TBS information nor properly store the LLR in the soft buffer for potential HARQ-combing. In LTE, the eNB has the flexibility to indicate TBS or only modulation order to overcome the confusion caused by miss-detection of initial transmission. Same logic should be kept in NR. Otherwise, the reliability of DCI detection for initial transmission should be increased which leads to larger PDCCH resource requirements/overhead (larger CCE aggregation level) and, depending on the target BLER, the DCI size, and the UE SINR, may not be possible to achieve. Similar, TB-level NDI cannot be re-interpreted for CBGTI either. 
Another approach to reduce DCI payload is re-interpretation of CBGTI as TB-level NDI, but still have separate bit field for MCS and CBGTI. More specifically,  
· In case of initial transmission, the CBGTI bits for all CBGs are toggled compared to CBGTI of previous initial transmission. With this setting, an initial transmission can be CBGTI of all-zero or all-one.
· In case of retransmission, CBGs associated with untoggled bits are retransmitted (equivalent to NACK) and CBGs associated with toggled bits are not retransmitted (equivalent to ACK), where the toggling is based on CBGTI of the corresponding initial transmission. 
Figure 3 shows per-CBG indication with toggling. CBGTI with absolute value together with additional TB-level NDI is also illustrated for comparison.  It can be seen that multi-bit toggling for CBGTI works in the same way as having an additional TB-level NDI bit. One concern is a potential error case when a DCI scheduling a new TB transmission is miss-detected by a UE, e.g., DL assignment in (c) is lost. In this case, a UE does not transmit any HARQ-ACK feedback to the gNB, or transmit NACK for all CBGs when HARQ-ACK for more than one PDSCH is reported. Although a gNB may not distinguish between NACK and DTX, the same behavior is expected, i.e., the gNB just retransmits all CBGs again. Similar to the case of missed DL assignment in LTE, a UE compares the NDI in newly received DL assignment ([1111] in step d) with the NDI in last TB ([0000] in step a), and the UE assumes that a new TB is received when the NDI is toggled. It may be argued that an error case still exists when per-CBG indication in (d) is not all-ones, e.g., [1100], which means that the gNB retransmits the first two CBGs rather than the whole TB. However, such gNB behavior is unrealistic. When the gNB determines that all CBGs are not correctly received or are missed by the UE, retransmitting the whole TB (and explicitly indicating the TBS/MCS information) is the natural behavior, the one the gNB anyway follows when CBG-based retransmission is not configured, and the one that exists in LTE. A rationale for piece-by-piece retransmission of CBGs is not apparent. 
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Figure 3. Illustration of per-CBG indication
Another potential error case is when a UE miss-detects the DL assignment for TB n+1 in (c), and the gNB determines at least one NACK/DTX as ACK when the UE reports all NACK or DTX after (c). For example, if the gNB wrongly determines ACK/NACK/NACK/NACK when UE reports DTX, the gNB retransmits CBG 2/3/4 of TB n+1 with per-CBG indication [0 1 1 1]. Then, the UE mistakes the received TB for CBG 1 of TB n, and directly discards it because UE has already successfully decoded TB n. Consequently, CBG 2/3/4 of TB n+1 is undesirably dropped by the UE. However, the probability of such multiple consecutive errors is extremely small, ~ 0.01%, and can only exist with RM coding and without CRC protection for the HARQ-ACK codeword which is an additional unlikely scenario as with CBG-based retransmission the HARQ-ACK codeword is expected to be above ~10 bits when a bundling window or CA are also used. It should be noted that the same issue exists in LTE. As shown in Fig 2, a UE mistakes a new transmission of TB n+2 for the retransmission of TB n, if the DL assignment for initial transmission of TB n+1 is lost and the eNB detects DTX/NACK to ACK. Hence, UE drops TB n+2. There is no specific design to deal with this problem in LTE and it is also not necessary to specify one for NR.   
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Figure 4. Illustration of ‘double error case’ for NR and LTE
As previously noted, NACK/DTX to ACK errors do not practically occur when HARQ-ACK feedback is CRC protected. The probability of such error is also practically zero for UL transmissions since, if a UE fails to detects an UL grant for initial transmission, the probability for the gNB to falsely pass CRC check of some CBGs is practically zero.    
Proposal 3: CBGTI is re-interpreted as TB-level NDI. 

2.1.2 CBGFI indication  

CBGFI is to inform a UE of punctured resources in a previous TB transmission. An expected UE behaviour from this pre-emption indication is that the UE flushes out the soft buffer part corresponding to the indicated resources and disregards respective soft bits. The granularity of CBGFI can be coarser than the pre-empted time-frequency resource, e.g., only some CBGs of one DL assignment or some symbols of one CBG may be pre-empted but the CBGFI is per-DCI indication. In that sense, the UE may not have to flush the buffer for all CBs within the indicated CBG. Thus, the CB/CBG handling for soft buffer/HARQ-combining should be up to UE implementation. 
For multiple TB case, it seems straightforward for the indication to be per TB, which provides the flexibility of scheduling two TBs with different soft buffer handling. On the other hand, TB-common CBGFI can save 1 bit overhead with non-material scheduling restriction, e.g., gNB can scheduled pre-empted TBs in the same PDSCH or schedule pre-empted TB and non-pre-empted TB in separate PDSCHs. The CBGFI is applied to the currently scheduled TB(s), without regard to the previous scheduling information.  
Absolute value or toggling method can be considered for CBGFI. The main issue of using absolute value is a potential soft buffer corruption if a UE fails to detects a previous DL assignment. When the UE fails to detect one DL assignment indicating the appearance of pre-emption (assume 0 for pre-emption and 1 otherwise), and the gNB does not differentiate DTX or NACK (in some cases, e.g., in CA), then the gNB can schedule that CBG again and indicate HARQ combing by ‘1’, if there is no pre-emption in last (lost) PDSCH transmission. Consequently, a UE is unaware of pre-emption and performs HARQ combining of currently received CBG with that one in the soft buffer, because CBGFI is ‘1’. For toggling method, the pre-emption is informed by toggling the bit compared with the last transmission which avoids the aforementioned error case. If a UE fails to detect two consecutive DL assignments and the same CBG is pre-empted in both instances, an error case exists. However, the probability of such error case is expected to very low (e.g. less than 1e-4). 
Re-interpreting the NDI as CBGFI to reduce DCI payload may cause ambiguity when the initial transmission is lost by a UE. 
Proposal 4: CBG handling for soft buffer/HARQ-combining is up to UE implementation when a UE receives a DCI with a ‘set’ value for the CBGFI field.
2.1.3 DCI for TB-based and CBG-based scheduling  
DCI size can be different for TB-based and CBG-based scheduling which is configured by higher-layer signaling. When a UE is configured with CBG-based scheduling, dynamic fallback to TB-based scheduling should also be supported to avoid RRC reconfiguration ambiguity or be robust to sudden undesirable performance degradation as LTE. A fallback DCI format like DCI 1A is sufficient. For other normal cases, same DCI size for CBG-based initial and retransmission is desirable to avoid additional blind decoding attempts, and the HARQ-ACK feedback is CBG-level except the case described in section 2.2.2.  

Based on the discussion above, it is suggested to have separate bit field for MCS, CBGTI and CBGFI for CBG-based retransmission without dedicated TB-level NDI bit. The unused bit can for initial transmission or retransmission can serve as virtual CRC. 

Proposal 5: Same DCI size applies for CBG-based initial transmission and retransmission with separate bit fields for MCS, CBGTI and CBGFI (if configured) and without dedicated TB-level NDI bit. 
2.2 HARQ-ACK feedback aspects

HARQ-ACK multiplexing consists of multiple levels: multiplexing among multiple PDSCHs of respective multiple CCs, or of respective multiple slots, or among CBGs per PDSCH. For multiplexing among multiple PDSCHs of respective multiple CCs or of respective multiple slots, both semi-static and dynamic HARQ-ACK codebooks are supported. For multiplexing among CBGs of a PDSCH, there are two options: 

· Option 1: UE transmits HARQ-ACK bits only for scheduled CBGs
· Option 2: UE transmits HARQ-ACK bits for configured CBGs
For HARQ-ACK codebook without multiple PDSCH multiplexing (meaning use of RM code for HARQ-ACK encoding), a gNB receiver can use prior knowledge for some HARQ-ACK information transmitted from a UE (e.g., gNB knows which CBGs are not scheduled) and achieve practically the same performance for option 1 and option 2. 

In case of HARQ-ACK codebook for multiple PDSCHs (i.e. use of polar code for HARQ-ACK encoding), only option 2 is feasible for semi-static HARQ-ACK codebook. For dynamic HARQ-ACK codebook, both option 1 and option 2 can apply with different HARQ-ACK BLER. Option 2 may lead to an increase in required SINR and reduced coverage or increased interference. Therefore, at least for dynamic HARQ-ACK codebook for multiple PDSCH, UE transmitting HARQ-ACK bits only for scheduled CBGs per PDSCH should be supported. In general, whether semi-static or dynamic HARQ-ACK codebook is supported for CBG-based HARQ-ACK can be a gNB choice. 
Proposal 6: A UE can be configured to transmit HARQ-ACK bits for scheduled CBGs or for the configured maximum number of CBGs.  

For semi-static HARQ-ACK codebook of multiple PDSCHs, the size of the HARQ-ACK codebook is determined by the number of configured cells, the ’bundling window’ and the number of configured CBGs. For dynamic HARQ-ACK codebook, a DAI field is required in a DCI in order to avoid the ambiguity about the number of HARQ-ACK bits, e.g., due to missed DL assignments. With the introduction of CBG-level HARQ-ACK feedback, the DAI granularity needs to increase, relative to the DAI granularity for indicating only PDSCH transmissions per scheduling occasion & per carrier, in order to support indication of missed CBGs and also support different numbers of scheduled CBGs or configured CBGs on different carriers. It should be noted that TB-level scheduling and CBG-level scheduling is also configured independently for each carrier. Therefore, even with option 2, HARQ-ACK codebook ambiguity may happen in DTX cases. As is illustrated in Fig 5, a UE is configured with 5 DL CCs and with TB-level scheduling for DL CC2, and with CBG-level scheduling for all other CCs. The number of configured CBGs for DL CC1/ CC3 is 4, while it is 6 for DL CC4/CC5. Then, the number of HARQ-ACK bits per CC is 4, 1, 4, 6 and 6 respectively if there is DL transmission on a corresponding carrier. It can be seen that ambiguity in the number of HARQ-ACK bits happens in #2 slot and #3 slot. In #2 slot, by comparing the received counter DAI in DL CC4, the UE detects one PDSCH DTX in #2 slot. However, the UE does not know how many HARQ-ACK bits should be reserved for the PDSCH, which can be 4 bits for DL CC1 or CC3, or 1 bit for DL CC2. Similar, in # 3 slot, the UE does not know how many HARQ-ACK bits should be reserved for the missed PDSCH, which can be 4 bits for DL CC1 or CC3, or 1 bit for DL CC2, or 6 bit for DL CC4.

[image: image5.emf]DL CC1

（

CBG-level: 4 CBG

）

(0,2)

4 bit A/N

(3,0)

1 bit A/N

DL CC2

(TB-level)

(1,2)

1 bit A/N

(1,2)

1 bit A/N

(0,0)

4 bit A/N

(2,2)

6 bit A/N

(2,2)

6 bit A/N

(0,0)

6 bit A/N

#1 slot #4 slot #2 slot #3 slot

(3,0)

4 bit A/N

Lost one CC,

How many 

CBGs?

Lost one CC,

How many 

CBGs?

DL CC3

（

CBG-level: 4 CBG

）

DL CC4

（

CBG-level: 6 CBG

）

DL CC5

（

CBG-level: 6 CBG

）


Figure 5.  HARQ-ACK ambiguity for dynamic HARQ-ACK codebook (Rel-13 per PDSCH counter, total DAI)
To overcome the aforementioned HARQ-ACK ambiguity, a same CBG/TB-level configuration can be restricted to apply for all carriers (N CBGs for all carriers). However, the cost of unnecessary increasing both DCI size (assuming DCI payload for TB-level scheduling is less than for CBG-level scheduling) and UCI payload size is high. For example, the HARQ-ACK codebook size shown in Figure 5 increases from 33 bits to 54 bits. The gap is further increased if at least one DL CC is configured to support 2 TB MIMO. In that case, HARQ-ACK bit per scheduled PDSCH is 2*N. Sometimes, the total payload is even larger than the semi-static HARQ-ACK codebook wherein HARQ-ACK bit per PDSCH can be reasonably and separately configured. Another solution is to introduce CBG-level DAI. The number of DAI bits in the DCI is increased (e.g., by 2 bits). The compression of DAI can be considered, e.g., with coarser granularity. An unnecessary restriction to have all DCI sizes be equal to the maximum DCI size, with respect to CBG configuration, is avoided, always operating with maximum HARQ-ACK codebook sizes, potentially in the hundreds of bits, is also avoided, and coverage is improved. 
Proposal 7: CBG-level DAI is supported.  

2.2.1 CBG-level feedback for 2-TB MIMO   

As analyzed above, the HARQ-ACK codebook size can materially increase with 2-TB MIMO (by as much as 2 times if all carriers use 2-TB MIMO). In LTE, an eNB configures as UE whether or not to perform spatial bundling. In NR, the cost of HARQ-ACK payload is Nc bit per PDSCH (Nc is the configured number of CBGs per TB and can be different for different cells) rather than 1 bit as in LTE. Further, most of these Nc bits are often wasted because the probability of scheduling 2-TB MIMO, when configured, can be low. Therefore, HARQ-ACK payload should be reduces in case of multiple TBs. One alternative is to perform per-CBG spatial bundling across two scheduled TBs, i.e., bundle the CBG with same CBG index. As is mentioned in DCI design in 2.1, TB-common CBGTI fits well with this per-CBG spatial bundling HARQ-ACK feedback mechanism. Another approach to reduce the HARQ-ACK payload is to perform CBG-level bundling within each TB to keep the total number of  HARQ-ACK bits unchanged regardless of whether one TB or two TBs are scheduled. For example, if the maximum number of CBGs is 4, a UE can generate 2 HARQ-ACK bits per TB by bundling #1 and #2 CBGs, #3 and #4 CBGs for each TB. Alternatively, if the total number of CBGs indicated by DCI is shared by two TBs, the HARQ-ACK feedback size is fixed. 
Proposal 8: Support per-CBG spatial bundling or CBG-level bundling within each TB.  

2.2.2 TB-level HARQ-ACK information   

In addition to CBG-level HARQ-ACK feedback, the HARQ-ACK report conveying the TB-level HARQ information is desirable to resolve TB-level CRC error, NACK-to-ACK error, and provide HARQ-ACK feedback overhead reduction. There are three options, 
· Option 1. Add 1 bit to CBG-level HARQ-ACK bits 

· Option 2. Use all NACK for CBG-level HARQ-ACK bits

· Option 3. Use different PUCCH format or PUCCH resource
In case of CBG-level HARQ-ACK according to scheduled CBGs, neither TB-level CRC failure nor NACK-to-ACK error can be detected by the gNB. By option 1, adding one additional bit for TB-level HARQ-ACK helps the gNB to recover from such errors as retransmission of the whole TB can be triggered by TB-level NACK regardless of CBG-level HARQ-ACK values. However, without knowing which CBGs are associated with a NACK-to-ACK error, the retransmission is less efficient than option 2. Moreover, the additional TB-level HARQ-ACK bit is always wasted when at least one CBG-level bit is NACK.   

In option 2, HARQ-ACK for all CBGs are reported regardless of whether or not the CBG is scheduled. ACK is reported if the associated CBG is or was successfully decoded and no TB-level CRC failure occurs. Otherwise, NACK is reported and can be due to a decoding failure of an associated CBG or due to TB-level CRC failure. Then, the UE informs the gNB of TB-level CRC failure by reporting all NACK including reversing previous ACK, if any, to NACK.  It is also easy for the gNB to identify which CBGs are associated with NACK-to-ACK errors, when NACK is received for the unscheduled CBG having an ‘ACK’ in a previous UCI reception.   

In option 3, when CRC checks for all CBs and TB succeed, the UE sends only one bit TB-level ACK. If TB-level CRC check fails or none of CBGs is correctly decoded, the UE sends only one bit TB-level NACK. For both cases, UCI payload is reduced from N to 1. When only some CBGs are successfully decoded, UE sends N bit per-CBG HARQ-ACK. To alleviate the blind detection effort at the gNB, a different PUCCH format can be used, e.g., PUCCH format with 1-2 bits for TB-level HARQ-ACK and a PUCCH format for >2 bits for CBG-level HARQ-ACK. 

In summary, both option 2 and option 3 can be supported to address TB-CRC failure and NACK-to-ACK error with reduced UCI overhead.   

Proposal 9: Support using all NACK of CBG-level HARQ-ACK bits or using different PUCCH formats to indicate TB-level CRC failure or NACK for all CBGs. 
3 Conclusions
In this contribution, several aspects of CBG-based DL/UL retransmission was discussed. It can be summarized as below.
Proposal 1: CBGTI is not supported in DCI when the HARQ-ACK codebook includes CRC. CBG-based retransmission is based on HARQ-ACK feedback, and soft-buffer flush information is indicated either by pre-emption indication in group common DCI or CBGFI in the same DCI.   
Proposal 2: Support TB-common CBGTI (HARQ-ACK bundling of CBGs with same index across TBs) or fixed bit-length for CBGTI (HARQ-ACK bundling of two consecutive CBGs per TB in case of 2 TBs) per PDSCH/PUSCH transmission regardless of whether one TB or two TBs are scheduled.

Proposal 3: CBGTI is re-interpreted as TB-level NDI. 

Proposal 4: CBG handling for soft buffer/HARQ-combining is up to UE implementation when a UE receives a DCI with a ‘set’ value for the CBGFI field.
Proposal 5: Same DCI size applies for CBG-based initial transmission and retransmission with separate bit fields for MCS, CBGTI and CBGFI (if configured) and without dedicated TB-level NDI bit. 

Proposal 6: A UE can be configured to transmit HARQ-ACK bits for scheduled CBGs or for the configured maximum number of CBGs.  

Proposal 7: CBG-level DAI is supported.  

Proposal 8: Support per-CBG spatial bundling or CBG-level bundling within each TB.  

Proposal 9: Support using all NACK of CBG-level HARQ-ACK bits or using different PUCCH formats to indicate TB-level CRC failure or NACK for all CBGs. 
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