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Introduction
The work item for NR V2X was approved in RAN#83, and revised in RAN#84 [1], and the objectives were identified in relation to resource allocation:
	1. NR sidelink: Specify NR sidelink solutions necessary to support sidelink unicast, sidelink groupcast, and sidelink broadcast for V2X services, considering in-network coverage, out-of-network coverage, and partial network coverage.
· Resource allocation [RAN1, RAN2]
· Mode 1
· NR sidelink scheduling by NR Uu and LTE Uu as per the study outcome
· Mode 2
· Sensing and resource selection procedures based on sidelink pre-configuration and configuration by NR Uu and LTE Uu as per the study outcome
· Support for simultaneous configuration of Mode 1 and Mode 2 for a UE
· Transmitter UE operation in this configuration is to be discussed after the design of mode 1 only and mode 2 only.
· Receiver UE can receive the transmissions without knowing the resource allocation mode used by the transmitter UE. 
· UE relaying resource pool configuration or resource configuration is not supported in this work in Rel-16.




In the previous meeting in RAN1#98bis, the following agreements were made [2]:
· To signal the gap between DCI reception and the first sidelink transmission scheduled by DCI:
· A table of values is configured by RRC.
· DCI determines which of the configured values is used.
· FFS how to determine the slot for the first sidelink transmission (e.g., based on the indicated value, potential async between Uu & SL, different numerologies, etc.)
· FFS if the gap is in physical or logical slots.
· Two different UE-specific SL RNTIs are introduced for Mode-1 scheduling: one for CRC scrambling in DCI for a dynamic grant and the other one for CRC scrambling in DCI for a configured grant type-2.
· The two above DCIs have the same size
· In Mode-1, for a UE, for each of the configured MCS tables (for both DG & CG):
· If no MCS is configured, UE autonomously selects MCS from the full range of values 
· Up to UE implementation
· FFS details for the MCS table
· If a single MCS is configured, the MCS is used by the UE
· If a range of two or more MCSs are configured, UE autonomously selects the MCS from the configured values
· Up to UE implementation
· For reporting SL HARQ-ACK to the gNB: 
· For dynamic grant and configured grant type-2 in SL, the Rel-15 procedure and signalling for DL HARQ-ACK are reused for the purpose of selecting PUCCH offset/resource and format in UL. 
· The configuration for SL is separate from Uu link for a UE
· FFS how to indicate timing of transmission in PUCCH, including whether physical or logical slots are used
· For configured grant type-1 in SL, RRC is used to configure PUCCH offset/resource and format in UL (if supported)
· For a configured grant in Mode 1 when using SL HARQ feedback:
· There is only one HARQ-ACK bit for the configured grant
· There is one PUCCH transmission occasion after the last resource in the set of resources provided by a configured grant.
· Multiple type-1 configured grants per UE are supported when LTE Uu controls NR SL
· Up to the same max number of type-1 configured grants per UE when NR Uu controls NR SL
· Working assumption:
· Each transmission in a resource provided by a configured grant contains PSCCH and PSSCH.
[bookmark: OLE_LINK15][bookmark: OLE_LINK16]In this contribution, we propose the different resource allocation schemes which are to be employed in Mode 1 for dynamic and configured grants.

1. HARQ Feedback
In the previous meeting [2], it was agreed that for configured grants, there would be only one PUCCH resource location defined per grant. This PUCCH resource will be used by the transmitter UE to report the feedback status after the last resource provided by the grant. This was an acceptable compromise as compared to sending feedback on PUCCH resources after every resource provided in the grant, which would have resulted in significant overhead. Since the resources defined in a configured grant are not restricted to the transmission of a single TB, the forwarding of the feedback status on the PUCCH only meant as an indication to the gNB as to whether it is expected to schedule more resources or not for a given UE.
However, for dynamic grants, it was agreed in RAN1#96bis [3], that the resources provided in the DCI for a dynamic grant are restricted to be used for the transmission of a single TB. Based on this agreement, we explore the possibilities of reporting the feedback to the gNB in the following section.
Reporting HARQ Feedback to gNB for Dynamic Grants
It was agreed in the RAN1#98 meeting [4] that at least for dynamic grants, the DCI should contain the timing and resource location for the PUCCH, to be used for conveying the HARQ feedback from the transmitter UE to the gNB. The existing mechanism used in NR Uu can be reused for conveying the resource location of the PUCCH, where the PUCCH resource indicator maps to a pre-defined table with the timing and resource location specified.
A detail that is yet to be discussed and agreed on is the periodicity of the reporting of feedback to the gNB by the transmitter UE. Accordingly, an equivalent number of PUCCH resources need to be defined in the DCI. Keeping the agreement from Mode 2 as a frame of reference, the maximum number of retransmissions permissible per TB is set to 32. This would essentially translate to a maximum of 32 resource locations specified in the DCI for a single TB, although this number is configurable (1 to 32) depending on the characteristics attached to a given TB. It is also possible for multiple DCIs to be used for the transmission of a single TB, however, at the expense of an increased overhead. It has to be kept in mind, that as per the recently concluded email discussions [98b-NR-15], the maximum number of resources indicated in an SCI is restricted to a maximum of 3. This would mean that if the number of retransmissions required for a given TB exceeds 3, multiple SCIs would be required to transmit the retransmissions of the TB to the receiver UE. Based on this understanding, the feedback can be reported to the gNB by either of the following means:
· Feedback reported after all retransmissions specified in DCI:
In this case, the size of the DCI can be optimized by including only a single PUCCH resource location. The drawback of this scheme is, that in the case of a large number of retransmissions for the TB, the feedback reported to the gNB can occur only after all the retransmissions are performed.
This scheme can be optimized by sending multiple DCIs containing retransmission resource locations for a single TB, with a PUCCH resource location defined for each of the DCIs. This would enable the gNB to receive feedback for the retransmissions per DCI. Furthermore, the gNB can accordingly choose to send the remaining DCIs with details of further retransmission resource locations only if the previous reported feedback was a NACK. This would facilitate the gNB to reuse the remaining resources for other transmissions, as seen in Figure 1.
The drawback of such a scheme is that multiple DCIs would have to be sent for frequent enough PUCCH resources in order to optimize the reuse of resources after an ACK was received by the TX UE.
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Figure 1: Feedback reported after all retransmissions per DCI, with multiple DCIs per TB.

· Feedback reported after each retransmission specified in DCI:
In this case, the feedback is reported to the gNB by the transmitter UE after each and every retransmission. This would require multiple PUCCH resource locations to be defined in the DCI for each of the retransmission locations. Thus, the gNB would be able to efficiently reallocate resources that were specified in a DCI in the case of an early ACK.
The definition of the PUCCH locations can be optimized by specifying a time gap between the transmission resource locations and the PUCCH resource location. This would enable the transmitter UE to derive the PUCCH locations for each of the transmission locations without increasing the size of the DCI.
The drawback, however, is that multiple feedback reports have to be sent, which can cause an increase in the overhead on the PUCCH demanded by such a scheme.
· Feedback reported after multiple retransmissions specified in DCI:
The DCI will contain only a single PUCCH location which is meant to be used by the transmitter UE for reporting the status of the initial transmission. For the retransmissions, the transmitter UE will implicitly derive the PUCCH locations based on a time gap between the initial transmission resource location and the corresponding PUCCH location. Hence, the size of the DCI is not affected by the increased number of PUCCH locations to be used by the transmitter UE.
The advantage of this scheme is that the feedback report to the gNB can be sent after multiple retransmissions, and not after every single retransmission. Given that the restriction on the maximum number of retransmission resources that can be specified in an SCI is 3, a periodic PUCCH resource can be scheduled after every 3 transmission locations that are defined in the DCI, as seen in Figure 2.
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Figure 2: Feedback reported after multiple retransmissions per DCI.
The increased number of feedback reports to the gNB is particularly advantageous for resource efficiency, because instead of waiting for all the retransmissions to occur and then reporting the feedback to the gNB, the transmitter UE can send feedback at regular intervals. In the case of an early ACK, the gNB can then reuse the resources it had allocated for the retransmissions, which are now not needed for other UEs or other TBs. This is particularly important since the resources specified by a DCI can be associated only to a single TB, and hence, the transmitter UE cannot reuse these resources for another TB. It is thus imperative that it reports the early ACK to the gNB as soon as possible.
Proposal 1: We propose the periodicity of reporting feedback from the transmitter UE to the gNB on the PUCCH to be defined after a multiple of retransmissions that are specified in the DCI. PUCCH locations for the retransmissions are derived by the transmitter UE, with a single PUCCH resource defined per DCI.

Transmitter UE Behaviour for Feedback Reporting
When the PUCCH resource indicator is not used for an implicit indication for HARQ-based or blind retransmissions, as mentioned in Section 1.1, it can be used by the transmitter UE to indicate its requirement for more resources after an unsuccessful blind retransmission, or can indicate that it does not need any more resources from the gNB.
In the case of configured grants, since the resources specified in the grant can be used for the transmission of multiple TBs, the transmitter UE can report the last HARQ feedback status it had received from the receiver UEs. In option 1 for groupcast, the transmitter UE can report a NACK to the gNB if the last received feedback for the last TB it was transmitting to a receiver UE was a NACK. This would indicate to the gNB that more resources are required by the transmitter UE. On the other hand, if the last feedback received by the transmitter UE was an ACK, it can forward the same to the gNB indicating that it does not require any further resources. In the case where the transmitter UE requires more resources based on the requirement of separate new TBs to be transmitted, the UE is open to sending an SR/BSR to the gNB requesting for more resources.
Proposal 2: Confirm the working assumption that for groupcast option 1, the transmitter UE uses the most recent PSFCH response to report to the gNB, indicating whether it requires more resources or not.
In the case of configured grants, the gNB provides resources for the transmission of multiple TBs, and hence does not keep track of the maximum number of retransmissions defined for each of the TBs. This responsibility would fall on the transmitter UE to ensure that it does not exceed this number for a given TB. In the case that a given TB was transmitted the maximum number of times and the receiver UE had failed to receive it successfully, it should stop retransmission of the TB, and can use the remaining resources in the configured grant for other TBs.
In the case of dynamic grants, the gNB provides resources for a single TB in the DCI. This would mean that, once the maximum number of retransmissions is reached, the transmitter UE should send an ACK to the gNB, irrespective of whether the receiver UE was able to successfully receive the TB or not. This would indicate to the gNB that it should not send any further resources and DCIs to the transmitter UE with respect to that given TB.
Proposal 3: We propose the following procedure in the case the number of maximum retransmissions for a given TB was reached:
· In the case of configured grants, the transmitter UE ceases to use resources to transmit the given TB, but can use the remaining resources for the transmission of other TBs.
· In the case of dynamic grants, the transmitter UE reports an ACK to the gNB, indicating that it does not require more resources for the transmission of the given TB, immaterial of whether the receiver UE successfully received the TB or not.

Dynamic Scheduling
Similar to LTE V2X, dynamic scheduling of resources in Mode 1 requires the transmitter UE to request for resources using an SR/BSR, following which the gNB responds with a DCI that provides an allocation of resources based on the request. However, in NR V2X, the DCI needs to provide more than just the information regarding the resource allocation. The DCI also needs to provide information as to whether the packet to be transmitted would employ HARQ-based retransmissions or blind retransmissions, the resource locations and number of these retransmissions. As in LTE V2X, the DCI is also used for the activation or release of configured grants type 2. 
Since the DCI with HARQ-based retransmissions would require additional parameters such as the PUCCH resource location, and the DCI related to configured grants type 2 require activation and release parameters, it is possible to have multiple DCI formats defined for NR V2X in order to maintain smaller DCI sizes for packets with blind retransmission. This would, however, increase the DCI detection and decoding process complexity at the transmitter UE. It is hence preferable to maintain a single DCI format for NR V2X with all the necessary parameters pertaining to both HARQ-based and blind retransmissions.
It is also preferable to maintain the same size for the new DCI format as that of the other formats in NR Uu by zero padding, as this would further assist in maintaining the blind decoding complexity.
Proposal 4: We propose that a single new DCI format should be defined for NR V2X, size-matched to that of the NR Uu DCI formats.

Content of DCI
The following is a compilation of a few of the aspects that need to be included in the new DCI format for NR V2X.
· Indication for HARQ-based or Blind Retransmissions
Based on the information the gNB receives from higher layers regarding a particular TB, which includes the priority, PDB and the PER, it has to decide whether the TB requires HARQ-based or blind retransmissions, in order to meet the requirements attached to the TB. This has to then be conveyed to the transmitter UE on the DCI, following which it will inform the receiver UE via an SCI whether it is expected to send HARQ feedback or not.
The indication can also be carried out in an implicit manner, where the PUCCH resource indicator contains a pre-configured default value associated to blind retransmissions. It is also possible for the transmitter UE to differentiate between the types of retransmissions based on the resource locations of the retransmissions. In the case where there are independent resource pools defined based on the presence or absence of a PSFCH [5], if the resource locations point to the resource pool with PSFCH, the transmitter UE can assume that the retransmissions of the given TB is carried out with HARQ feedback, and vice versa.
· Multiple Transmission Resource Locations for a TB
It was agreed in RAN1#96bis that the dynamic grant would provide resources for retransmissions of a TB. Based on the agreement made in the last meeting in Mode 2, a high number of retransmissions can be possible for a single TB, even in Mode 1. In order to cater to this requirement, the retransmission resource locations need to be conveyed in the DCI in a size-effective manner.
This can be carried out by either defining the time offset between the retransmission resources if the retransmissions are on the same subchannel, or by defining a TFRP for the retransmission resources in the case where they are located on different subchannels.
· Number of Retransmissions for a TB
Although it is yet to be decided as to what the maximum number of retransmissions permissible for Mode 1 is, the actual number of retransmissions used can vary from TB to TB depending on the different characteristics attached to the TB. This is limited by the maximum number of resource locations that can be transmitted in the DCI as such. Hence the number of retransmissions associated to a given TB has to be specified in the DCI format.
· DAI Indication
Depending on the HARQ reporting mechanism used to report the feedback to the gNB, it can employ an indicator similar to that of the DAI used in the DCI for Uu, for dynamic HARQ-ACK codebooks.
The DAI indicator can be used in the conventional sense for all HARQ-enabled retransmissions. It can also be used for blind retransmissions, where its value is either not incremented or assigned a default value, which will assist the transmitter UE in the case it misses a DCI transmission.
Proposal 5: We propose to include at least the following parameters in the new DCI for NR V2X, for a given TB:
· Indication for HARQ-based or blind retransmissions,
· Indication for resource location of retransmissions,
· Number of retransmissions,
· [bookmark: _GoBack]DAI Indication.

Procedure for Dynamic Scheduling
The first section on HARQ feedback described the possibility of sending a single or multiple DCIs containing retransmission resource locations, based on which the transmitter UE sends SCIs to the receiver UE. The receiver UE is then expected to decode the transmission and decide whether it was successfully decoded or not. Based on this decision, the receiver UE sends HARQ feedback to the transmitter UE, which is then reported back to the gNB.
The maximum number of retransmissions permissible for a TB can be quite large in NR V2X, using the agreement made in Mode 2 as a guideline, where the maximum number of retransmissions is set at 32. The agreement made in the email discussions [98b-NR-15] was that the maximum number of resources that can be defined in an SCI is limited to 3 or less. If the same numbers are to be carried forward for Mode 1 as well, it is possible for a single DCI to contain up to 32 retransmission resource locations, which can then be conveyed to the receiver UE by using 11 SCIs, with each SCI containing up to 3 resource locations.
Proposal 6: We propose that for a given TB, the retransmission resource locations defined in a single DCI are sent by the transmitter UE to the receiver UE using multiple SCIs.
Since each transmission on the PSSCH is mapped implicitly to a PSFCH resource [6], the receiver UE will provide feedback for each of the retransmissions of a TB. In order to optimize the resource utilization of the PSSCH, it is possible for the transmitter UE to then report the feedback to the gNB in regular intervals, which can be defined based on the number of SCIs that are to be sent to the receiver UE.
Once the transmitter UE sends out an SCI to the receiver UE indicating a number of retransmission locations, other UEs in the vicinity also decode the SCI for the purpose of sensing, and will assume that these resources will be occupied. In case the receiver UE successfully receives a TB without using up all the retransmission resources, the remaining resources once defined in the SCI cannot be used by other UEs. If the ACK report is sent to the gNB after each SCI, instead of after all the retransmission resources are sent on SCIs to the receiver UE, the gNB can then utilize these resources for other transmissions, and the transmitter UE will not send further SCIs to the receiver UE for a given TB, as seen in Figure 3.
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Figure 3: Procedure for dynamic scheduling, feedback reported before new SCI is sent.

Since the maximum number of retransmissions allowed for a TB and the number of resource locations allowed per SCI will be known to the gNB, it can accordingly specify in the DCI the periodic instances where the transmitter UE should report the HARQ feedback to the gNB on the PUCCH, thereby avoiding the wastage of resources on the PSSCH.
Proposal 7: In the case where multiple SCIs are used to convey the retransmission resource locations defined in a single DCI, we propose that the feedback report is sent by the transmitter UE to the gNB before sending out an SCI to the receiver UE.

Configured Grant Scheduling
It was agreed in RAN1#AH1901 [7] that both type 1 and type 2 configured grants are supported for NR V2X. Configured grants essentially employ RRC configurations to provide the transmitter UE with resources, with the addition of a DCI for type 2, where the DCI is sent to the transmitter UE in order to activate or release a particular grant.
It was agreed in RAN1#96bis [3] that the configured grants contain resources that can be used for the transmission of multiple TBs, with the decision to choose a given grant resting on the transmitter UE. RAN2 also agreed that multiple active configured grants are supported, which means that a UE can match the resources pertaining to a particular grant depending on the characteristics attached to the grant to the requirement of the TB to be transmitted.
Hence, it is possible to configure grants based on one or more of the following critera:
· Based on HARQ-based or blind retransmissions
A configured grant can provide resource locations in a resource pool with PSFCH defined, which would permit the transmitter UE to utililze these resources for the transmission of only TBs with HARQ enabled. Grants with resource locations in a resource pool without PSFCH defined can be used for TBs with blind retransmission.
· Based on QoS requirements
Each configured grant can be defined based on the QoS that the resource locations can deliver. Using this critera, a transmitter UE can use the resources defined in different configured grants to transmit TBs depending on the QoS requirements of the given TB.
· Based on cast type – unicast, groupcast and broadcast
Since the different cast types are associated with different QoS requirements, defining configured grants based on the cast type would enable the transmitter UE to select resources accordingly.
Proposal 8: We propose that multiple active configured grants shall be defined based on particular critera, the critera being either HARQ-based or blind retransmissions, QoS requirements or cast type.

Use of DCI for Type 2 Configured Grants
The configured grants would contain multiple PSSCH resources to be used by a UE. In the case of a type 2 configured grant, a DCI is sent by the gNB to the UE in order to activate or release the given grant. For reasons described in the previous section, a single new DCI format should be defined, containing parameters facilitating the activation and release of the grants. 
In this case, the DCI would also potentially contain PUCCH resource locations for reporting feedback to the gNB. This PUCCH resource can be used by the transmitter UE to confirm the receipt of the DCI to the gNB. The gNB can the accordingly resend the DCI in the case of a NACK.
Proposal 9: We propose to use the same DCI format for dynamic scheduling as well as type 2 configured grants, with the following features:
· Parameters to facilitate the activation and release of the configured grant, and
· Use of the PUCCH resources to confirm the successful/unsuccessful receipt of the DCI.

Configuring Receiver UEs with Configured Grants
Since configured grants are conveyed by using RRC signalling from the gNB to the UEs, it is possible for the gNB to provide the grant information to the receiver UEs as well via RRC signalling, as long as the UE is within the coverage area of the gNB.
If not, the transmitter UE can also provide the configured grant information to the receiver UE via PC5 RRC signalling, hence not requiring an SCI to provide this information. The drawback of this method is that in the case where a shared resource pool is used for both Mode 1 and Mode 2 UEs, the Mode 2 UEs would not be able to carry out sensing based on the reception of the SCIs, and would be unaware of the usage of certain resources defined in the configured grants via RRC signalling. Hence it is preferable for the transmitter UE to use SCIs to inform the receiver UE of the resources to be used for a particular transmission.
However, based on the agreement made in the previous meeting pertaining to the general use of 2-stage SCIs, it is possible for the transmitter UE to send out basic information regarding a configured grant on the first stage SCI. The remaining information can be carried out via PC5 RRC signalling. This would provide Mode 2 UEs with the sensing information they require, as well as reduce the overhead of transmitting large periodic SCIs as the remaining information can be sent via PC5 RRC.
Proposal 10: We propose that a combination of the first stage SCI and PC5 RRC signalling is used to provide receiver UEs with configured grants.
It has to be borne in mind that a configured grant is not restricted to be used by a single TB. In contrast, the resources specified in a configured grant can be utilized by multiple TBs based on the discretion of the TX UE. Hence it is vital that the configured grant provide resources for the PSCCH as well as the PSSCH. Apart from the fact that the PSCCH (1st stage SCI) is used by other UEs for sensing in a shared resource pool, the PSCCH indicates to the RX UEs which resources, among multiple resources specified in a configured grant, are to be used for specific TBs.
Removing PSCCHs entirely from the configured grant can bring in certain advantages. Nevertheless, this can only be supported for certain scenarios. A system with shared resource pools require the PSCCH for the sensing procedure, hence its absence is only reasonable if there are dedicated resource pools for Mode 1 and Mode 2, and is enforced only for the Mode 1 resource pool. Even in the Mode 1 resource pool, the option for the SCI to be transmitted via PC5 RRC configurations by the TX UE is viable only for unicast scenarios. This is because PC5 RRC is supported only for unicast communications. It can be implemented for groupcast communications, but with an increased effort from the TX UE to individually send unicast PC5 RRC configurations to each of the member UEs. This is not feasible for broadcast communications entirely. Hence we do not support configured grants to provide resources only for the PSSCH.
Proposal 11: Confim the working assumption that each transmission in a resource provided by a configured grant contains PSCCH and PSSCH.

Coexistence between Mode 1 and Mode 2
This section deals with the configuration of resource pools for Mode 1 and Mode 2. It was briefly discussed in the previous meeting [8], that separate resource pools could be defined for Mode 1 and Mode 2, with no optimizations required for overlapping resource pools. The main motivation for this aspect was that for Mode 1, if the configured grant provides resources only for PSSCH and not PSCCH, such a design would not function in a shared resource pool. It would indeed perform only if there were dedicated resource pools configured for Mode 1 and Mode 2, and that too for particular scenarios, as discussed in the previous section.
With regards to the separation of resource pools based on the operational modes, there are a few drawbacks of configuring separate resource pools for each of the modes. In LTE Release 14, separate resource pools were defined for Mode 3 and Mode 4. However, in Release 15, it was identified by RAN2 that in practical deployments, this was not a feasible solution since the pools for Mode 3 and Mode 4 inevitably overlapped with each other over a few resources due to the following issues:
· In a partial coverage scenario, the resource pool pre-configured for Mode 4 UEs could overlap with the eNB configured resource pool for Mode 3 UEs.
· In the scenario where inter-PLMN resource overlapping occurred, 2 different PLMNs are configured with overlapping resources in resource pools for Mode 3 and Mode 4 UEs.
· In the scenario where one of the pools are lacking resources, a UE operating in one mode could not use the resources available in the resource pool assigned to the other mode. This resulted in pool resource utilization.
Based on this analysis, it was unanimously agreed in LTE Rel. 15 to use a shared resource pool for both the operational modes [9], with the provision for Mode 3 UEs to send sensing reports to the eNB in order to avoid allocating already occupied resources. Since this is the final meeting of NR Release 16 for RAN1, we do not see the motivation to restrict NR to be configured with separate resource pools for Mode 1 and Mode 2 UEs without further investigation. Furthermore, it was already identified in LTE that separate resource pools could have a detrimental effect on the resource utilization of the resource pools.
Proposal 12: We propose to configure a common resource pool for both Mode 1 and Mode 2 UEs.

Mode 1/Mode 2 Resource Sharing
The sharing of resources within a BWP for UEs operating in Mode 1 and Mode 2 is vital for ensuring efficient resource allocation between the two modes. This issue was discussed in detail in LTE Release 15, where it was decided that the eNB controlled Mode 3 UEs would send reports back to the eNB. A similar approach can be undertaken for NR V2X as well, given the current time constraints for the work item. The key issue that arises with the sharing of resources is that the schedulers of UEs operating in each of the modes (gNB in the case of Mode 1 and the UE itself in Mode 2) have to be aware of the current resource allocation status, in order to prevent the collision of allocated resources.
In the case of a Mode 2 UE, since the UE itself has to identify available resources, it can sense the previous time slots and select the available resources. It can also sense the presence of Mode 1 UEs as well in the previous time slots, and can avoid using these time slots that are used by Mode 1 UEs. It has to be kept in mind that the sensing and the subsequent elimination of resources that are occupied by other UEs work only when sensing for repeated SPS transmissions. One shot (OS) transmissions in either Mode 1 or Mode 2 cannot be predicted and hence sensing will not prove useful for Mode 2 UEs.
In the case of Mode 1 UEs, the gNB carries out the scheduling of the UEs and provides them with the exact resources in which they are to transmit. The problem with this method in a shared pool is that the gNB has no information about the Mode 2 UEs which are simultaneously competing for resources within the same pool.
The gNB would benefit immensely from any sort of occupancy reporting, which would enable it to not select resources already being used by Mode 2 UEs. In order to facilitate this, we propose that occupancy reports can be sent by a Mode 1 UE back to the eNB.
Occupancy Reports
An occupancy report will inform the gNB about which resources are occupied by the Mode 2 (and Mode 1) UEs in the previous time slots. Using this information, the gNB can predict which resources a Mode 2 SPS UE would be using and can hence avoid these resources. It also can use the existing scheduling information it has about the Mode 1 UEs, and can easily eliminate the resources seen in the report that were being used by Mode 1 UEs.
These occupancy reports could be enhanced CBR reports, where Mode 1 UEs could provide the CBR values of each of the time slots in a given resource pool, thereby giving the gNB information regarding the occupancy state of each time slot.
The Mode 1 UEs could also send out sensing reports to the gNB, where the UE senses previous resources using the RSRP measured in them. Reporting this to the gNB would alert the gNB of resources occupied by all UEs, and given that it already knows the resources occupied by Mode 1 UEs, it can also derive the resources occupied by Mode 2 UEs alone. 
The reporting information from either of the occupancy reports described above would enable the gNB to avoid allocating the resources occupied by Mode 2 UEs and allocate resources to Mode 1 UEs in a more efficient manner.
Observation 1: The sending of occupancy reports by Mode 1 UEs to the gNB would enable the gNB to understand the occupancy status of resources, and whether the resources are being used by Mode 2 UEs.

Challenges due to Reporting
The biggest challenge in the reporting of the channel occupancy status by Mode 1 UEs is the resulting overhead due to the signaling involved and the size of the report as well. 
Assuming that the Mode 1 and Mode 2 UEs share the same resource pool, all Mode 1 UEs operating within the pool would essentially sense the same pool and send the same occupancy report. Hence, we propose that only a subset of Mode 1 UEs send the occupancy report to the gNB, as seen in Figure 4.

[image: ]
Figure 4: Reporting by Mode 1 UEs in Resource Sharing Scenario

The selection of the Mode 1 UEs sending the report can be carried out by the gNB based on a variety of parameters, e.g. by selecting the UE(s) with good link quality, having an upcoming PUSCH grant or depending on UE category. The gNB can signal the selected UE(s) to transmit the report in its upcoming measurement report using event triggers, similar to how the CBR reporting works in Rel. 14. This will reduce the overhead caused by all the UEs transmitting the report. The size of the report being sent to the gNB can also be studied in order to ensure it does not cause any untoward overhead issues.
Observation 2: The impact of the overhead caused by reporting can be mitigated by having only a subset of Mode 1 UEs carrying out the reporting.
Another issue that occurs due to the reporting of the occupancy status of a resource pool by Mode 1 UEs is the hidden node problem, where a UE sending the report to the gNB about potentially available resources might not be aware of another UE using these available resources at a distance away. This would essentially invalidate the report being sent to the gNB.
However, by using the minimum communications range that is currently being discussed, the UE can send occupancy reports of a resource pool by only taking into account the UEs using the resources within this range. The report will not include the occupancy status of UEs using resources outside of this communications range, thereby ensuring that the report is not effected by the hidden node problem. The gNB can receive reports from multiple UEs in different locations and combine these reports for a given resource pool in order to deduce the exact occupancy status of the resources.
Observation 3: The hidden node problem that arises with the occupancy reports can be solved by taking into account the minimum communication range of the UEs sending the report.
Proposal 13: We propose to support the sensing and reporting of the channel occupancy status of resources to the gNB by Mode 1 NR V2X UEs by reusing the same procedure defined in LTE V2X.

Mode 1 Resource Allocation Techniques to Support Groupcast Communications
The process of resource allocation for groupcast communications have stringent reliability and latency requirements to adhere to, and hence need to be addressed in a different manner compared to broadcast communications. In accordance with the operation of V2X for unicast or broadcast communications, a member UE being part of a group would have to send a scheduling request to the gNB requesting for resources. The request could be for periodic or aperiodic transmissions. Based on the request, the gNB would have to allocate resources which could be used over a period of time, or for a single transmission. This method is quite tedious as it involves higher latency due to the back-and-forth between the gNB and the member UE, as well as a substantial overhead due to the signalling aspects involved.
This section explores the possibilities to reduce the latency and overhead caused by the legacy resource allocation methodology. In order to efficiently support the functioning of groupcast communications in NR V2X, the gNB would be required to initially configure a set of resources for a group of UEs to communicate with each other. This is followed by the allocation of resources for transmissions within the configured set of resources.
Resource Configuration for a Group
The configuration of resources within the SL BWP which are to be used for groupcast communications is provided by the gNB, similar to the operation of LTE V2X. The configuration may contain more than one resource pool defined within the SL BWP. This configuration can be provided to the UEs either via broadcast signaling (via SIB), which caters to UEs in connected as well as idle/inactive states, as well as via dedicated signaling (via RRC), catering to UEs in the connected state.
Observation 4: The gNB can configure the resources to be used for groupcast communication either using broadcast or dedicated signaling.

Resource Selection and Allocation for a Group
In order to select resources for a member UE, the gNB needs to know the amount of resources that the UE requires for its transmission. The UEs belonging to a group send scheduling requests to the gNB, so that it can estimate the resources required. The resources to be provided to the group by the gNB can be allocated in the following ways.
· gNB Selects Common Set of Resources for Member UEs of a Group
Within the resources configured for group communication, the gNB selects a set of resources for the entire group. The set of resources could be a resource pool or even a set of resources within a resource pool, meant only for a particular group’s communications. The member UEs then carry out advanced sensing procedures to determine the individual resources to be used for transmissions. This method has no overhead due to signalling involved, and would be able to achieve the allocation while maintaining very low latency. 
The gNB can select a set of resources for a defined duration of time, during which the gNB would not have to select any more resources for the group. The members of the group would use the selected resources without any resource collisions with other communication types and ensure the stringent reliability and latency requirements are met.
· gNB Selects and Allocates Individual Resources for each Group Member
In this scheme, the gNB receives scheduling requests for each transmission from the member UEs and provides resources individually for each member of the group. This would require that each of the member UEs has to request the gNB for allocation of resources for every transmission. This can prove to be a burden on the gNB due to the additional signalling overhead from the member UEs to the gNB. To reduce control signaling overhead in the uplink, configured grants type 1 or type 2 could be used, which can be provided with the respective RRC signaling from the gNB, as well as L1/L2 control signaling to activate/deactivate the grant if required.
It is also possible for the gNB to switch between the two methods described above, depending on the traffic scenario, traffic type and congestion levels prevalent at the given time period. If the number of UEs requesting for resources is low, the gNB can entertain requests from the member UEs to provide resources. On the other hand, if the congestion level is high, the gNB can select a set of resources for the entire group, ensuring the QoS requirements are maintained, as well as reduce the allocation burden on the gNB.
Proposal 14: We propose to support the configuration, selection and allocation of resources for groupcast communications to be carried out by the gNB. The gNB can select and allocate resources either by
· Selecting a dedicated set of resources for all the group members in a group, or
· Selecting individual resources for each member UE in a group.

[bookmark: OLE_LINK13][bookmark: OLE_LINK14]Conclusion
Based on our analysis carried out in this contribution, we have the following observations:
Observation 1: The sending of occupancy reports by Mode 1 UEs to the gNB would enable the gNB to understand the occupancy status of resources, and whether the resources are being used by Mode 2 UEs.
Observation 2: The impact of the overhead caused by reporting can be mitigated by having only a subset of Mode 1 UEs carrying out the reporting.
Observation 3: The hidden node problem that arises with the occupancy reports can be solved by taking into account the minimum communication range of the UEs sending the report.
Observation 4: The gNB can configure the resources to be used for groupcast communication either using broadcast or dedicated signaling.
Based on these observations, we propose the following:
Proposal 1: We propose the periodicity of reporting feedback from the transmitter UE to the gNB on the PUCCH to be defined after a multiple of retransmissions that are specified in the DCI. PUCCH locations for the retransmissions are derived by the transmitter UE, with a single PUCCH resource defined per DCI.
Proposal 2: Confirm the working assumption that for groupcast option 1, the transmitter UE uses the most recent PSFCH response to report to the gNB, indicating whether it requires more resources or not.
Proposal 3: We propose the following procedure in the case the number of maximum retransmissions for a given TB was reached:
· In the case of configured grants, the transmitter UE ceases to use resources to transmit the given TB, but can use the remaining resources for the transmission of other TBs.
· In the case of dynamic grants, the transmitter UE reports an ACK to the gNB, indicating that it does not require more resources for the transmission of the given TB, immaterial of whether the receiver UE successfully received the TB or not.
Proposal 4: We propose that a single new DCI format should be defined for NR V2X, size-matched to that of the NR Uu DCI formats.
Proposal 5: We propose to include at least the following parameters in the new DCI for NR V2X, for a given TB:
· Indication for HARQ-based or blind retransmissions,
· Indication for resource location of retransmissions,
· Number of retransmissions,
· DAI Indication.
Proposal 6: We propose that for a given TB, the retransmission resource locations defined in a single DCI are sent by the transmitter UE to the receiver UE using multiple SCIs.
Proposal 7: In the case where multiple SCIs are used to convey the retransmission resource locations defined in a single DCI, we propose that the feedback report is sent by the transmitter UE to the gNB before sending out an SCI to the receiver UE.
Proposal 8: We propose that multiple active configured grants shall be defined based on particular critera, the critera being either HARQ-based or blind retransmissions, QoS requirements or cast type.
Proposal 9: We propose to use the same DCI format for dynamic scheduling as well as type 2 configured grants, with the following features:
· Parameters to facilitate the activation and release of the configured grant, and
· Use of the PUCCH resources to confirm the successful/unsuccessful receipt of the DCI.
Proposal 10: We propose that a combination of the first stage SCI and PC5 RRC signalling is used to provide receiver UEs with configured grants.
Proposal 11: Confim the working assumption that each transmission in a resource provided by a configured grant contains PSCCH and PSSCH.
Proposal 12: We propose to configure a common resource pool for both Mode 1 and Mode 2 UEs.
Proposal 13: We propose to support the sensing and reporting of the channel occupancy status of resources to the gNB by Mode 1 NR V2X UEs by reusing the same procedure defined in LTE V2X.
Proposal 14: We propose to support the configuration, selection and allocation of resources for groupcast communications to be carried out by the gNB. The gNB can select and allocate resources either by
· Selecting a dedicated set of resources for all the group members in a group, or
· Selecting individual resources for each member UE in a group.
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