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1	Introduction
In RAN#83 the new WI on physical layer enhancements for NR URLLC was approved [1]. One objective of the WI is specification of PUSCH enhancements for both grant-based PUSCH and configured grant based PUSCH, in particular the following kind of PUSCH scheduling:
o	For a transport block, one dynamic UL grant or one configured grant schedules two or more PUSCH repetitions that can be in one slot, or across slot boundary in consecutive available slots
Some progress has been made for PUSCH enhancements, see agreements in the Appendix. In this contribution we discuss the open issues for supporting the enhanced PUSCH.
2.	Interpreting L and K 
In RAN1#98 the following agreement was made
	Agreements:
In terms of how to interpret L and K for all PUSCH transmissions, down-select between the following two:
· Alt 1: The time window within which valid symbols are used for transmission is L*K.
· FFS the definition of “valid symbols”
· Alt 2: The time window within which valid symbols are used for transmission can be longer than L*K symbols, and it is extended at least in case of semi-static DL symbols.
· FFS extension of the time window in case of dynamic DL symbols and/or semi-static flexible symbols and/or reserved symbols (if defined) and/or SSB symbols and/or type-0 CSS in CORESET#0 (as indicated by MIB)
· FFS the definition of “valid symbols”
· FFS whether to define a maximum time window size and if so, details



We first note that slot aggregation in Rel. 15 follows alternative 1, and that changing the behaviour for Rel. 16 enhanced PUSCH transmission should only be done in case changes are necessary. Alternative 2 also have a large number of FFSs that might be difficult to agree on in the remaining two meetings. Extension of the time window has been proposed in order to allow the UE to transmit K nominal repetitions even though the TDD pattern would cause some of the nominal repetitions to be cancelled. We note that the gNB is aware of the TDD pattern, and could achieve the same extended time window by scheduling with a larger K.
[bookmark: _Toc21384945]The gNB is aware of the TDD pattern and can extend the time window by scheduling with a larger K.
We also note that in many TDD cases there is enough time for the gNB to decode a nominal repetition and to dynamically schedule a retransmission if needed. Since a low target BLER is assumed for URLLC traffic it is likely that even the first transmission is enough for the gNB to decode, and in this case it is preferable from a spectral efficiency viewpoint to schedule fewer repetitions in the first transmission and dynamically schedule retransmissions if needed.
[bookmark: _Toc21384946]In many cases it is possible to decode the first transmission and dynamically schedule retransmissions if needed.
Therefore we propose to adopt alternative 1.
[bookmark: _Ref178064866][bookmark: _Toc21385107]The time window within which valid symbols are used for transmission is L*K.
3.	Interaction of enhanced PUSCH with UL/DL directions
The interaction between enhanced PUSCH with UL/DL directions in Rel. 16 is more involved than in Rel. 15, since by design the enhanced PUSCH is allowed to be split into smaller segments when splitting between UL and DL directions. Therefore we foresee scheduling of PUSCH that overlaps with DL symbols where the UE is not expected to just drop the PUSCH. We start by analyzing the Rel. 15 behavior as summarized by Nokia on the RAN1 reflector below:
	Summary of Rel-15 behavior
· For DG PUSCH and the first PUSCH after Type 2 CG activation DCI
· Regardless of whether dynamic SFI is configured or not, 
· The case without repetition: no conflict with semi-static DL symbol is expected.
· The case with repetitions: if a repetition conflicts with a semi-static DL symbol, the repetition is not transmitted.
· If dynamic SFI is configured,
· DG
· The case with and without repetition: follow the dynamic grant. No conflict with dynamic DL symbols is expected.
· The first PUSCH after Type 2 CG activation DCI
· The case with and without repetition: follow the activation DCI. No conflict with dynamic DL/flexible symbols is expected.
· For CG PUSCH (other than the first PUSCH after Type 2 CG activation DCI)
· If dynamic SFI is not configured, 
· The case with and without repetition: if a repetition conflicts with a semi-static DL symbol, the repetition is not transmitted.
· If dynamic SFI is configured and received,
· The case with and without repetition: if a repetition conflicts with a dynamic DL/flexible symbol, the repetition is not transmitted.
· If dynamic SFI is configured and not received,
· The case with and without repetition: if a repetition conflicts with a semi-static DL/flexible symbol, the repetition is not transmitted. (there is some timeline defined.)



We note that the Rel. 15 SFI behavior together with the RV determination satisfy the following:
[bookmark: _Toc21384947]In Rel. 15, if the UE fails to detect an SFI transmission, only the repetitions modified by this SFI are affected. Other repetitions keep the same length and RV.
Depending on the outcome of other discussions related to PUSCH, this might not be true for enhanced PUSCH. For example assume that a PUSCH repetition is allowed to be delayed due to dynamic SFI. If the UE misses a dynamic SFI, there will be a mismatch between the UE and the gNB for all later repetitions due to the missed SFI.
[image: ]
Figure 1: Mismatch between UE and gNB understanding due to missed SFI detection if UE delays PUSCH repetitions.
Another example is if RV is cycled in every actual repetition. If a nominal repetition becomes segmented due to dynamic SFI, then there will be a mismatch between UE and gNB for all later repetitions if the UE misses a dynamic SFI. Similar problems can occur if the TBS is determined from the allocation of a repetition that is split due to dynamic SFI. Based on this discussion, we propose the following:
[bookmark: _Toc21385108]Missed detection of SFI should only affect nominal PUSCH repetition in symbols overlapping with those indicated by the missed SFI. The time domain resource allocation or RVs of other transmissions should not be affected. The TBS should also not be affected.
If the outcome of the discussions about TBS determination, RV determination discussion and the interpretation of L and K result in the TBS, RV, and time domain allocation of nominal repetitions for enhanced PUSCH not depending on SFI we prefer the following behavior:
[bookmark: _Toc21385109]For DG PUSCH, if dynamic SFI is not configured, semi-static flexible symbols in the resources scheduled by DCI are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
[bookmark: _Toc21385110]For CG PUSCH, if dynamic SFI is not configured, semi-static flexible symbols in the scheduled resources are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
[bookmark: _Toc21385111]If TBS, RV, and time domain allocation for nominal repetitions for enhanced PUSCH do not depend on dynamic SFI, for both DG and CG PUSCH (including all the repetitions) activated by an UL grant, if dynamic SFI is configured and received, dynamic flexible symbols in the scheduled resources are not used for PUSCH and segmentation occurs around semi-static DL symbols and dynamic DL/flexible symbols (option 2-1).
[bookmark: _Toc21385112]If TBS, RV, and time domain allocation for nominal repetitions for enhanced PUSCH do not depend on dynamic SFI, for both DG and CG PUSCH (including all the repetitions) activated by an UL grant, if dynamic SFI is configured and not received, semi-static flexible symbols in the scheduled resources are not used for PUSCH and segmentation occurs around semi-static DL symbols and semi-static flexible symbols.
Proposal 6 differs from the behavior suggested in the conclusion from RAN1#98 for option 2. The suggested behavior in the conclusion is to drop a repetition if it conflicts with a semi-static flexible symbol, but this may not be desirable. Consider a nominal repetition that crosses a slot boundary, where all symbols in the first slot are semi-static flexible symbols, and all symbols in the second slot are semi-static UL symbols. In this case the nominal repetition would be dropped following the suggested behavior from RAN1#98. We prefer instead to segment and transmit the repetition in the second slot. See Figure 2 below.
[image: ]
[bookmark: _Ref21392233]Figure 2: Behavior if dynamic SFI is configured but not received.
The behavior proposed in these proposals is similar to Rel. 15 behavior, but allows for use of enhanced PUSCH with segmentation. However, if RV, time domain allocation for a nominal repetition or TBS depends on dynamic SFI we prefer option 1-1 in order to avoid error cases.
[bookmark: _Toc21385113]If TBS, RV, or time domain allocation for nominal repetitions for enhanced PUSCH depends on dynamic SFI, option 1-1 is used for DG and option 1-2 is used for CG PUSCH.
4.	RV determination for nominal repetitions and segments
We note that for a dynamically scheduled PUSCH, the gNB can signal which repetition uses which RV in Rel. 15. This behavior should be kept, since the gNB might want to use different RVs for different repetitions in a retransmission and in a first transmission.
[bookmark: _Toc21385114]For dynamically scheduled PUSCH, RV cycling is used for nominal repetitions, with the first nominal repetition using the RV indicated in DCI.
For CG PUSCH it is beneficial to transmit as many bits as possible from RV0, thus transmitting as many systematic bits as possible. Therefore we propose that RV0 should be used for the longest PUSCH, taking segmentation into account.
[bookmark: _Toc21385115]For CG PUSCH, RV cycling is used for nominal repetitions, with the longest repetition using RV0. 
If a nominal repetition is segmented it is not clear which RV the individual segments should use. If all segments use the same RV, then the bits at the beginning of this RV will be repeated.
[bookmark: _Toc21384948]If all segments of a nominal repetition use the same RV, the bits at the beginning of this RV will be repeated.
In general, it is preferable to transmit fresh coded bits instead of repeating old coded bits. However, cycling the RV in each repetition, also across nominal repetitions can lead to mismatch between gNB and UE understanding if dynamic SFI is used. Hence we prefer to determine an RV for each nominal repetition using RV cycling as above, and if a nominal repetition is segmented, then use RV cycling for each segment, starting from the determined RV.
[bookmark: _Toc21385116]Assign each nominal repetition an RV using RV cycling. If a nominal repetition is segmented, cycle RVs for each segment, starting with the RV assigned to the given nominal repetition.
This behavior allows using fresh coded bits as much as possible when segmenting, but also allows each nominal repetition to be unaffected by possible segmenting of other nominal repetitions using SFI.
5.	DMRS for segmentation
For DMRS we prefer to treat each segment as a separate PUSCH of Type B, and use the DMRS positions according to Rel. 15 rules for each segment.
[bookmark: _Toc21385117]Determine DMRS placement in each segment by treating each segment as a separate PUSCH of Type-B using Rel. 15 rules.
6.	PUSCH mapping type
For PUSCH mapping type we note that mapping type A uses the start of a slot as reference point for DMRS placement. Using mapping type A for repetition with K > 1 would need nerules for determining DMRS placement. Thus we propose to only allow PUSCH mapping type B with K > 1.
[bookmark: _Toc21385118]Only allow PUSCH mapping type B with K > 1.
7.	PUSCH collision with UL transmissions from other UEs
Since each PUSCH repetition occurs in back-to-back symbols (discounting any symbols which are used for DL) it is not possible to avoid PUCCH and SRS transmissions from other UEs by scheduling a shorter PUSCH transmission, unlike the slot aggregation used in Rel. 15. Furthermore, it is not possible to MMSE-IRC to suppress the interference from PUSCH to other signals unless a channel estimate for those signals is available. A channel estimate will not be available for SRS, and most likely not for PUCCH either, since the PUSCH will likely collide with the PUCCH DMRS.
[bookmark: _Toc21384949]Using MMSE-IRC to suppress PUSCH interference to SRS and PUCCH is not possible in general.
Therefore a mechanism is needed to make the PUSCH avoid colliding with other symbols.
[bookmark: _Toc21385119]Introduce a mechanism for avoiding collision between a PUSCH repetition and signals from other UEs.
Another possible signalling mechanism is to use a dynamic SFI transmitted using DCI Format 2_0 to indicate to the UE transmitting PUSCH that some symbols are not to be used for UL. This solution has some issues however. The first is that DCI Format 2_0 is a group common DCI format intended for a group of UEs. If the UE transmitting PUSCH and the UE transmitting the other signal both monitor the same DCI format, then neither signal will be transmitted on signalled symbols. Even if this can be solved by assigning UEs to different groups, a bigger problem is that which resources the PUSCH transmission occupies depends on whether the URLLC UE correctly decodes the SFI or not. This introduces an additional error event. Ensuring that the error probability of the SFI is small enough requires using scarce control channel resources to signal SFI reliably.
[bookmark: _Toc21384950]Using SFI to avoid collision between PUSCH and PUCCH/SRS increases error probability and requires reliable SFI transmission.
For this reason we prefer that the resources to avoid are signalled in the DCI scheduling the PUSCH, or in RRC if CG Type 1. For PDSCH the similar problem of how to avoid LTE CRS resources, or CORESETs belonging to other UEs was solved by introducing reserved resources. Sets of reserved resources can be configured, and the gNB can dynamically indicate if the PDSCH is rate-matched around these resources. A similar solution can be used for PUSCH, where sets of OFDM symbols can be configured and a dynamic indication can be used to indicate whether the UE should transmit PUSCH on these symbols or not. In particular, we propose to introduce up to two configurable patterns. The patterns can be configured to match a set of PUCCH resources, SRS transmissions, or a set of OFDM symbols. Each configurable pattern can be indicated in DCI. If this DCI bit is set to 1, the UE treats all OFDM symbols in the patterns as unavailable for PUSCH transmission, and segments around them.
[bookmark: _Toc21385120]Use reserved resources in the UL to avoid collisions between PUSCH repetitions and other UL signals.
7.	Frequency hopping
Option 4 supports scheduling of shorter PUSCHs repeated multiple times, so called mini-slot repetition, and longer repetitions which only end at slot or period boundaries, so called multi-segment PUSCH. For mini-slot repetition, it is beneficial to support inter-repetition frequency hopping. In this case intra-repetition frequency hopping causes additional DMRS overhead with small diversity gain. However, it is not clear that hopping between every repetition is beneficial. We propose to group the repetitions in a slot into two groups and hop at the group boundary. Compare the examples shown in Figure 3 and Figure 4. The two examples provide the same frequency diversity, but the grouped hopping simplifies scheduling of other UEs.
[image: ]
[bookmark: _Ref7812834]Figure 3: Inter-repetition hopping for mini-slot repetition.
[image: ]
[bookmark: _Ref21351539]Figure 4: Grouped inter-repetition hopping for mini-slot repetition.
[bookmark: _Toc21385121]Support grouped inter-repetition hopping, with repetitions divided into two equal-sized groups (as much as possible) per slot, where the hopping rule is based on Rel. 15 intra-slot frequency hopping.
In cases where segments differ a lot in size it might be preferable to use intra-repetition hopping instead of inter-repetition hopping. An example is shown in Figure 5.
[image: ]
[bookmark: _Ref21384321]Figure 5: Intra-repetition hopping for multi-segment PUSCH.

We note that Rel. 15 supports intra-slot frequency hopping. Thus the rules for intra-repetition hopping can be based on the Rel. 15 rules for intra-slot frequency hopping.
[bookmark: _Toc21385122]Support intra-repetition frequency hopping, where the hopping rule is based on the Rel. 15 rules for intra-slot frequency hopping.
Rel. 15 supports inter-slot frequency hopping. Since each single repetition (after segmentation, if applicable) stays within the boundary of a single slot, it is straightforward to apply the Rel. 15 inter-Rel-15 inter-slot frequency hopping rules for Rel. 16. 
[bookmark: _Toc21385123]Support inter-slot frequency hopping.

[bookmark: _Hlk5139878]8.	Multi-segment transmission with option 4
Note that with the restriction of L <= 14, option 4 does not support multi-segment transmission with a total length of all repetitions larger than L = 14 symbols. Consider for example an allocation starting in symbol 4 in a certain slot with a total length of the whole allocation equal to 28 symbols. With multi-segment transmission this would be split into three segments, each in a different slot as illustrated in Figure 6. 
[image: ]
[bookmark: _Ref5139434]Figure 6: Multi-segment transmission with S = 4, total length = 28 symbols spanning three slots.
The only way to reach a total length of 28 symbols is to set the nominal number of repetitions larger than one, but this would result in both nominal repetitions crossing the slot boundary resulting in four total repetitions as illustrated in Figure 7.
 [image: ]
[bookmark: _Ref5139646]Figure 7: Result of option 4 with S = 4, L = 14, and two nominal repetitions.
Based on our understanding of the proponents of mini-slot repetitions, the result in Figure 7 is actually not a desired allocation of repetitions, and this combination of S, L, and number of nominal repetitions would not be scheduled. Instead, if a desired total length of 28, with starting point near the middle of the slot is desired, then either S = 7, L = 14 with two nominal repetitions, or S = 2, L = 2 with 14 nominal repetitions would be chosen.
[bookmark: _Ref5151778][bookmark: _Toc21384951]Option 4 supports mini-slot repetition.
[bookmark: _Toc21384952][bookmark: _Toc16902902][bookmark: _Toc16902903][bookmark: _Toc16902904][bookmark: _Toc16902905]Option 4 does not support multi-segment transmission with the restriction L <= 14. Removing this restriction allows option 4 to support multi-segment transmission.
8.1	Signalling of S and L when S + L > 14
We note that when S and L can take values such that S + L > 14 there is no benefit in terms of RRC message size in coding S and L jointly through SLIV. If S can take all values from 0 to 13, and L can take all values from 1 to 14, the total number of combinations is equal to 14*14, and it is optimal to code S and L separately.
[bookmark: _Toc21385124]Considering that S + L can be larger than 14, it is preferable to code S and L separately. 

9.	Modified option 4
Based on the above discussion, option 4 seems like a promising candidate for supporting both multi-segment transmission and mini-slot repetition. In this section we propose two different modifications to option 4 to make it better support multi-segment transmission,
9.1	Option 4a
The easiest modification to option 4 is to allow L larger than 14. 
[bookmark: _Toc21385125]Modify option 4 to allow L to take values larger than 14, e.g. L <= 28.
The reason for needing L larger than 14 is to allow operation like in Figure 6. When the total allocation becomes longer than a few slots, the alignment delay compared to the total PUSCH transmission length becomes small, and then it is sufficient to use slot-based repetition similar to Rel. 15. The worst case alignment delay in this case is 14 symbols, and Lmax = 28 seems like a reasonable transition point between slot-based (as adopted in Rel-15) and non-slot based PUSCH repetitions. 
9.2	Option 4b
In this modification of option 4 we keep the restriction that L <= 14, but use the total number of slots spanned by the overall resources for all the nominal repetitions to determine whether to use mini-slot repetition or multi-segment transmission. As above, let K be the nominal number of repetitions signalled by the gNB.
1. Let M denote the number of slots spanned by the overall resources. We note that M can easily be calculated as the smallest integer M such that S + L*K <= M*14.
2. If M >= K, use multi-segment transmission, otherwise use mini-slot based repetition.

In the figures below we give some examples showing the use of option 4b:
[image: ]
[bookmark: _Ref5142552]Figure 8: Example of mini-slot repetition with (S=4, L=4, K=2). Here M = 1, and since M < K, mini-slot repetition is used with 2 repetitions.

[image: ]
[bookmark: _Ref5142562]Figure 9: Example of multi-segment transmission with (S=4, L=14, K=1). Here M = 2, and since M >= K, multi-segment transmission is used with 2 repetitions, one in each slot.
[image: ]
Figure 10: Example of mini-slot repetition with (S=12, L=2, K=4). Here M = 2, and since M < K, mini-slot repetition is used with 4 repetitions.
[image: ]
Figure 11: Example of multi-segment transmission with (S=12, L=8, K=1). Here M = 2, and since M >= K, multi-segment transmission is used with 2 repetitions, one in each slot.
[image: ]
Figure 12: Example of mini-slot repetition with (S=0, L=7, K=2). Here M = 1, and since M < K, mini-slot repetition is used with 2 repetitions.
Recall the examples given above in Figure 6 where it was not possible to schedule using option 4. This is now possible with option 4b as illustrated in Figure 13.
[image: ]
[bookmark: _Ref5144828]Figure 13: Example of multi-segment transmission with (S=4, L=14, K=2). Here M = 3, and since M >= K, multi-segment transmission is used.
In general, option 4b allows for scheduling of both mini-slot repetitions and multi-segment transmission when the length of the first nominal repetition as signalled by L is smaller than or equal to 7:
[bookmark: _Toc21384953]Option 4b efficiently enables both mini-slot repetition and multi-segment transmission. 
[bookmark: _Toc21384954]Option 4b does not require L > 14.
Based on these observations we have the following proposal:
[bookmark: _Toc21385126]Adopt option 4b as described above to support both mini-slot repetition and multi-segment transmission.
[bookmark: _Ref5158354]10.	Signalling nominal number of repetitions 
In this section we discuss how to dynamically indicate the nominal number of repetitions in the DCI. We compare the required DCI size when signalling the number of repetitions in an entry in the TDRA table compared to signalling in separate DCI fields. We note that joint signalling of the number of repetitions together with S and L in the TDRA table potentially can save DCI bits compared to separate signalling. We first consider an example with the following TDRA table:
Table 1: Example TDRA table
	Entry
	S
	L

	0
	0
	7

	1
	7
	7

	2
	0
	14

	3
	0
	4



and the following repetition table:
Table 2: Example repetition table
	Entry
	Nominal number of repetitions K

	0
	1

	1
	2



We see that to separately signal these entries, 2 bits are needed for the TDRA table, and one bit is needed for the repetition table. We now consider signalling these fields in an extended TDRA table as follows:
[bookmark: _Ref5157431]Table 3: Signalling of S, L, and K in TDRA table. Similar entries are highlighted in the same color.
	Entry
	S
	L
	Nominal number of repetitions K

	0
	0
	7
	1

	1
	7
	7
	1

	2
	0
	14
	1

	3
	0
	4
	1

	4
	0
	7
	2

	5
	7
	7
	2

	6
	0
	14
	2

	7
	0
	4
	2



We see that joint signalling of these parameters requires the same number of bits as separate signalling.
[bookmark: _Toc21384955]Joint signalling of S, L, and the number of repetitions in the TDRA table does not increase the DCI size.
Another thing that can be noticed is that many of the entries have similar total allocation length and therefore are likely to have similar BLER performance. For example, both entry 2 and 4 have a total length of 14 and start in symbol 0. Similarly, entry 7 and 0 both start in symbol 0 and have lengths 7 and 8 respectively. Thus it is reasonable to only configure one of each of these similar entries, thus making the TDRA table smaller. The smaller TDRA table can then potentially decrease signalling overhead compared to separate signalling, if enough redundant entries can be found. Even if enough redundant entries to save bits in DCI signalling cannot be found, these entries can be replaced by other entries signalling more useful combinations that would have needed increased DCI size to signal separately. One example is given below where the replaced entries are highlighted. Note that in order to signal the same combinations with separate signalling, 4 bits are needed, but with joint signalling only 3 bits are needed. 
Table 4: Joint signalling of S, L, K with some entries changed.
	Entry
	S
	L
	Nominal number of repetitions K

	0
	0
	7
	1

	1
	7
	7
	1

	2
	0
	14
	1

	3
	0
	4
	1

	4
	0
	14
	4

	5
	7
	7
	2

	6
	0
	14
	2

	7
	0
	14
	8



Even though this example is somewhat small, we can see gains from joint signalling of S, L, and K in the TDRA table. A larger example is given in Table 5 .
[bookmark: _Ref21357514]Table 5: Example of the extended TDRA table to include repetition factor.
	Row index
	PUSCH mapping type
	
	S
	L
	(Nominal) repetition factor

	1
	Type A
	j
	0
	14
	1

	2
	Type A
	j
	0
	14
	2

	3
	Type A
	j
	0
	14
	4

	4
	Type A
	j
	0
	7
	1

	5
	Type B
	j
	2
	7
	1

	6
	Type B
	j
	4
	7
	1

	7
	Type B
	j
	7
	7
	1

	8
	Type B
	j
	8
	14
	1

	9
	Type B
	j
	8
	14
	2

	10
	Type B
	j
	8
	14
	4

	11
	Type A
	j+1
	0
	14
	1

	12
	Type A
	j+1
	0
	12
	1

	13
	Type A
	j+1
	0
	10
	1

	14
	Type A
	j+2
	0
	14
	1

	15
	Type A
	j+2
	0
	12
	1

	16
	Type A
	j+2
	0
	10
	1



[bookmark: _Toc21384956]Joint signalling of S, L, and the number of repetitions in the TDRA table can decrease the DCI size compared to separate signalling through removal of redundant entries.
We note that this mechanism is easy to enable or disable through RRC reconfiguration of the TDRA table, and it applies to DCI activating type 2 configured grant without further changes needed. The method is general and applies to any DCI format for which the TDRA table can be reconfigured, including possible new DCI formats.
[bookmark: _Toc21384957]Joint signalling of the nominal number of repetitions in the TDRA table is easy to enable or disable. It supports all DCI formats with reconfigurable TDRA table, and supports type 2 configured grant without any changes.
[bookmark: _Toc21385127]Signal the nominal number of repetitions in the TDRA table to reduce DCI size.
Once the dynamic repetition signalling is in place, it is straightforward to also apply it to Rel. 15 slot aggregation. For the value range of the repetition factor, we note that for DL heavy TDD patterns it is preferable to support up to 16 repetitions. 
[bookmark: _Toc21385128]Support using the nominal repetition factor for dynamic signalling of slot aggregation factor. Switch between slot aggregation and Rel. 16 repetition through RRC configuration.
[bookmark: _Toc21385129]Support a nominal repetition factor up to 16 (repetitions).
11. Transport block size determination when repeating mini-slots
When scheduling a PUSCH transmission, the target code rate and modulation order is determined from the MCS index signaled in DCI typically. The transport block size is then calculated from the target code rate, modulation order, number of layers, and the allocated resources as described in Section 6.1.4.2 of TS 38.214.
In the following, the issues of the Rel-15 procedure are analyzed, when mini-slot repetition is applied.
11.1 Reduced scheduling flexibility
In the case of slot aggregation of Rel-15, the transport block size is determined using parameters for the first slot, and the same transport block size is then used in each of the aggregated slots. The same approach can be used for mini-slot repetition, where the transport block size is determined by the amount of allocated resources in the first mini-slot, together with a signaled target code rate and modulation order. One drawback of this is that it can affect scheduling flexibility. With repetitions, if a TB needs to be transmitted with low MCS indices, very large bandwidth is required. In some cases, it is not even possible to schedule the given TB using some MCS indices since the required bandwidth would be too large. We illustrate this problem by considering three different ways of transmitting an 8 OS long PUSCH, either 
(a) by 4 repetitions of a 2 OS long PUSCH, or
(b) by 2 repetitions of a 4 OS long PUSCH, or 
(c) a single 8 symbol long PUSCH. 
(a) and (b) represents the case where the TBS is determined based on parameters for the first transmission, then the TB is repeated multiple times. (c) represents the case where the TBS is determined based on the total amount of resource used for the TB.

We consider three different target packet sizes from the evaluation assumptions, 100 bytes, 250 bytes, or 1370 bytes. We assume a BW of 40 MHz and SCS = 30 kHz, giving a maximum number of PRBs equal to 106 for CP-OFDM. We examine all MCS indices in MCS table 5.1.3.1-3 from TS 38.214 (low SE 64QAM table) and find the number of PRBs needed to support the target TBS. Sometimes the same number of PRBs gives close to equal TBS when using adjacent MCS indices. In this case we only select the MCS index with the smallest spectral efficiency, corresponding to the highest reliability.

	Target TBS = 100 bytes

	
	2 OS, 4 repetitions
	4 OS, 2 repetitions
	8 OS, 1 repetition

	
	MCS
	NPRB
	MCS
	NPRB
	MCS
	NPRB

	Smallest MCS
	11
	88
	6
	92
	2
	95

	Largest MCS
	28
	15
	28
	5
	24
	3



		Target TBS = 250 bytes

	
	2 OS, 4 repetitions
	4 OS, 2 repetitions
	8 OS, 1 repetition

	
	MCS
	NPRB
	MCS
	NPRB
	MCS
	NPRB

	Smallest MCS
	17
	96
	10
	90
	6
	99

	Largest MCS
	28
	36
	28
	12
	26
	6



	Target TBS = 1370 bytes

	
	2 OS, 4 repetitions
	4 OS, 2 repetitions
	8 OS, 1 repetition

	
	MCS
	NPRB
	MCS
	NPRB
	MCS
	NPRB

	Smallest MCS
	Not possible
	
	23
	100
	15
	98

	Largest MCS
	Not possible
	
	28
	67
	28
	29



In the examined cases, basing the TBS determination on the number of resources available in the first repetition leads to worse flexibility in the available {MCS, NPRB} combinations for achieving the target TBS, as compared to basing TBS determination on the total number of resources. For example, for all three TB sizes above, option (a) provides less {MCS, NPRB} flexibility than option (c). By flexibility here we mean the range of MCS and NPRB that can be used in the transmission. For instance, in the table on the top, with 8 OS and 1 repetition, it is possible to MCS indices from 2 to 24 and NPRB from 3 to 95, which means that depending on the channel quality, a small or large allocation, as well as a low or high MCS can be used. However, in the first column of the table on the top with 2 OS and 4 repetitions, the range of MCSs is smaller (the lowest MCS index is 11) and also the smallest allocation is 15 PRBs. With large TBS sizes the situation is even worse, and as the last table shows it is not even possible to transmit the TBS in only 2 OS and 4 repetitions case. Thus, basing the TBS on the total amount of resources available (up to the resources of one slot) provides the best flexibility in terms of {MCS, NPRB} combinations.
Another advantage of basing the TBS on the total number of resources available is that it is possible to change the TBS both by changing the number of PRBs allocated as well as the number of OFDM symbols. It is not as easy to change the TBS when using mini-slot repetition and Rel-15 TBS determination procedure, where the number of OS in the first transmission may need to stay fixed to keep the alignment delay low. Changing the number of repetitions only changes the total transmission length, but does not change the number of OS in the first transmission, which is used to determine the TBS in Rel-15.
Note that for very large allocations, larger than 14 symbols in total, the above procedure could lead to a TBS that is larger than the maximum TBS in Rel. 15, potentially affecting existing hardware implementation. This is not the intention here, and the maximum amount of resource elements used in TBS determination is limited by what’s available in one slot for the given number of PRBs. A simple way of achieving this is to account for all allocated resources when determining N’RE, the total number of REs allocated for PUSCH with a PRB. Since the total number of REs allocated for PUSCH in Rel. 15 is given by NRE = min(156, N’RE)×nPRB the largest TBS will not exceed the maximum supported in Rel. 15, which corresponds to NRE=156×nPRB.
 
[bookmark: _Toc21384958]Basing the TBS determination on the allocated resources in the first transmission can lead to inflexible scheduling, and poor usage of the MCS table.
[bookmark: _Toc21384959]In the examined cases, it is not possible to reach the lowest spectral efficiency in the Rel-15 MCS table with 1 repetition even when using the full bandwidth. Thus using more repetitions and basing TBS determination on the allocated resources in the first transmission does not give noticeable gains in spectral efficiency compared to the Rel-15 MCS table.
[bookmark: _Toc21385130]For multi-segment PUSCH and for mini-slot repetitions, TBS determination is based on the total amount of allocated resources when determining N’RE.

11.2 Mismatch in modulation order and base graph
When mini-slot aggregation with K repetition is used, the transmission uses {RMCS,K, QMCS,K, K}, where RMCS,K is the code rate signaled by the MCS index, QMCS,K is the modulation order signaled by the MCS index, K is the number of repetitions.
Alternatively, if assuming the MCS is selected according to the total amount of occupied resources, the TBS would be sent with {RMCS,1, QMCS,1, 1}. 
When applying the Rel-15 approach, RMCS,1 could deviate so much from RMCS,K, such that QMCS,1 QMCS,K. When this happens, the link performance will suffer significantly. The reason is that in this case the base graph in this case does not match the new modulation order, since the base graphs are optimized for different code rates. To illustrate this, we compare two cases:
A. 4 repetitions of a 2OS PUSCH, and 
B. 1 repetition of an 8 OS PUSCH.
For (A), the first OFDM symbol is occupied by DMRS, followed by 7 OFDM symbols occupied by PUSCH payload. For (B), DMRS is artificially made to occupy only the first OFDM symbol of the first repetition, so that the same DMRS overhead (=1 os) is used in both cases. A target TBS of 32 or 100 bytes is used. The BLER performance of (A) vs (B) is shown in Figure 14 and Figure 15 below, using the assumed transmission parameters.
[image: ]
[bookmark: _Ref5153245]Figure 14: Performance degradation when improper modulation order is used in mini-slot repetitions.
[image: ]
[bookmark: _Ref5153338]Figure 15: Performance degradation when improper modulation order is used in mini-slot repetitions.
We see that (A) with 4 repetitions performs about 1.5 – 1.8 dB worse than (B) with 1 repetition. The reason is, (A) uses {RMCS,4, QMCS,4=64QAM, K=4}, (B) uses {RMCS,1 RMCS,4/16, QMCS,1=QPSK, 1} which is the right choice when taking into account all occupied resources. 
In the case with target TBS = 800 bits, a similar problem occurs to the base graph selection as well, since base graph selection is partly determined by the target code rate in the MCS. Since the target code rate is above 0.67, the base graph switches from BG2 to BG1. Since the mother code rate of BG1 is 1/3, and the mother code rate of BG2 is 1/5, this also impacts performance negatively due to circular buffer repetition being used below rate 1/3 for BG1 instead of fresh parity bits.
[bookmark: _Toc21384960]When (mini-)slot aggregation is used, basing the TBS determination on the allocated resources in the first transmission may lead to excessively high target code rate, resulting in modulation order and base graph mismatch.
In Rel-16 eURLLC, different relevant use cases can be considered with potentially different reliability requirements. In some use cases, a very strict reliability of 1-10-6 is required as for the example mentioned in [1]. It is worth noting that techniques for enhancing reliability can be done at different layers in the protocol stack. Requiring overall transmission reliability of 1-10-6 does not necessarily mean that all the solutions must come from the physical layer. For example, NR supports higher layer reliability enhancement in the form of PDCP duplication. With PDCP duplication, the reliability requirement on the physical layer can be relaxed. 
In NR Rel-15, a new CQI table for CQI report corresponding to 10-5 BLER target was introduced. This aims to support URLLC DL transmission with high reliability requirement. Moreover, a new MCS table supporting new MCS entries with low spectral efficiency values was introduced to support very robust PDSCH and PUSCH transmissions. These PHY reliability enhancements made in NR Rel. 15 can be considered sufficient for eURLLC. 
Conclusion
In this contribution, we discussed our view how to enhance PUSCH transmission to meet the URLLC requirements and made the following observations:

Observation 1	The gNB is aware of the TDD pattern and can extend the time window by scheduling with a larger K.
Observation 2	In many cases it is possible to decode the first transmission and dynamically schedule retransmissions if needed.
Observation 3	In Rel. 15, if the UE fails to detect an SFI transmission, only the repetitions modified by this SFI are affected. Other repetitions keep the same length and RV.
Observation 4	If all segments of a nominal repetition use the same RV, the bits at the beginning of this RV will be repeated.
Observation 5	Using MMSE-IRC to suppress PUSCH interference to SRS and PUCCH is not possible in general.
Observation 6	Using SFI to avoid collision between PUSCH and PUCCH/SRS increases error probability and requires reliable SFI transmission.
Observation 7	Option 4 supports mini-slot repetition.
Observation 8	Option 4 does not support multi-segment transmission with the restriction L <= 14. Removing this restriction allows option 4 to support multi-segment transmission.
Observation 9	Option 4b efficiently enables both mini-slot repetition and multi-segment transmission.
Observation 10	Option 4b does not require L > 14.
Observation 11	Joint signalling of S, L, and the number of repetitions in the TDRA table does not increase the DCI size.
Observation 12	Joint signalling of S, L, and the number of repetitions in the TDRA table can decrease the DCI size compared to separate signalling through removal of redundant entries.
Observation 13	Joint signalling of the nominal number of repetitions in the TDRA table is easy to enable or disable. It supports all DCI formats with reconfigurable TDRA table, and supports type 2 configured grant without any changes.
Observation 14	Basing the TBS determination on the allocated resources in the first transmission can lead to inflexible scheduling, and poor usage of the MCS table.
Observation 15	In the examined cases, it is not possible to reach the lowest spectral efficiency in the Rel-15 MCS table with 1 repetition even when using the full bandwidth. Thus using more repetitions and basing TBS determination on the allocated resources in the first transmission does not give noticeable gains in spectral efficiency compared to the Rel-15 MCS table.
Observation 16	When (mini-)slot aggregation is used, basing the TBS determination on the allocated resources in the first transmission may lead to excessively high target code rate, resulting in modulation order and base graph mismatch.
Based on the discussion in the previous sections we propose the following:

Proposal 1	The time window within which valid symbols are used for transmission is L*K.
Proposal 2	Missed detection of SFI should only affect nominal PUSCH repetition in symbols overlapping with those indicated by the missed SFI. The time domain resource allocation or RVs of other transmissions should not be affected. The TBS should also not be affected.
Proposal 3	For DG PUSCH, if dynamic SFI is not configured, semi-static flexible symbols in the resources scheduled by DCI are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
Proposal 4	For CG PUSCH, if dynamic SFI is not configured, semi-static flexible symbols in the scheduled resources are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
Proposal 5	If TBS, RV, and time domain allocation for nominal repetitions for enhanced PUSCH do not depend on dynamic SFI, for both DG and CG PUSCH (including all the repetitions) activated by an UL grant, if dynamic SFI is configured and received, dynamic flexible symbols in the scheduled resources are not used for PUSCH and segmentation occurs around semi-static DL symbols and dynamic DL/flexible symbols (option 2-1).
Proposal 6	If TBS, RV, and time domain allocation for nominal repetitions for enhanced PUSCH do not depend on dynamic SFI, for both DG and CG PUSCH (including all the repetitions) activated by an UL grant, if dynamic SFI is configured and not received, semi-static flexible symbols in the scheduled resources are not used for PUSCH and segmentation occurs around semi-static DL symbols and semi-static flexible symbols.
Proposal 7	If TBS, RV, or time domain allocation for nominal repetitions for enhanced PUSCH depends on dynamic SFI, option 1-1 is used for DG and option 1-2 is used for CG PUSCH.
Proposal 8	For dynamically scheduled PUSCH, RV cycling is used for nominal repetitions, with the first nominal repetition using the RV indicated in DCI.
Proposal 9	For CG PUSCH, RV cycling is used for nominal repetitions, with the longest repetition using RV0.
Proposal 10	Assign each nominal repetition an RV using RV cycling. If a nominal repetition is segmented, cycle RVs for each segment, starting with the RV assigned to the given nominal repetition.
Proposal 11	Determine DMRS placement in each segment by treating each segment as a separate PUSCH of Type-B using Rel. 15 rules.
Proposal 12	Only allow PUSCH mapping type B with K > 1.
Proposal 13	Introduce a mechanism for avoiding collision between a PUSCH repetition and signals from other UEs.
Proposal 14	Use reserved resources in the UL to avoid collisions between PUSCH repetitions and other UL signals.
Proposal 15	Support grouped inter-repetition hopping, with repetitions divided into two equal-sized groups (as much as possible) per slot, where the hopping rule is based on Rel. 15 intra-slot frequency hopping.
Proposal 16	Support intra-repetition frequency hopping, where the hopping rule is based on the Rel. 15 rules for intra-slot frequency hopping.
Proposal 17	Support inter-slot frequency hopping.
Proposal 18	Considering that S + L can be larger than 14, it is preferable to code S and L separately.
Proposal 19	Modify option 4 to allow L to take values larger than 14, e.g. L <= 28.
Proposal 20	Adopt option 4b as described above to support both mini-slot repetition and multi-segment transmission.
Proposal 21	Signal the nominal number of repetitions in the TDRA table to reduce DCI size.
Proposal 22	Support using the nominal repetition factor for dynamic signalling of slot aggregation factor. Switch between slot aggregation and Rel. 16 repetition through RRC configuration.
Proposal 23	Support a nominal repetition factor up to 16 (repetitions).
Proposal 24	For multi-segment PUSCH and for mini-slot repetitions, TBS determination is based on the total amount of allocated resources when determining N’RE.
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Appendix. Relevant Agreements
In RAN1#97 the following agreement was made [5].
	Agreements:
· Adopt option 4 with the following update:
· The time domain resource assignment (TDRA) field in the DCI or the TDRA parameter in the type 1 configured grant indicates the resource for the first “nominal” repetition.
· FFS the detailed interaction with the procedure of UL/DL direction determination




This is based on the following agreement and conclusion from RAN1#96 [2].
	Agreements:
· Capture the descriptions of option 1 to 6 (see R1-1903797 and previous agreements) in the TR.

Conclusion:
· Finalize the details regarding how to use “option 1” vs. “option 2” during the WI phase using option 4, 5, and 6 (as in R1-1903797) as a starting point.




Option 1 and option 2 above are also known as mini-slot repetition and multi-segment transmission respectively and have been discussed extensively during the study item phase. The descriptions of option 4 from [3] is given below. Option 4 tries to support both option 1 and option 2.
	Option 4: 
One or more actual PUSCH repetitions in one slot, or two or more actual PUSCH repetitions across slot boundary in consecutive available slots, is supported using one UL grant for dynamic PUSCH, and one configured grant configuration for configured grant PUSCH.
· The number of the repetitions signaled by gNB represents the “nominal” number of repetitions. The actual number of repetitions can be larger than the nominal number.
· FFS dynamically or semi-statically signalled for dynamic PUSCH and type 2 configured grant PUSCH
· The time domain resource assignment (TDRA) field in the DCI or the TDRA parameter in the type 1 configured grant indicates the resource for the first “nominal” repetition. 
· The time domain resources for the remaining repetitions are derived based at least on the resources for the first repetition and the UL/DL direction of the symbols.
· FFS the detailed interaction with the procedure of UL/DL direction determination
· If a “nominal” repetition goes across the slot boundary or DL/UL switching point, this “nominal” repetition is splitted into multiple PUSCH repetitions, with one PUSCH repetition in each UL period in a slot.
· Handling of the repetitions under some conditions, e.g., when the duration is too small due to splitting, is to be further investigated in the WI phase.
· No DMRS sharing across multiple PUSCH repetitions
· The maximum TBS size is not increased compared to Rel-15.
· FFS: L > 14
· S+L can be larger than 14
· FFS: The bitwidth for TDRA is up to 4 bits.
· Note: different repetitions may have the same or different RV.
4 symbols, 4 repetitions
Slot boundary
4 symbols, 2 repetitions
Slot boundary
14 symbols, 1 repetition
Slot boundary
Note: this case requires S+L>14.


· 



In RAN1#96bis [4] , the following agreements relating to PUSCH were made:
	Agreements:
For option 4, dynamic indication of the nominal number of repetitions in the DCI scheduling dynamic PUSCH is supported for PUSCH enhancements. The dynamic indication can be enabled or disabled by the gNB.
· FFS the exact signaling method
· FFS the exact DCI format(s)
· FFS the exact mechanism to enable or disable
· FFS the DCI activating type 2 configured grant PUSCH

Proposals:
For option 4, when one nominal repetition is split into multiple repetitions due to segmentation at the slot/UL period boundary,
· For front-loaded-only DMRS, DMRS is transmitted at the beginning of each repetition.
· FFS the case when additional DMRS is configured for the transmission
· FFS whether it is handled differently when there is only one symbol in the repetition
Discuss till next meeting (also consider type A vs. type B DM-RS aspects)
Agreements:
For both option 4 and 6, frequency hopping is supported
· FFS details




In RAN1#98 the following agreements were made [6].
	Agreements:

In terms of how to interpret L and K for all PUSCH transmissions, down-select between the following two:
· Alt 1: The time window within which valid symbols are used for transmission is L*K.
· FFS the definition of “valid symbols”
· Alt 2: The time window within which valid symbols are used for transmission can be longer than L*K symbols, and it is extended at least in case of semi-static DL symbols.
· FFS extension of the time window in case of dynamic DL symbols and/or semi-static flexible symbols and/or reserved symbols (if defined) and/or SSB symbols and/or type-0 CSS in CORESET#0 (as indicated by MIB)
· FFS the definition of “valid symbols”
· FFS whether to define a maximum time window size and if so, details




In RAN1#98, interaction of PUSCH option 4 with DL/UL directions were discussed, and the following conclusion was reached [6]:
	Conclusion:
In terms of how to handle the interaction of enhanced PUSCH with DL/UL directions, consider the following options:
· For DG PUSCH
· If dynamic SFI is not configured,
· Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
· If dynamic SFI is configured
· Option 1: behavior not dependent on dynamic SFI
· Option 1-1: Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
· FFS whether the conflict between dynamic SFI and symbols used for PUSCH transmission is considered as an error case, e.g.
· Option 1-1a: The UE does not expect any semi-static flexible symbol to be indicated as DL within the PUSCH transmission time window.
· Option 1-1b: No error case is defined and in general all semi-static flexible symbols are used for PUSCH within the PUSCH transmission time window.
· Option 1-2: Semi-static DL/flexible symbols are not used for PUSCH. Segmentation occurs around semi-static DL/flexible symbols.
· Option 1-3: Dynamic indication in UL grant on which set of semi-static flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL and the dynamically indicated invalid symbols.
· Option 1-4: Pre-defined rules to determine which set of semi-static flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL and the invalid symbols as defined in the rules.
· Option 2: the UE uses SFI to determine the symbols to transmit
· In case SFI is configured and received 
· Option 2-1: Segmentation occurs around semi-static DL symbols and dynamic DL/flexible symbols
· Option 2-2: Dynamic flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL symbols and dynamic DL symbols
· Option 2-3: Dynamic flexible symbols are used for PUSCH. A repetition is not transmitted if it conflicts with a dynamic DL symbol.
· Option 2-4: A repetition is not transmitted if it conflicts with a dynamic DL/flexible symbol
· In case SFI is configured and not received
· A repetition is not transmitted if it conflicts with a semi-static flexible symbol.
· For CG PUSCH other than the first Type 2 CG PUSCH (including all the repetitions) activated by an UL grant
· If dynamic SFI is not configured,
· Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
· If dynamic SFI is configured
· Option 1: behavior not dependent on dynamic SFI
· Option 1-1: Semi-static flexible symbols are used for PUSCH. Segmentation occurs only around semi-static DL symbols.
· This does not seem to make much sense for CG. If semi-static flexible symbols are always used for CG PUSCH, the gNB can essentially configure these symbols as UL in semi-static configuration. – no need for this option?
· Option 1-2: Semi-static DL/flexible symbols are not used for PUSCH. Segmentation occurs around semi-static DL/flexible symbols.
· Option 1-3 from DG is not applicable for CG.
· Option 1-4: Pre-defined rules to determine which set of semi-static flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL and the invalid symbols as defined in the rules.
· Option 2: the UE uses SFI to determine the symbols to transmit
· In case SFI is configured and received 
· Option 2-1: Segmentation occurs around semi-static DL symbols and dynamic DL/flexible symbols
· Option 2-2 does not make sense for CG. (Dynamic flexible symbols are used for PUSCH. Segmentation occurs around semi-static DL symbols and dynamic DL symbols)
· Option 2-3 does not make sense for CG. (Dynamic flexible symbols are used for PUSCH. A repetition is not transmitted if it conflicts with a dynamic DL symbol.)
· Option 2-4: a repetition is not transmitted if it conflicts with a semi-static DL symbol and a dynamic DL/flexible symbol
· In case SFI is configured and not received
· A repetition is not transmitted if it conflicts with a semi-static flexible symbol.
· For the first Type 2 CG PUSCH (including all the repetitions) activated by an UL grant,
· Alt 1: same behavior as DG PUSCH
· Alt 2: same behavior as CG PUSCH without an associated UL grant
· …
· FFS: in case of a repetition not being transmitted (as in the above bullets), whether a repetition is a nominal repetition or a repetition after segmentation due to semi-static DL symbol(s)/slot boundary
· FFS: whether to postpone or not, and if yes, under what condition(s)
· FFS: whether/how guard period is handled
· Note that segmentation at slot boundary is always performed, even though it is not explicitly mentioned in the bullets above.
· FFS: the handling of conflict with SSB/PRACH symbols, the handling of conflict with semi-statically configured DL reception, etc.
· Other options are not precluded
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PUSCH, 2TX, 4RX, 8 PRB, TBS = 32 bytes

TDL-C 300 ns 3km/h, 30 kHz SCS, 4 GHz CF

8 OS, 1 repetition, MCS = 8, QPSK

2 OS, 4 repetitions, MCS = 22, 64QAM
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PUSCH, 2TX, 4RX, 16 PRB, TBS = 808 bits

TDL-C 300ns 3 km/h, 30 kHz SCS, 4 GHz CF  

8 OS, 1 repetition, MCS = 10, QPSK

2 OS, 4 repetitions, MCS = 27, 64QAM
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