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Introduction
In RAN plenary #83, TR 38.840 [2][1] for UE power saving study was approved and the study item was concluded. In the same meeting, the WID [3] was approved and the procedure of cross-slot scheduling power saving techniques is to be specified. This work item started in RAN1 #96bis. 
In this contribution, the remaining issues of cross-slot scheduling specification will be discussed.

In this paper, in order to simplify the terminology, instead of separately discussing the minimum applicable value for each parameter, e.g. k0, k2, A-CSI-RS triggering offset, etc, the slot offset governing DCI-based DL scheduling/triggering (i.e. the minimum k0 and minimum A-CSI-RS triggering offset) should be grouped together and referred to as the “minimum DL scheduling offset”. Likewise, the slot offset governing DCI-based UL scheduling/triggering (i.e. including at least the minimum k2) should be grouped together and referred to as the “minimum UL scheduling offset”. When it is not important to discern the DL vs UL parameter or when it is clear from the context, it can be generally referred to as the “minimum scheduling offset(s)”.
Discussion
Remaining issues on minimum scheduling offset indication
The default minimum scheduling offset for BWP activation without the 1-bit indication
In RAN1#98, it was decided that the 1-bit indication in DCI is used to adapt the minimum scheduling offset. It remains to be decided how to determine the minimum scheduling offset if a BWP is activated and the 1-bit indication is not yet signalled to the UE. Such scenario may happen for timer-triggered BWP switch to the default BWP, and for SCell activation when the firstActiveBWP is implicitly activated:
	Agreements:
For an activated BWP without the 1-bit indication received in DCI for adapting the minimum applicable value of K0(K2) for the BWP when there are one or two RRC configured values for the BWP, e.g., due to BWP switching triggered by BWP timer expiration, etc., the value applied for the BWP is determined by (to down-select one of them):
· Option 1: No restriction if one value is RRC configured; The lowest-indexed RRC configure value if two values are RRC configured
· Option 2: The configured value if one value is RRC configured; The lowest-indexed RRC configured value if two values are RRC configured; 
· Option 3: No restriction 



It should be noted that Option 1 and Option 2 are similar to each other. The behaviour when two values are RRC configured is the same; The only difference lies in the case when one value is RRC configured. Therefore, our view is to first decide Option 1&2 vs Option 3, and then if Option 1&2 is preferred, decide between Option 1 or 2.
[bookmark: _Toc21102612]Observation 1: For an activated BWP without the 1-bit indication received in DCI, due to the similarity between Option 1 and 2, Option 1&2 vs Option 3 should be decided first, and if Option 1&2 are chosen, decide between Option 1 vs 2.
	Example:
[image: ]
	DL BWP
Configured with one value. “No restriction” behavior is implicitly introduced.
UL BWP
Configured with two values.



For a BWP configured with 2 values, it is likely that the intention is to configure with two different non-zero values. Otherwise, configuring one non-zero value should be sufficient for operation, because the other choice for 1-bit indication would be implicitly set to “no restriction”, i.e. functionally equivalent to configuring the value of zero.
Option 3 has the potential to introduce a “third” behaviour in addition to the two configured values. For example, if two non-zero values are already configured for a BWP (e.g. the UL BWP in the illustration), Option 3 means for this case, the behaviour of “no restriction” is implicitly added, and this behaviour exists only temporarily from the BWP being activated and until the 1-bit indication is explicitly received by the UE. We think such implicit and temporary behaviour is not necessary and it also breaches the spirit of supporting up to 2 configured values. In addition, if the “no restriction” default is really desired, Option 1 can be a good compromise in that it does not introduce a “third” behaviour. Considering above reasoning, Option 3 should not be supported.
[bookmark: _Toc21102613]Observation 2: For an activated BWP without the 1-bit indication received in DCI, Option 3 has the potential to introduce a “third” behavior when there are two configured values which are non-zero. The “third” behavior is implicit and temporary, in effect until the 1-bit indication is received by the UE.
[bookmark: _Toc21102614]Observation 3: For an activated BWP without the 1-bit indication received in DCI, if the “no restriction” default is strongly desired, Option 1 also provides this support for the case one value is configured.
Between Option 1 and 2, we have slight preference for Option 2, because it is more consistent with the two-configured-value case, i.e. a configured value is selected by default. Regardless, because “no restriction” is equivalently supported by configuring the zero value, any intended behaviour can be achieved with the two-configured-value setup regardless of whether Option 1 or Option 2 is chosen.
[bookmark: _Ref21088745][bookmark: _Toc21102621]Proposal 1: For an activated BWP without the 1-bit indication received in DCI, consider further between Option 1 and 2. Option 2 is slightly preferred for consistency across different number of configured values.

How to use the minimum applicable value
Regarding how to use the minimum applicable value for at least k0 and k2, the following agreements were made in RAN1#97:
	Agreements:
When UE is indicated of the minimum applicable value of K0 (K2) for an active DL (UL) BWP, the application method to the selection of a DL (UL) TDRA entry is to be decided from:
· An entry in the active DL (UL) TDRA table with K0 (K2) value smaller than the indicated minimum is not expected by or not valid for the UE for the TDRA indication(s) 



From the above agreement, given that the minimum applicable value of K0 or K2 is BWP-specific and applied by comparing against the K0 or K2 entries in the TDRA table, it makes sense to infer that the minimum applicable value of K0 or K2 is defined in the same unit as the K0 and K2, i.e., in units of slots, specific to numerology of the BWP. If this understanding is contested, there should be an explicit agreement on the units for the minimum applicable value of K0 and K2.
[bookmark: _Toc21102615]Observation 4: It is understood that for the configuration of the minimum applicable value of K0 (or K2), also known as the minimum DL (or UL) scheduling offset, the unit for the configured values is in slots per the numerology of the DL (or UL) BWP. This is also same as the unit of the K0 (or K2) in the TDRA table configured for the DL (or UL) BWP.

It is also clear that procedure to apply the minimum scheduling offset can be described as follows:
1. For a DL (or UL) scheduling DCI that is successfully decoded, obtain the indicated K0 (or K2) value for the scheduled PDSCH (or PUSCH) from the TDRA table
2. If due to the search space and/or RNTI conditions, the minimum scheduling offset is not applicable, skip to (4)
3. If the indicated K0 (or K2) is smaller than the minimum DL (or UL) scheduling offset for the active BWP, the scheduling information in the DCI is considered invalid.
· Note that this does not mean the entire DCI is invalid according to the above agreement
· If A-CSI is triggered, the minimum DL scheduling offset also applies to the A-CSI triggering offset based on the indicated CSI-RS resource set
4. The DCI is further processed as per legacy operation

Compared to legacy baseline (or without the cross-slot scheduling feature), Step (2) and (3) are added. There are other alternative ways to implement the procedure, for example, TDRA entries with K0 (or K2) smaller than the minimum applicable value of K0 (or K2) for the active BWP can be invalidated, but above procedure is more explicit in reflecting the agreement that UE does not expect to be scheduled with a K0 (or K2) smaller than the minimum scheduling offset.

It is natural to extend the above agreement also to A-CSI-RS triggering offset. The minimum DL scheduling offset should be used as a “threshold check” on the A-CSI-RS triggering offset associated with the indicated CSI-RS resource set. Given that there can be up to 6 bits to indicate a CSI-RS resource set, which can be individually configured with a triggering offset, there is enough degree of freedom to configure the CSI-RS resource sets with support for the intended variation in the minimum scheduling offsets.
[bookmark: _Toc21102622]Proposal 2: For A-CSI-RS triggering, UE does not expect to detect a DCI indicating a CSI-RS resource set with A-CSI-RS triggering offset that is smaller than the minimum DL scheduling offset.

For A-SRS, only up to two bits can be supported in the scheduling DCI, and there can only be 1 set for CB-based SRS, 1 set for NCB-based SRS. Overall, there may not be enough degrees of freedom to support a wide variety of the triggering offset configurations for very fine-grained adaptation. On the other hand, each BWP can have its own A-SRS resource sets targeting different minimum A-SRS triggering offset, and BWP switch can be used along with cross-slot scheduling adaptation to mitigate this issue. See Section 2.5 for further discussion.

Indication signalling method for adaptation
In RAN1#98, the method for indication signalling for adapting the minimum scheduling offset is agreed:
	Agreements:
· The 1-bit indication in DCI format 1_1 or format 0_1 is used to jointly determine the minimum applicable K0 for the active DL BWP and the minimum applicable K2 value for the active UL BWP, which are to be applied at least after the application delay.



In our view, the design for configuration and signalling of the minimum scheduling offset is mostly complete. There are several remaining issues discussed in the following.

On the issue of missed detection of the DCI with the 1-bit indication
It is possible that a DCI format 1_1 or 0_1 carrying the 1-bit indication can fail decoding by the UE (e.g. due to poor channel condition, etc), even if it is transmitted by the gNB. There are several consequences. First, same as Rel-15 baseline, UE would miss the scheduling information of PDSCH or PUSCH, and this aspect is not a new problem. Second, pertaining to the impact if the cross-slot scheduling power saving feature is enabled, there are two cases to consider. If the 1-bit indication on the missed DCI does not indicate any change relative to the current minimum scheduling offset, there is no impact to the operation of the feature. The current minimum scheduling offset would remain as is which is consistent with what the gNB expects. If the 1-bit indication on the missed DCI indicates a change of the minimum scheduling offset, by missing the DCI, UE would still assume the current minimum scheduling offset, while the gNB assumes that the newly indicated minimum scheduling offset will take effect after the application delay. This is an error case and let’s examine further on the extent of the error.
If the change is from a larger minimum scheduling offset value to a smaller value, by missing the indication, UE still assumes the larger value while gNB assumes the smaller value. After the application delay, gNB could start scheduling PDSCH with a K0 (or PUSCH with a K2) that is smaller than the larger value. The UE would detect that the K0 (or K2) value received for scheduling violates its assumed minimum scheduling offset, and it should consider the scheduling information invalid and do not proceed with PDSCH reception (or PUSCH transmission). On the other hand, the 1-bit indication in the scheduling DCI should correspond to the updated (smaller) value. UE should interpret that this is a valid 1-bit indication for updating the minimum scheduling offset. After the application delay, UE would be using the updated (smaller) minimum scheduling offset and the gNB and UE would be in sync again. Basically, the number of PDSCH (or PUSCH) scheduled with DCI format 1_1 (or 0_1) that the UE can drop is at most same as the number of missed DCI format 1_1 (or 0_1).
If the change is from a smaller minimum scheduling offset value to a larger value, even by assuming a mismatched minimum scheduling offset, the K0 (or K2) in the scheduling DCI does not violate the (smaller) minimum value assumed by the UE. In this case, no scheduled PDSCH (or PUSCH) would be dropped by the UE. Similar to the above case, the UE can recover from mismatch condition with the gNB without any additional error handling mechanism.
[bookmark: _Toc21102616]Observation 5: The 1-bit indication is carried in every DCI format 1_1 and 0_1, and it provides a way for UE to self-recover from any potential mismatch with the gNB due to missed detection of DCI format 1_1 and/or 0_1 indicating a change of the minimum scheduling offset(s).
[bookmark: _Toc21102617]Observation 6: It is understood from the current agreements that when a UE receives a DCI format 1_1 (or 0_1), the UE can process and apply the 1-bit indication even when the PDSCH is scheduled with a K0 (or the PUSCH is scheduled with a K2) that does not satisfy the current minimum scheduling offset assumed by the UE.

[bookmark: _Toc21102623]Proposal 3: Given that UE can self-recover from potential error condition of minimum scheduling offset mismatch due to missed indication signaling between the UE and the gNB, there should be no need to specify additional error handling mechanism for indication signaling.

On the issue of whether additional adaptation mechanism is needed besides DCI signaling
The feature lead points out the issue that during data inactivity, there may not be any scheduling DCI sent to the UE to indicate minimum scheduling offset change. If the NW tries to indicate the minimum scheduling offset change (e.g. back to non-zero value) in the scheduling DCI of the last TB, there is potential TB NACK event. Then gNB will need to schedule retransmissions with cross-slot scheduling, which will impact the data scheduler design if same-slot scheduling is desired for data retransmissions.
Our view is that there are already enough mechanisms to mitigate this issue. For example, BWP timer and/or the default BWP can be configured. The initial or default BWP can be configured with non-zero minimum scheduling offset as the default if achieving more power saving gain is intended. Alternatively, after a period of data inactivity, NW can send a MAC-layer dummy packet with the 1-bit indication, to put the UE in cross-slot scheduling mode if power saving is desired. There is also on-going discussion of indicating cross-slot scheduling information in WUS.
[bookmark: _Toc21102624]Proposal 4: Besides the 1-bit indication in DCI which is already agreed, no additional dynamic adaptation mechanism needs to be specified for adapting the minimum scheduling offset.

Support for multi-BWP operation
Rel-15 support for cross-slot scheduling adaptation
To some extent, Rel-15 can already support cross-slot scheduling adaptation by using the BWP adaptation framework. TDRA table can be configured to have different minimum k0 or k2 across BWP, and by switching BWP, the minimum k0 or k2 can be adapted. Configuration of BWP for power saving is a core element for Rel-15/16 UE power saving; Therefore, care should be taken to ensure that the cross-slot scheduling power saving feature in Rel-16 also works well with multi-BWP operation and BWP switching. Please refer to our previous contribution [4] for details on Rel-15 support for cross-slot scheduling adaptation with BWP switching.

Cross-BWP scheduling triggering BWP switch
In RAN1#96bis, the following agreements were made:
	Agreements:
Possible candidate indication methods to adapt the minimum applicable value of K0 (or K2) for an active DL (or UL) BWP, where the indication method is to be selected from:
· Alt 1: Indication of a subset of TDRA entries, e.g., bit-map based indication
· Alt 2: Indication of one active table from multiple configured TDRA tables
· Alt 3: Indication of the minimum applicable value
· Note: Other option is not precluded
Note: PDCCH monitoring case 1-1 is prioritized for the design. 
FFS: Whether and how the minimum applicable K0 (or K2) value of the active DL (or UL) BWP is also applied to cross-BWP scheduling



Note that in this context, cross BWP scheduling is assumed to be kind that also triggers BWP switching. The other scenario of a DCI scheduling UL transmission in the same active UL BWP without triggering UL BWP switch is still understood to be intra-BWP scheduling for the UL.
The minimum scheduling offset for the current BWP governs how PDCCH processing timeline and microsleep can be managed for power saving. If multiple BWP is configured, because UE can be scheduled with a cross-BWP scheduling DCI (which triggers a BWP switch) in any slot, the effective minimum scheduling offset affecting how much power saving can be achieved would be based on a combination of possible intra-BWP scheduling and cross-BWP scheduling. It makes sense that support for cross-BWP scheduling should not compromise the minimum scheduling offset for intra-BWP scheduling. This can be enforced by requiring that the minimum scheduling offset for the currently active BWP should be satisfied by both intra-BWP and cross-BWP scheduling.

[bookmark: _Toc21102618]Observation 7: The minimum scheduling offset for the currently active BWP should be satisfied by both intra-BWP scheduling as well as cross-BWP scheduling triggering a BWP switch. Otherwise, if the minimum scheduling offset is only applied to intra-BWP scheduling, the amount of UE power saving can be compromised if cross-BWP scheduling can result in applying a minimum scheduling offset which is effectively smaller.

In the general case, DL (or UL) BWP may have different numerologies. k0 (or k2) is defined in terms of slots in the numerology of the scheduled PDSCH (or PUSCH). For cross-BWP scheduling that triggers BWP switch, the current BWP (i.e. the PDCCH) and the target BWP (i.e. the scheduled PDSCH or PUSCH) may have different numerologies and slot duration. When applying the minimum scheduling offset for the current BWP to cross-BWP scheduling, it makes sense to convert to the numerology of the scheduled PDSCH (or PUSCH) for the k0 or k2 check, to maintain similar absolute time offset with reference to the current BWP, as illustrated below. The conversion ensures that the minimum scheduling offset as represented in absolute time would not be altered drastically even for scheduling across different BWP with different numerologies.
	

	Example: BWP0: 15kHz SCS, BWP1: 30kHz SCS
BWP switch delay = {1 slot @15kHz SCS, 2 slots @30kHz SCS}
BWP0: Minimum scheduling offset (X): 2 slot
For cross-BWP scheduling from BWP0BWP1, X is converted to 4 slots and applied to K0 indicated in the cross-BWP grant.



[bookmark: _Ref21088750][bookmark: _Toc21102625]Proposal 5: For BWP switching, the minimum DL (or UL) scheduling offset for the current BWP should be applied for the K0 (or K2) indicated in the cross-BWP scheduling DCI. For the case that the numerology of the current BWP and that of the target BWP are different, the minimum scheduling offset value (X) for the current BWP should be converted to the numerology of the target BWP (based on ) and applied to the K0 (or K2) indicated in the cross-BWP scheduling DCI that triggers the BWP switch.

Impact to BWP switch delay
With Rel-16 cross-slot scheduling adaptation feature, one of the sources for power saving is that when the minimum k0 or k2 is greater than zero, PDCCH processing timeline can be potentially relaxed. This aspect is identified in the technical report of the SI (TR 38.840) [1][2]:
	· Cross-slot scheduling    
· Minimum K0 > 0 and aperiodic CSI-RS triggering offset is not within the duration - UE could switch to micro sleep after PDCCH reception – no addition PDSCH and CSI-RS signals reception within the given duration (e.g. the same slot)
· It is known to the UE at PDCCH decoding
· Extended micro sleep time and reduce the PDCCH processing in reducing UE power consumption 
· Minimum K2 > 0 is essential to avoid the requirements of fast PDCCH processing
· UE assistance information can be considered



However, whether UE can fully take advantage of the relaxed PDCCH processing time budget is subject to actual implementation, as well as the PDCCH configuration (e.g. PDCCH periodicity).
When multiple BWP is configured, UE may potentially receive a cross-BWP grant that triggers BWP switching in any slot, and the requirement for cross-BWP grant processing and its associated BWP switch delay need to be considered, as it may become the worst case that drives a tighter PDCCH processing timeline requirement.

	

	Anatomy of BWP switch delay
BWP switch delay is made up of three main components: PDCCH processing time, SW delay, and RF switch delay.
If cross-slot scheduling power saving feature is enabled, for a given minimum scheduling offset which is non-zero, how much PDCCH processing timeline relaxation should be accounted for in BWP switch delay?



BWP switch delay is specified in TS 38.133, and the table is copied as follows:
	
	NR Slot length (ms)
	BWP switch delay TBWPswitchDelay (slots)

	
	
	Type 1Note 1
	Type 2Note 1

	0
	1
	1
	3

	1
	0.5
	2
	5

	2
	0.25
	3
	9

	3
	0.125
	6
	18

	Note 1:      Depends on UE capability.
Note 2:      If the BWP switch involves changing of SCS, the BWP switch delay is determined by the larger one between the SCS before BWP switch and the SCS after BWP switch.



It was agreed and captured in Rel-15 specification that a BWP switch is triggered by cross-BWP scheduling, and the k0 (for a PDSCH scheduling grant) or k2 (for a PUSCH scheduling grant) must be large enough to accommodate the BWP switch delay specified in the above table.
The values specified for Rel-15 BWP switch delay assumes same-slot scheduling (i.e. k0=0) is supported, and no relaxation of PDCCH processing timeline is considered. When the minimum k0 or k2 is greater than zero, PDCCH processing timeline can be potentially relaxed. While theoretically the relaxation of PDCCH processing timeline can at most take up the additional delay guaranteed by the minimum k0 or k2, the actual amount by which the timeline can be relaxed is implementation-dependent and should not be specified.
[bookmark: _Toc21102626]Proposal 6: With the cross-slot scheduling power saving feature, non-zero minimum scheduling offset is supported. Send LS to RAN4 informing them of the potential range of the minimum scheduling offset, and ask them for their assessment on the potential impact to BWP switch delay, and consider it in their specification work.

As discussed, it is possible to use BWP switching to effectively adapt the minimum scheduling offset(s), as the configuration for the values is BWP-specific. If two BWPs are configured with only difference in the minimum scheduling offset values, while all other parameters (including the bandwidth, center frequency, and SCS) are the same, should there be a UE capability for reduced BWP switch delay for such case? More generally, if RAN1 is able to identify a very small list of baseband parameters which are the only ones being different between two BWP configurations, can reduced BWP switch delay be supported between these two BWP? These questions can also be discussed and considered as part of the content for the LS to RAN4.

As a side note, relaxed PDCCH processing timeline can also potentially affect other timing parameters, including QCL-TypeD switching threshold (“timeDurationForQCL” defined in TS 38.822) and A-CSI-RS beam switching timing (“beamSwitchingTiming” defined in in TS 38.822). These parameters have support for multiple values that can be chosen by RRC configuration; As a result, gNB may consider to facilitate relaxed PDCCH processing timeline by choosing a larger value in RRC configuration. These parameters also have no RAN4 impact. There are also some RAN2 parameters, for example, BWP inactivity timer, DRX inactivity timer, etc, which may also need to be considered for major relaxation of PDCCH processing timeline.

Application time for a minimum scheduling offset change
Background and design principle
In RAN1 #98, the following on the application of a minimum scheduling offset change was agreed:
	Agreements:
· For an active DL and/or an active UL BWP, after UE is indicated to change the minimum applicable values of K0 and/or K2 and before the change indication takes effect,
· UE can be scheduled data with restriction based on current active minimum applicable values of K0 and/or K2



In addition, the following proposal was captured in the feature lead summary for further discussion [5]:
	[bookmark: _Ref17813872]Proposal 4: For an active DL and/or an active UL BWP, when UE is indicated in slot n to change the minimum applicable values of K0 and/or K2, UE is not expected to apply the new indicated minimum applicable values earlier than slot  for K0 and/or slot  for K2, where 
· X = max(Y, Z)
· Y is the minimum applicable K0 value prior to the indicated change
· Z, presenting the smallest feasible non-zero application delay, is (1, 1, [2], [2]) for DL SCS of (15, 30, 60, 120) KHz, respectively
· FFS: Upper bound on application delay




Additionally, in RAN1#98, it was agreed that a non-fallback scheduling DCI carries the 1-bit indication for the minimum scheduling offset. It was also agreed that minimum scheduling offset is configured per BWP. It was also agreed that until the 1-bit indication is provided by the basestation, a default minimum scheduling offset would be used. As a result, for any given active BWP, there is always a minimum scheduling offset that can be applied for scheduling for an active BWP.

Before we delve into the details of the proposal, it may help to describe the concept for better understanding: Given that a minimum scheduling offset can always be determined for an BWP, if the minimum scheduling offset should be changed by DCI signalling (via a non-fallback scheduling DCI), the earliest time the updated value starts to be applied should take into account a delay equal to the current minimum scheduling offset.
[bookmark: _Toc21102627]Proposal 7: In principle, the application delay is determined based on the current minimum scheduling offset for the active BWP, with some potential limits to ensure the application delay is not too small or not too large.

Time unit and reference for the application delay
A key question is which “slot” definition to use. We think there are two choices:
Alt-1: Use the scheduling PDCCH numerology
· I.e. the active DL BWP’s numerology

Alt-2: Use the scheduled PDSCH or PUSCH numerology
· I.e. the target DL or UL BWP’s numerology in case of a BWP switch; Otherwise, the active DL or UL BWP’s numerology

Alt-1 is intuitive to understand but may not result in the simplest specification if we go with the principle that the application delay should be based on the current minimum scheduling offset. With the understanding that the minimum scheduling offset is in the same units of K0 (or K2), which is in the PDSCH (or PUSCH) numerology, inherently numerology conversion from PDSCH/PUSCH to PDCCH needs to be performed. While for most cases where PDSCH, PUSCH, and PDCCH have same numerology and the conversion is trivial, in some cases they can be different and slot quantization needs to be considered. The conversion is more complicated for cross-carrier scheduling with different numerologies, and the details for conversion need additional discussion and specification.
Alt-2 is a more direct way to define the application delay. If it is agreed that the application delay should be based on the current minimum scheduling offset which is in units of K0 (or K2), it follows that defining it in terms of the PDSCH (or PUSCH) numerology could avoid numerology conversion that would have to be newly specified. To facilitate this, the definition would involve identifying the earliest slot that can be scheduled with the updated minimum scheduling offset.
[bookmark: _Toc21102628]Proposal 8: Application delay is defined based on identifying the earliest slot, in the numerology of the scheduled transmission, that can be scheduled with the updated minimum scheduling offset.

To understand the proposal, let’s first look at a simple case where no BWP switching is involved. 
	

	Example #1: Transition from min k0=2 to min k0=0
Both Alt-1 and Alt-2 are functionally identical.


	

	Example #2: Transition from min k0=2 to min k0=1
Alt-2 can be defined in a way that it is functionally identical to Alt-1, as shown.


	

	Example #3: Transition from min k0=0 to min k0=1 (Assume Z=1)
Alt-2 can be defined in a way that it is functionally nearly identical to Alt-1.



The slot definition for K0 and K2 is clearly defined in Rel-15 specification. According to 38.214, Section 5.1.2.1, the slot for PDSCH scheduling is determined as follows:
	· 


The slot allocated for the PDSCH is , where n is the slot with the scheduling DCI, and K0 is based on the numerology of PDSCH, and  and are the subcarrier spacing configurations for PDSCH and PDCCH, respectively




According to 38.214, Section 6.1.2.1, the slot for PUSCH is determined as follows:
	· 


The slot where the UE shall transmit the PUSCH is determined by K2 as  where n is the slot with the scheduling DCI, K2 is based on the numerology of PUSCH, and  and  are the subcarrier spacing configurations for PUSCH and PDCCH, respectively




For DL scheduling, we will denote n’ as ; n’ is a slot in the PDSCH numerology (i.e. the target DL BWP in case of BWP switching). For UL scheduling, we will denote n’ as ; n’ is a slot in the PUSCH numerology (i.e. the target UL BWP in case of BWP switching).

Updated proposal
Alt-2 can be easily expressed by slightly modifying the existing proposal:
[bookmark: _Toc21102629]Proposal 9: Modify the proposal for application delay as follows:
For a DL (or UL) scheduling DCI that indicates an update to the minimum scheduling offset(s) for an active DL BWP and/or an active UL BWP, the earliest slot that can be scheduled based on the updated minimum scheduling offset(s) is n’+X, where:
· X = max(Y, Z) + A
· Y is the current minimum K0 (or K2); A is the updated minimum K0 (or K2)
· FFS: Whether to jointly consider minimum K0 and K2 for determining Y
· Z, is a value that ensures the overall application delay is not too small; The value can be (1, 1, [2], [2]) for SCS of (15, 30, 60, 120) KHz, respectively
· n’ is defined to be the slot index in the numerology of the scheduled transmission, its relationship to the slot index in the scheduling PDCCH numerology can be found in 38.214 Section 5.1.2.1 and Section 6.1.2.1, expressed here for clarity:
· n’ =   for DL scheduling
· n’ =   for UL scheduling
· where Slot n is the slot with the scheduling DCI indicating the minimum scheduling offset(s) change.

Note: All of the slot quantities are defined in the scheduled PDSCH or PUSCH (i.e. target BWP’s) numerology; 
Other minor variants such as X = Y+A+Z or X = max(Y,Z) + max(A,Z) can also be considered.

Using Example #2, in Slot n, a scheduling DCI indicates that minimum K0 should be updated to 1 from the current value of 2. Y = sum(2,1) = 3  X = 3. As a result, the earliest slot that can be scheduled with K0=1 is Slot n+3 (i.e. the scheduling PDCCH would have to be transmitted in Slot n+2). Note that this is functionally identical to a solution based on Alt-1.

Example #3 illustrates minimum scheduling offset change from a smaller (zero) to a larger value. Because the current minimum scheduling offset is zero, assuming Z=1 results in X = max( 0, 1 ) + 1 = 2. As a result, the earliest slot that can be scheduled based on minimum K0 = 1 is Slot n+2 (i.e. the scheduling PDCCH would have to be transmitted in Slot n+1)

For the case of BWP switching
For a BWP switch, it would be very useful to indicate the minimum scheduling offset to be used for the target BWP, and the indication can be in the same scheduling DCI that triggers the BWP switch. The existence of the 1-bit field may be based on the current BWP’s RRC configuration, it is expected for most cases, the 1-bit field is present in the DCI and it would be wasteful to disallow usage for a BWP-switch-triggering DCI.
[bookmark: _Toc21102630]Proposal 10: Confirm the following understanding based on existing agreements: A cross-BWP scheduling DCI triggering a BWP switch can also indicate the minimum scheduling offset to be used for the target BWP, if the 1-bit field is present in the DCI.
If the DCI that triggers a BWP switch also indicates the 1-bit indication, it is desirable that the target BWP can start operating according to the 1-bit indication when it becomes active. This requires that that K0 (or K2) indicated in the BWP-switch-triggering DCI should be larger than or equal to the application delay. The following are some conditions to ensure this behaviour.
According to Rel-15 spec, a DL (and/or UL) BWP switch is triggered by a cross-BWP scheduling DCI (indicating a different BWP than the active BWP). The indicated K0 (or K2) must be larger than or equal to the BWP switch delay. With this, it can be seen that Proposal 5 is important in the way that it enforces the current minimum scheduling offset for the active BWP even for the scheduling DCI indicating a BWP switch. If the application delay is defined to be not larger than the current minimum scheduling offset under all scenarios, it is always met when BWP switch is complete and UE becomes active on the target BWP.
[bookmark: _Toc21102619]Observation 8: For a BWP switch, if the application delay is defined to be always smaller than or equal to the current minimum scheduling offset, or if the application delay is smaller than or equal to the BWP switch delay, the 1-bit indication in the DCI that also triggers the BWP switch can always be applied as soon as the target BWP becomes active.

Next, let’s examine a more complicated use case with BWP switching to another numerology:
	

	Example #4: Minimum scheduling delay update co-inciding with BWP switch across different numerology
Assume BWP switch delay is 1 slot in BWP0 numerology. Minimum k0 is 2 slots for BWP0.
Alt-2 can be defined in a way that is functionally equivalent to Alt-1



Using Example #4, in Slot n (assumed to be start-aligned to Slot n’), a scheduling DCI indicates that minimum K0 should be updated to 1 from the current value of 2. Because BWP switch across different numerology is involved, the current minimum K0 is converted to the target BWP’s numerology first. Then, Y = sum(4,1) = 5  X = 5. As a result, the earliest slot that can be scheduled with K0=1 is Slot n+5. When this happens, the scheduling PDCCH would have to be transmitted in Slot n+4. Note that this is functionally identical a solution based on Alt-1.
It should be noted that UE is not expected to receive or transmit in the gap between the PDCCH and the scheduled PDSCH or PUSCH during a BWP switch, as per 38.213 Section 12:
	If a UE detects a DCI format 1_1 indicating an active DL BWP change for a cell, the UE is not required to receive or transmit in the cell during a time duration from the end of the third symbol of a slot where the UE receives the PDCCH that includes the DCI format 1_1 in a scheduling cell until the beginning of a slot indicated by the slot offset value of the time domain resource assignment field in the DCI format 1_1.
If a UE detects a DCI format 0_1 indicating an active UL BWP change for a cell, the UE is not required to receive or transmit in the cell during a time duration from the end of the third symbol of a slot where the UE receives the PDCCH that includes the DCI format 0_1 in the scheduling cell until the beginning of a slot indicated by the slot offset value of the time domain resource assignment field in the DCI format 0_1.



Therefore, no scheduling is allowed during the gap and update of the minimum scheduling offset can be considered only for the target BWP after the switch.

For the case of cross-carrier scheduling with different numerologies
The simplicity benefit of Alt-2 is even more prominent for cross-carrier scheduling case with different numerology case. Because the slot definitions for K0 and K2 for cross-carrier scheduling with different numerology is well-defined, it follows that the proposed scheme would simply work. Example #5 in the following illustrates this.
	




In a slot on CC0 start-aligned to Slot n’ on CC1, a scheduling DCI indicates that minimum K0 should be updated to 1 from the current value of 3. According to the updated proposal (i.e. Alt-2), Y = sum(3,1) = 4  X = 4. As a result, the earliest slot that can be scheduled with K0=1 is Slot n’+4. Functionally, this is same as Alt-1 which has to convert Slot n’+3 back to the numerology on CC0 and quantize to next PDCCH slot. Alt-2 is simpler in terms of specification in a sense that it works across all cases without extra specification tailored for the cases.

Successive update of the minimum scheduling offset
With respect to the application delay, whether successive change of the minimum scheduling offset should be supported needs to be discussed. In the smallest time scale, minimum scheduling offset is intended to adapt to traffic burstiness. Also, if the feature is enabled and non-zero minimum scheduling offset is used, it means that the introduced additional latency is tolerable at least momentarily. Therefore, there is no strong use case for gNB to change the minimum scheduling offset, and urgently needs to change it again within very short period of time. On the other hand, we think robustness for change indication is important. It would be good for gNB to refrain from signaling another change before the previous change is acknowledged. We have the following proposal:
[bookmark: _Toc21102631][bookmark: _Hlk21045541]Proposal 11: UE does not expect to receive another indication of minimum scheduling offset change in a scheduling DCI for the same active BWP before the confirmation of the reception of a previous indication of minimum scheduling offset change. If the previous change indication is carried in a DL scheduling DCI, the confirmation happens when HARQ-ACK for the scheduled PDSCH is sent. If the previous change indication is carried in a UL scheduling DCI, the confirmation happens when the scheduled PUSCH is sent.
[bookmark: _GoBack]There is an alternative proposal to disallow another change indication until the previous change indication is applied. We think that waiting until HARQ-ACK or PUSCH transmission corresponding to the DCI carrying the previous change indication is more robust because this gives an opportunity for gNB and UE to sync up on a minimum scheduling offset change before moving onto another change.

[bookmark: _Ref16860835]Need for larger minimum scheduling offset values
In our discussion of the required minimum k0 value to extend microsleep, we generally assume that PDCCH processing for slot n would complete within the same slot. This assumption is reasonable if PDCCH monitoring Case 1-1 is considered, and/or if PDCCH monitoring periodicity is configured to one slot. With these assumptions, it is typically also true that a minimum k0 value of 1 slot should be sufficient to achieve the microsleep enhancement benefit.
However, for PDCCH monitoring Case 1-2 and/or 2, a minimum k0 value greater than 1 slot may be required to achieve the same microsleep enhancement benefit. The extreme case is if there is a PDCCH monitoring occasion at the end of slot n. If minimum k0 is 1 slot, this guarantees that the scheduled PDSCH would start in slot n+1, but the available time may be very tight for PDCCH processing. It would defeat the purpose of power saving if PDCCH processing needs to be accelerated in order to meet the PDSCH timeline. For this case, it is reasonable to use minimum k0 value of 2 slots so that PDCCH processing does not need to be accelerated and to reap the microsleep enhancement benefit.
In another scenario, PDCCH monitoring periodicity is configured to be larger than one slot. In this case, instead of budgeting one slot for PDCCH processing, it can be further relaxed if the minimum k0 (as well as k2, A-CSI triggering offset, etc) is greater than 1. For example, if PDCCH monitoring periodicity is 2 slots, further UE power saving is possible if the minimum k0 is set also to 2 slots (and similarly, the minimum k2 and A-CSI triggering offset should not be smaller), as illustrated in the following figure.


Above consideration also similarly applies to multi-slot scheduling as well as cross-carrier scheduling with different numerologies, when the PDCCH SCS is smaller than the PDSCH SCS.
For cross-carrier scheduling with different numerology, the start of the slot corresponding to K0=0 (or K2=0) on the carrier scheduled with PDSCH (or PUSCH) is aligned to the start of the slot for the scheduling (PDCCH) carrier. For simplicity in specification, minimum scheduling offset is defined in the units of K0 (or K2), consistent with self-carrier scheduling. As a result, typically, a minimum scheduling offset value much larger than 1 is needed, as illustrated in an example below:
	

	In order to guarantee a delay between the PDCCH to PDSCH, due to the SCS ratio between the scheduling and scheduled carrier, the minimum scheduling offset value may need to be large to cover a similar absolute delay in terms of the scheduling carrier’s numerology to help with efficient sleep management.

	

	If the PDCCH occasion is deeper (based on Case 1-2 or 2) within the slot on the scheduling carrier, the needed minimum scheduling offset may need to be larger compared to Case 1 for which the PDCCH occasion is aligned to the beginning of the slot.



Practically, a larger value of minimum scheduling offset tends to be beneficial for allowing additional hardware to remain in low power state. For example, with a larger minimum scheduling offset, the hardware associated with SCell processing can be in low power state until a cross-carrier grant is detected. The minimum scheduling offset should be large enough for the latency for bringing up hardware associated with SCell processing from low to high power state. In the context of self (i.e. same-carrier) scheduling, if the minimum scheduling offset is sufficiently large, the hardware associated with PDSCH (or PUSCH) processing can be in low power state until a DL (or UL) grant is detected. Please see discussion in our previous contribution [4].
RAN1 should consider all of the above use cases and support minimum scheduling offset values that are larger than one slot. To minimize specification complexity, it would be preferred to define a range of values that work for all cases, in a simple manner similar to how the range for k0, k2, and A-CSI triggering offset is currently defined, and leave the limitations for specific use cases to UE capability discussion.
[bookmark: _Toc21102632]Proposal 12: Minimum scheduling offset values greater than one slot should be supported.
[bookmark: _Toc21102633]Proposal 13: The upper bound value for minimum scheduling offset should not be severely constraint. The specification should strive to support all use cases in a simple manner similar to how the range for K0, K2, and A-CSI triggering offset are defined in Rel-15. Further limits for specific use cases can be considered in UE capability discussion.

In TS 38.331, it is specified that the maximum value for A-CSI triggering offset (aperiodicTriggeringOffset) is 24 slots. For A-SRS triggering offset, the maximum value is 32 slots. The maximum value for k0 and k2 is also 32 slots. There is enough range in k0, k2, triggering offsets and there is no need to raise the maximum value further.

[bookmark: _Ref21097518]Extension to A-SRS triggering offset
Regarding cross-slot scheduling for DL transmission, extending microsleep to start right after the last PDCCH symbol is possible only if all DCI-triggered reception as well as PDSCH scheduling are guaranteed to be cross-slot. The minimum applicable values for k0 and A-CSI triggering offset are introduced to guarantee this as well as to support adaptation.
Regarding cross-slot scheduling for UL transmission, the observation below was made [2][1]:
· Minimum K2 > 0 is essential to avoid the requirements of fast PDCCH processing

Following the above spirit and by the same principle as DL reception, all DCI-triggered transmission should also be guaranteed to be cross-slot in order to achieve power saving. If one type of DCI-triggered transmission is allowed to be same-slot, fast PDCCH processing timeline would be required just to satisfy this one type of transmission. If the trigger for this type of transmission can happen in many slots, power saving could be severely compromised.
In Rel-15, non-zero A-SRS triggering offset value can be configured per SRS resource set. The main question is whether there should be an explicitly signalled minimum applicable value for it or not. Our view is that if A-SRS triggering offset is not handled in a similar way as k2, it would be a clear omission and should be regarded as a “loophole” or even a “bug” for the cross-slot scheduling feature. Closing this “loophole” / “bug” should be just a simple extension for the minimum applicable value mechanism to cover A-SRS triggering, and it should be feasible to finish the specification work within one meeting.
[bookmark: _Toc21102620]Observation 9: The specification work to extend minimum scheduling offset signaling to A-SRS triggering offset is straight-forward and should be adopted. 

In the discussion throughout this contribution, our proposals involving minimum UL scheduling offset can also apply to A-SRS triggering offset. It can be seen that there is very little additional specification work to address the problem.

Other Issues
On the issue of whether k1 adaptation is in scope
K1 adaptation belongs to the topic of UE processing timeline adaptation during the study item phase. Throughout the study item, k1 adaptation was never incorporated as part of the cross-slot scheduling power saving topic, and it is not mentioned to be within the scope in the work item description.
Technically speaking, HARQ-ACK timing relaxation and/or adaptation may have some power saving effects, but the source of the gain is very different from cross-slot scheduling power saving. Cross-slot scheduling power saving tries to take advantage of certain restriction on scheduling of PDSCH/PUSCH and potentially other DCI-triggered reception/transmission, and mainly involves PDCCH processing and microsleep timeline optimizations. HARQ-ACK is after PDSCH and while it may have some indirect effect on PDCCH processing as well, it is primarily affecting the PDSCH processing timeline. 
There is no justification to add K1 adaptation into the current work item, especially given that there are only two meetings left with still many issues to resolve.

On the issue of whether UE feedback should be used
Minimum scheduling offset configuration should take UE feedback (e.g. UE capability and/or UE assistance signaling) into account, because the amount of scheduling delay that facilitates power saving is UE-implementation dependent. 

[bookmark: _Hlk21045896]On the issue of exceptions for applying minimum scheduling offsets
Current sets of agreements are sufficient. Please refer to past contribution [4] for discussion. 


Conclusion
Observation 1: For an activated BWP without the 1-bit indication received in DCI, due to the similarity between Option 1 and 2, Option 1&2 vs Option 3 should be decided first, and if Option 1&2 are chosen, decide between Option 1 vs 2.
Observation 2: For an activated BWP without the 1-bit indication received in DCI, Option 3 has the potential to introduce a “third” behavior when there are two configured values which are non-zero. The “third” behavior is implicit and temporary, in effect until the 1-bit indication is received by the UE.
Observation 3: For an activated BWP without the 1-bit indication received in DCI, if the “no restriction” default is strongly desired, Option 1 also provides this support for the case one value is configured.
Observation 4: It is understood that for the configuration of the minimum applicable value of K0 (or K2), also known as the minimum DL (or UL) scheduling offset, the unit for the configured values is in slots per the numerology of the DL (or UL) BWP. This is also same as the unit of the K0 (or K2) in the TDRA table configured for the DL (or UL) BWP.
Observation 5: The 1-bit indication is carried in every DCI format 1_1 and 0_1, and it provides a way for UE to self-recover from any potential mismatch with the gNB due to missed detection of DCI format 1_1 and/or 0_1 indicating a change of the minimum scheduling offset(s).
Observation 6: It is understood from the current agreements that when a UE receives a DCI format 1_1 (or 0_1), the UE can process and apply the 1-bit indication even when the PDSCH is scheduled with a K0 (or the PUSCH is scheduled with a K2) that does not satisfy the current minimum scheduling offset assumed by the UE.
Observation 7: The minimum scheduling offset for the currently active BWP should be satisfied by both intra-BWP scheduling as well as cross-BWP scheduling triggering a BWP switch. Otherwise, if the minimum scheduling offset is only applied to intra-BWP scheduling, the amount of UE power saving can be compromised if cross-BWP scheduling can result in applying a minimum scheduling offset which is effectively smaller.
Observation 8: For a BWP switch, if the application delay is defined to be always smaller than or equal to the current minimum scheduling offset, or if the application delay is smaller than or equal to the BWP switch delay, the 1-bit indication in the DCI that also triggers the BWP switch can always be applied as soon as the target BWP becomes active.
Observation 9: The specification work to extend minimum scheduling offset signaling to A-SRS triggering offset is straight-forward and should be adopted.

Proposal 1: For an activated BWP without the 1-bit indication received in DCI, consider further between Option 1 and 2. Option 2 is slightly preferred for consistency across different number of configured values.
Proposal 2: For A-CSI-RS triggering, UE does not expect to detect a DCI indicating a CSI-RS resource set with A-CSI-RS triggering offset that is smaller than the minimum DL scheduling offset.
Proposal 3: Given that UE can self-recover from potential error condition of minimum scheduling offset mismatch due to missed indication signaling between the UE and the gNB, there should be no need to specify additional error handling mechanism for indication signaling.
Proposal 4: Besides the 1-bit indication in DCI which is already agreed, no additional dynamic adaptation mechanism needs to be specified for adapting the minimum scheduling offset.
Proposal 5: For BWP switching, the minimum DL (or UL) scheduling offset for the current BWP should be applied for the K0 (or K2) indicated in the cross-BWP scheduling DCI. For the case that the numerology of the current BWP and that of the target BWP are different, the minimum scheduling offset value (X) for the current BWP should be converted to the numerology of the target BWP (based on) and applied to the K0 (or K2) indicated in the cross-BWP scheduling DCI that triggers the BWP switch.
Proposal 6: With the cross-slot scheduling power saving feature, non-zero minimum scheduling offset is supported. Send LS to RAN4 informing them of the potential range of the minimum scheduling offset, and ask them for their assessment on the potential impact to BWP switch delay, and consider it in their specification work.
Proposal 7: In principle, the application delay is determined based on the current minimum scheduling offset for the active BWP, with some potential limits to ensure the application delay is not too small or not too large.
Proposal 8: Application delay is defined based on identifying the earliest slot, in the numerology of the scheduled transmission, that can be scheduled with the updated minimum scheduling offset.
Proposal 9: Modify the proposal for application delay as follows:
For a DL (or UL) scheduling DCI that indicates an update to the minimum scheduling offset(s) for an active DL BWP and/or an active UL BWP, the earliest slot that can be scheduled based on the updated minimum scheduling offset(s) is n’+X, where:
· X = max(Y, Z) + A
· Y is the current minimum K0 (or K2); A is the updated minimum K0 (or K2)
· FFS: Whether to jointly consider minimum K0 and K2 for determining Y
· Z, is a value that ensures the overall application delay is not too small; The value can be (1, 1, [2], [2]) for SCS of (15, 30, 60, 120) KHz, respectively
· n’ is defined to be the slot index in the numerology of the scheduled transmission, its relationship to the slot index in the scheduling PDCCH numerology can be found in 38.214 Section 5.1.2.1 and Section 6.1.2.1, expressed here for clarity:
· n’ =   for DL scheduling
· n’ =   for UL scheduling
· where Slot n is the slot with the scheduling DCI indicating the minimum scheduling offset(s) change.

Note: All of the slot quantities are defined in the scheduled PDSCH or PUSCH (i.e. target BWP’s) numerology; 

Proposal 10: Confirm the following understanding based on existing agreements: A cross-BWP scheduling DCI triggering a BWP switch can also indicate the minimum scheduling offset to be used for the target BWP, if the 1-bit field is present in the DCI.
Proposal 11: UE does not expect to receive another indication of minimum scheduling offset change in a scheduling DCI for the same active BWP before the confirmation of the reception of a previous indication of minimum scheduling offset change. If the previous change indication is carried in a DL scheduling DCI, the confirmation happens when HARQ-ACK for the scheduled PDSCH is sent. If the previous change indication is carried in a UL scheduling DCI, the confirmation happens when the scheduled PUSCH is sent.
Proposal 12: Minimum scheduling offset values greater than one slot should be supported.
Proposal 13: The upper bound value for minimum scheduling offset should not be severely constraint. The specification should strive to support all use cases in a simple manner similar to how the range for K0, K2, and A-CSI triggering offset are defined in Rel-15. Further limits for specific use cases can be considered in UE capability discussion.
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