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Introduction
In RANP #83, a new work item on physical layer enhancements for NR URLLC is approved [1]. One of the objectives of this work item is to enhance the UCI transmission as follows:
· Specification of UCI enhancements [RAN1]
· More than one PUCCH for HARQ-ACK transmission within a slot
· At least two HARQ-ACK codebooks simultaneously constructed, intended for supporting different service types for a UE

Regarding UCI enhancements, RAN1 has reached the following agreements during the study item phase:
Agreements:
· Multiple PUCCHs for HARQ-ACK within a slot should be supported in R16.

Agreements:
· For a R16 UE, at least two HARQ-ACK codebooks can be simultaneously constructed, intended for supporting different service types for a UE
· FFS more details (including procedures when applicable)
· FFS: How to identify a HARQ-ACK codebook 
· FFS applicability to semi-static HARQ-ACK codebook, or dynamic HARQ-ACK codebook, or both
· FFS more than 2
· FFS whether or not CBG configuration is supported for Rel-16 URLLC

Agreements:
· Rules for the two HARQ-ACK codebooks for supporting different service types should be specified in R16 if the two HARQ-ACK codebooks are due to transmit in resources overlapping in time.

Agreements:
· When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, a HARQ-ACK codebook can be identified based on some PHY indications/properties. 
· FFS in potential WI the details of the PHY identification


In addition, in RAN1 #96b, the following agreements were reached: 
Agreements:
· For supporting multiple PUCCHs for HARQ-ACK within a slot for constructing HARQ-ACK codebook, support sub-slot-based HARQ-ACK feedback procedure.
· A UL slot consists of a number of sub-slots. No more than one transmitted PUCCH carrying HARQ-ACKs starts in a sub-slot.
· PDSCH transmission is not subject to sub-slot restrictions (if any)
· FFS: PDSCH-to-sub-slot association. 
· FFS: Allowing PUCCH across sub-slot boundary or not.
· R15 HARQ-codebook construction is applied in unit of sub-slot at least for Type II HARQ-ACK codebook. 
· FFS for Type I HARQ-ACK codebook.
· R15 PUCCH resource overriding procedures is applied in unit of sub-slot.
· Number or length of UL sub-slots in a slot is UE-specifically semi-statically configured.
· FFS: Limit of number of PUCCH transmissions carrying HARQ-ACKs in a slot.
· FFS: K1 definition.
· FFS: Details of PUCCH resource configuration and determination.
· FFS: Use “Codebook-less HARQ” as a complementary or not.
· FFS: If HARQ-ACK can be omitted in case latency requirement cannot be met. 
· FFS: PDSCH groupings and PHY identification for separate HARQ-ACK constructions for different service types.

Agreements:
· For supporting multiple PUCCHs for HARQ-ACK within a slot for constructing HARQ-ACK codebook, K1 is defined following R15 approach but in unit of sub-slot.

Agreements:
· When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, for both Type I (if supported) and Type II HARQ-ACK codebooks (if supported), and for dynamically-scheduled PDSCH, down-select from below for the PHY identification for identifying a HARQ-ACK codebook:
· Opt.1: By DCI format
· Opt.2: By RNTI
· Opt.3: By explicit indication in DCI (FFS: new field or reuse existing field)
· Opt.4: By CORESET/search space 
· FFS additional option(s) for Type I HARQ-ACK codebook
· FFS: For SPS PDSCH (including SPS release PDCCH)

In RAN1 #97, the following agreements were made:
Agreements:
· For sub-slot-based HARQ-ACK feedback procedure, K1 is the number of sub-slots from the sub-slot containing the end of PDSCH to the sub-slot containing the start of PUCCH. 
· Use UL numerology to define the sub-slot grid for PDSCH-to-sub-slot association.
· FFS: The configurable value range of K1 needs to be extended, and impact to related DCI field bitwidth.
· Note: It has been agreed that K1 is defined following R15 approach but in unit of sub-slot.

Agreements:
· For sub-slot-based HARQ-ACK feedback procedure, the starting symbol of a PUCCH resource is defined with respect to the first symbol of sub-slot
· For a given sub-slot configuration, a UE can be configured with PUCCH resource set(s)
· FFS same or different PUCCH resource sets can be configured for different sub-slots within a slot.

Agreements:
· When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE,  all Rel-16 parameters in PUCCH configuration related to HARQ-ACK feedback can be separately configured for different HARQ-ACK codebooks except for following:
· FFS: For PUCCH-SpatialRelationInfo
· Note: SchedulingRequestResourceConfig, multi-CSI-PUCCH-ResourceList are not related to HARQ-ACK feedback.
· FFS: For other UCI types, e.g. SchedulingRequestResourceConfig, multi-CSI-PUCCH-ResourceList.
· FFS: At least one HARQ-ACK codebook follows R15 PUCCH configuration.

Working assumption:
· Support that SR priority (e.g. high or low priority) is known at PHY layer. 
· FFS how to use the priority information in handling prioritization/multiplexing of UL transmissions. 
· FFS how the SR priority is known.

From RAN#98, we have that:
Agreements:
· Reuse the R15 mechanism for the following scenarios:
· A URLLC SR collides with a URLLC HARQ-ACK (no other UL signals/channels), except for (to conclude the FFSs by RAN1#98b)
· [bookmark: _Hlk21256240]FFS if the case in which SR with PF0 vs HARQ-ACK with PF1 needs to be considered.
· FFS SR with HARQ-ACK in PF 2, 3, 4
· URLLC HARQ-ACK collides with URLLC PUSCH (no other UL signals/channels) when the corresponding timelines are met
· To conclude by RAN1#98b for the error cases per R15 (especially for the cases when the timeline is not met)

Agreements:
· At least one sub-slot configuration for PUCCH can be UE-specifically configured to a UE.
· At least support following two sub-slot configurations for PUCCH: “2-symbol*7” and “7-symbol*2”.
· FFS other configurable sub-slot configurations, e.g. 4, 14 sub-slots in a slot.
· For the above two sub-slot configurations (“2-symbol*7” and “7-symbol*2”), support a single configuration for PUCCH resource following R15 applicable for all the sub-slots in a slot.
· FFS whether or not to additionally support that PUCCH resource configuration can be different for different sub-slots
· FFS for other sub-slot configurations, if any.
· FFS: If a PUCCH resource across sub-slot boundary is supported.

Agreements:
· When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, following can be separately configured for different HARQ-ACK codebooks:
· PUCCH-SpatialRelationInfo
· Sub-slot configuration (only applied for the sub-slot-based HARQ-ACK codebook)
· FFS whether or not to support the case when there are at least two HARQ-ACK codebooks configured with sub-slots, with the same or different sub-slot configurations

Agreements:
· When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, the PHY identification of HARQ-ACK codebook is also used to determine the priority of the HARQ-ACK codebook for collision handling.

Agreements:
· When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, in case of SPS PDSCH, the following options for identifying a HARQ-ACK codebook (to down-select, combinations are not precluded)
· Opt.1: By SPS PDSCH configurations 
· Opt.2: By the DCI activating the SPS PDSCH 
· Opt.3: By the CORESET where the activating DCI is received

In this contribution paper, we first present more design details on enabling multiple HARQ-ACK reporting per slot in Section 2. In Section 3, we present the design guidelines to resolve the uplink collision between channels of different priorities. Finally, Section 4 explains the impact of uplink CBG-based retransmission when a portion of uplink transmission is preempted or replaced by another transmission, and proposes a simple solution to solve the issue.
Enabling Multiple eURLLC HARQ-ACK Reporting per Slot
In the last meeting, two sub-slot configurations, one with 2 sublots per slot and one with 7 subslots per slot, are adopted. In general, it is reasonable to align the number of PUCCHs carrying high priority HARQ-ACK bits to the number of TBs that a UE supports per slot. In Rel. 15, the UE can indicate its capability to support 1, 2, 4 or 7 TBs per slot. Hence, besides the already agreed subslot configurations, another configuration with 4 subslot per slot should be supported.

Proposal 1: A PUCCH configuration with 4 subsot per slot should be supported.

Although the four subslots will not all have identical lengths, it does not seem necessary to allow for different PUCCH configurations per subslot for this case either. The subslot with a larger length than the others is not configured to support longer PUCCH resources; it only exists since 14 is not divisible by 4.

[bookmark: _GoBack]Proposal 2: For a PUCCH configuration with 4 subslots per slot, the PUCCH resource configuration is identical for all subslots.

Two other remaining issues from RAN1 #97 are as follows: (1) whether out of 2 or more HARQ-ACK codebooks (the exact number to be decided), should one follow exactly the Rel. 15 HARQ-ACK codebook construction? (2) whether the range of the K1 value for the new HARQ-ACK codebook needs to be extended or not? For the former issue, it should first be pointed out that, as part of the earlier agreements, it was mentioned that the UE is expected to construct multiple HARQ-ACK codebooks for supporting different services. Further, the reason to increase the number of HARQ-ACK codebooks was to ensure that the new services with tight latency requirements can be supported. This should be in addition to the regular eMBB services that the UEs support under the Rel. 15 design. Hence, one codebook should be kept the same as Rel. 15 NR, i.e., for this codebook, only one PUCCH carrying HARQ-ACK per slot is expected.

Proposal 3: If a UE is expected to construct multiple HARQ-ACK codebooks simultaneously, one codebook should follow the Rel. 15 codebook construction.

Regarding the second issue raised above, since the K1 unit can be configured and chosen appropriately based on the number of sub-slots in each slot, there is no need to extend the number of possible K1 values that can be indicated to the UE. Hence, the same bitwidth as in Rel. 15 NR can be reused for designing the new HARQ-ACK codebook.

Proposal 4: For sub-slot based HARQ-ACK codebook construction, the bitwidth of K1 is similar to Rel. 15 NR, i.e., no extension is needed. 

In the remainder of this section, we present how the proposed solution can be applied to type-1 codebook size construction. As it will become evident, after the subslots are defined, the procedures are exactly the same as those of the Rel. 15 NR. 
Proposed Solution for Type-1 Codebook Size Determination
Previously, RAN1 agreed to reuse the same approach as in Rel. 15, but in units of subslots, for supporting the new Type-2 HARQ-ACK codebook in Rel. 16 NR. In this section, we show that the same approach as in Rel. 15 can also be used to support the new Type-1 HARQ-ACK codebook in Rel. 16 NR.  
Similar to Rel. 15 NR specification, the type-1 codebook size determination should be based on the “PDSCH occasions”. The size can be determined by following the steps below:
· For determining the codebook size for the PUCCH to be sent in sub-slot n, the UE considers the set of K1 values configured for the UL BWP (in units of sub-slots.)
· For a given K1 value, the UE considers all the PDSCH occasions associated with sub-slot n-K1 using a TDRA table configured for eURLLC.
· Within the set of occasions, the UE removes the occasions that conflicts with the DL/UL configuration.
· Then, the UE partitions the remaining occasions into subgroups as follows:
· Set m to be smallest last OFDM symbol index for all TDRA candidates
· Loop over all TDRA candidates  
· If candidate starts no later than OFDM symbol m
· Put the TDRA candidate into group  
· Remove TDRA candidate  
· Consider one HARQ-ACK bit for the formed group.
· Continue the above steps until all the occasions associated with sub-slot n-K1 are consumed. 
One downside of Rel-15 Type-1 codebook construction method is that, it may result in a very large codebook size with a lot of dummy NACK bits. Indeed, this happens if either a large number of K1 values is configured or if the number of non-overlapping PDSCH reception occasions per slot is large. A large codebook size may be problematic for eURLLC HARQ-ACK reporting since it typically requires a higher reliability and also it may be scheduled with a small (e.g., 1 or 2) number of PUCCH symbols in each PUCCH resource. To support Type-1 codebook for eURLLC HARQ-ACK reporting, mechanisms to limit the Type 1 codebook size may be studied. One effective way is to configure a very small number of K1 values for eURLLC HARQ-ACK reporting, which is reasonable given the low latency requirement for URLLC transmission. 

Proposal 5: For the type-1 codebook size determination, follow the Rel. 15 NR specification for PUCCH transmission carrying HARQ-ACK in each given subslot.
· FFS mechanisms to limit the Type 1 codebook size, e.g., restricting the length of the HARQ-ACK multiplexing window. 
How to Indicate HARQ-ACK Codebook for each PDSCH
One other remaining issue for enabling the support of multiple HARQ-ACK codebooks is how the UE should determine the codebook associated with each given PDSCH HARQ-ACK? This is related to the agreement made in RAN1 #96b copied below:

Agreements:
· When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, for both Type I (if supported) and Type II HARQ-ACK codebooks (if supported), and for dynamically-scheduled PDSCH, down-select from below for the PHY identification for identifying a HARQ-ACK codebook:
· Opt.1: By DCI format
· Opt.2: By RNTI
· Opt.3: By explicit indication in DCI (FFS: new field or reuse existing field)
· Opt.4: By CORESET/search space 
· FFS additional option(s) for Type I HARQ-ACK codebook
· FFS: For SPS PDSCH (including SPS release PDCCH)

In the remainder of this section, we express our preference for addressing this problem under type-1 and type-2 codebook as well as for SPS PDSCH.

For type-1 HARQ-ACK codebook design, as explained in Section 2.2, the UE has to check the potential PDSCH occasions configured via the TDRA table, and send a NAK to the HARQ payload in case no PDSCH is scheduled. Given the following two reasons, it is desirable to support separate TDRA table configurations for different services/codebooks: (1) the UE that is expected to construct multiple HARQ-ACK codebooks is supporting different services; to preserve the scheduling flexibility, each TDRA table can be configured based on the requirement of each service, and (2) Under the Rel. 15 codebook design, only one HARQ-ACK is generated for each overlapping PDSCH group. However, the case of PDSCH + PDSCH collision is supported in Rel. 16. For this scenario, one HARQ-ACK bit per PDSCH should be generated. Hence, the low and high priority PDSCHs should be differentiable for the purpose of codebook construction.

Proposal 6: To design a Type-1 HARQ-ACK codebook for a UE supporting multiple services, configure separate TDRA table for each codebook.

For both Type-1 and Type-2 codebook design, when a PDSCH is scheduled, the UE needs to determine in which codebook its associated HARQ-ACK bit should be placed in. As agreed before, this task is accomplished by introducing a PHY layer identification. It should be noted that under Option 2 and 3, the UE does not know whether it will detect a PDCCH under a Rel. 15 or Rel. 16 DCI format before blind decoding a candidate. As will be explained in details in [2], determining whether a PDCCH candidate is for scheduling a high priority or a low priority channel is essential for the UE to meet its timeline especially if they are associated with different processing timing capabilities and/or if the number of BDs per slot is increased beyond the defined limits of Rel. 15 NR. We should also mention that to enable the UE to prioritize BDs, Option 1 (assuming different sizes are configured) and Option 4 with different CORESETs would work.

Finally, for the SPS PDSCH (including the SPS PDCCH release), similar to above, either Option 1 (different DCI sizes) or 4 (different CORESETs) can be adopted. In particular, the codebook can be determined either based on the DCI size activating/releasing a SPS configuration or based on the CORESET used to activate/release a high/low priority SPS configurations. 

Proposal 7: For a UE supporting multiple HARQ-ACK codebooks, consider determining the codebook associated with a given PDSCH HARQ-ACK based on either DCI size or configuring a CORESET for scheduling high priority channels. 

PUCCH Resource Configuration and Determination for eURLLC HARQ-ACK Reporting
In the last meeting, it was agreed to support the same PUCCH resource set configurations for different sub-slots within a slot Further, whether a PUCCH resource can cross the sub-slot boundary or not is remained as for further discussion. The choice between the two options is related to whether a mix of long and short PUCCH resources should at all times be available to the UE and the network as explained below. To make this clear, let us first consider the following two configuration options:
1) The PUCCH resources cannot cross the sub-slot boundaries
2) The PUCCH resources can cross the sub-slot boundaries.

The issue with the first approach is that neither long PUCCH resources nor some of the formats can be configured. As an example, if there are 7 sub-slots configured per slot, only PUCCH format 0 and format 2 can be configured. Since format 1 cannot be configured, even with small patyload sizes, the uplink coverage may be degraded. In particular, every time that the uplink coverage changes, the UE should go through the RRC configuration such that the sub-slot length can be increased, and longer resources can be accommodated. As an example, even if the uplink coverage changes every 5s, for URLLC applications, the interruption of 10ms for RRC reconfiguration in every 5s is not acceptable.
Observation 1: The interruptions due to RRC reconfiguration of the PUCCH sub-slot configuration is not acceptable for URLLC applications with stringent latency requirements. 
To circumvent the issue, PUCCH resources can be configured such that they are not confined within the sub-slot boundaries. Then, but then some resources can cross the slot boundaries. These PUCCH resources cannot be used for UCI transmission. 
One approach to handle the two issues, i.e., to allow for PUCCHs of different formats and lengths to be configured for a UE simultaneously, while avoiding the cross-slot issue, is as follows:
· Multiple sub-slot based PUCCH configurations can be configured for a UE for supporting the high priority services, e.g., one PUCCH configuration with 7*2 sub-slots and one with 2*7 subslots as shown in Figure 1 below.
· Within each configuration, the PUCCH resources are identical in all sub-slots.
· The PUCCH resources do not cross the sub-slot boundaries. 
· The UE, in the DCI, is indicated which codebook should be used for the transmission of the HARQ-ACK bits of the high priority service.

This scheme is illustrated in Figure 2 below:


Figure 1: An illustration of PUCCH resource configuration, where each resource is associated with a sub-slot duration.
In Figure 1, the colors illustrate the association of the PUCCH resources to different sub-slot lengths. With this structure, long and short PUCCH formats can be configured for a UE, and used dynamically. Both of these PUCCH configurations are associated with a high-priority traffic. In addition, the UE can be configured with one more codebook, which is similar to Rel. 15 NR. When a high-priority PDSCH is scheduled, the UE knows from an indication in the DCI about which codebook configuration it should use. Based on the indication, the UE will know how to set the granularity of K1, e.g., in units of 2 symbols or 7 symbols in the example given in Figure 1.
Proposal 8: For high priority HARQ-ACK reporting, more than 1 HARQ-ACK codebooks can be constructed by the UE. Different codebooks are associated with different sub-slot lengths. The scheduling DCI indicates which codebook should be assumed by the UE. 
 
As shown in Figure 1, although the configured resources are confined within each sub-slot boundaries, the resources for different sub-slot configurations can be overlapping. If the overlapping PUCCH resources are indicated to be used for transmission, one option is that the URLLC HARQ-ACK bits should be multiplexed. In this case, the UE has to form overlapping groups and perform timeline checking. Further, the duration of the overlapping groups can be long; hence, latency will be increased. Also, UCI multiplexing can potentially reduce the link reliability. Hence, we propose that:
Proposal 9: The PUCCHs associated with different high priority codebooks all have the same priority.  The UE is not expected to transmit HARQ-ACK bits associated with the same priority over overlapping PUCCH resources. 
Resolving Uplink Collision between Control/Control and Control/Data Channels
In this section, we discuss how to resolve the collision between uplink control and data channels associated with different priorities. 
First, it should be noted that in Rel. 15 NR, simultaneous PUSCH transmission on different carriers is allowed; however, simultaneous PUCCH and PUSCH is not supported. In Rel. 16, due to collision across different channels with different priorities, it is desirable to allow for PUCCH and PUSCH simultaneous transmission on different carriers.

Proposal 10: In Rel. 16, simultaneous PUCCH and PUSCH transmission on different carriers should be supported.

In the remainder of this section, we focus on collision handling for the UEs not supporting simultaneous PUCCH and PUSCH transmissions on different carriers, or when collision between UL channels take place on the same carrier. Before going into the details, it should first be noted that based on the agreement made in RANP#85 [3], we have that:
“Address UL data/control and control/control resource collision by (L1 multiplexing of services of different priority is out of scope):
· specifying a method to address resource collision between SR associating to high-priority traffic and uplink data of lower-priority traffic for the cases where MAC determines the prioritization [RAN2].
· specifying prioritization behaviour among HARQ-ACK/SR/CSI and PUSCH for traffic with different priorities, including the cases with UCI on PUCCH and UCI on PUSCH [RAN1, RAN2].”

Hence, in Rel. 16 NR, only the prioritization rules, i.e., dropping rules, should be specified for services of different priority levels. 
To address this issues, we first propose that:
Proposal 11: For the case of collision between channels of the same priority, reuse the same Rel-15 multiplexing rule, including the timeline checking. More specifically, if channels of the same priority are colliding, and the multiplexing timeline is not satisfied, the UE can consider this event as an error.
Proposal 12: To determine the priority of the CSI transmission: 
· P-CSI has a lower priority compared to all URLLC uplink channels (including SR, HARQ-ACK, and PUSCH.) 
· For intra-UE multiplexing, the A-CSI carried on the PUSCH has the same priority as that of the corresponding PUSCH grant. In other words, the priority of the A-CSI is determined based on the PHY layer indication used for triggering the uplink grant. 

Proposal 13: The priority of grant-based transmissions (PUSCH and HARQ-ACK) should be indicated at the PHY layer explicitly, i.e., either by using different DCI sizes or different CORESETs for scheduling.
Proposal 14: When the lower priority channel is dropped, then the minimum processing timing of the higher priority channel can be extended by d symbols. This timeline extension, if needed, should be kept as small as possible. 

Before presenting the solutions, we should first explain the following point: It is beneficial to have P-CSI for URLLC. Basically, the gNB can configure low priority P-CSI and high priority P-CSI for a UE at a given time. When needed, the P-CSI PUCCHs are protected in case of overlap with low priority channels. This will enable a “keep-alive” mechanism for URLLC such that the gNB always has information about the link quality in case URLLC needs to be scheduled.

Proposal 15: The PUCCH resource carrying P-CSI can be configured to be of low or high priority for a UE. 

Based on the principles summarized in Proposals 11-15, for handling a pairwise uplink collision and a UE not capable of supporting the simultaneous PUCCH and PUSCH transmission on different carriers, our proposals are listed in the following table. It should be noted that the solutions proposed for scenarios including P-CSI are under the assumption that P-CSI is configured as low priority. In case of collision between the high-priority P-CSI and any high-priority channel, the Rel. 15 rules should be applied.
	 
	URLLC SR
	URLLC HARQ-ACK
	CSI
	URLLC PUSCH

	URLLC SR
	 
	 
	 
	 

	URLLC HARQ-ACK
	Reuse Rel-15 rule (i.e., multiplex HARQ-ACK with SR) including the timeline checking.
	 
	 
	 

	CSI
	Drop the P-CSI if URLLC SR is positive. Transmit P-CSI if it is negative.
	 Drop the P-CSI. The URLLC PDSCH does not need to be N1 symbols before the start of P-CSI.
	 
	 

	URLLC PUSCH
	Reuse Rel-15 rule (i.e., drop SR) including timeline checking.
	Reuse Rel-15 rule (i.e., piggyback HARQ-ACK on PUSCH) including timeline checking. 
	Drop the P-CSI. The URLLC UL grant does not need to be N2 symbols before the start of the P-CSI.  
	 

	eMBB SR
	Up to the UE to determine which SR to transmit. Base station should avoid configuring URLLC SR on format 0 and eMBB SR on format 1 at the same time since there is no use case. Base station should also avoid configuring eMBB and URLLC SR to start from different symbols that partially overlap. 
	Drop the eMBB SR (if transmitting), on and after the overlapping part. 

The URLLC PDSCH does not need to be N1 symbols before the start of the eMBB SR. 
	Reuse Rel-15 rule (i.e., multiplex SR on the CSI resource). 
	Drop eMBB SR (if transmitted), on and after the overlapping parts. 

The URLLC UL grant does not need to be N2 symbol before eMBB SR. 


	eMBB HARQ-ACK
	Drop eMBB HARQ-ACK on and after the overlapping part if URLLC SR is positive. 
Transmit eMBB HARQ-ACK if URLLC SR is negative. 
	Drop eMBB HARQ-ACK, on and after the overlapping part.  The URLLC PDSCH does not need to be N1 symbols before the start of the eMBB SR. 
	Reuse the Rel-15 rule, i.e., multiplex the eMBB HARQ-ACK and CSI. 
	Drop the eMBB HARQ-ACK, on and after the overlapping portion. 

	eMBB PUSCH
	Drop eMBB PUSCH on and after the overlapping part, when URLLC SR is positive. Transmit PUSCH if URLLC SR is negative.    
	Drop the eMBB PUSCH on and after the overlapping part. The URLLC PDSCH does not need to be N1 symbols before the start of eMBB PUSCH.    
	 Reuse Rel-15 rule, i.e., multiplex the P-CSI on the PUSCH if there is no A-CSI on PUSCH; otherwise drop P-CSI and transmit the eMBB PUSCH with A-CSI. 
	Drop eMBB PUSCH on and after the overlapping portion. The priority of the PUSCHs is “indicated by” the PHY-layer mechanism. 



SR and HARQ-ACK Collision
Two FFS points are remained from RAN1 #98 as copied below:
“FFS if the case in which SR with PF0 vs HARQ-ACK with PF1 needs to be considered.
FFS SR with HARQ-ACK in PF 2, 3, 4”

In Rel. 15, if SR with PUCCH format 0 collides with HARQ-ACK with PUCCH format 1, SR is dropped. If SR collides with HARQ-ACK carrier by PUCCH format 2, 3 or 4, SR is appended to the HARQ-ACK payload. 

In Rel. 16, the same rules should apply in case SR and HARQ-ACK are of the same priority. If the priorities are different, then either SR or HARQ-ACK, whichever has the higher priority, should be transmitted and the other one should be dropped.

Proposal 16: In case SR with PF0 collides with HARQ-ACK with PF1 or SR collides with HARQ-ACK with PF 2/3/4, then:
· Follow the Rel. 15 rules if SR and HARQ-ACK are of the same priority
· Drop the lower priority transmission in case SR and HARQ-ACK have different priorities.

Collision handling between More than Two Overlapping Channels
First, in case of collision among multiple channels, the order of the collision handling should be determined. In other words, when multiple channels with different priorities collide, there could be two options to consider: (1) The UE always resolves the collisions within the channels of the same priority and then across the channels of different priorities, or (2) The UE resolves the collision within the channels of the same type, e.g., PUCCHs, and then across channels of different types. Given the recent agreement from RANP #85 that multiplexing across channels of different priorities should not be considered in Rel. 16, Option (2) should not be further considered.  


Figure 2: An illsutration of the order of collision resoltion. Top: handling collision within the channels of the same priority first. Bottom: Handling collision across channels of the same types first.
Based on the above discussions, we propose that:
Proposal 17: In case of collision between more than 2 channels with different priorities, the following steps are taken by the UE:
· Step 1: Collision between overlapping channels of the same priority is resolved by following the Rel. 15 multiplexing rules.
· Step 2: If the remaining channels of different priorities are overlapping, the lower priority channels, including their contents, are dropped. 

Priority Indication for Uplink Channels
Different approaches have been proposed to define the priority of UL channels so far. These approaches can be categorized as (1) PHY-based indication schemes, and (2) MAC-based indication schemes. 
For PUCCH carrying HARQ-ACK, RAN1 has agreed that:
· When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, for both Type I (if supported) and Type II HARQ-ACK codebooks (if supported), and for dynamically-scheduled PDSCH, down-select from below for the PHY identification for identifying a HARQ-ACK codebook:
· Opt.1: By DCI format
· Opt.2: By RNTI
· Opt.3: By explicit indication in DCI (FFS: new field or reuse existing field)
· Opt.4: By CORESET/search space 
· FFS additional option(s) for Type I HARQ-ACK codebook
· FFS: For SPS PDSCH (including SPS release PDCCH)

· When at least two HARQ-ACK codebooks are simultaneously constructed for supporting different service types for a UE, the PHY identification of HARQ-ACK codebook is also used to determine the priority of the HARQ-ACK codebook for collision handling.

For PUSCH priority determination and indication, both (1) and (2) are considered. For PHY-based approach, there are also multiple proposals that can be grouped as (A) explicit priority indication via CORESET or DCI size, (B) implicit priority indication via RNTI, search space set, a bit field in the DCI and (C) scheduling time based approach, i.e., the later scheduled channel always has a higher priority. 
In this section, we first focus on PUSCH priority indication, and at the high-level, compare the PHY-based solution and MAC-based solution. Then, we will discuss the benefits of explicit PHY-layer priority indication under (A) for both PUCCH carrying HARQ-ACK and for PUSCH.
PHY-Based Versus MAC-Based Priority Indication for PUSCH
To determine the priority of PUSCH, two schemes have been proposed in RAN1 and RAN2: (1) PUSCH priority is determined at the MAC layer based on the determination of maximum of priority of LCHs associated with the PUSCH, or (2) PUSCH priority is indicated at the PHY layer. In this section, we present some examples to illustrate why Option 2 should be considered for PUSCH priority indication. 
Let us first focus on the L1 functionality without any overlap as follows: For the PUSCH intended for low priority service, gNB uses rate control, RB allocation, power control in order to have an appropriate BLER/reliability such as 10% BLER. This will not change if MAC decides to put high priority traffic on this PUSCH. The BLER will still be 10%. For the PUSCH intended for a high priority service, gNB uses rate control, RB allocation, power control in order to have an appropriate BLER/reliability such as 10^-5. This will not change if MAC decides to put low priority traffic on this PUSCH. Now, if UCI and PUSCH collide, the UCI will be multiplexed into the PUSCH. The effective ‘power’ spent on delivery of UCI takes into account the code rate of the default L1 assumption. The gNB plans with the appropriate rate control parameters of the grant to achieve a certain UCI error rate target, such as 0.1% BER. This will not change if MAC decides to put a different priority traffic here.
Observation 2: Each grant is given by the gNB assuming a certain requirements for latency and reliability. Even if MAC decides to downgrade the priority of the PUSCH, its PHY characteristics will remain the same.
Having said that, we examine the difference between the PHY-based and MAC-based priority determination on both the UE and the gNB.
Impact on the UCI Multiplexing 
Here, we first assume that the MAC either keeps the L1 default priority or ‘downgrades’, but it will never ‘upgrade’ the priority. With upgrade, the BLER target and reliability target would not be met. In addition, in the case of a hypothetical upgrade, the gNB would be giving low priority ReTx grants because, otherwise, it would fail to decode MAC header; therefore, it would keep treating this PUSCH as low priority for ReTx scheduling purposes.
Hence, in all the following cases, assume that there exists a high priority dynamic PUSCH grant, and the priority is downgraded to low priority by MAC.
· Example #1: High priority UCI collides with a high priority dynamic PUSCH
· gNB expects UCI to be multiplexed on PUSCH.  PUSCH grants parameters were determined by gNB to enable reliable delivery of UCI. 
· The following happens after MAC decides to downgrade with both L1 prioritization and MAC prioritization:
· If L1 priorities were used, high priority UCI gets multiplexed onto PUSCH carrying data from a low priority logical channel. The gNB gets what is expected, i.e., UCI is delivered reliably, MAC data gets through.
· If MAC priorities were used, then low priority PUSCH is dropped in favour of UCI. The gNB does not get what is expected although it still receive the UCI. Then, gNB will assume the grant for PUSCH was lost and it starts reTx for high priority PUSCH. The data that MAC wanted to send is dropped. From the MAC perspective, this is an undesirable outcome.
· An illustration of this scheme is given in the figure below.



Figure 3: An Illustration of Example 1.

· Example #2: Low priority UCI collides with a high priority dynamic PUSCH
· In this case, the gNB expects UCI to be dropped. The following happens after MAC decides to downgrade with both L1 prioritization and MAC prioritization:
· If L1 priorities were used, the low priority UCI will be dropped; data from the low priority logical channel will be sent on PUSCH without UCI. The gNB will receive what it expected and MAC data gets through.
· If MAC priorities were used, UCI will be mapped onto the PUSCH. The gNB will try to decode with wrong rate-matching assumption and will fail decoding. Note that multi-hypotheses decoding is possible, but gNB will give a wrong UL DAI in the PUSCH grant. So, this scheme does not work. From the MAC perspective, this is a bad outcome.
· An illustration of this example is given below.



Figure 4: An Illustration of Example 2.
· Example #3: The impact of MAC-based priority determination under UL CA

· As explained in the above two examples, the MAC-based priority indication leads to undeterministic network behaviour. Now, considering the UL CA, the number of hypotheses that the gNB should check grows as a function of the number of uplink carriers as illustrated in Figure 4 below. 
[image: ]
Figure 4: An example of UCI multiplexing assuming MAC-based priroity indication is adopted in UL CA.
As illustrated in the figure, with N UL carriers, the gNB needs to check 2^N hypotheses to determine where UCI is placed. 
Observation 3: The MAC-based priority determination leads to undeterminitic UCI multiplexing behavior from the network perspective; hence, it increases the complexity of retrieving UCI at the gNB. 
Impact on the UE Processing Timeline 
When the collision happens, depending on the priority of the channels, either HARQ-ACK should be multiplexed onto PUSCH (if both have the same priority), or one of the channels must be dropped (in case on channel has a higher priority.) The priority of PUCCH carrying HARQ-ACK should be known at the PHY layer.


Figure 5: An illustration of the UCI multiplexing timeline.
At N2 - X symbols before the start of the transmission, the PHY layer needs to know whether PUSCH and PUCCH should be multiplexed or one has to be dropped. In Rel. 15, the grant is sent to MAC, and the only decision to make is whether BSR should be sent on PUSCH. In parallel, PHY can proceed with preparing HARQ-ACK to be multiplexed on the PUSCH resources given to the UE. Now, if MAC has to decide the priority of the PUSCH, there are extra steps to be taken. MAC has to check the priority of different logical channels and their data availability, compare the priority of different grants, and then turn back to inform PHY whether PUSCH is of high priority or not. Clearly, more time is needed to complete these operations, which in Rel. 15, are not taken into account when N2 values are chosen. We should also note that during this time, PHY cannot work on the multiplexing of HARQ-ACK on PUSCH since it does not know which channel/contents should be sent. Due to this additional latency, the deadline for making the multiplexing/dropping decision making may expire. In such a case, the UE cannot be expected to follow some predefined rules.

Observation 4: Due to the extra steps needed for MAC-based priority determination, i.e., LCH priority computation and comparison, this approach requires extending the minimum processing timeline, which in turn increases the URLLC latency.  
Impact on Uplink Multiplexing under HARQ-ACK/SR/PUSCH Collision 
This is another example to illustrate the need for indicating the priority of dynamic PUSCH at the PHY layer. Let us first assume that the low priority PUSCH grant is received, but MAC decides that PUSCH is of high priority.



Figure 6: An illustration of SR resource, PUSCH and PUCCH carrying HARQ-ACK collision. 
The following happens after MAC decides to downgrade with both L1 prioritization and MAC prioritization:
· If L1 priorities were used, MAC triggers the high priority SR. Then, the high priority SR and the high priority HARQ-ACK are multiplexed. If the PUCCH resource after multiplexing is overlapping with the low priority PUSCH, PUSCH is dropped. If not, both the low prioroity PUSCH and high priority SR/HARQ-ACK are sent. 
· If MAC priorities were used, BSR is mapped onto the TB. Then, the high priority HARQ-ACK will be multiplexed onto the PUSCH that was scheduled by the gNB for the low priority traffic. Hence, the HARQ-ACK and BSR reliability and latency cannot be guaranteed. 

Based on the abovementioned arguments and examples, we have the following proposals:
Proposal 18: The priority of a dynamic PUSCH is indicated at the PHY layer.
Comparison of the PHY-Based Priority Indication Schemes
We first examine whether the time-based solution can be used in handling collision between different channels. If the collision involves at least one PUCCH carrying HARQ-ACK, this approach does not work. Let us consider the following example: one PUSCH and one PUCCH carrying HARQ-ACK are colliding. Let us also assume DL grant was received before the UL grant and the multiplexing timeline is satisfied. Given that the PUSCH grant is received later, based on the timeline based priority indication, the UE has to drop the PUCCH and transmit PUSCH. However, what if both PUCCH and PUSCH are associated with a high-priority service such as URLLC? In such a case, instead of dropping, the UE has to multiplex PUCCH and PUSCH (note that this is aligned with the RANP decision since both channels are of the same priority.) 
Observation 5: The scheduling time-based priority indication does not address the collision between a PUSCH and PUCCH.
Based on the above example, in case of PUSCH and PUCCH collision, the time of scheduling cannot be used as a priority indication. Hence, a DCI based solution, similar to the options listed for priority indication of PUCCH carrying HARQ-ACK, should be considered. This means that every PUSCH will have a priority indication associated with the grant. The same indication should be used for handling collision between PUSCH and PUSCH. There is no need to define a separate rule for this case.
Proposal 19: The scheduling time based solution is not supported as a way to indicate the priority of a PUSCH. 
The remaining PHY-based solutions can be grouped as follows: (1) the schemes that allow the UE to know the priority of PUCCH/PUSCH before decoding the DCI, and (2) the schemes under which the priority of the channels is only known after decoding the DCI. Using different CORESETs or different DCI sizes for scheduling the low and high priority channels are examples of the first approach. Using different RNTIs or adding a bit field in the DCI are examples of the second approach. 
As explained in details in [2], adopting the first approach is essential in case the number of BDs per slot is increased as compared to Rel. 15 and/or if different minimum processing time capabilities are mixed on the same carrier. In both cases, the UE needs to be able to prioritize the BDs that could potentially schedule a high priority channel. 
Proposal 20: The priority of PUCCH carrying HARQ-ACK and PUSCH should be known to the UE before decoding the DCI.
Proposal 21: Different CORESETs or DCI sizes should be used to schedule the low and high priority PUCCH/PUSCH.
CBG-Based Re-Transmission
When the initial transmission of a low priority PUSCH is interrupted by the presence of the a high priority channel, the UE will stop the processing of the low priority channel. The TB CRC is calculated sequentially, i.e., one code-block is taken from the buffer and the state of the TB CRC encoder is updated. The UE then works on the given code-block before it takes another one from the buffer. 
When the UE has to stop the processing, it will not have the final state of the TB CRC encoder. Hence, if the CBG-level re-transmission is configured, and only a set of CBGs are requested for re-transmission, e.g., including the last CBG that has the last CB (note that TB CRC is part of the last CB), the UE processing timeline is stressed. 
As an example, assume that each CBG is one CB. After processing the first two CBs, the processing was interrupted. Now, for re-transmission, the gNB only requests the last CB. Hence, to calculate the TB CRC, the UE has to work on all the unprocessed CBs until it can obtain the TB CRC. The impact on the timeline is shown in the figure below.


Figure 7: An illustration of the timeline impact due to CBG-level re-transmission for an interrupted PUSCH.
To addess this issue, only simple approach could be to set TB CRC to all zeros when (1) CBG-based reTx for uplink is configured, (2) The initial transmission of a TB is interrupted, and (3) there are more than one CBs in the TB.
Proposal 22: Allow the UE to set the TB CRC to all zeros when (1) uplink CBG-based reTx is configured, (2) the initial transmission of a TB was interrupted and (3) TB comprises more than one CB.
Conclusion
[bookmark: _Hlk16873380]Proposal 1: A PUCCH configuration with 4 subsot per slot should be supported.

Proposal 2: For a PUCCH configuration with 4 subslots per slot, the PUCCH resource configuration is identical for all subslots.

Proposal 3: If a UE is expected to construct multiple HARQ-ACK codebooks simultaneously, one codebook should follow the Rel. 15 codebook construction.

Proposal 4: For sub-slot based HARQ-ACK codebook construction, the bitwidth of K1 is similar to Rel. 15 NR, i.e., no extension is needed. 

Proposal 5: For the type-1 codebook size determination, follow the Rel. 15 NR specification for PUCCH transmission carrying HARQ-ACK in each given subslot.
· FFS mechanisms to limit the Type 1 codebook size, e.g., restricting the length of the HARQ-ACK multiplexing window. 
Proposal 6: To design a Type-1 HARQ-ACK codebook for a UE supporting multiple services, configure separate TDRA table for each codebook.


Proposal 7: For a UE supporting multiple HARQ-ACK codebooks, consider determining the codebook associated with a given PDSCH HARQ-ACK based on either DCI size or configuring a CORESET for scheduling high priority channels. 

Observation 1: The interruptions due to RRC reconfiguration of the PUCCH sub-slot configuration is not acceptable for URLLC applications with stringent latency requirements. 
Proposal 8: For high priority HARQ-ACK reporting, more than 1 HARQ-ACK codebooks can be constructed by the UE. Different codebooks are associated with different sub-slot lengths. The scheduling DCI indicates which codebook should be assumed by the UE. 
 
Proposal 9: The PUCCHs associated with different high priority codebooks all have the same priority.  The UE is not expected to transmit HARQ-ACK bits associated with the same priority over overlapping PUCCH resources. 

Proposal 10: In Rel. 16, simultaneous PUCCH and PUSCH transmission on different carriers should be supported.

Proposal 11: For the case of collision between channels of the same priority, reuse the same Rel-15 multiplexing rule, including the timeline checking. More specifically, if channels of the same priority are colliding, and the multiplexing timeline is not satisfied, the UE can consider this event as an error.
Proposal 12: To determine the priority of the CSI transmission: 
· P-CSI has a lower priority compared to all URLLC uplink channels (including SR, HARQ-ACK, and PUSCH.) 
· For intra-UE multiplexing, the A-CSI carried on the PUSCH has the same priority as that of the corresponding PUSCH grant. In other words, the priority of the A-CSI is determined based on the PHY layer indication used for triggering the uplink grant. 

Proposal 13: The priority of grant-based transmissions (PUSCH and HARQ-ACK) should be indicated at the PHY layer explicitly, i.e., either by using different DCI sizes or different CORESETs for scheduling.
Proposal 14: When the lower priority channel is dropped, then the minimum processing timing of the higher priority channel can be extended by d symbols. This timeline extension, if needed, should be kept as small as possible. 


Proposal 15: The PUCCH resource carrying P-CSI can be configured to be of low or high priority for a UE. 

Proposal 16: In case SR with PF0 collides with HARQ-ACK with PF1 or SR collides with HARQ-ACK with PF 2/3/4, then:
· Follow the Rel. 15 rules if SR and HARQ-ACK are of the same priority
· Drop the lower priority transmission in case SR and HARQ-ACK have different priorities.

Proposal 17: In case of collision between more than 2 channels with different priorities, the following steps are taken by the UE:
· Step 1: Collision between overlapping channels of the same priority is resolved by following the Rel. 15 multiplexing rules.
· Step 2: If the remaining channels of different priorities are overlapping, the lower priority channels, including their contents, are dropped. 

Observation 2: Each grant is given by the gNB assuming a certain requirements for latency and reliability. Even if MAC decides to downgrade the priority of the PUSCH, its PHY characteristics will remain the same.
Observation 3: The MAC-based priority determination leads to undeterminitic UCI multiplexing behavior from the network perspective; hence, it increases the complexity of retrieving UCI at the gNB. 
Observation 4: Due to the extra steps needed for MAC-based priority determination, i.e., LCH priority computation and comparison, this approach requires extending the minimum processing timeline, which in turn increases the URLLC latency.  
Proposal 18: The priority of a dynamic PUSCH is indicated at the PHY layer.
Proposal 19: Allow the UE to set the TB CRC to all zeros when (1) uplink CBG-based reTx is configured, (2) the initial transmission of a TB was interrupted and (3) TB comprises more than one CB.
Observation 5: The scheduling time-based priority indication does not address the collision between a PUSCH and PUCCH.
Proposal 20: The scheduling time based solution is not supported as a way to indicate the priority of a PUSCH. 
Proposal 21: The priority of PUCCH carrying HARQ-ACK and PUSCH should be known to the UE before decoding the DCI.
Proposal 22: Different CORESETs or DCI sizes should be used to schedule the low and high priority PUCCH/PUSCH.
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