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Introduction
In RAN1#98, the following agreements were reached
Agreement:
The numerology of Tcp=300us/Tu=2.7ms should be used for PMCH to support rooftop reception.
Agreement:
An RS pattern with Df=3 is supported
· FFS: Dt and other values for Df

Agreement:
The effect of CFO in PMCH reception should be considered
Agreement:
Companies are encouraged to evaluate the performance of rooftop reception with tone interleaving
Agreement:
TBS mapping of the new numerology for rooftop reception (300/2700) is achieved by applying scaling factors to the legacy TBS determination procedure.
· FFS: Select from the following alternatives:
· PRB scaling
· Scaling by using the TBS table for a larger number of layers
· TBS scaling

In the rest of this contribution, we provide evaluations and design insights that are relevant towards obtaining the best performance with the above numerologies for the use cases in consideration.  
Link Level Evaluations and Insights
Reference Signal Pattern
An RS pattern with “Frequency Spacing” of  subcarriers and “Time Stagger” of  symbols implies that when the RSs from  consecutive symbols are coalesced together, there is an RS in one out of every  subcarriers throughout the entire system bandwidth. In other words, instead of putting an RS every  subcarriers in one (or each) symbol, we “stagger” these RSs across  symbols, to reduce overhead.
The optimal staggering parameter  depends on the Coherence Time of the channel—for channels that change fast, we need smaller  values to effectively keep track of the channel. The design tradeoff is in balancing overhead reduction with channel estimation accuracy (due to Doppler). Additionally, a very large value of  may result in reduced performance in the presence of residual frequency error.
An RS pattern of , has a base unit of  subcarriers and  symbols in the time-frequency plane, which then repeats as a block in time and frequency. Fig. 1 below depicts a base unit of an RS pattern with .
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Figure 1: Base unit of an RS pattern with 
Reference Signal Density in Time
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Figure 2: Impact of time-stagger parameter  on link-level performance

To evaluate the impact of different time-stagger parameters on link-level performance, we ensure that for every time-stagger pattern evaluated, we perform cross-subframe channel estimation across the same number of PMCH symbols. In the simulation results we present here, for all values  we perform cross-subframe channel estimation across 4 consecutive PMCH symbols.
From Fig. 2, we observe that for the HPHT1 scenario with an RS density of , a time stagger of 4 symbols provides the best performance. This can be explained by the fact that the Doppler Spread for the rooftop reception settings is very small, which results in an extremely slowly varying channel—as a result, the reference signals can be “spread out” across time, and still be combined together from all the symbols in the stagger pattern without noticeable channel estimation penalties, while, at the same time, reducing the net RS overhead considerably.
Proposal 1: Adopt a time-stagger parameter of  (or Dt) = 4 for the reference signals associated with PMCH for the long-CP numerology.
Impact of Carrier Frequency Offset 
CFO correction ranges for RS patterns
The link-level results presented thus far do not consider the effect of residual carrier frequency offsets after PBCH decoding at the UE. Typically, these residual CFOs are of the order of 50 to 100 Hz, which are corrected in legacy LTE by running a Frequency Tracking Loop (FTL) over successive occurrences of the CRS at the same location in frequency. In the EnTV rooftop setting however, the native RS density proposed above proves to be insufficient to correct a residual CFOs greater than approximately 40Hz. This can be explained by the following calculations:
An RS pattern with a time-stagger of , a Frequency Tracking Loop (FTL) can correct a residual CFO of up to  Hz. For Numerology 1, this equates to a maximum correctable residual CFO of 41.67 Hz, which may be insufficient for typical scenarios as described above (up to ~100 Hz residual CFO after PBCH decoding). In the expression above,  denotes the length of each PMCH symbol.
Indeed, the effect of uncorrected residual CFO on system performance can be dramatic—Fig. 4 shows that at larger Transport Block Sizes (TBSs), an uncorrected CFO as small as 2.5 Hz can lead to a loss in performance of greater than 3 dB. The reason for this extreme sensitivity to CFO is the very low subcarrier spacing (~370.4 Hz) and the long stagger of reference signals across time of 4 PMCH symbols. 
While this result may be a priori concerning, it would be an overkill (and detrimental to the overall performance) if we had to make the regular RS pattern have a time stagger , simply to cater to residual CFO correction. Instead, we propose an alternative solution of a second-type of RS that is sparse in frequency but appears at every symbol—a signal similar in spirit to a Phase-Tracking RS. 
Additional reference signal for residual CFO correction
As discussed above, we propose a second type of RS that is designed to correct any residual CFO in the system. This RS is very sparse in frequency (for example, occurs, once every 432 tones)—thereby resulting in no appreciable overhead penalty—while having the desirable characteristic of occurring in every PMCH symbol in the subcarriers that it occurs. In this setting, the UE can estimate the CFO by performing a phase differential across consecutive OFDM symbols.
The effective time-stagger value of 1 provided by this additional RS allows us to correct for a residual CFO of up to 166.68 Hz for Numerology 1, without incurring unnecessary overhead by increasing the density of the basic  RS pattern. The resulting RS pattern comprising both the regular RS with an  pattern (marked in red), and the additional proposed RS (marked as RS2 in blue) is depicted in the Fig. 3 below. We re-iterate that we propose RS2 to be very sparse in frequency—typically, once every 180 Khz (legacy PRB bandwidth), for example.
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Figure 3: RS pattern with additional RS for CFO correction. The additional RS, highlighted in blue, is very sparse in frequency, and has negligible overhead.

Performance with Frequency Tracking Loops and additional RS
We observe in Fig. 4 that with this additional reference signal, an FTL can reliably correct a residual CFO of 100 Hz with near-perfect accuracy (with respect to a system with no CFO). In the simulations, the additional RS is present once in every 180 KHz—i.e., once every legacy PRB bandwidth (i.e., one in every 432 subcarriers in the Long-CP numerology).
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Figure 4: Effect of uncorrected (no FTL employed) and corrected (using an FTL in conjunction with the additional RS described in this Section) residual CFO on system performance.
Proposal 2: Specify a second type of RS for the long-CP numerology that is present once every 432 tones, and at the same tones in every PMCH symbol. This RS may be used to correct residual Carrier Frequency Offsets at the UE. 
Tone-level Interleaving—the why and how
Frequency first mapping and code-block localization
In existing LTE-MBMS specifications, the mapping of (channel coded and modulated) QAM symbols to the individual OFDM tones (subcarriers) happens in a frequency-first fashion—in other words, the modulated symbols corresponding to the (potentially multiple) code blocks are mapped sequentially, one-after-the-other, to the OFDM tones.
In the case where the number of code blocks is small, or indeed when (due to a large subcarrier spacing, small system bandwidth, or any combination thereof) a single codeblock spans the entire system bandwidth, maximum or near-maximal frequency diversity is ensured for such code blocks.
However, if a situation arises where the number of codeblocks  in a given transport block is large—and as a result, each codeblock roughly sees a fraction  of the entire frequency bandwidth, adequate frequency diversity may not be ensured for each codeblock with baseline frequency-first mapping, and the codeblocks are localized to fraction  of the bandwidth. 
Such a situation indeed arises in the context of a long CP numerology like the ones proposed in this contribution. From TS 36.212, the number of codeblocks for a give Transport Block Size (TBS) is given by , which, for TBSs of significance in this setting (up to 76208 bits) results in up to 13 codeblocks per TB (or PMCH symbol). As a result, especially for larger TBSs, the codeblock localization with baseline frequency-first mapping may severely affect system performance. An illustration is provided in Fig. 5 that highlights this codeblock localization phenomenon.
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Figure 5: Example demonstrating codeblock localization in frequency when frequency-first mapping (without tone-level interleaving) is employed.

Observation 1: The combination of frequency-first mapping, single OFDM symbol, and larger TBS reduce the frequency diversity seen by a codeblock.
Inter code-block interleaving
To address the codeblock localization problem outlined above, we propose to interleave the tones corresponding to the codeblocks, such that the tones of each codeword experience observe the entire system bandwidth. This may be achieved with a simple row-column interleaver, where the number of rows of the interleaver corresponds to the number of ccodeblocks in the TB. This (for the same example as above) is illustrated in Fig. 6.


[image: ]
Figure 6: Codeblock localization resolved by using tone-level interleaving across codeblocks.

Performance benefits with interleaving
Fig. 7 demonstrates the performance benefits that we can obtain from inter-codeblock interleaving, as described above. The gains, as expected, are large for larger TBSs, which suffer the most from the codeblock localization described before. For a TBS of 66592, a gain of ~1.5dB is observed, and for a TBS of 76208, there is even more benefit, with a significant improvement in the slope of the BLER curve, representing the frequency diversity benefits provided by the interleaver.
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Figure 7: Impact of tone-level interleaving on link-level performance
Proposal 3: For the long-CP numerology, specify tone-level interleaving across codeblocks. 
Interleaver Design
From an implementation standpoint, it is important to maintain compatibility with the notion of PRB-level tone-interleaving. With this in mind, we propose to interleave the tones in sub-blocks of size  tones, where the value of  is FFS.
We denote by  the number of data tones that are used for transmission of PMCH symbols in an MBSFN scenario. Note that  will be different for different values of system bandwidth. We define the modulated symbolsprior to tone-interleaving as , where .
We first group  into sub-blocks consisting of  tones each. We represent this grouped vector as  . Next, we perform row-column interleaving according to the principles outlined in subclause 5.1.4.1.1 of TS 36.212. In particular:
1. If the number of codeblocks for a given TBS is , the the number of rows of the sub-block interleaver  is determined to be , where  depends on , and potentially, also the system bandwidth. 
a. The values of  may be further discussed. One canonical example is . Chiefly,  ensures that optimal distribution of the  codewords is achieved across the entire system bandwidth. It is important to keep in mind that the benefits from interleaving are most pronounced when  is large.
b. For low system bandwidths, as with low TBSs (resulting in small values of ), the benefits of interleaving may be less pronounced. As a result, the specification of the interleaving may be dependent on the system bandwidth for MBSFN transmission. 
2. The number of columns of the sub-block interleaver  is given by the minimum integer  satisfying 
3.  may then be appended with  elements, as required—the ensuing vector  will now contain exactly  elements.
4. The elements of  are then written into the  matrix row-by-row, with  in column 0 of row 0.
5. An optional permutation may then be applied to the columns of the matrix, before the sub-blocks are read out column-by-column to the vector , wherein, after discarding the  elements, stacking the sub-groups of 12 together, the vector is ready to be mapped to the subcarriers.

Proposal 4: Perform tone-level interleaving in contiguous chunks of  tones that preserves backwards compatibility with legacy PRB-level tone-interleaving. FFS value of .
[bookmark: _GoBack]Proposal 5: The number of rows in the row-column interleaving, performed according to the principles in subclause 5.1.4.1.1 in TS 36.212, depends on the number of code-blocks for a given TBS, as well as the system bandwidth. 
Self-decodable PMCH symbols for MCCH, MTCH and MSI
In the evaluations above, we are assuming continuous PMCH transmission, such that for decoding a transport block received in symbol N we always have the availability of RS in symbol N-1, N-2, N-3. This allows the UE to perform de-staggering and resolve the whole channel. While this RS design greatly improves achieved spectral efficiencies, there are some important issues that require addressing. The issues are best discussed under the following different cases—first, when (in a dedicated-carrier scenario of interest) the base-station providing MBMS service is only part of a single MBSFN Area, and second, when there are transmissions corresponding to multiple MBSFN Areas (with the same, or different numerology) that are time-multiplexed by the base-station across the allotted MBSFN subframes.
Single MBSFN Area
For a dedicated MBMS carrier serving a single MBSFN Area, the potential problems associated with the “time-staggered RSs” across PMCH symbols mainly manifests itself in the realm of MCCH decoding, which we address next.
MCCH Decoding
Decoding the MCCH is key to receiving broadcast data—it is the MCCH which points the UE to the location of corresponding PMCH symbols (subframes) containing MTCH data. Current specifications provide the location of the MCCH subframes in the System Information Blocks, which the UE monitors. However, presently, the UE doesn’t know the numerology or content of the subframes preceding MCCH. As a result, without additional indication to the UE, it cannot decode the MCCH with the RSs only within the PMCH symbol containing MCCH. It is also important to keep in mind that we are assuming causal processing at the UE – buffering the symbol and processing based on future RS is not possible due to complexity/storage constraints.
For single MBSFN Area and dedicated carrier scenarios, however, it is a reasonable assumption that the entire transmission timeline (outside the Cell Acquisition Subframes every 40 milliseconds apart) comprises exclusively of PMCH symbols from the same area (and hence, the same numerology). In this setting, the UE assume that the MCCH subframe location, pointed to by the SIB, has RSs in the preceding  PMCH symbols (where  is the time stagger parameter of the RSs) that it may use to decode the MCCH. This behaviour, however, needs to be specified. In the light of this, we make the following proposal below.
Proposal 6: Add a note in the specifications to indicate to the UE that absent any higher layer indication with regards to the reference signal patterns for PMCH symbols associated with MCCH, the UE shall assume that the  PMCH symbols preceding the MCCH belong to the same MBSFN Area, and the RSs therein may be used by the UE to decode MCCH. 
Multiple MBSFN Areas
When multiple MBSFN areas are TDM-ed across the MBSFN subframes, multiple challenges arise with regards to the decoding of the PMCH symbols—both those associated with MCCH, as well as those associated with MTCH. This is because at every “switch point” in time, across the MBSFN subframes, the UE will not have RSs from previous PMCH symbols that it can use to decode the current symbol from its MBSFN area of interest. To illustrate how this can be an issue, we depict in Fig. 8 below, a possible timeline (across radio-frames, and subframes within it) that comprises two MBSFN areas TDM-ed (with their associated higher-layer configurations from SIB and MCCH outlined beside the timeline depiction). Note that, in this timeline, we assume, for ease of exposition, a radio-frame duration of 40 milliseconds, and a PMCH “subframe” duration equal to a PMCH symbol duration for the Long CP—i.e., 3 milliseconds[footnoteRef:2]. It is also worth noting that, in this timeline depiction, we assume that the two MBSFN areas share the same numerology. Although use case of configuring multiple MBSFN area in an MBMS-dedicated cell may not be clear at this point, note that any future enhancements to MBMS-dedicated would be done by “blanking” some of the subframes for Rel-16 UEs, and placing there some of the new signals/channels. One use case may be the deployment of NR broadcast services while keeping service to LTE UEs in the same carrier (e.g. some subframes are used for LTE, some subframes for NR). Neglecting the “forward compatibility” issues created by the assumption of single MBSFN area may hinder the deployment of future enhancements. [2:  The exact definition of radio frame boundaries, and subsequent definitions of “symbols”, and “subframes” that accommodate the new MBSFN numerologies from Release 16 are FFS.] 
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Figure 8: Example timeline of MBSFN subframes with two MBSFN Areas
From this timeline depiction, one can see that the “switch-points” can happen for PMCH subframes associated with both MCCH symbols, as well as MTCH (and the multicast scheduling subframe, MSI, also pointed to by the MCCH). As a result, with the optimal RS pattern for the long-CP numerology () it may become impossible for the UE to decode vital MCCH and MSI subframes, as well as lead to poor quality of service with regards to MTCH reception, owing to the UE having to drop up to  subframes, every time there is a switch of MBSFN areas within the timeline. 
Observation 2: With multiple MBSFN areas, MCCH and MTCH decoding with an RS pattern of time stagger  alone poses a challenge, without additional enhancements.
To mitigate these problems, we propose a solution that is based on the higher layers configuring a “self-contained RS” for certain PMCH symbols associated with both the MCCH as well as the MTCH and MSI. Before we delve into the indications for configuring these dense RSs (the signalling required is different for MCCH and MTCH subframes), we first outline below, what we mean by a “self-decodable PMCH symbol”.
Self-decodable PMCH symbol with dense RS
A “self-decodable” PMCH symbol is one where the RSs contained within that symbol are sufficient for the UE to decode that symbol—in other words, the UE does not need to use reference symbols from the previous symbols (as it would otherwise in the  stagger pattern) to decode the PMCH symbol. Essentially, for these symbols, there will be a denser RS pattern in frequency than the other symbols that do not have this configuration.
MCCH decoding—indication in SIB
The UE acquires the location of MCCH subframes (of its MBSFN area of interest) in the MBSFN timeline from the SIB. For every MBSFN Area, there is an MCCH configuration in SIB. The occurrence of MCCHs for a given MBSFN area is indicated in certain radio frames, with a corresponding bitmap indicating the subframes within the radio frame where the MCCH is present. We propose to add an indication in SIB (within the MCCH configuration information element), potentially in the form of a bitmap, that indicates whether a particular MCCH subframe has associated with it a self-decodable RS pattern like the one described above. This allows the network to sparingly configure MCCHs with the denser RSs, to facilitate seamless serving of multiple MBSFN areas.
Proposal 7: Indicate in SIB whether and which PMCH subframe(s) associated with MCCH is/are self-decodable—i.e., for that PMCH symbol, the RS patterns is defined by the tuple (), and the UE does not need RSs from previous symbols to successfully decode the indicated MCCH symbols.  
MTCH and MSI decoding—indication in MCCH
To prevent repeated dropping of MTCH subframes, as well as facilitate the proper acquisition of the MSI information, we propose an indication within the MCCH that indicates (for the subframes it allocates to MTCH and MSI transmission for that MBSFN area) whether an MTCH and/or MSI subframe has associated with it a self-decodable dense RS pattern. Sparing configurations of these symbols with dense, self-decodable RSs also has the benefit that the channel estimates from that symbol may be carried forward to aid the subsequent MTCH symbols that follow.
[bookmark: _Hlk21114467]Proposal 8: Indicate in MCCH whether and which PMCH symbol(s) associated with MSI and MTCH, pointed to by the MCCH, is/are self-decodable—i.e., the UE does not need RSs from previous symbols to successfully decode the indicated MSI or MTCH symbols.
Summary of Proposals and Observations
Proposal 1: Adopt a time-stagger parameter of  (or Dt) = 4 for the reference signals associated with PMCH for the long-CP numerology.
Proposal 2: Specify a second type of RS for the long-CP numerology that is present once every 432 tones, and at the same tones in every PMCH symbol. This RS may be used to correct residual Carrier Frequency Offsets at the UE.
Observation 1: The combination of frequency-first mapping, single OFDM symbol, and larger TBS reduce the frequency diversity seen by a codeblock. 
Proposal 3: For the long-CP numerology, specify tone-level interleaving across codeblocks. 
Proposal 4: Perform tone-level interleaving in contiguous chunks of  tones that preserves backwards compatibility with legacy PRB-level tone-interleaving. FFS value of .
Proposal 5: The number of rows in the row-column interleaving, performed according to the principles in subclause 5.1.4.1.1 in TS 36.212, depends on the number of code-blocks for a given TBS, as well as the system bandwidth. 
Proposal 6: Add a note in the specifications to indicate to the UE that absent any higher layer indication with regards to the reference signal patterns for PMCH symbols associated with MCCH, the UE shall assume that the  PMCH symbols preceding the MCCH belong to the same MBSFN Area, and the RSs therein may be used by the UE to decode MCCH. 
Observation 2: With multiple MBSFN areas, MCCH and MTCH decoding with an RS pattern of time stagger  alone poses a challenge, without additional enhancements.
Proposal 7: Indicate in SIB whether and which PMCH subframe(s) associated with MCCH is/are self-decodable—i.e., for that PMCH symbol, the RS patterns is defined by the tuple (), and the UE does not need RSs from previous symbols to successfully decode the indicated MCCH symbols.  
Proposal 8: Indicate in MCCH whether and which PMCH symbol(s) associated with MSI and MTCH, pointed to by the MCCH, is/are self-decodable—i.e., the UE does not need RSs from previous symbols to successfully decode the indicated MSI or MTCH symbols.
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