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Work Items on physical layer enhancements for NR URLLC [1] and support for industrial IoT [2] were approved at RAN#83. The objectives of these WIs include specifying enhancements to scheduling and HARQ to handle out-of-order HARQ-ACK, out-of-order PUSCH and conflicts for overlapping PDSCHs or PUSCHs.
In RAN1#96bis, an agreement was taken to support out-of-order HARQ-ACK in case of dynamic downlink scheduling, with a set of candidate solutions for the processing of the transmissions. In RAN1#97, it was concluded that further study of solutions should be based on scenarios defined in terms of whether same or different DL processing times are supported on a serving cell, and whether the PDSCH are overlapping.
This contribution provides our views on the scenarios that need to be supported for the processing of two PDSCHs and proposes solutions. The contribution also briefly discusses the problem of closed-loop power control with out-of-order scheduling.
Discussion on scenarios with two PDSCHs
In R15, the processing time on a serving cell is defined based on UE processing capability (1 or 2) and aspects such as whether additional DM-RS is configured. The processing time is generally the same for all transmissions, except for adjustments based on number of PDSCH symbols and possible reversion to capability 1 when the scheduled RB allocation exceeds 136 RBs. These requirements are suited to a UE implementation where processing is performed in a sequential manner (“pipelining”). The processing time requirement cannot be reduced for a shorter transmission because the UE may still be busy processing a previous (longer) transmission when the shorter transmission ends.
For R16, enhanced support for URLLC services requires that eMBB and URLLC traffic can be mixed on the same serving cell without performance degradation. Since URLLC traffic has low latency requirement, a corresponding PDSCH transmission may consist of a few symbols and may require HARQ-ACK reporting only a few symbols later. On the other hand, to maximize spectrum efficiency a PDSCH transmission carrying eMBB traffic is typically set to longer duration (e.g. 14 symbols), possibly large bandwidth and may not require HARQ-ACK reporting with a delay smaller than a few slots. For efficient multiplexing, it would clearly be desirable to define different processing time requirements for these two types of transmissions. Otherwise, eMBB transmissions would need to be dimensioned to be decodable as fast as URLLC transmissions, implying loss of spectrum efficiency. 
In R15, out-of-order PDSCH-to-PUSCH is not supported. Clearly, out-of-order PDSCH-to-PUSCH needs to be supported when different DL transmissions have different processing time requirements. However, when all DL transmissions have the same processing time, the benefit of such feature is unclear. For this reason, it is recommended that solutions for the handling of two non-overlapping PDSCHs focus on the scenario 1 (different DL processing times).
Proposal 1: Support the scenario where different DL processing times are associated with different PDSCHs on the same serving cell.
When eMBB and URLLC traffic is multiplexed on the same serving cell, it is also useful that a PDSCH carrying URLLC traffic is allowed to be scheduled before completion of an on-going PDSCH transmission carrying eMBB. This possibility allows the scheduler to use long transmissions for eMBB without risking that the latency requirements of URLLC service with sporadic traffic are not met.
Proposal 2: Support the scenario where two unicast PDSCHs are overlapping at least in the time domain.
Solutions for handling two PDSCHs
The following principles should be followed for deciding on solutions to support the above scenarios:
· Guaranteeing that the higher priority (URLLC) transmission is processed;
· Predictable performance with respect to whether UE processes (or not) the lower priority (eMBB) transmission.

To guarantee that the PDSCH carrying URLLC is always processed, a key solution component is to ensure that such transmission be identifiable unambiguously by the UE. One possibility is to define a rule based on timing of PDCCH or PDSCH. One drawback of this approach is that may introduce unneeded restrictions on possible scheduler implementations, for example in case one of the PDSCHs is semi-persistently scheduled. A better approach may be to explicitly indicate the priority of each PDSCH to the UE for proper handling. A DCI-based indication anyway needs to be introduced to indicate the HARQ codebook (sub-slot or slot based) and associated PUCCH configuration. The same indication can be used for the PDSCH processing priority and prioritization handling of HARQ-ACK when overlapping with other UL transmissions.
Proposal 3: Support a DCI-based priority indication for PDSCH processing.
In all scenarios, i.e. whether the two PDSCH overlap in time or not, the PDSCH with the highest priority indication should always be processed.
Proposal 4: The UE always processes PDSCH with highest priority indication.
For predictable performance with respect to whether the lower priority PDSCH is processed or not, the UE can report a capability. The UE somehow needs to indicate to the network if it is restricted to “sequential” processing or if it is possible to perform some processing in parallel. From implementation perspective, this capability may be tied to a number of available baseband processing units, which can in practice be “allocated” to the same or different serving cells. Candidate solution #3 from previous agreement presents some benefits from that perspective, since it allows the network to configure which serving cell(s) can use the available baseband capabilities of the UE. 
Proposal 5: A UE can report a maximum number of PDSCHs that can be processed in parallel for each type of processing capability (capability 1 or capability 2).
Proposal 6: A UE can be configured to enable parallel PDSCH processing on a serving cell, where one PDSCH follows capability 1 and a second PDSCH follows capability 2.
A UE configured for parallel PDSCH processing as per the above proposal always processes a low priority PDSCH on resources not overlapping with another PDSCH.
Proposal 7: A UE configured for parallel PDSCH processing on a serving cell always processes a PDSCH on resources not overlapping with a higher priority PDSCH.
If the UE is not capable (or not configured) for parallel PDSCH processing on a serving cell, it is still useful for the network to know under which conditions the lower priority transmissions are processed. This could allow operation where eMBB and URLLC are multiplexed on the same cell for less capable UEs as long as the traffic intensity of URLLC is relatively low. In scenario 1, if the UE always processes the highest priority PDSCH and only sequential processing is possible, the implication is that the processing for a lower priority PDSCH received earlier (or overlapping in time) may need to be interrupted. However, if there is sufficient time between the end of the low priority PDSCH and the start of the high priority PDSCH, the UE should be capable of processing both. Thus a reasonable approach would be to provide a time requirement based on R15 specification.
Proposal 8: A UE not configured for parallel PDSCH processing on a serving cell processes a PDSCH ending at least [N] symbols before the start of a higher priority PDSCH. [N] to be determined based on R15 specification.
Uplink power control
It has been pointed out (e.g. [3]) that when HARQ-ACK or PUSCH are scheduled out-of-order, application of closed-loop TPC adjustments do not work as intended, resulting in unwanted excessive adjustments for PUCCH or PUSCH transmissions scheduled with a longer delay. Priority-specific TPC adjustment as proposed in [3] would prevent this issue. It is also desirable to enable independent adjustments per priority level anyway, since the reliability requirements are different.
Proposal 9: The PUCCH power control adjustment state is specific to the priority level of the carried HARQ-ACK/SR.
Proposal 10: The PUSCH power control adjustment state is specific to the priority level of PUSCH.
Conclusion
This contribution provided our views on the scenarios that need to be supported for the processing of two PDSCHs and proposes solutions. The contribution also briefly discussed the problem of closed-loop power control with out-of-order scheduling. The following proposals are made:
Proposal 1: Support the scenario where different DL processing times are associated with different PDSCHs on the same serving cell.
Proposal 2: Support the scenario where two unicast PDSCHs are overlapping at least in the time domain.
Proposal 3: Support a DCI-based priority indication for PDSCH processing.
Proposal 4: The UE always processes PDSCH with highest priority indication.
Proposal 5: A UE can report a maximum number of PDSCHs that can be processed in parallel for each type of processing capability (capability 1 or capability 2).
Proposal 6: A UE can be configured to enable parallel PDSCH processing on a serving cell, where one PDSCH follows capability 1 and a second PDSCH follows capability 2.
Proposal 7: A UE configured for parallel PDSCH processing on a serving cell always processes a PDSCH on resources not overlapping with a higher priority PDSCH.
Proposal 8: A UE not configured for parallel PDSCH processing on a serving cell processes a PDSCH ending at least [N] symbols before the start of a higher priority PDSCH. [N] to be determined based on R15 specification.
Proposal 9: The PUCCH power control adjustment state is specific to the priority level of the carried HARQ-ACK/SR.
Proposal 10: The PUSCH power control adjustment state is specific to the priority level of PUSCH.
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Appendix
Agreements from RAN1#97:
	Conclusion:
Study further whether/how to support the following scenarios for the handling of two unicast PDSCHs:
1. When different DL processing times are associated with different PDSCHs on the same serving cell, and the two PDSCHs are non-overlapping.
· Note: The PDSCH-to-PUCCHs can be out-of-order or in-order.
· Note: The solution(s) should address the UE processing pipelining issue.
· Two PDSCHs follow DL processing timing capability #1 and #2, respectively, on the same serving cell.
· FFS if any different solutions are necessary to address different scenarios when the above condition occurs 
2. When the same DL processing time is configured on the same serving cell, and the two PDSCHs are non-overlapping, and the PDSCH-to-PUCCHs are out of order.
· Note: There is no UE processing pipelining issue.
· Note: the in-order PDSCH-to-PUCCHs are already handled in Rel-15.
3. The two unicast PDSCHs are overlapping at least in the time domain, regardless of whether the same or different DL processing times is configured on the same serving cell.
· Note: The solution(s) should address the UE processing pipelining issue in this case.



Agreements from RAN1#96
	Agreements:
For a Rel. 16 eURLLC UE and dynamic downlink scheduling, on the active BWP of a given serving cell, the HARQ-ACK associated with the second PDSCH with HARQ process ID x received after the first PDSCH with HARQ process ID y (x != y) can be sent before the HARQ-ACK of the first PDSCH. Specify based on the following solutions:
· Solution 1: The UE always processes the second PDSCH. The UE may or may not drop the processing of the first channel.
· Solution 2: The UE processes both the first and second PDSCHs as a UE capability with no condition.
· Solution 3: The UE processes both the first and second channels under some conditions, e.g. using the CA capability. The conditions are reported as a UE capability. If the conditions are not satisfied, the UE behavior is not defined. 
· FFS: The details of the UE capability.
· Solution 4: 
· A UE drops (terminates) the processing of the first PDSCH.
· Alt1: The UE always drops the first PDSCH.
· Alt2: Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first channel.
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and second PDSCHs, the gap between the two PUCCHs carrying HARQ-ACK, etc.
· The UE behavior, e.g., decision on dropping the first channel and timing capability associated with the second channel, is determined, and is fixed, after decoding the PDCCH associated with the first and the second PDSCH. 
· When the UE drops the processing of the first channel, increasing the minimum PDSCH processing procedure time (N1) of the second PDSCH by d symbols can be considered.
· FFS the value of d. 
· Dropping the processing of the first PDSCH can be done in one of the two ways:
· Alt1: dropping the processing of the first PDSCH on the same serving cell 
· Alt2: dropping the processing of a PDSCH(s) on the same cell or a different serving cell.
· The UE only expects a maximum of one OOO PDSCH-to-HARQ-ACK flow on the active BWP of a given serving cell when applicable
· FFS whether or not, out-of-order operation is allowed across PDSCHs with PDSCH-to-HARQ gap compatible with PDSCH processing time (N1) for capability X.
Agreements:
For a Rel. 16 UE, on the active BWP of a given serving cell, the UE can be scheduled with a second PUSCH associated with HARQ process x starting earlier than the ending symbol of the first PUSCH associated with HARQ process y (x != y) with a PDCCH that does not end earlier than the ending symbol of first scheduling PDCCH.  Specify based on the following solutions:
· Solution 1: The UE always processes the second scheduled PUSCH. The UE may or may not drop the processing of the first schedeuled PUSCH.
· If the first scheduled and second scheduled PUSCHs are not colliding in the time domain:
· Solution 2: The UE processes both the first scheduled and second scheduled PUSCHs as a UE capability with no condition.
· Solution 3: The UE processes both the first scheduled and second scheduled PUSCHs under some conditions. The conditions are reported as a UE capability.
· FFS: The details of the UE capability.
· Solution 4: 
· A UE drops (terminates) the processing of the first scheduled PUSCH.
· Alt1: The UE always drops the first scheduled PUSCH.
· Alt2: Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first scheduled PUSCH.
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and the second PUSCHs, etc.
· The UE behavior, e.g., decision on dropping the first scheduled PUSCH and timing capability associated with the second scheduled PUSCH, is determined, and is fixed, after decoding the PDCCH associated with first and the second scheduled PUSCHs. 
· When the UE drops the processing of the first scheduled PUSCH, increasing the minimum PUSCH preparation procedure time (N2) of the second PUSCH by d symbols can be  considered.
· FFS the value of d. 
· Dropping the processing of the first scheduled PUSCH can be done in one of the two ways:
· Alt1: dropping the processing of the first scheduled PUSCH on the same serving cell 
· Alt2: dropping the processing of a PUSCH(s) on the same cell or different serving cell.
· The UE only expects a maximum of one OOO PDCCH-to-PUSCH flow on the active BWP of a given serving cell when applicable.
· FFS whether or not out-of-order operation is allowed across PUSCHs with PDCCH-to-PUSCH gap compatible with PUSCH processing time (N2) for capability X.
· If the first scheduled PUSCH and the second scheduled PUSCH are colliding in the time domain, the UE drops the processing and the transmission of the first scheduled PUSCH.
· For dropping, the scheduling limitations do not apply. The UE always drops the first scheduled PUSCH.
Other details of dropping are as those of the solution 4.



Agreements from RAN1#96bis:
	Agreements:
In case two unicast PDSCHs for a UE are overlapping, the following scenarios are identified:
· Scenario 1-1: Overlapping in the time domain and not in the frequency domain
· Scenario 1-2: Overlapping both in the time and frequency domains
Working assumption:
· When the two unicast PDSCHs for a UE are overlapping, the UE generates HARQ-ACK for both of the PDSCHs.




