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Introduction
In RAN plenary #83, TR 38.840 [2][1] for UE power saving study was approved and the study item was concluded. In the same meeting, the WID [3] was approved and the procedure of cross-slot scheduling power saving techniques is to be specified. This work item started in RAN1 #96bis. 
In this contribution, the remaining issues of cross-slot scheduling specification will be discussed.
Discussion
Remaining issues on indication method of the minimum applicable values
In RAN1 #96bis, the following agreement regarding signalling schemes for cross-slot scheduling was made:
	Agreements:
· For an active DL and an active UL BWP, a UE can be indicated via signalling(s) from gNB to adapt the minimum applicable value(s) of K0, K2 and/or aperiodic CSI-RS triggering offset (with/without QCL_typeD configured) where the signalling type is to be down-selected from:
· Alt 1: MAC-CE based
· Alt 2: L1 based
· FFS: How to determine the minimum applicable value if explicit value is not provided. 



In RAN1 #97, it was agreed that L1-based signaling (Alt-2) would be used, as shown in the following agreement:
	Agreements:
For an active DL and an active UL BWP, a UE can be indicated via L1-based signalling(s) from gNB to adapt the minimum applicable value(s) of K0, K2 and/or aperiodic CSI-RS triggering offset (with/without QCL_typeD configured).
Agreements:
To adapt the minimum applicable value of K0 (K2) for an active DL (UL) BWP, indication of the minimum applicable value is supported.
· FFS: Direct assignment of the minimum application value, indication of one value from one or multiple preconfigured or predetermined value(s), and/or implicit indication.



The FFS in above agreements still need to be addressed. For the FFS in the RAN#97 agreement, our view is that explicit indication should be supported, and instead of direct assignment of the minimum applicable value, L1-based signaling would indicate the selection of a value within a list of values pre-configured through RRC. This helps to save the number of bits that need to be dynamically signaled and also improve robustness. For example, if there are only two pre-configured values to select from, only one bit is needed for L1 signaling. On the other hand, one bit can only represent 0 or 1 in direct assignment. Clearly, there is more flexibility with the selection indication scheme.
The FFS in the RAN#96bis agreement is about what minimum applicable value to assume if an explicit indication is not yet provided by L1-signaling. It makes sense that when the list of values is configured through RRC, one of the values (e.g. the one with the lowest index) could be designated as the default, and it would be used as the minimum applicable value until an explicit indication is provided. If there is no RRC-configured candidate value that can be used for the active BWP, a candidate value of zero can be implicitly assumed and it is also the implicit default.

In RAN1#97, it was also agreed that the minimum applicable value for A-CSI-RS triggering offset is implicitly the same as the minimum applicable K0 value:
	Agreements:
· To adapt the minimum applicable value of the aperiodic CSI-RS triggering offset for an active DL BWP, implicit indication by defining the minimum applicable value the same as the minimum applicable K0 value when indicated is supported.



To simplify the terminology, instead of separately discussing the minimum applicable value for each parameter, e.g. k0, k2, A-CSI-RS triggering offset, etc, in this paper the slot offset governing DCI-based DL scheduling/triggering (i.e. the minimum k0 and minimum A-CSI-RS triggering offset) should be grouped together and referred to as the “minimum DL scheduling offset”. Likewise, the slot offset governing DCI-based UL scheduling/triggering (i.e. including at least the minimum k2) should be grouped together and referred to as the “minimum UL scheduling offset”. When it is not important to discern the DL vs UL parameter or when it is clear from the context, it can be generally referred to as the “minimum scheduling offset(s)”.
For a DL BWP, one or more candidate values for minimum DL scheduling offset can be pre-configured through RRC; The same is done for minimum UL scheduling offset and UL BWP respectively. The minimum UL scheduling offset is also referred to as the minimum applicable value for k2, and/or other DCI-triggered transmission (e.g. A-SRS, to be discussed later in Section 2.3).
[bookmark: _Toc16876634]Observation 1: The minimum scheduling offsets for DL BWP and for UL BWP should be separately configured because the DL BWP and UL BWP may not necessarily share the same numerology, hence the offset values represented in slots may have to be different even if they may represent similar absolute time.

Considering the above discussion and observations, we have the following proposals:
[bookmark: _Ref7728606][bookmark: _Toc16876642]Proposal 1: A list of candidate values for the minimum DL scheduling offset (or referred to as the minimum applicable value for k0 and A-CSI triggering offset) can be RRC-configured for a DL BWP. A list of candidate values for the minimum UL scheduling offset (or referred to as the minimum applicable value for k2 and/or A-SRS triggering offset) can be RRC-configured for a UL BWP.
[bookmark: _Toc16876643]Proposal 2: L1 signaling can explicitly indicate the selection of a minimum scheduling offset value within the list for the active DL (or UL) BWP. The selection can be indicated by an index corresponding to one of the candidate values in the list for the active DL (or UL) BWP.
[bookmark: _Toc16876644]Proposal 3: One of the candidate values in the list can be designated as the default value for the minimum scheduling offset. Before explicit indication is provided after a BWP becomes active, the default value is used for the BWP.

In RAN1#97, it was agreed in the 7.2.9.1 agenda item that PDCCH-based power saving channel should be used to carry signaling for the cross-slot scheduling feature:
	Agreements:
The indication of at least one power saving technique(s) is supported at least by the enhancement of existing scheduling DCI formats with additional field(s), if any, and/or repurposing the existing field(s), if identified, when UE is in the Active Time.     
· It applies to UE-specific search space.  
· It is FFS for the common search space.
· The at least one power saving technique(s) includes at least “Cross-slot scheduling”



Therefore we have the following proposal:
[bookmark: _Toc16876645]Proposal 4: The PDCCH-based power saving channel monitored during active time is used for indication of the selection of the minimum DL / UL scheduling offset value(s).

On how to use the minimum applicable value
Regarding how to use the minimum applicable value for at least k0 and k2, the following agreements were made in RAN1#97:
	Agreements:
When UE is indicated of the minimum applicable value of K0 (K2) for an active DL (UL) BWP, the application method to the selection of a DL (UL) TDRA entry is to be decided from:
· An entry in the active DL (UL) TDRA table with K0 (K2) value smaller than the indicated minimum is not expected by or not valid for the UE for the TDRA indication(s) 



It is natural to extend above agreement also to A-CSI-RS triggering offset. The minimum DL scheduling offset should be used as a “threshold check” on the A-CSI-RS triggering offset associated with the indicated CSI-RS resource set. Given that there can be up to 6 bits to indicate a CSI-RS resource set, which can be individually configured with a triggering offset, there is enough degree of freedom to configure the CSI-RS resource sets with support for the intended variation in the minimum scheduling offsets.
[bookmark: _Toc16876646]Proposal 5: For A-CSI-RS triggering, UE does not expect to detect a DCI indicating a CSI-RS resource set with A-CSI-RS triggering offset that is smaller than the minimum DL scheduling offset.

For A-SRS, only up to two bits can be supported in the scheduling DCI, and there can only be 1 set for CB-based SRS, 1 set for NCB-based SRS. Overall, there may not be enough degrees of freedom to support a wide variety of the triggering offset configurations for very fine-grained adaptation. On the other hand, each BWP can have its own A-SRS resource sets targeting different minimum A-SRS triggering offset, and BWP switch can be used along with cross-slot scheduling adaptation to mitigate this issue.

Support for multi-BWP operation
Rel-15 support for cross-slot scheduling adaptation
Rel-15 can already support some form of cross-slot scheduling for power saving with the BWP adaptation framework. TDRA table can be configured to have different minimum k0 or k2 across BWP, and by switching BWP, the minimum k0 or k2 can be adapted. Also, if an A-CSI triggering state contains QCL Type-D information, the A-CSI triggering offset can be set to non-zero. For Rel-15, no special consideration was given to cross-BWP scheduling in regard to minimum k0 or k2 adaptation. (More details can be found in Appendix 5.2.)
Based on above, it can be seen that Rel-15 can already provide limited support for cross-slot scheduling power saving. It would be more natural to enhance the feature for Rel-16 in a way that is compatible and harmonized with the Rel-15 design, while resolving all of the identified shortcomings and issues. At least, similar capability should be supported. If BWP switching can be used for minimum k0 or k2 adaptation in Rel-15, this should continue to be supported and can be enhanced for Rel-16.
[bookmark: _Toc16876635]Observation 2: Rel-15 can provide limited support for cross-slot scheduling power saving. Cross-slot scheduling adaptation can be done with BWP switching.
[bookmark: _Toc16876636]Observation 3: For Rel-16, if cross-slot scheduling adaptation cannot be supported with BWP switching, it would introduce inconsistency with Rel-15 legacy support. Even worse, it may require additional specification work to remove the legacy support.

Extension to multiple BWP configuration
When multiple BWP are configured and BWP switching is involved, the following needs to be considered. For the BWP with multiple minimum scheduling offset values configured as candidate values, when the BWP becomes the active BWP, one minimum scheduling offset value should be selected for use based on the following rule:
· There can be a default minimum scheduling offset (which is designated as one of the candidatevalues which are configured) for the BWP. When the BWP becomes active, the default minimum scheduling offset is implicitly selected for use.
· The minimum scheduling offset selected for use can be updated by: (i) L1-based signaling to select another minimum scheduling offset (among the candidate values configured for the BWP which is currently active), or (ii) BWP switch is triggered, and then based on how the minimum scheduling offset is determined initially for the target BWP (e.g. using the default value before explicit indication).

[image: ]
Based on above framework, the minimum scheduling offset can be adapted either by BWP switching, or by L1-based signaling for selection of the value.
An alternate approach is to have minimum scheduling offset values configured per cell (instead of per-BWP). L1-based signaling is used to select the value currently in effect; BWP switch does not implicitly change the minimum scheduling offset. One issue with this approach is that it neglects the fact that BWP switching also causes TDRA table switching, and extra care must be taken to ensure the combinations of the possible minimum scheduling offset and the possible TDRA tables do not result in scheduling problems (e.g. minimum DL scheduling offset is larger than all k0 values in TDRA table). Also, the benefits of associating power saving parameter configuration to a particular BWP (e.g. narrow BW, cross-slot scheduling) and high performance parameter configuration to another BWP (e.g. wide BW, same-slot scheduling) are evident. Therefore, BWP switch is usually associated with cross-slot scheduling adaptation. For this approach to work, as minimum scheduling offset indication is independent of BWP, L1-signaling to adapt cross-slot scheduling should be sent time-aligned with the BWP switch. There could be “glitches” when the L1-signaling for cross-slot scheduling adaptation and BWP switch triggering are not aligned, for example, after BWP switch, the TDRA table may have changed, but the L1-signal to change the minimum scheduling offset may not have been sent or applied yet.
The approach to have minimum scheduling offset values configured per BWP can be more efficient for signaling. It is envisioned that a common usage of cross-slot scheduling adaptation is to switch between two minimum values. For example, for some scenarios with moderate/heavy traffic, switching between minimum k0=0 and minimum k0=1 would be the most frequent. For some other scenarios with light/moderate traffic, switching between minimum k0=1 and minimum k0=2 would be more efficient. If minimum scheduling offset values are configured per-CC, the list of candidate values are {0, 1, 2} and L1-signaling needs to use 2 bits for indication of the selection of value. On the other hand, the scenarios may have some association with BWP, for example, BWP0 is for light/moderate traffic scenarios, and BWP1 is for moderate/heavy traffic. Then, for each BWP, only two candidate values need to be configured. Only 1-bit is needed for indication of the selection among the values configured for the BWP which is currently active.
If the system operates with only a single BWP, the per-BWP configuration approach and the per-CC configuration (i.e. alternate) approach are functionally identical. We prefer the per-BWP configuration approach because it handles the multi-BWP case in a way that is more harmonized with Rel-15 design, while there is no extra complexity for the single-BWP case.

Impact to BWP switch delay
With Rel-16 cross-slot scheduling adaptation feature, one of the sources for power saving is that when the minimum k0 or k2 is greater than zero, PDCCH processing timeline can be potentially relaxed. This aspect is identified in the technical report of the SI (TR 38.840) [1][2]:
	· Cross-slot scheduling    
· Minimum K0 > 0 and aperiodic CSI-RS triggering offset is not within the duration - UE could switch to micro sleep after PDCCH reception – no addition PDSCH and CSI-RS signals reception within the given duration (e.g. the same slot)
· It is known to the UE at PDCCH decoding
· Extended micro sleep time and reduce the PDCCH processing in reducing UE power consumption 
· Minimum K2 > 0 is essential to avoid the requirements of fast PDCCH processing
· UE assistance information can be considered



However, whether UE can fully take advantage of the relaxed PDCCH processing time budget is subject to the actual implementation, as well as the PDCCH configuration (e.g. PDCCH periodicity) which is the subject of discussion in Section 2.6.
	[image: ]
	BWP0 (15kHz SCS):
· TDRA-configured k0 = {2, ...}
· Minimum scheduling offset (X): 2 slot



When multiple BWP is configured, UE may potentially receive a cross-BWP grant in any slot, and the requirement for cross-BWP grant processing and its associated BWP switch delay need to be considered, as it may become the worst case that drives a tighter PDCCH processing timeline requirement.

BWP switch delay is specified in TS 38.133, and the table is copied as follows:
	
	NR Slot length (ms)
	BWP switch delay TBWPswitchDelay (slots)

	
	
	Type 1Note 1
	Type 2Note 1

	0
	1
	1
	3

	1
	0.5
	2
	5

	2
	0.25
	3
	9

	3
	0.125
	6
	18

	Note 1:      Depends on UE capability.
Note 2:      If the BWP switch involves changing of SCS, the BWP switch delay is determined by the larger one between the SCS before BWP switch and the SCS after BWP switch.



It was agreed and captured in Rel-15 specification that a BWP switch is triggered by cross-BWP scheduling, and the k0 (for a PDSCH scheduling grant) or k2 (for a PUSCH scheduling grant) must be large enough to accommodate the BWP switch delay specified in the above table.
The values specified for Rel-15 BWP switch delay assumes same-slot scheduling (i.e. k0=0) is supported, and no relaxation of PDCCH processing timeline is considered. When the minimum k0 or k2 is greater than zero, PDCCH processing timeline can be potentially relaxed. The actual amount by which the timeline can be relaxed is implementation-dependent, but theoretically the relaxation of PDCCH processing timeline can at most take up the additional delay guaranteed by the minimum k0 or k2.
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	BWP0 (15kHz SCS):
· TDRA-configured k0 = {2, ...}
· Minimum scheduling offset (X): 2 slot
BWP1 (30kHz SCS): 
· TDRA-configured k0 = {6, 2, 0, ...}
· Minimum scheduling offset (X): 0 slot
BWP switch delay (for same-slot scheduling):
{1 slot @15kHz SCS, 2 slots @30kHz SCS}



We can assume that any potential relaxation to PDCCH processing timeline directly translates to extension of the overall BWP switch delay. Therefore, we have the following proposal:
[bookmark: _Ref16771326][bookmark: _Toc16876647]Proposal 6: It should be clarified that the Rel-15 BWP switch delay values are determined assuming same-slot scheduling is supported (i.e. minimum k0 = 0). When the cross-slot scheduling adaptation feature is supported, the overall BWP switch delay needs to be extended by the smallest between the minimum k0 and minimum k2 for the current active BWP.

The following describes more succinctly how the specifications should be modified:
In TS 38.133, we suggest an update on BWP switch delay:
For DCI-based BWP switch, after the UE receives BWP switching request at slot n on a serving cell, UE shall be able to receive PDSCH (for DL active BWP switch) or transmit PUSCH (for UL active BWP switch) on the new BWP on the serving cell on which BWP switch occurs no later than at slot n+ TBWPswitchDelay. If any one of the minimum applicable values for k0 and k2 for the currently active DL and UL BWP is greater than zero, the smaller of the two should be a time quantity  added to TBWPswitchDelay (i.e. the delay required by UE for an active BWP change is increased)
There is no spec impact to TS 38.213 but the delay required by UE for an active BWP change is effectively increased for this case:
A UE does not expect to detect a DCI format 1_1 or a DCI format 0_1 indicating respectively an active DL BWP or an active UL BWP change with the corresponding time domain resource assignment field providing a slot offset value for a PDSCH reception or PUSCH transmission that is smaller than a delay required by the UE for an active DL BWP change or UL BWP change [10, TS 38.133]
[bookmark: _Toc16876648]Proposal 7: If it is agreed that cross-slot scheduling should have impact to the BWP switch delay, send LS to RAN4 to inform them of the impact, and suggest potential spec change.

Cross-BWP scheduling
In RAN1#96bis, the following agreements were made:
	Agreements:
Possible candidate indication methods to adapt the minimum applicable value of K0 (or K2) for an active DL (or UL) BWP, where the indication method is to be selected from:
· Alt 1: Indication of a subset of TDRA entries, e.g., bit-map based indication
· Alt 2: Indication of one active table from multiple configured TDRA tables
· Alt 3: Indication of the minimum applicable value
· Note: Other option is not precluded
Note: PDCCH monitoring case 1-1 is prioritized for the design. 
FFS: Whether and how the minimum applicable K0 (or K2) value of the active DL (or UL) BWP is also applied to cross-BWP scheduling



As discussed in previous paragraphs, minimum scheduling offset for the active BWP is intended to guarantee some delay for the scheduled PDSCH or PUSCH, and one of the benefits is relaxed PDCCH processing timeline. To that end, because UE does not know when it may receive a intra-BWP or cross-BWP scheduling grant, one requirement is to have the minimum scheduling offset for the currently active BWP be satisfied by both same-BWP scheduling as well as cross-BWP scheduling, in order to facilitate PDCCH processing timeline relaxation.
[bookmark: _Ref16876162][bookmark: _Toc16876649]Proposal 8: The minimum scheduling offset for the currently active BWP should be satisfied by both intra-BWP scheduling as well as cross-BWP scheduling.

In the general case, DL (or UL) BWP may have different numerologies. k0 (or k2) is defined in terms of slots in the numerology of the scheduled PDSCH (or PUSCH). For cross-BWP scheduling, the current BWP (i.e. the PDCCH) and the target BWP (i.e. the scheduled PDSCH or PUSCH) may have different numerologies and slot duration. When applying the minimum scheduling offset to cross-BWP scheduling, it makes sense to convert to the numerology of the scheduled PDSCH (or PUSCH) for the k0 or k2 check, to maintain the same absolute time offset with reference to the current BWP.
[bookmark: _Toc16876637]Observation 4: For cross-BWP scheduling, in case the current BWP (i.e. the PDCCH) and the target BWP (i.e. the scheduled PDSCH or PUSCH) have different numerologies, the minimum scheduling offset for the current BWP should be converted according to the SCS ratio and then used for k0 or k2 check.

If Proposal 6 is adopted, i.e. when a BWP switch is triggered with a cross-BWP grant, the overall BWP switch delay is extended to accommodate the minimum scheduling offset for the current BWP, then the requirement described in Proposal 8 would be implicitly satisfied.

[bookmark: _Ref7798853]Application to A-SRS triggering offset
Regarding cross-slot scheduling for DL transmission, extending microsleep to start right after the last PDCCH symbol is possible only if all DCI-triggered reception as well as PDSCH scheduling are guaranteed to be cross-slot. The minimum applicable values for k0 and A-CSI triggering offset are introduced to guarantee this as well as to support adaptation.
Regarding cross-slot scheduling for UL transmission, the observation below was made [2][1]:
· Minimum K2 > 0 is essential to avoid the requirements of fast PDCCH processing

Following the above spirit and by the same principle as DL reception, all DCI-triggered transmission should also be guaranteed to be cross-slot in order to achieve power saving. If one type of DCI-triggered transmission is allowed to be same-slot, fast PDCCH processing timeline would be required just to satisfy this one type of transmission. If the trigger for this type of transmission can happen in many slots, power saving could be severely compromised.
In Rel-15, non-zero A-SRS triggering offset value can be configured per SRS resource set. The main question is whether there should be an explicitly signalled minimum applicable value for it or not. Our view is that if A-SRS triggering offset is not handled in a similar way as k2, it would be a clear omission and should be regarded as a “loophole” or even a “bug” for the cross-slot scheduling feature. As we just started on the specification for the feature, we should make the right judgment with more weighting based on technical ground. It would be unfortunate if we specify the Rel-16 cross-slot scheduling feature and knowingly allow such a “loophole” / “bug” to exist. Moreover, closing this “loophole” / “bug” should be just a simple extension for the minimum applicable value mechanism to cover A-SRS triggering, and it should be feasible to finish the specification work within one meeting.
[bookmark: _Toc16876638]Observation 5: A-SRS triggering offset was an omission during cross-slot scheduling study item. The design objectives and principles concluded from the study item are sufficient to identify that the omission can be a problem for the cross-slot scheduling power saving feature, and give the direction for how to resolve it.
[bookmark: _Toc16876639]Observation 6: The specification work to extend minimum applicable value signaling to A-SRS triggering offset is straight-forward. If minimum applicable value signaling does not apply to A-SRS triggering offset, it should be considered a “bug” for the feature, despite some ways to workaround the issue may exist. 3GPP should not knowingly introduce a “bug” to a feature especially when it is still early in the specification phase.
In the unfortunate case that the group decides to knowingly omit the A-SRS triggering aspect for cross-slot scheduling, there could be some workarounds, including configuring the A-SRS triggering offset to be big enough for the potential minimum UL scheduling offset(s). UE implementation would be more complicated as it has to determine the minimum A-SRS triggering offset from all configured SRS resource set in order to determine the extent of PDCCH processing relaxation possible, instead of simply using the value of the minimum UL scheduling offset which is explicitly signalled.
In the discussion throughout this contribution, it is assumed that our proposals involving minimum UL scheduling offset also apply to A-SRS triggering offset. It can be seen that there is very little additional specification work to address the problem.

Delay for minimum scheduling offset change
In RAN1 #97, the following conclusion was made:
	Conclusion:
Companies are encouraged to check the following proposal for the application delay: 
For an active DL and an active UL BWP, when UE is indicated by L1-based signalling(s) in slot n to change the minimum applicable value(s) of K0 and/or K2, UE is not expected to apply the new indicated minimum applicable value(s) before slot  for K0, or slot  for K2, where 
· X = max(Y, Z)
· Y is the minimum applicable K0 value prior to the indicated change
· Z = [1]
· Z is the smallest feasible non-zero application delay that may depend on DL SCS 
· FFS: Z > 1 for 60kHz/120kHz SCS or multi-TRP
· FFS: Cross-carrier scheduling with different numerologies
FFS: interruption time, if any



There is a numerology conversion term,  and , in the expressions. This is assuming that the DCI carrying the minimum scheduling offset change command is a scheduling DCI; Otherwise, there would not be a corresponding PDSCH or PUSCH. There is not yet an agreement that says the L1-signaling for the minimum scheduling offset change would be a scheduling DCI exclusively.
Assuming that we will agree on the L1-signaling for minimum scheduling offset change being a scheduling DCI, for the normal case where this DCI is for intra-BWP scheduling, the numerology of the PDCCH and PDSCH would be the same; For UL BWP, the minimum scheduling offset (denoted as X) in this case would be defined with respect to the numerology of the UL BWP, which is same as the numerology of the PUSCH. For this normal case, this conversion term is unity and it has no effect.
For the case the DCI that indicates change of the minimum scheduling offset is for cross-BWP scheduling, i.e. it also triggers BWP switch at the same time: First, we can further discuss whether simultaneous minimum scheduling offset change and BWP switch should be supported. If it should be supported, it would be much clearer to use  as the conversion term.  is the numerology of the current BWP;  is the numerology of the target BWP.
Another justification to use the proposed conversion term is that it also works for cross-carrier scheduling with different numerology. Minimum scheduling offset (denoted as X) should be defined in terms of the scheduled carrier’s numerology (be it the scheduled PDSCH or PUSCH). The scheduling carrier’s numerology (i.e. the PDCCH numerology) is not relevant to the conversion. With the proposed conversion term, it works correctly for the case of BWP change on the scheduled carrier (even with numerology change).
[bookmark: _Toc16876650]Proposal 9: Discuss whether to use a scheduling DCI for minimum scheduling offset change indication. Discuss whether to support simultaneous indication of minimum scheduling offset change and indication of BWP switch.
[bookmark: _Toc16876651]Proposal 10: For the conclusion on the application delay for minimum scheduling offset change indication, replace the numerology conversion term with . For cross-carrier scheduling, only the numerology of the BWP on the scheduled carrier is considered.

Minimum scheduling offset change is purely a baseband change (e.g. updating the k0 or k2 check for decoded scheduling DCI). We do not see any need to introduce interruption time explicitly.
[bookmark: _Toc16876640]Observation 7: There is no need to introduce an explicit interruption time for minimum scheduling offset change.

Exceptions for applying minimum scheduling offsets
In RAN1 #96bis and #97, the exceptions for common channels (associated with SI/RA/P/TC-RNTI) and for K2-related are finalized and agreed. Only the following K0-related exceptions remain to be discussed and decided:
	Conclusion:
Companies are encouraged to further investigate whether to apply the adaptation for at least the following cases:
· K0 related:
	RNTI
	PDCCH search space

	C-RNTI, CS-RNTI
	

	MCS-C-RNTI
	






First, we discuss the considerations for the C-RNTI family for the K0 related cases. According to the spec [Section 5.1.2.1.1 in TS 38.214], there are some conditions with which the default TDRA table is used, some conditions with which the common TDRA table (pdsch-TimeDomainAllocationList in pdsch-ConfigCommon) is used, and some conditions with which the dedicated TDRA table (pdsch-TimeDomainAllocationList in pdsch-Config) is used. The conditions include whether the common and/or dedicated tables are configured, and also includes whether the DCI is monitored in a search space associated with CORESET #0 or with another CORESET.
It is evident from the spec that the dedicated TDRA table is not used for DCI monitored in search space associated with CORESET#0 for the C-RNTI family, even if the dedicated TDRA table is configured. The main motivation is that dedicated TDRA table is configured with UE-specific RRC signaling, and there could be a period of ambiguity when the table is being (re)configured. There should be a robust method to ensure DCI formats belonging to the C-RNTI family can still be useful for scheduling PDSCH and unaffected by the potential ambiguity period during RRC (re)configuration. This can be done by signaling in the search space associated with CORESET #0.
Given that RRC (re)configuration should not happen very frequently, most of the time, scheduling is done with DCI formats belonging to the C-RNTI family that are monitored in search space associated with CORESET other than CORESET #0. There is no issue with applying the minimum scheduling offset for this case.
If exception for applying the minimum scheduling offset is made for DCI formats belonging to the C-RNTI family monitored in search space associated with CORESET #0, the power saving objective for cross-slot scheduling cannot be achieved. For the objective of the feature, the exception simply cannot be made. However, if the minimum scheduling offset is applied to the DCI formats belonging to the C-RNTI family monitored in search space associated with CORESET #0, we have to ensure that the common TDRA table has enough flexibility to support the UE-specific minimum scheduling offset. It may not be always feasible to configure the common TDRA table with k0 which is larger enough for whatever the minimum scheduling offset could be. This issue can be circumvented by configuring a particular DL BWP (e.g. initial DL BWP) with the minimum scheduling offset small enough that can be supported by the common TDRA table. When NW determines that UE would need the robust signaling (e.g. due to RRC reconfiguration of the dedicated TDRA table), it can switch the UE’s BWP to the particular BWP to ensure robustness.
During offline discussion in previous meeting, there was a view that MCS-C-RNTI targets low latency communication so scheduling done with this RNTI should be exempt from minimum scheduling offset application. We do not share this view for the following reasons:
· Even for low latency communication scenarios, UE may still want to save some power for the times when latency requirement can be relaxed a little.
· The low spectral efficiency MCS table associated with MCS-C-RNTI can also be used for applications that are performance, but not latency, sensitive.
· If latency is really critical all the time, NW should not configure or should disable the cross-slot scheduling power saving feature.

Based on above discussion, we have the following proposal:
[bookmark: _Toc16876652]Proposal 11: The minimum DL scheduling offset is applied to PDSCH-scheduling with DCI scrambled with C-RNTI, MCS-C-RNTI, CS-RNTI, regardless of whether the search space where the DCI is monitored is associated with CORESET #0 or another CORESET, and regardless of whether pdsch-TimeDomainAllocationList is provided in pdsch-ConfigCommon and/or pdsch-Config or in none.
Please see Appendix 5.1 for an illustration of the above proposal.
Note that no exception is made for the case when the default TDRA table is used. Given that default table has very limited k0 range support besides zero, it may not seem to make sense that minimum scheduling offset should be applied. If the NW is serious about enabling the cross-slot scheduling power saving feature, it should provide a configured table instead of only using the default table. It is expected that NW would additionally configure the dedicated TDRA table to a UE for which the cross-slot scheduling power saving is enabled.

[bookmark: _Ref16860835]Need for larger minimum scheduling offset values
In our discussion of the required minimum k0 value to extend microsleep, we generally assume that PDCCH processing for slot n would complete within the same slot. This assumption is reasonable if PDCCH monitoring Case 1-1 is considered, and/or if PDCCH monitoring periodicity is configured to one slot. With these assumptions, it is typically also true that a minimum k0 value of 1 slot should be sufficient to achieve the microsleep enhancement benefit.
However, for PDCCH monitoring Case 1-2 and/or 2, a minimum k0 value greater than 1 slot may be required to achieve the same microsleep enhancement benefit. The extreme case is if there is a PDCCH monitoring occasion at the end of slot n. If minimum k0 is 1 slot, this guarantees that the scheduled PDSCH would start in slot n+1, but the available time may be very tight for PDCCH processing. It would defeat the purpose of power saving if PDCCH processing needs to be accelerated in order to meet the PDSCH timeline. For this case, it is reasonable to use minimum k0 value of 2 slots so that PDCCH processing does not need to be accelerated and to reap the microsleep enhancement benefit.
In another scenario, PDCCH monitoring periodicity is configured to be larger than one slot. In this case, instead of budgeting one slot for PDCCH processing, it can be further relaxed if the minimum k0 (as well as k2, A-CSI triggering offset, etc) is greater than 1. For example, if PDCCH monitoring periodicity is 2 slots, further UE power saving is possible if the minimum k0 is set also to 2 slots (and similarly, the minimum k2 and A-CSI triggering offset should not be smaller), as illustrated in the following figure.


Above consideration also similarly applies to multi-slot scheduling as well as cross-carrier scheduling with different numerologies, when the PDCCH SCS is smaller than the PDSCH SCS.
Finally, a larger value of minimum scheduling offset would be beneficial for allowing additional hardware to remain in low power state. For example, in the context of cross-carrier scheduling, larger minimum scheduling offset would be desirable, so that the hardware associated with SCell processing can be in low power state until a cross-carrier grant is detected. The minimum scheduling offset should be large enough for the latency for bringing up hardware associated with SCell processing from low to high power state. In the context of self (i.e. same-carrier) scheduling, if the minimum scheduling offset is sufficiently large, the hardware associated with PDSCH (or PUSCH) processing can be in low power state until a DL (or UL) grant is detected. Rel-16 specification for cross-slot scheduling should consider all of the above beneficial use cases and support minimum scheduling offset values that are larger than one slot.
[bookmark: _Toc16876653]Proposal 12: Minimum DL/UL scheduling offset values greater than one slot should be supported.

In TS 38.331, it is specified that the maximum value for A-CSI triggering offset (aperiodicTriggeringOffset) is 24 slots. For A-SRS triggering offset, the maximum value is 32 slots. The maximum value for k0 and k2 is also 32 slots. There is enough range in k0, k2, triggering offsets and there is no need to raise the maximum value further.

Support for cross-carrier scheduling
With cross-carrier scheduling, PDCCH for the scheduled carrier is monitored on the scheduling carrier. The scheduling carrier may also support self-scheduling. Unless the UE expects to receive some transmission on the scheduled carrier (e.g. based on dynamic scheduling or semi-persistent configuration), the Rx (i.e. RF and processing blocks) for the scheduled carrier can be put to sleep. This is different from self-scheduling for which the Rx has to be at least periodically active just to receive and monitor PDCCH. Therefore, power saving for cross-carrier scheduling should aim to put the Rx for the scheduled carrier into sleep state for as deep and as long as possible. Transition to sleep state deeper than microsleep for the scheduled carrier is feasible if it is known to the UE far enough in advance that there would be no scheduling for the scheduled carrier.
In this scenario, a large minimum scheduling offset would be instrumental in allowing the Rx for the scheduled carrier to be put into a deeper sleep state than microsleep. For example, if it takes several milliseconds for the Rx to transition from light sleep state to active, then a minimum scheduling offset longer than several milliseconds would allow sufficient time for the Rx to warm-up when a cross-carrier grant is detected. For typical traffic which is bursty, when traffic on the scheduled carrier is light, there could be long gaps of no scheduling on the scheduled carrier. UE may save more power by operating in lower power mode (e.g. at reduced clock / voltage for the baseband); It may even choose to suspend processing related to the scheduled carrier temporarily. When traffic on the scheduled carrier becomes heavy, the latency associated with a large minimum scheduling offset would be undesirable, and the minimum scheduling offset should be switched to a smaller value.
Similar to self-scheduling, for Rel-15, to some degree, this can be achieved by careful configuration of different minimum k0 across different BWP on the scheduled carrier; BWP adaptation can be used for adapting the minimum k0. For Rel-16, explicit minimum scheduling offset configuration and adaptation is supported, and the same mechanism as for the self-scheduling case can be applied to cross-carrier scheduling in a straight-forward manner, while being mindful that DCIs for the scheduled carrier, including the DCI for indicating minimum scheduling offset change, and any scheduling DCI, would be received on the scheduling carrier instead.
[image: ]

In above example, BWP0 of CC1 can be the “low power BWP” as it is configured with a large minimum DL scheduling offset. It can be used most of the time when traffic is sparse. When there is more traffic, BWP1 of CC1 can become the active BWP and a smaller minimum DL scheduling offset can be used for lower latency.
Minimum scheduling offset configuration should take UE feedback (e.g. UE capability and/or UE assistance signaling) into account, because the amount of scheduling delay that facilitates power saving is UE-implementation dependent. 
[bookmark: _Toc16876654]Proposal 13: Minimum scheduling offset configuration should take UE feedback (e.g. UE capability and/or UE assistance signaling) into account.

On the issue of whether k1 adaptation is in scope
At the beginning of the study item phase, k1 adaptation was considered as part of the UE processing timeline adaptation technique. Even til the December draft of the TR [1], it was discussed as a separate topic in Section 5.1.5 Adaptation to UE processing timeline. However, due to lack of interest and response on the topic, UE processing timeline adaptation is dropped out of discussion after December. It is evident that in the final approved TR [2], the topic of UE processing timeline adaptation is removed completely. In the entire TR, the only places where k1 is mentioned are in the evaluation assumption (of what k1 setting was assumed), and in UE assistance information. More importantly, throughout the entire study item, k1 adaptation was never incorporated as part of the cross-slot scheduling power saving topic.
[bookmark: _Toc16876641]Observation 8: HARQ-ACK timing (k1) adaptation was discussed during SI phase in another sub-topic, it was never part of the scope for cross-slot scheduling power saving during the SI phase. It follows that it should not be added into the scope for the cross-slot scheduling power saving agenda WI.
[bookmark: _GoBack]Technically speaking, HARQ-ACK timing relaxation and/or adaptation may have some power saving effects, but the source of the gain is very different from cross-slot scheduling power saving. Cross-slot scheduling power saving tries to take advantage of certain restriction on scheduling of PDSCH/PUSCH and potentially other DCI-triggered reception/transmission, and mainly involves PDCCH processing and microsleep timeline optimizations. HARQ-ACK is after PDSCH and while it may have some indirect effect on PDCCH processing as well, it is primarily affecting the PDSCH processing timeline. The group’s decision to address them in separate sub-topics initial in the study item makes sense and there is no justification to change it now.
During previous meetings, there was a view that k1 and A-SRS discussion should be bundled together, i.e. if A-SRS can be added to the scope, then k1 should also be added. It is understood that they are bundled together not for technical reason, but for workflow reason for the SI/WI. However, it should be noted that the A-SRS issue was missed by all involved companies during SI discussion, and as the group work on the details of specification this issue was uncovered and reported by multiple companies. If we neglect this issue in the WI phase for cross-slot scheduling adaptation, it would be akin to consciously introducing a “bug” into the feature. On the other hand, HARQ-ACK (k1) adaptation was already considered during SI phase and there was no explicit commitment to continue the work in WI. The nature of the two issues are fundamentally different and should be considered separately.

Conclusion
Observation 1: The minimum scheduling offsets for DL BWP and for UL BWP should be separately configured because the DL BWP and UL BWP may not necessarily share the same numerology, hence the offset values represented in slots may have to be different even if they may represent similar absolute time.
Observation 2: Rel-15 can provide limited support for cross-slot scheduling power saving. Cross-slot scheduling adaptation can be done with BWP switching.
Observation 3: For Rel-16, if cross-slot scheduling adaptation cannot be supported with BWP switching, it would introduce inconsistency with Rel-15 legacy support. Even worse, it may require additional specification work to remove the legacy support.
Observation 4: For cross-BWP scheduling, in case the current BWP (i.e. the PDCCH) and the target BWP (i.e. the scheduled PDSCH or PUSCH) have different numerologies, the minimum scheduling offset for the current BWP should be converted according to the SCS ratio and then used for k0 or k2 check.
Observation 5: A-SRS triggering offset was an omission during cross-slot scheduling study item. The design objectives and principles concluded from the study item are sufficient to identify that the omission can be a problem for the cross-slot scheduling power saving feature, and give the direction for how to resolve it.
Observation 6: The specification work to extend minimum applicable value signaling to A-SRS triggering offset is straight-forward. If minimum applicable value signaling does not apply to A-SRS triggering offset, it should be considered a “bug” for the feature, despite some ways to workaround the issue may exist. 3GPP should not knowingly introduce a “bug” to a feature especially when it is still early in the specification phase.
Observation 7: There is no need to introduce an explicit interruption time for minimum scheduling offset change.
Observation 8: HARQ-ACK timing (k1) adaptation was discussed during SI phase in another sub-topic, it was never part of the scope for cross-slot scheduling power saving during the SI phase. It follows that it should not be added into the scope for the cross-slot scheduling power saving agenda WI.

Proposal 1: A list of candidate values for the minimum DL scheduling offset (or referred to as the minimum applicable value for k0 and A-CSI triggering offset) can be RRC-configured for a DL BWP. A list of candidate values for the minimum UL scheduling offset (or referred to as the minimum applicable value for k2 and/or A-SRS triggering offset) can be RRC-configured for a UL BWP.
Proposal 2: L1 signaling can explicitly indicate the selection of a minimum scheduling offset value within the list for the active DL (or UL) BWP. The selection can be indicated by an index corresponding to one of the candidate values in the list for the active DL (or UL) BWP.
Proposal 3: One of the candidate values in the list can be designated as the default value for the minimum scheduling offset. Before explicit indication is provided after a BWP becomes active, the default value is used for the BWP.
Proposal 4: The PDCCH-based power saving channel monitored during active time is used for indication of the selection of the minimum DL / UL scheduling offset value(s).
Proposal 5: For A-CSI-RS triggering, UE does not expect to detect a DCI indicating a CSI-RS resource set with A-CSI-RS triggering offset that is smaller than the minimum DL scheduling offset.
Proposal 6: It should be clarified that the Rel-15 BWP switch delay values are determined assuming same-slot scheduling is supported (i.e. minimum k0 = 0). When the cross-slot scheduling adaptation feature is supported, the overall BWP switch delay needs to be extended by the smallest between the minimum k0 and minimum k2 for the current active BWP.
Proposal 7: If it is agreed that cross-slot scheduling should have impact to the BWP switch delay, send LS to RAN4 to inform them of the impact, and suggest potential spec change.
Proposal 8: The minimum scheduling offset for the currently active BWP should be satisfied by both intra-BWP scheduling as well as cross-BWP scheduling.
Proposal 9: Discuss whether to use a scheduling DCI for minimum scheduling offset change indication. Discuss whether to support simultaneous indication of minimum scheduling offset change and indication of BWP switch.
Proposal 10: For the conclusion on the application delay for minimum scheduling offset change indication, replace the numerology conversion term with . For cross-carrier scheduling, only the numerology of the BWP on the scheduled carrier is considered.
Proposal 11: The minimum DL scheduling offset is applied to PDSCH-scheduling with DCI scrambled with C-RNTI, MCS-C-RNTI, CS-RNTI, regardless of whether the search space where the DCI is monitored is associated with CORESET #0 or another CORESET, and regardless of whether pdsch-TimeDomainAllocationList is provided in pdsch-ConfigCommon and/or pdsch-Config or in none.
Proposal 12: Minimum DL/UL scheduling offset values greater than one slot should be supported.
Proposal 13: Minimum scheduling offset configuration should take UE feedback (e.g. UE capability and/or UE assistance signaling) into account.
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Appendix
[bookmark: _Ref5090391]PDSCH time domain resource allocation
Table 5.1.2.1.1-1 of TS 38.214:
	RNTI
	PDCCH search space
	SS/PBCH block and CORESET multiplexing pattern
	pdsch-ConfigCommon includes pdsch-TimeDomainAllocationList
	pdsch-Config includes pdsch-TimeDomainAllocationList
	PDSCH time domain resource allocation to apply

	SI-RNTI

	Type0 common
	1
	-
	-
	Default A for normal CP

	
	
	2
	-
	-
	Default B

	
	
	3
	-
	-
	Default C

	SI-RNTI
	Type0A common
	1
	No
	-
	Default A

	
	
	2
	No
	-
	Default B

	
	
	3
	No
	-
	Default C

	
	
	1,2,3
	Yes
	-
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon

	RA-RNTI, TC-RNTI
	Type1 common
	1, 2, 3
	No
	-
	Default A

	
	
	1, 2, 3
	Yes
	-
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon

	P-RNTI
	Type2 common
	1
	No
	-
	Default A

	
	
	2
	No
	-
	Default B

	
	
	3
	No
	-
	Default C

	
	
	1,2,3
	Yes
	-
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon

	C-RNTI, MCS-C-RNTI, CS-RNTI
	Any common search space associated with CORESET 0
	1, 2, 3
	No
	-
	Default A

	
	
	1, 2, 3
	Yes
	-
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon

	C-RNTI, MCS-C-RNTI, CS-RNTI
	Any common search space not associated with CORESET 0

UE specific search space
	1,2,3
	No
	No
	Default A

	
	
	1,2,3
	Yes
	No
	pdsch-TimeDomainAllocationList provided in pdsch-ConfigCommon 

	
	
	1,2,3
	No/Yes
	Yes
	pdsch-TimeDomainAllocationList provided in pdsch-Config



The shaded entries above are the cases where the proposed “minimum DL scheduling offset” would be applicable.



[bookmark: _Ref16875469]Further details on Rel-15 support for cross-slot scheduling adaptation
In Rel-15, minimum scheduling offset is not explicitly signalled/configured. Instead, it is implicitly based on the TDRA table of the currently active BWP. Across the entries in the TDRA table, the smallest k0 value would define the minimum k0; Likewise, the smallest k2 would define minimum k2. However, because NW can issue cross-BWP scheduling DCI in any slot, when UE monitors PDCCH it does not know a-priori whether it would be issued intra-BWP scheduling or cross-BWP scheduling. It is well known that cross-BWP scheduling also triggers active BWP switch, but more subtly, for cross-BWP scheduling, the TDRA indication in the scheduling DCI would be applied to the TDRA table of the target BWP. As a result, both the current BWP’s TDRA table and any potential target BWP’s TDRA table may need to be considered for minimum k0 (or k2) determination. If there are more than one BWP to switch to potentially, the TDRA tables of all of the non-active BWP should also be considered. It may be problematic to adapt the minimum k0 (or k2) value based on BWP switching. There is one remedy in Rel-15. In 38.213, Section 12, 
A UE does not expect to detect a DCI format 1_1 or a DCI format 0_1 indicating respectively an active DL BWP or an active UL BWP change with the corresponding time domain resource assignment field providing a slot offset value for a PDSCH reception or PUSCH transmission that is smaller than a delay required by the UE for an active DL BWP change or UL BWP change [10, TS 38.133].
Because it is required that the indicated slot offset value for cross-BWP scheduling has to be large enough to at least accommodate the BWP switch delay, it means the k0 (or k2) values less than the BWP switch delay in the TDRA tables of all of the non-active BWP can be ignored for minimum k0 (or k2) determination, because it would be an error for NW to schedule with those TDRA entries meanwhile triggering a corresponding BWP switch.
More succinctly, the minimum k0 that a UE has to be prepared to handle for PDSCH scheduled by DCI received in UE-specific search space can be expressed as the following:

where 
· min_k0(BWPx) is the minimum k0 across all entries in the TDRA table for BWPx, where x={0,…,numBWP-1}
· numBWP is the number of configured DL BWP
· Without loss of generality, BWP0 is assumed to be the current BWP
Above can be generalized to minimum k2 as well.
In TS 38.133, the following about BWP switch delay is specified:
For DCI-based BWP switch, after the UE receives BWP switching request at slot n on a serving cell, UE shall be able to receive PDSCH (for DL active BWP switch) or transmit PUSCH (for UL active BWP switch) on the new BWP on the serving cell on which BWP switch occurs no later than at slot n+ TBWPswitchDelay.
In some sense, in Rel-15, BWP switch delay serves as a “filter” to block out the TDRA entries in other non-active BWP with k0 (or k2) smaller than TBWPswitchDelay. However, larger k0 (or k2) can “pass through the filter” and have to be considered for minimum k0 (or k2) determination. TBWPswitchDelay can be as small as 1 for Type 1 BWP switch delay with 15kHz SCS according to TS 38.133, so for this case, if minimum k0 greater than 1 is desired, there can be no other BWP configured with k0 >= 1 entries because only k0=0 entries are blocked out. This kind of consideration complicates cross-slot adaptation for power saving for Rel-15, and should be simplified and handled more robustness for the feature in Rel-16.
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