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Introduction
Regarding the out-of-order HARQ, RAN1 has so far reached the following agreement:
 
Agreement:
For a Rel. 16 eURLLC UE and dynamic downlink scheduling, on the active BWP of a given serving cell, the HARQ-ACK associated with the second PDSCH with HARQ process ID x received after the first PDSCH with HARQ process ID y (x != y) can be sent before the HARQ-ACK of the first PDSCH. Specify based on the following solutions:
· Solution 1: The UE always processes the second PDSCH. The UE may or may not drop the processing of the first channel.
· Solution 2: The UE processes both the first and second PDSCHs as a UE capability with no condition.
· Solution 3: The UE processes both the first and second channels under some conditions, e.g. using the CA capability. The conditions are reported as a UE capability. If the conditions are not satisfied, the UE behavior is not defined. 
· FFS: The details of the UE capability.
· Solution 4: 
· A UE drops (terminates) the processing of the first PDSCH.
· Alt1: The UE always drops the first PDSCH.
· [bookmark: OLE_LINK4][bookmark: OLE_LINK3]Alt2: Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first channel.
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and second PDSCHs, the gap between the two PUCCHs carrying HARQ-ACK, etc.
· The UE behavior, e.g., decision on dropping the first channel and timing capability associated with the second channel, is determined, and is fixed, after decoding the PDCCH associated with the first and the second PDSCH. 
· When the UE drops the processing of the first channel, increasing the minimum PDSCH processing procedure time (N1) of the second PDSCH by d symbols can be considered.
· FFS the value of d. 
· Dropping the processing of the first PDSCH can be done in one of the two ways:
· Alt1: dropping the processing of the first PDSCH on the same serving cell 
· Alt2: dropping the processing of a PDSCH(s) on the same cell or a different serving cell.
· The UE only expects a maximum of one OOO PDSCH-to-HARQ-ACK flow on the active BWP of a given serving cell when applicable
· FFS whether or not, out-of-order operation is allowed across PDSCHs with PDSCH-to-HARQ gap compatible with PDSCH processing time (N1) for capability X.

Summary of Companies’ Views and Proposals  
In this section, please provide your preferred solution for enabling the out-of-order HARQ operation. If your preferred solution involves introducing some scheduling/capability constraints, please provide the details to the extent possible.
	Company
	Proposal

	Panasonic
	Our preferred solition is Solution 1 or combination of Solution 1 and Solution 2.
For Solution 1, we propose following wording:
· The UE always processes the second PDSCH. The UE may skip decoding a transport block of the first channel.
If combination of Solution 1 and Solution 2 is considered,
· UE capability of processing both the first and second PDSCH with no condition is defined.
· The UE indicating this capability processes both the first and second PDSCHs with no condition.
· The UE not indicating this capability always processes the second PDSCH. The UE may skip decoding a transport block of the first channel.
Note that “skip decoding a TB” in NR specification may mean “a TB is not successfully decoded”. If “skip decoding a TB” is not clear to equivalent to “a TB is not successfully decoded” in the NR specification, it should be clarified as separate action.”

	CMCC
	We prefer a modified solution 4 involves introducing some scheduling/capability constraints.
A UE should process both the first and second PDSCHs if one of the following conditions is satisfied:
· Capability condition: UE supports the capability of processing both the first and second channels;
· CA capability condition: UE supports reusing CA capability to process both the first and second channels
· When the UE supports a capability of Z CCs, the UE could process both the first and second channels on X CCs among Y scheduled/actived CCs, where X+Y <=Z
· Scheduling conditions: UE processes both the first and second PDSCHs if the scheduling conditions are satisfied
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and second PDSCHs, the gap between the two PUCCHs carrying HARQ-ACK, etc.
· FFS how the above conditions can be jointly considered

	Ericsson
	 First of all, we’d like to clarify that for the purpose of out-of-order HARQ discussion, we should not limit to Scenario 1-1 and 1-2. There is also the scenario where the two PDSCH do not overlap in time, but their HARQ-ACK are out-of-order. This case can be further classified as Scenario 1’-1 and 1’-2.
· Scenario 1’-1: Two PDSCH that do not overlap in time, but require out-of-order HARQ. The first scheduled PDSCH follows capability #1 processing time, occupies more than 136 RBs with 30 kHz SCS, and ends within 10 symbols before the start of the second scheduled PDSCH.
· Scenario 1’-2: Two PDSCH that do not overlap in time, but require out-of-order HARQ, and are cases other than those of Scenario 1’-1.
According to Section 5.3 of 38.214 (see reference below), 
· For Scenario 1’-1: the UE may skip decoding the first scheduled PDSCH with last symbol within 10 symbols before the start of the second scheduled PDSCH. Hence the UE behavior shoud be: The UE always drops the first PDSCH (i.e., Solution 4, Alt 1).
· For Scenario 1’-2: Rel-15 UE can already decode both PDSCH. Hence the UE behavior should be: The UE processes both the first and second PDSCHs as a UE capability with no condition (i.e., Solution 2). Here we understand “UE capability” as the capability of transmitting out-of-order HARQ, not a PDSCH processing capability.

For Scenario 1-1 and 1-2, we are supportive of Panasonic view of combined Solution 1 and Solution 2. The extended description is shown below:
· UE capability of processing both the first and second PDSCH with no condition is defined.
· The UE indicating this capability processes both the first and second PDSCHs with no condition.
· The UE not indicating this capability always processes the second scheduled PDSCH. The UE may drop the processing of the first scheduled PDSCH.
· For the UE not indicating this capability, from the starting symbol of the second scheduled PDSCH, the UE is not expected to receive the first scheduled PDSCH.
Reference [38.214 Section 5.3]:
“For UE processing capability 2 with scheduling limitation when μ = 1, if the scheduled RB allocation exceeds 136 RBs, the UE defaults to capability 1 processing time. The UE may skip decoding a number of PDSCHs with last symbol within 10 symbols before the start of a PDSCH that is scheduled to follow Capability 2, if any of those PDSCHs are scheduled with more than 136 RBs with 30kHz SCS and following Capability 1 processing time.”


	DOCOMO
	We briefly describe our understanding on the possible solutions first and then provide our preference.

Understanding and analysis for each solution
· Solution 1: UE always processes second PDSCH but whether to drop the processing of the 1st PDSCH is left to UE implementation. It should be clarified the HARQ-ACK should still be generated for the 1st PDSCH. By this, NW may not be able to understand UE behaviour e.g. UE drops processing of the 1st PDSCH or UE processes the 1st PDSCH but failed to decode when NACK is received. However, this drawback does not cause severe problem. This solution has least specification impacts and the 2nd PDSCH can always be prioritized without any conditions.
· Solution 4-1: solution 4-1 is similar as solution 1 with following drawbacks:
· It always mandates to drop the 1st PDSCH; 
· Even if the 1st PDSCH is always dropped, there are many constraints to support processing the 2nd PDSCH, e.g. consider to increae the minimum PDSCH processing procedure time (N1) of the 2nd PDSCH by d symbols when 1st PDSCH is dropped; Dropping of the 1st PDSCH can be on the same or a different serving cell etc. 
· Solution 2: UE processes both PDSCHs as a UE capability with no condition. This solution sounds simple, can achive high spectral efficiency and UE behavior is determistic based on UE’s capability report. However, it actually sets very high bar for UE to support process both PDSCHs. In other words, in most cases, UE will report it has no capability to process both PDSCHs. As a result, the OoO feature cannot be supported in reality. 
· Solution 3: UE processes both PDSCHs under some conditions and the conditions are reported as a UE capability, e.g. using CA capability. If the conditions are not satisfied, the UE behavior is not defined. Solution 3 couples the OoO capability with other capability e.g. CA capability. So it assumes the processing of PDSCHs are shared among CCs, which highly depends on UE implementations. In addition, UE behavior is not defined if the conditions are not satisfied. This puts scheduling the restrictions at gNB side to ensure the conditions are always met as long as second PDSCH needs to be prioritized.
· Solution 4-2: UE processes both under some conditions. If conditions are not met, UE drops the first PDSCH, and processes the 2nd PDSCH. This solution can achieve high specral effiency when conditions are met.When conditions are not satisfied, UE always prioritizes the second PDSCH. So UE behavior is deterministic once the conditions are defined. While it is noted that compared to other solutions, additional constriats are put when prioritize 2nd PDSCH. E.g. consider to increae the minimum PDSCH processing procedure time (N1) of the 2nd PDSCH by d symbols when 1st PDSCH is dropped; Dropping of the 1st PDSCH can be on the same or a different serving cell etc. 

Proposal
From the above analysis, we prefer Solution 1 first from the simplicity and Solution 4-2 as the second preference if it is affordable to define the conditions in the allocated TU.

	Qualcomm
	Before discussing different solutions, we would like to emphasize that the main use case for enabling the out-of-order operation is to allow for channels with different timing capabilities to be mixed on the same serving cell. As an example, on a given serving cell, the low priority (eMBB) PDSCH can be configured with additional DMRS and follow the timing capability #1, while the high priority PDSCH (URLLC) can follow timing capability #2. Such a configuration is not possible under the Rel. 15 constraints. Whether or not the out-of-order operation should be allowed across channels with the same timing capability should be discussed more and would require technical justifications. 

Next, if the out-of-order HARQ is enabled across a low priority PDSCH following timing capability #1 and a high priority PDSCH following capability #2, we compare the solutions starting from solution 2 to first clarify some of the key points:

Solution 2: “The UE processes both the first and second PDSCHs as a UE capability with no condition.”
It should be first clarified that “under no condition” means “under no new conditions as compared to Rel. 15.” 
Now, looking back at Rel. 15 design, the configuration limitations and N1 values are selected such that the perfect pipelining is feasible at the UE. Some examples are given below:
1) If additional DMRS is configured for a serving cell, the N1 for all PDSCHs (regardless of their length or whether they have additional DMRS) is based on cap#1 N1 with pos0 != 0. 
2) In case of a long type-A PDSCH without additional DMRS followed by a type-B PDSCH, N1 for the type-B channel is padded such that its overall timeline is extended.
3) In case the HARQ-ACK of multiple PDSCHs should be mapped onto the same PUCCH, the N1 for each PDSCH-to-PUCCH is guaranteed. The N1s are selected similar to Example 1 and 2 above to allow for perfect pipelining. 


An illustration of Example 1 with SCS = 30KHz is conceptually shown below:



As shown in this figure, the perfect pipelining is feasible at the UE, which means that at each given time, each block is only used for processing of one the PDSCHs. 

Now, keeping the same constraints as those of the Rel. 15, it should be possible to switch the order of HARQ-ACK reporting. This is because from the UE perspective, the pipelining is still perfect, but the order of the HARQ-ACK reporting has been changed. Hence, besides accommodating for some additional memory to buffer the first HARQ-ACK, it seems that no additional consideration is needed. 

However, if the PDSCHs of different timing capability can be mixed on the same serving cell, perfect pipelining is not possible. In other words, without additional constraints, no UE can report that it can support the out-of-order operation if Solution 2 is adopted and if different processing timing capabilities can be mixed on the same cell. Hence, it is important to separate two cases: (1) only the HARQ-ACK reporting is out of order, but perfect pipelining is feasible, (2) Perfect pipelining is not feasible. Case (1) is possible under the Rel. 15 constraints as mentioned above. Case (2) happens when the timing capabilities are mixed (even if the transmissions are in order.)

To better clarify case (2), let us consider the following capabilities from Rel. 15. If the UE reports processingType2Enabled, then all PDSCHs are processed with the timing capability #2; hence, there is no issue. However, for SCS = 30KHz, if the UE reports pdsch-ProcessingType2-Limited, then depending on the RB allocation, the timeline could be based on timing capability #1 or #2; if it happens that the second PDSCH has to follow capability #2, while the previous one has to follow capability #1, even though their HARQ-ACK transmissions are still in order, perfect pipelining is not possible. This is why dropping is allowed (as we will discuss later, dropping is not desirable, and not even needed.)

To summarize, solution 2 tries to address the out-of-order HARQ transmission, where only a single timing capability (i.e., fast cap#1, slow cap#1 or cap#2) is allowed on a given serving cell. As mentioned in our response earlier, this scenario is not the true use case for allowing the out-of-order operation. The adopted solution should be able to address the pipelining issues exist when different timing capabilities are mixed on the same cell.

Solution 1: “The UE always processes the second PDSCH. The UE may or may not drop the processing of the first channel.”
As discussed during the last meeting, one drawback of this scheme is that the processing of the low priority channel is left to the UE implementation, which means that the network operation cannot be made predictable. 
The reason for leaving the processing of the low priority channel to the UE implementation is to avoid defining the “scheduling conditions” under which both channels can be processed (defining such constraints is a goal of solution 4-Alt2; the complication of such an approach will be discussed later in our response.) Instead, the UE should internally define these constraints. Hence, it is very probable that the UEs do not even try to continue the processing of the low priority channel as soon as the PDCCH of the high priority channel is detected. This will have an impact on the eMBB performance and can be avoided under Solution 3. 

Solution 4-Alt2: “Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first channel.”
This solution tries to address the main drawback of Solution 1 as explained above. However, defining the scheduling rules for deciding whether both channels should be processed or not is a challenging task and better to be avoided. The reason for this can be explained as follows: As mentioned in our response under Solution 2, for a UE to be able to process both channels, perfect pipelining should be feasible. This depends on how much workload is put on the UE for processing of the low priority channel (how early the UE can finish using each of the blocks shown in the figure above), and when the high priority PDSCH is received. As it should be clear, there is a dependency between the #RBs/TBS/#layers of the low priority channel and the gap between the two PDSCHs. As an example, as the number of RBs is increased for the low priority channel, its processing takes a longer time; hence, the gap between the two channels should be longer. Such a dependency makes the task of defining the scheduling rules burdensome. 

Solution 4-Alt1: “The UE always drops the first PDSCH.”
This solution tries to remove the operational ambiguity that can be caused under Solution 1, and to avoid the burden of defining the scheduling constraints suggested by Solution 4-Alt2. However, since the UE does not process the low priority channel, the eMBB performance will be degraded. 

Solution 3: “The UE processes both the first and second channels under some conditions, e.g. using the CA capability. The conditions are reported as a UE capability. If the conditions are not satisfied, the UE behavior is not defined.”

Considering the “true” out-of-order scenario where channels with different processing timing capabilities can be mixed on the same serving cell, Solution 3 ensures that both the low and high priority channels are processed by the UE. 

As captured in the description of the solution, the UE reports its capability for supporting the out-of-order operation under some conditions. The conditions can be defined as follows:
The UE reports, e.g., per band of a band combination, the number of cells that can be configured with the timing capability #1 and the number of cells that can be configured with the timing capability #2 for the UE to be able to support the out-of-order operation. As an example, let us assume that in a given BoBC, the UE reports that it can support 1 CC with timing capability #1 and 1 CC with timing capability #2. Then, we can consider the following cases:
· Case 1: If the UE supports the CA capability, it can be configured with:
· CC0 with cap#1 and CC1 with cap#2 or
· CC0 with cap#1 and cap#2, where the PDSCHs can be out-of-order and all of them will be processed.
· Note that in this case too, the UE is configured with 1CC for cap#1 and 1CC for cap#2.
· Case 2: If the UE does not support the CA capability, it will report the bands with a single CC. Then, in such a band, it can be configured with cap#1 and cap#2 on the same cell. Again, the transmissions can be out of order, and the UE will process all the channels. 

It should be noted that similar capability signaling has already been allowed in Rel. 15 (The UE reports the number of CCs with cap#2 timing.) The only difference is that now as part of the signaling, the UE also reports that under this capability signaling, the out-of-order operation can be supported.
 
It should also be highlighted that “If the conditions are not satisfied, the UE behavior is not defined” means that the configuration is not consistent with the UE capability reporting, which as always, is an error case. This does not mean that the scheduling flexibility of the gNB is restricted. In other words, there is no scheduling restriction defined under Solution 3.

We would like to also mention that under the same solution, the UE should be able to process the low and high priority PDSCHs even when they are overlapping (under both Scenario 1 and 2 as defined in RAN1 #96b.) 

Finally, it has been mentioned that Solution 3 requires processing sharing across different cells, and it not applicable to all UE implementation schemes. To answer this concern, it should be noted that for cells not configured with cap#2, data sharing has already been supported in Rel. 15. More specifically, the UE can report the maximum data rate per CC. The gNB calculates the maximum data rate over the aggregated cells of the PUCCH group and then schedules PDSCHs such that the maximum data rate over all cells is not violated. However, per cell, the data rate could be higher than what is reported by the UE. This means that even in Rel. 15 NR, processing sharing across different cells should be supported by the UEs. In this regard, Solution 3 is not any different. 

To summarize:
· Solution 2 does not solve the out-of-order HARQ issues when different timing capabilities are mixed on the same serving cell (which is the actual use case for supporting the out-of-order operation.)
· Solution 1 and Solution 4-Alt1 degrade eMBB performance. In addition, Solution1 leads to an unpredictable network operation.
· Defining scheduling conditions under Solution 4-Alt2 is a challenging task if possible at all.
· Solution 3 enables the UE to process both the low priority and high priority channels following different processing timing capabilities on the same cell not only when their HARQ-ACKs are out-of-order, but also when the PDSCHs are overlapping. Thus, we propose to adopt Solution 3 for supporting out-of-order HARQ in Rel. 16 NR URLLC.

	Samsung
	Our first preference is solution 1 because it has smaller specification impact than other solutions. Drawback of solution 1 is mainly that gNB does not know the exact information about whether UE may or may not process first scheduled PDSCH. However, it could be known by HARQ-ACK feedback from UE. So, if a UE reports ACK on first scheduled PDSCH, no more retransmissions are needed. Otherwise, gNB may have to reschedule without changing RV since the UE is likely to drop first scheduled PDSCH, that is only possible performance loss of solution 1, however, it is marginal because it does not happen frequently. That is, it seems no critical and very harmful network operation to be expected. In this regards, other solutions would be considered as just good things to have with many specification efforts. As for solution 1, out of order HARQ scheduling restriction would be removed at least for Rel-16 eURLLC UEs. 
Our second preference is solution 2 with some updates on UE behaviors in case of not reporting UE capability. If UE reports UE capability on processing both scheduled PDSCH having out of order, it seems to give more clear information to gNB side. However, if UE does not report the UE capability, following alternatives should be considered further to clarify UE behavior.
Alt. 1: The UE always processes the second scheduled PDSCH. The UE may or may not drop the processing of the first scheduled PDSCH. (same as solution 1)
Alt. 2: The UE always drops the first scheduled PDSCH (same as solution 4 – alt. 1)
Alt. 3: The UE does not expect to have out of order HARQ scheduling, that is, it’s regarded as error case (same as Rel-15)
Alts. 2 and 3 are preferred from above descrptions since those are giving a little bit more clear operations than alt. 1 in gNB perspectives. 
Our understanding is that out of order HARQ could be happened even in a cell not configured with PDSCH processing capability 2 if UE reports out of order scheduling capability to gNB. This is because it is likely that there are a lot of URLLC latency requirement to be supported by a UE. So, it should not to make a tight restriction between the number of carriers and out of order HARQ capability. Besides, solution 4 – alt. 2 seems most challenging to identifiy a specific condition whether or not enable out of order HARQ processing by considering huge possible options suggested by other companies. Given that work item budget is limited, it should be precluded firstly to give more discussions on other potential solutions.

	LGE
	We would like to briefly share our understanding/observation on each option summarized as follows:
· Solution 1 would incur unpredictable network operation, and furthermore it is envisioned that the performance of the low priority traffic is degraded since a UE is highly likely to do nothing about the low priority PDSCH if the processing of the low priority PDSCH is up to UE implementation. 
· Solution 2 would impose excessive burdensome to UE to have capability to process both PDSCHs without any condition, in the end there might be only few number of UEs having such capability in practice. 
· Solution 3, as Qualcomm pointed out, enables the UE to process both the low and high priority PDSCHs. However, we are not sure if gNB can guarantee the condition is always met. Sometimes (to meet the latency requirement) the gNB has to schedule high priority PDSCH on more cells which may incur violation of the condition. Rather than treating this as an error case, it would be more beneficial to define some UE behavior (e.g., the UE processes the high priority PDSCH and drops/terminates the processing of the low priority PDSCH on some cells). The detail can be further discussed. 
· Solution 4-1 always assumes no processing of the low priority PDSCH so clearly it can be expected to have performance degradation of the low priority PDSCH, which should be avoided. 
· For Solution 4-2, we would like to clarify further what the consequent behavior is. Specifically, our understanding on this solution would be something like: If scheduling condition is met, the UE processes both PDSCHs; otherwise the UE processes the high priority PDSCH and drops/terminates the processing of the low priority PDSCH. If this is common understanding, Solution 4-2 would be able to reduce the performance degradation of the low priority PDSCH (caused in Solution 1 or 4-1) by properly defining some scheduling condition. 

Based on the above, our preference is Solution 3 or 4-2 with some further refinement/clarification such as behavior for Solution 3 when the condition is not satisfied or scheduling condition for Solution 4-2. 

	CATT
	We prefer a modified solution 4 alternative 2. If the scheduling condition is satisfied, UE processes both PDSCHs; otherwise, UE may or may not process the first PDSCH. The scheduling condition is based on the gap between the two PDSCHs. To be more specific,
· If the gap between the first and the second PDSCH is longer or equal to the processing time for the first PDSCH, UE processes both the first PDSCH and the second PDSCH.
· Otherwise if the gap between the first and the second PDSCH is shorter than the processing time for the first PDSCH, UE processes the second PDSCH but may or may not process the first PDSCH.



We think this follows the principle in Rel-15 for the UE indicating capability 2 PDSCH processing time for 30 kHz SCS with restricted PDSCH max allocation of no more than 136 PRBs and does not require higher UE processing capability. 

	vivo
	We prefer a solution considering combination of solution 1 and solution 2. Whether to decode the first PDSCH should be as an independent UE capacity, which is not like CA capability. Actually, this out-of-order scheduling is similar to the pipeline scheduling and should be supported for URLLC UE.    
Following cases need to be considered for out-of-order HARQ-ACK:
a). First PDSCH and second PDSCH not overlapping in time 
b). The first scheduled PDSCH and second scheduled PDSCH overlapping in time within a slot
c). The first scheduled PDSCH and second scheduled PDSCH overlapping in time and frequency domains within a slot
For out-of-order HARQ-ACK, when the first PDSCH and second PDSCH not overlapping in time, the processing of both the first and second PDSCHs can be as UE capacity. 
· If UE capability supports decoding both PDSCHs, UE processes the first and second PDSCHs. 
· If UE capability does not support decoding both PDSCHs, the UE may drop the processing of the first PDSCH.
· It is up to UE implementation to drop or decode the first PDSCH and the corresponding HARQ-ACK for the first PDSCH will be fed back. When UE drops the first PDSCH or decodes the first PDSCH unsuccessfully, the NACK is fed back. Otherwise, ACK is transmitted.
In case of overlapping in time within a slot between the first scheduled PDSCH and second scheduled PDSCH,
· [bookmark: OLE_LINK2]If UE supports simultaneously receiving the first scheduled PDSCH and second scheduled PDSCH, UE decodes both PDSCHs.
· If UE does NOT supports simultaneously receiving the first scheduled PDSCH and second scheduled PDSCH, UE decodes the second scheduled PDSCH and may cancel decoding the first scheduled PDSCH. 
· It is up to UE implementation to drop or decode the first PDSCH and the corresponding HARQ-ACK for the first PDSCH will be fed back. When UE drops the first PDSCH or decodes the first PDSCH unsuccessfully, the NACK is fed back. Otherwise, ACK is transmitted.
In case of overlapping both in time and frequency domains within a slot between the first scheduled PDSCH and second scheduled PDSCH,
· The first scheduled PDSCH in overlapping frequency domain is preempted and UE only decodes the second scheduled PDSCH in the overlapping frequency region.


	HW/HiSi
	We agree with Qualcomm that before discussing different solutions, we should reach a common understanding of the main application scenario for OOO, i.e. if we should allow for channels with different timing capabilities to be mixed on the same serving cell. In our view, this should be supported.

Another question we would like to discuss within the group is whether a particular solution is regarded as mandatory or optional. Different companies seem to have a different view and it would be good to reach a common understanding on this before discussing the solutions in detail. On one hand, it has been brought up that everything in Rel16 is optional, i.e. also Solution 1 or Solution 4 would be optional. In such case what would be the difference to Solution 2 and Solution 3 that definitely are optional as they are based on UE capability? In our view there is a difference between the solutions 1 and 4 and the solutions 2 and 3. From our perspective the former ones have mandatory flavor for URLLC UE if a new category for URLLC is introduced, i.e. they impose that URLLC shall support OOO. Thus, we would regard Solutions 1 and solution 4 as mandatory for URLLC whereas solution 2 and solutions 3 are optional, because they are based on UE capability.

In our view, OOO processing should be supported by all UEs within the new category if introduced for Rel16, i.e. the later scheduled channel shall be processed. At the same time, from the system performance point of view, it is also desirable to have a defined UE behavior for the processing of both channels, i.e. to define conditions under which both the first and second channel are processed by the UE.
Below, we give our view on the solutions that are up for discussion.
· Solution 1 would ensure that OOO is supported for all UEs but would leave the support of both channels up to UE implementation. In practice, this will probably result in poor to none support to process both channels. Solution 1 is therefore not preferred by us.
· Solution 2 is too challenging for the UE implementation and will result in complex and expensive UE designs, at least if channels with different timing capabilities are mixed (as explained in QCs answer). Solution 2 is therefore not preferred either.
· In Solution 3 conditions are defined to process both channels. Thus, depending on what conditions are defined, the chipset design would become less complex than for Solution 2. But in our view, Solution 3 suffers from two other drawbacks: i) it is optional (UE capability), that means that OOO support would be optional for URLLC in Rel16. ii) For a UE that is reporting the OOO capability, the UE behavior is not defined when the conditions are not satisfied. This can impose unwanted restrictions on the gNB scheduler.
· Solution 4
· Alt1 (to support OOO but to always drop the first channel) offers OOO functionality but never allows to process both channels. Thus, eMBB performance will suffer. 
· Alt2 is our preferred solution. It enables OOO for UEs with new category if introduced and also allows for UEs to process both channels if TBD conditions are met.

Proposal : The UE processes both the first and the later scheduled channel under certain conditions. If the conditions are not satisfied, the UE shall drop the first channel. FFS details on the conditions.
It could be a good idea to start the discussion on a general level about the issues mentioned below. Once companies have gotten a common understanding about them, it might be easier to progress and to agree on a scheme for OOO.
· Mixing processing time capabilities?
· What solutions are mandatory/optional?
· Technical discussion on the conditions needed/envisioned for Solution 3 and Solution 4-2. 

	ZTE
	For OoO HARQ-ACK scheduling, our first preference is Solution 1, and we would also like to clarify that under Soluion1, UE needs to feedback HARQ-ACK for both PDSCHs.
Our second preference is Solution 2. But we think the current wording for Solution 2 is not that clear and we propose the following wording:
·  UE capability of processing both the first and second scheduled PDSCH with no condition is defined.
· The UE indicating the capability will process both the first and second scheduled PDSCHs with no condition.
· The UE not indicating the capability will process the second scheduled PDSCH and drop processing of the first scheduled PDSCH.
Note：Even if UE drops processing of the first scheduled PDSCH, UE still needs to feedback the HARQ-ACK for both PDSCHs.

	III
	We prefer both Solution 4-1, considering simplicity for UE with limited capability, and Solution 4-2 for UE capable of processing both the first and second PDSCHs depending on the scheduling conditions. However, following issues need to be further clarified.
· Solution 4-1: 
· Dropping of first PDSCH result in increased processing time of second PDSCH. If timing condition is still satisfied then UE can perform dropping. Otherwise, UE’s behavior is FFS, e.g., UE proceeds the processing of first PDSCH or not should be clarified
· UE’s follow up behavior of dropped PDSCH should be clarified, e.g., UE should transmit NACK or DTX at the assigned PUCCH resource for the first PDSCH.
· Solution 4-2: 
· Two time gaps were mentioned for scheduling condition, i.e., the time gap between the first and second PDSCHs, and the time gap between the two PUCCHs carrying HARQ-ACK. In addition to that, it should also consider the 3rd time gap between the first scheduled PDSCH and its HARQ-ACK. If this time gap is large enough, UE can still process the first PDSCH after finishing the second PDSCH, regardless the values of previous two time gaps.
In addition, a compound solution combining Solution 4-2 and Solution 3 is proposed here for possible compromising. 
If CA capability can be incorporated to be one of conditions in Solution 4-2, then Solution 3 and Solution 4-2 can be merged to a more comprehensive solution which takes both CA capability and scheduling condition into account. This compound solution can address some uncertain issues in Solution 3. 
One of the issues lies in the avaibility of UE’s CA capability. If UE cannot support CA, then out-of-order operation seems not allowed. However, even UE without CA capability, gNB can still conditionally perform out-of-order scheduling according to certain scheduling constraints for UE to process both PUSCHs. Another issue of Soution 3 is that the UE behavior is not defined if the conditions reporting to gNB are not satisfied, i.e., it is not clear whether the UE still processes the second PDSCH or not. 
The compound solution, which is based on the structure of Solution 4-2 and takes UE capability in Solution 3 as an additional dropping condition, not only addresses above uncertainty issues, it also provides wider range of out-of-order use cases and applicable UEs, can be considered as one compromised solution.

	Spreadtrum
	Our preference is Solution 4-Alt2.
Solution 1 may lead to an unpredictable network operation.
Solution 2 lead to an increased cost of UE, the resource should always be reserved for processing the URLLC traffic resulting in a resource waste especially for the scenarios where the URLLC traffic is sparse. 
Solution 3 also lead to an increased cost of UE but less complexity of UE implementation compared with Solution 2. In addition, the UE’s behaviour is not defined when the conditions are not satisfied.
Solution 4-Alt1 degrades eMBB performance severely therefore it is not preferred.
Solution 4-Alt2 is a reasonable solution, it prioritizes URLLC traffic without severely eMBB performance degradation.


	Sharp
	[bookmark: _Hlk7192358]Our preference is solution 4 with Alt2. 
[bookmark: _Hlk7193552]Apart from solution 1, 2, and, 3, Solution 4 with Alt2 has clearly denoted the UE behavior regarding whether UE processes or drops the first PDSCH. If scheduling conditions are satisfied, UE processes the first PDSCH. Otherwise, the UE drop the first PDSCH. A main concern for the Solution 4 with Alt 2 is that it would cost many times/efforts to identify a specific scheduling conditions, given there are many scheduling conditions candidates are listed in the agreed solution 4. However, in Rel.15, there is also a case that two different timing capabilities can be occurred in a same serving cell, which is similar to the case of out-of-order HARQ operation. In Rel.15, if time interval between two PDSCH respectively with capability 1 and capability 2 is within 10 symbols, which is the PDSCH processing time for PDSCH processing capability 1 for SCS=30kHz, UE may skip decoding the previous PDSCHs. Therefore, if we reuse the Rel.15 mechanism to define the scheduling condition, it would not cost much specification efforts. The Rel.15 mechanism can be considered to be applied to the out-of-order HARQ case. It seems not to be necessary to define all possible scheduling conditions in which UE may decode the first PDSCH. The required scheduling condition can be a processing time for the first PDSCH as like the Rel.15 mechanism. The specific value can be further discussed. Similar consideration with CATT. In out-of-order HARQ operation, if the time interval between the first PDSCH and second PDSCH is within the value, UE drops the first PDSCH. Otherwise, UE can also process the first PDSCH.

	Sony
	Solution 1: The likely implementation will lead to Solution 4-1, where UE always drop the 1st PDSCH.  This is not desireable in terms of efficiency as the 1st PDSCH is likely to have a big TBS (for eMBB).
Solution 2: As others has stated, this solution would demand higher complexity in terms of processing power from the UE.
Solution 3: This is basically Solution 4-2 where the condition is the number of parallel PDSCH processing the UE can perform.
Solution 4-1: As described in Solution 1, always dropping the 1st PDSCH is not desireable in terms of efficiency.
Solution 4-2: This is the sensible solution which offer some predicitability for the network scheduler and not demanding high complexity from the UE.  The condition is to define a maximum processing time T1 for UE supporting Out-of-order HARQ-ACK for two PDSCHs, where within this time T1, the UE needs to decode two PDSCHs and prepare their corresponding HARQ-ACKs.  T1 can be a UE processing capability.
In the figure below, the time T2 is also important but this is basically Rel-15 N1 PDSCH processing time.
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	Motorola Mobility, Lenovo
	We prefer Solution 1 as a simple solution, with no need to get into defining various scheduling restrictions. If the UE drops the processing of the first PDSCH, the UE shall generate NACK. Further details should be discussed together with the overlapped case, striving for a consistent solution for the overlapped and non-overlapped cases. 

	Intel
	First, we make the following observations:
1. How prevalent are the cases with mix of UE processing time capabilities 1 and 2 within a serving cell?
· When a UE indicates that it requires scheduling restriction of max 136 PRBs for PDSCH for Cap #2 for PDSCH processing for 30 kHz SCS (via pdsch-ProcessingType2-Limited), there can be a mix of HARQ timings following different capabilities in a serving cell.
· For all other UEs and all other cases, HARQ timings either follow Cap #1 or, if supported by the UE and correspondingly configured (and subject to other conditions defined in Rel-15, e.g., configuration of additional DMRS, etc.), Cap #2 timing in a serving cell. There is no mix of processing time capabilities within a serving cell.
· For the case 1.a. above, the UE does not even report the # of DL serving cells with Cap #2, as clearly, having a BW restriction for a scheduled PDSCH while supporting multiple CCs would not be a typical configuration/use case. Hence, the indication of # of DL cells with Cap #2 is only applicable for all cases under 1.b. For a UE falling under case 1.a., the UE may only be configured with  Cap #2-based timing in a single serving cell in the band for which such capability is reported.
2. Whether the OOO HARQ-ACK support should be limited to only the case with a mix of timings following different capabilities?
· Considering the above, the case with timings based on mix of processing time capabilities in a serving cell falls as a minority of all possible cases. Limiting to this case effectively narrows the feature to practically non-essential. 
In our view, the feature should be supported for both cases (the entire feature is a tool to provide to the NW scheduler the flexibility that can help in efficient scheduling to satisfy stringent QoS requirements and in presence of mixture of traffic with different requirements in the system). There is no reason to preclude the significant majority of all scheduling possibilities wherein both PDSCHs are associated with the same minimum processing time capability.
3. What happens when there is a mix of capabilities in a serving cell?
· The case 1.a. when a UE is configured with Cap #2-based timing in a serving cell, but a PDSCH is scheduled with more than 136 PRBs. In this case, the HARQ-ACK timing for the PDSCH follows Cap #1 timing. Then, let’s consider a second PDSCH scheduled with no more than 136 PRBs (thus, following Cap #2 timing). 
· For this case, as quoted by Ericsson, the current specifications already take into consideration the handling of the impact to UE pipelining in case the second PDSCH starts within 10 symbols from the end of the first (“Cap #1-based”) PDSCH. Specifically, the UE may drop the first PDSCH (w/ Cap #1) if it ends within 10 symbols before the start of the second PDSCH (w/ Cap #2). Indeed this case can be seen as a special case of either of: Solutions 1,  4-1 or 4-2. Further, it should be noted that this behavior applies irrespective of in-order or out-of-order scheduling.   
4. The interpretation of “with no condition” in Solution 2? 
· For this, we would like to echo Qualcomm’s interpretation that it means “with no new condition”. Certainly, the conditions and behaviors defined in Rel-15 related to applicability of Cap #1 vs. Cap #2-based timings, restrictions from max data rates, etc., still apply. There is no intention or sufficient justification to re-do the framework from Rel-15.   
5. Does Solution 2 imply “significant UE complexity”?
· The view that Solution 2 results in significant UE complexity has been echoed in several comments above. However, so far, there has been no justification provided as to what is the fundamental challenge involved, and how these differ from Rel-15 cases that already impact perfect pipeling. In fact, we fully agree with the observation from Qualcomm here: “Now, keeping the same constraints as those of the Rel. 15, it should be possible to switch the order of HARQ-ACK reporting. This is because from the UE perspective, the pipelining is still perfect, but the order of the HARQ-ACK reporting has been changed. Hence, besides accommodating for some additional memory to buffer the first HARQ-ACK, it seems that no additional consideration is needed.”
· Specifically, we note the following:
· Handling of OOO channels primarily poses challenges to the UE pipelining; thereby, impacting control/scheduling procedures within the UE. Constraints related to signal processing aspects (TBS, PRBs, etc.) would not help in a material way in this regard as long as the minimum processing times for each process is satisfied. Hence, defining conditions related to physical layer signal processing procedures (e.g., Solution 4-2 or even Solution 3, with exception of the mixed capabilities cases discussed in Observations #1, #2, #3, and #7) are not likely to provide any material benefits towards support of OOO HARQ-ACK for PDSCHs.
· Even for Rel-15 the UE needs to handle cases wherein two PDSCHs are scheduled in sequence such that their HARQ-ACK feedback is multiplexed together in a single slot. This implies that perfect pipelining-based operation isn’t always the case in Rel-15 and the UE has to anyway handle this case wherein the HARQ-ACK for the second PDSCH does not occur after that for the first PDSCH (note: this can be alternatively interpreted, as also suggested by MediaTek and Qualcomm) to say that the pipelining is maintained, but that the order or HARQ-ACK feedback is only changed). Similar situations arise in various CA scenarios as well.
· In this regard, one can refer to the example illustration for OOO HARQ-ACK timing provided by Sony. This can be seen as fundamentally same as Rel-15 behavior when the two HARQ-ACK responses are transmitted in the first PUCCH (i.e., HARQ-ACK #1 and #2 are multiplexed in the resource indicated for HARQ-ACK #2). As long as the time between the end of DCI #2 is no less than the corresponding UE minimum PDSCH processing times (N3) from the start of the first PUCCH resource (in this case, corresponding to start of HARQ-ACK #2), the UE is expected to process  both PDSCHs and transmit corresponding HARQ-ACK feedback. Certainly, in this example, this condition is satisfied, and thus, it can be seen that current specifications already has examples wherein the UE has to handle “OOO HARQ-ACK timing” (in that they are not strictly pipelined) based on Solution 2. 
· The point about “parallel processing of PDSCHs” and need for additional resource dimensioning at the UE has been mentioned by some (e.g., Spreadtrum). However, such dimensioning of “parallel processing” is already necessary based on the number of HARQ processes that may be running for the UE – and there is no material difference compared to the case of in-order scheduling. With multiple HARQ-ACK processes, the UE already needs to be able to handle processing of multiple PDSCHs having overlaps in their “processing time windows” even for in-order scheduling.
6. Optionality of capabilities for differnet solutions, and for Solution 2, a “fallback capability” to Solution 1 is needed?
· For the first part, whether or not some new UE types are defined in Rel-16 and exact nature mandatory/optional is a discussion for the future. As long as the features and capabilities are defined, that would be sufficient for technical specification work for the moment. 
· For the second part, it would be reasonable to define two capabilities: one based on Solution 2, and another “fallback capability” based on Solution 1, that would allow for OOO PDSCH-to-HARQ-ACK scheduling. Whether or not the “fallback capability” based on Solution 1 is mandatory for all “URLLC UEs” in Rel-16 can be a matter for future discussions on UE features and UE type definitions for Rel-16.
7. Does Solution 2 not address the case of PDSCHs with mixed processing time capabilities?
· As mentioned in Observation #3 above, Rel-15 allows for the UE to drop the first PDSCH (w/ Cap #1) if it ends within 10 symbols of the start of the second PDSCH (w/ Cap #2). It has been suggested that this case can be enhanced beyond Rel-15 by allowing the UE to share/borrow processing capabilities from other carriers following Solution 3. However, as described in Observation 1.(a/b/c). above, for such a UE that indicates capability pdsch-ProcessingType2-Limited for a band in a BC, it would be quite counter-intuitive to support multiple serving cells in the band w/ Cap #2 with BW restrictions on constituent carriers. Such observation is consistent with the fact that for pdsch-ProcessingType2-Limited, the UE supports Cap #2 timing only when a single carrier is configured in the band in which pdsch-ProcessingType2-Limited is reported. Thus, now allowing the UE to report such scheduling restrictions but also multiple CCs in the same band is not justified.
· Further, it should be noted that part of the capability indication suggested for Solution 3 is already possible based on the combination of (i) indication of max # of CCs in a band of a BC for Cap #2 support, and (iii) the capability of processing both PDSCHs in case of OOO HARQ-ACK (referred to here as oOO-HARQ-ACK-processBoth). 
· For other cases (than in 7.a.), the UE would have sufficient time to process both PDSCHs and thus, can follow Solution 2. 
Following the above observations, it can be seen the Solution 2 can be adapted (expanded) by  adding elements from Solutions 1 and 4-2 to provide a simple framework towards support of OOO HARQ-ACK feedback. The overall solution can be seen as a form of Solution 4-2 (or a mix of Solutions 2, 1, and 4-2) such that:
· The UE processes both the first and second PDSCHs as a UE capability (e.g., oOO-HARQ-ACK-processBoth) with no new condition
· A UE that does not indicate support of this capability may still support the capability of processing the second PDSCH in case of OOO HARQ-ACK and may drop processing of the first PDSCH (referred to here as oOO-HARQ-ACK-processSecond).
· For a UE indicating capability of oOO-HARQ-ACK-processBoth and pdsch-ProcessingType2-Limited, 
· for a DL BWP with 30 KHz SCS in a serving cell configured with Cap #2 timing, the UE may drop the processing of the first PDSCH if (i) the first PDSCH is scheduled with more than 136 PRBs and (ii) the second PDSCH, scheduled with no more than 136 PRBs, starts within 10 symbols from the end of the first PDSCH.
In summary, our recommendation is to define a solution as described above that is based on Solution 2 and takes elements of Solutions 1 and 4-2 to address “fallback behavior” and UEs reporting pdsch-ProcessingType2-Limited respectively.

	InterDigital
	The solution selected should satisfy the following criteria:
1. Good (and predictable) performance under conditions that can realistically be met by the scheduler (in URLLC/IIoT use cases)
1. Reasonable implementation cost for the UE
Solution 1 does not satisfy the first criterion (a) because the spectral efficiency of non-latency critical service can become very low if the UE always drops the first PDSCH.
Solution 2 can lead to high implementation cost for the UE, as noted by several companies.
Solution 3 does not guarantee that the second PDSCH (likely carrying URLLC traffic) is processed, hence does not satisfy the first criterion.
Solution 4-2 with an appropriate condition can satisfy both criteria. It should be clarified that the second PDSCH (or highest priority PDSCH, if a priority indicator is introduced) is always processed. As a starting point, the condition can include a minimum time between the end of the first PDSCH and the start of the second PDSCH (similar to R15).

	[bookmark: _Hlk7219142]Nokia, NSB
	(Here the discussion focuses on the cases when two PDSCHs are not overlapping in time.)

Whether there is any “mandatory” UE feature of out-of-order HARQ-ACK for URLLC UEs?
Given the current UE feature framework, any support of out-of-order HARQ-ACK would require new UE feature(s). Whether there will be one or multiple UE features for out-of-order HARQ-ACK can be discussed further, but the assumption should be that the UE not signaling any new UE feature does not support out-of-order HARQ-ACK (same as Rel-15 UEs). Whether there will a “URLLC UE” type defined that group some features together as mandatory can be a separate discussion.
However, at least one of the solutions (if multiple solutions are adopted) for out-of-order HARQ-ACK should allow UE to support with small/reasonable complexity, with the expectation that all UEs supporting URLLC would be able to implement and support the feature.

Support of out-of-order HARQ-ACK for PDSCHs with same and/or different timing capabilities?
The out-of-order HARQ-ACK should be supported regardless of whether the two PDSCHs have the same or different timing capabilities (cap#1 and/or cap#2), because the motivation is to allow HARQ-ACK for the later PDSCH to be transmitted earlier for URLLC, and the earlier PDSCH (assuming it is for eMBB) can have either cap#1 or cap#2 timing. Note that cap#1 vs cap#1 for 120kHZ should not be excluded either given that FR2 is also an important case for URLLC. 

When the UE pipelining may be impacted by out-of-order HARQ-ACK?
It has been pointed out by a few companies that the UE pipelining is not impacted by out-of-order HARQ-ACK in most of the cases. E.g. when both PDSCHs can be processed with cap#2 timing, it is simply a matter of storing HARQ-ACK bits for the first PDSCH without affecting pipelining. The questionable cases would be the cases when the first PDSCH requires longer processing time than the second PDSCH. For a UE with cap#2, this includes:
· When the first PDSCH has additional DMRS configured, it falls back to cap#1 timing.
· When the first PDSCH is mapping Type A and the last symbol of the PDSCH is symbol i with i < 7, additional 7-i symbols are added to the processing time.
· When the first PDSCH is mapping Type B, additional symbols (up to 3 symbols) may be added depending on the overlapping of PDCCH and PDSCH.
· A closer look at the exact conditions would show that this will not create pipelining impact in case of out-of-order HARQ-ACK.
· If the UE has scheduling limitation for 30kHz, and the scheduled RB allocation exceeds136 RBs, the UE defaults to cap#1 processing time. However, this case is already handled in Rel-15 by allowing the UE the UE to skip decoding the first PDSCH if its last symbol is within 10 symbols before the start of the second cap#2 PDSCH. Nothing new needs to be done in Rel-16 for this case to support out-of-order HARQ-ACK.
This means that other than these cases, there is no need to consider dropping, and both PDSCHs can be processed.
It would be good to have common understanding on the questionable cases among companies before discussing pros and cons of different options.

Solutions
The pros and cons of the four solutions have been discussed in our Tdoc submitted to Xi’an meeting (R1-1904829) and nicely captured in the FL summary. We herein briefly explain again why Solution 4-2 is our preference and discuss the concerns on the other solutions.

To downselect among the solutions, two main criteria should be satisfied. Firstly, it is preferable that the UE behavior is clearly defined so that the gNB scheduler can take advantage. Secondly, the solution not only should provide better priority handling for URLLC traffic but also minimize the impact on eMBB traffic. In other words, it should exploit the benefit of processing both PDSCHs when the UE is capable of doing so.

· Clearly-defined UE behaviour: Solutions 1 and 3 have disadvantages in this aspect.
· Even though Solution 1 guarantees the processing of the second PDSCH, under which conditions the UE can process the first PUSCH is not defined.
· For Solution 3, if the conditions to support the processing of both channels cannot be satisfied, the UE behavior is not defined. In this case, this solution cannot guarantee the processing of the second PDSCH, which is considered as its major drawback.
· Minimize the impact on eMBB traffic
· Solution 4-1 clearly cannot satisfy this criterion as it always drops the first PDSCH.
· For Solution 1, even if the gNB can use HARQ-ACK to guess the UE behavior, the gNB does not know whether or under what conditions the UE is able to process both. Therefore, with Solution 1, the gNB cannot adjust the scheduling decision to take advantage of the cases when the UE can process both. 
For Solution 3, if the intention is that when the reported conditions are not satisfied, out-of-order HARQ-ACK is not supported, this puts constraints on the configurations (i.e. how many cap#1 and cap#2 CCs can be configured) for the UE. Also, since the intention is to reuse CA processing capability, it would mean that a UE capable of a single-carrier would not be able to support out-of-order HARQ-ACK. This is against our intention that out-of-order HARQ-ACK should be supported in general, even if it may mean that the first PDSCH may be dropped in certain cases.
With these considerations, the better solutions among the five are Solutions 2 and 4-2. It would be ideal to have Solution 2. However, it could be challenging for all the UEs to process both PDSCHs without condition in practice (please refer to the questionable cases listed above). Hence, this solution would most likely be applicable only for some certain UEs, and an additional solution would still be necessary. Therefore, Solution 4-2 would be the best option. It allows relaxation on UE implementation by defining dropping conditions and can still take the full advantages in case the UE can process both PDSCHs. The scheduling conditions for solution 4-2 should be pre-defined in the specs or defined as UE capability and details are FFS.


Conclusion 

In this section, the views shared by the companies, including the pros and cons of each of the solultions are summarized, and some proposals for discussion during the RAN1#97 are captured.



Configuration/Scheduling Limitations for Supporting Out-of-Order HARQ
The key aspect to discuss first is that whether the minimum processing of PDSCHs should follow the same configuration/scheduling limitations as in Rel. 15 NR or those limitations can be relaxed to allow for efficient multiplexing of URLLC and eMBB. Some of the configurations limitations defined in Rel. 15 NR are as follows:
· If additional DMRS is configured on a serving cell, the minimum processing of all PDSCHs is based on “slow” timing capability #1.
· On a serving cell not configured with additional DMRS or processing capability #2, the minimum processing timing of the type-B PDSCH is padded to allow for perfect pipelining.
· If PDSCH processing capability #2 is configured on the same serving cell, the minimum processing timing of all PDSCHs is based on cap#2 N1. 

According to the responses provided by the companies, one of the two following cases should be considered for Rel. 16 NR URLLC:
· Case 1: The processing timeline limitations in Rel. 16 NR should not be different from those of the Rel. 15 NR. However, the out-of-order HARQ operation should be supported.
· Supporting companies: Intel, Ericsson
· Case 2: As opposed to Rel. 15 NR, the minimum processing timeline of the PDSCHs should be based on the use case/traffic type, and should not necessarily be defined under the Rel. 15 NR limitations.
· Supporting companies: HW/HiSi, Nokia, Qualcomm

Under Case 1, i.e., no modification to processing timline configuration as compared to Rel. 15 NR, although two PDSCH-to-PUCCH can be out of order, there is no impact on the UE processing pipelining. However, since the transmissions are out-of-order, the UE needs to buffer the HARQ-ACK associated with the low priority PDSCH and transmits it after the HARQ-ACK associated with the high priority PDSCH is sent.
Under Case 2, regardless of whether the transmissions are in-order or out-of-order, the UE pipelining is impacted. 
 Based on whether Case 1 or Case 2 is assumed for Rel. 16 NR, an appropriate solution can be selected as follows:
· Case 1: Solution 2 
· Case 2: Solution 1, 3 or 4 (or a combination of these 3 solutions.)
 
It should also be clear that, as mentioned above, under Case 2, the UE pipelining is impacted not only when the transmissions are out-of-order, but also when they are in-order. This is due to the fact that the back-to-back PDSCHs may require different minimum processing timeline. 

Conclusion #1: If Case 2 is agreed, Solutions 1, 3 and 4 should be modified to also address the UE processing pipelining issue when the transmissions are in-order, but associated with different minimum processing timing capabilities. 
In case Option 2 is selected, then Solution 2 should not be further considered since it does not address the UE pipelining issue under Case 2 scenarios. 

Proposal #1: If Option 1 is supported in Rel. 16 NR URLLC, solution 2 is supported for handling the out-of-order HARQ operation. 
Proposal #2: If Option 2 is supported in Rel. 16 NR URLLC, solution 2 is not supported. 

Further, if Option 2 is supported, then one remaining question to answer is that whether out-of-order operation is supported only across PDSCHs with different minimum processing timing capabilities or can be allowed even across PDSCHs with the same minimum processing timing capability. 
Proposal #3: If option 2 is supported in Rel. 16 NR URLLC, one of the following two alternatives should be supported:
· Alt1: The out-of-order HARQ is only supported across PDSCHs associated with different minimum processing timing capabilities, i.e., slow cap#1 vs. fast cap#1 and cap#1 vs. cap#2.
· Alt2: The out-of-order HARQ is supported across the low and high priority PDSCHs regardless of their minimum processing timing capability.


Solution 1: “The UE always processes the second PDSCH. The UE may or may not drop the processing of the first channel.”
· Supporting Companies: DOCOMO, Samsung, ZTE, Motorola
· Reasons to support:
· Simplicity
· Dropping the first channel does not happen often; hence, the impact on eMBB is not significant.
· FL comment: Please elaborate on this point (@Samsung)
· Other solutions have significant specification efforts
· FL comment: At least, Solution 2, 3 and 4-Alt1 do not.  
· Additional considerations: 
· If the UE does not process the first/low priority PDSCH, a NAK should be generated.
· Companies Not supporting: Qualcomm, LGE, HW/HiSi, Spreadtrum, Sony, InterDigitial, Nokia
· Reasons to NOT support:
· Network operation is not predictable since the gNB does not know when the UE processes the first/low priority PDSCH. 
· Performance degradation of eMBB. 
· This solution will result in not processing the first/low pririty PDSCH in practice. 
· It is not desirable in terms of spectral efficiency for non-latency critical services. 
· FL comment: Since Option 1 should address the UE pipelining issue under both in-order and out-of-order transmissions, it leads to leaving the processing of  the low prioroity PDSCH to the UE implementation in all cases.

Based on the comments from the supporting companies, the following UE behavior can be clarified under Solution 1:
Proposal #4: Assuming Option 2 is agreed for Rel. 16 NR URLLC, under Solution 1, the UE shall generate a HARQ-ACK for the low priority PDSCH in all cases. 

Solution 2: “The UE processes both the first and second PDSCHs as a UE capability with no condition.”
· Supporting companies: Ericsson, Intel
· Reasons to support: 
· Under the Rel. 15 minimum processing timeline configurations and limitations, no other consideration is needed. 
· Companies Not supporting: DCM, LGE, Spreadtrum, Qualcomm, HW/HiSi, Sony, InterDigital 
· Reasons NOT to support:
· This solution sets a high bar for UE implementation.
· In most cases, the UE will report it cannot support the out-of-order operation.
· FL comment: The two issues raised above are only true if Case 2 above is supported. Under Case 1, the bar for UE implementation is the same as Rel. 15 NR. 
· If different minimum processing timing capabilities are allowed on the same serving cell, this solution does not address the UE pipelining issue; hence, it cannot be adopted.

Based on the responses provided by the companies, it seems that Solution 2 should be modified for clarity as follows:
Proposal #5: Assuming Option 1 is agreed for Rel. 16 NR URLLC, under Solution 2, the UE processes both the first and second PDSCHs as a UE capability under the same set of minimum PDSCH processing timing capability configuration/scheduling limitations as in Rel. 15 NR. 

Solution 3: “The UE processes both the first and second channels under some conditions, e.g. using the CA capability. The conditions are reported as a UE capability. If the conditions are not satisfied, the UE behavior is not defined.”
· Supporting companies: Qualcomm, LGE (as one of the preferred solutions), CMCC (as one of the conditions)
· Reasons to support:
· Allows different PDSCHs with different processing timing capabilities to be mixed on the same serving cell.
· Under solution 3, all PDSCHs are processed by the UE; no PDSCH processing is dropped.
· It ensures a high spectral efficiency for eMBB and low scheduling latency for URLLC. 
· Companies NOT supporting: DOCOMO, HW/HiSi, Spreadtrum, InterDigital, Intel, Nokia
· Reasons not to support:
· It assumes that the processing of the PDSCHs are shared among the CCs, which is dependent on UE implementation. 
· FL Comment: In Rel. 15 NR, data rate sharing across cap#1 cells, in both DL and UL, is supported, which is based on the assumption that the UE’s processing power can be shared across different CCs. 
· If conditions are not satisfied, gNB’s scheduler flexibility is impacted. 
· FL Comment: The reason for this comment is unclear. As has always been the case, the network configuration should be based on the UE capability. 
· The support for this solution is optional.
· FL comment: Whether the Rel. 16 URLLC features are optional or mandatory should be discussed at a later time. 
· This solution increases the cost of implementation. 
· FL Comment: The reason for this comment is not clear. It needs clarification (@Spreadtrum)
· This solution does not guarantee the processing of the 2nd PDSCH.
· FL Comment: On the contrary, this is the only solution that guarantees not only the processing of the high priority PDSCH, but also the low priority PDSCH. 
· For a UE that indicates capability pdsch-ProcessingType2-Limited for a band in a BC, it would be quite counter-intuitive to support multiple serving cells in the band w/ Cap #2 with BW restrictions on constituent carriers.
· FL Comment: This solution is applicable to all the cases, where the PDSCHs of different processing timing capabilities are mixed on the same carrier. Its use case is not necessarily limited to the UE indicating pdsch-ProcessingType2-Limited.
· The CA capability puts constraints on the configurations. 
· A UE not capable of CA operation cannot support the out-of-order HARQ operation.
· FL Comment: This is not necessarily the case. Solution 3 is based on the availability of orthogonal baseband processing resources at the UE. Even if the UE is not CA capable, it can still report its capability for supporting out-of-order operation under Solution 3.

Based on the comments provided by the companies, for clarity, the description of Solution 3 can be modified as follows:
Proposal #6: Assuming Option 2 is agreed for Rel. 16 NR URLLC, under Solution 3, the UE indicates the number of CCs that can be supported for low priority PDSCH and the number of CCs that can be supported for high priority PDSCH in a given band of a band combination. 
· The channels associated with different priorities can be scheduled in-order or out-of-order.
· The channels associated with the same priority can only be scheduled in-order.  
· The UE processes both the low priority and the high priority channels without dropping.


Solution 4-Alt1: “The UE always drops the first PDSCH”.
· Supporting Companies: Ericsson, III
· Proposed for the following case: if the first PDSCH follows cap#1 and occupies more than 136RBs with 30KHz SCS and ends within 10 symbols before the start of the second PDSCH (Ericcson), and UE with limited capability (III)
· FL Comment: It is unclear why a UE may be able to support Solution 4-Alt1, but the same UE cannot support Solution 4-Alt2.
· Companies NOT Supporting: DOCOMO, Qualcomm, LGE, HW/HiSi, Spreadtrum 
· Reasons for NOT supporting:
· This solution always mandates the UE to stop the processing of the low priority PDSCH. Hence, eMBB performance is degraded.

Solution 4-Alt2: “Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first channel.”
· Supporting Companies: CMCC (however, CA capability is one of the ways to define conditions; this is similar to Solution 3), LGE (as one of the preferred solutions), CATT, HW/HiSi, Spreadtrum, Sharp, InterDigital, Sony, Nokia
· Companies NOT supporting: Qualcomm, Samsung
· Reasons for NOT supporting: 
· Defining scheduling conditions, e.g., TBS, #layers, #RBs and their relation to how long it takes to process the low priority PDSCH and when the high priority PDSCH can be scheduled, is a challenging task and should be precluded. 

Based on the comments provided by the companies, consider the following scheduling condition for Solution 4-Alt2:

Proposal #7: Assuming Option 2 is agreed for Rel. 16 NR URLLC, under Solution 4-Alt2, the UE shall process both the low priority and the high priority PDSCHs if the gap between the first symbol of the high priority PDSCH and the last symbol of the low priority PDSCH is at least N1 symbols, where N1 is the minimum processing timing of the low priority PDSCH. Otherwise, the UE may skip decoding the low priority PDSCH. 
· In case the UE terminates the processing of the low priority PDSCH, the value of d is FFS.


Combination of Solution 1 and 2
· Supporting Companies: Panasonic, Ericsson, vivo, Samsung, Intel, ZTE
· Panasonic, Intel:
· If the UE is capable of decoding both channels, it will process both without dropping. If not, the UE always processes the 2nd channel, and may skip decoding a TB of the first channel.
· Ericsson:
· For Scenario 1-1 and 1-2 as defined in RAN1#96b, follow the above behavior proposed by Panasonic.
· vivo:
· If the PDSCHs are not overlapping, follow the solution above proposed by Panasonic. 
· If they are overlapping in time, Panasonic solution with a new capability defined for decoding simultaneously received PDSCHs can be adopted.
· If PDSCHs are overlapping in frequency, then the UE only processes the second PDSCH.
· Samsung:
· As a second preference, a modified solution 2 is proposed, wherein if the UE is not capable of processing both PDSCHs then (1) It always drops the first channel, or (2) it does not expect OOO operation. 
· ZTE: 
· If the UE is not capable of processing both PDSCHs, then it processes the second PDSCH and skips decoding the first PDSCH.

Combination of solution 3 and 4
· Supporting Companies: III
· One of the issues lies in the avaibility of UE’s CA capability. If UE cannot support CA, then out-of-order operation seems not allowed. However, even UE without CA capability, gNB can still conditionally perform out-of-order scheduling according to certain scheduling constraints for UE to process both PUSCHs. Another issue of Soution 3 is that the UE behavior is not defined if the conditions reporting to gNB are not satisfied, i.e., it is not clear whether the UE still processes the second PDSCH or not. 
· The compound solution, which is based on the structure of Solution 4-2 and takes UE capability in Solution 3 as an additional dropping condition, not only addresses above uncertainty issues, it also provides wider range of out-of-order use cases and applicable UEs, can be considered as one compromised solution.

Additional Proposals 

Proposal #8: For Rel. 16 NR URLLC, RAN1 should decide which of the following option(s) are supported:
· Option #1: (Scenario1, Case 1-1)
· Option #2: (Scenario1, Case 1-2, Alt1)
· Option #3: (Scenario1, Case 1-2, Alt2)
· Option #4: (Scenario 2, Case 2-1, Alt1)
· Option #5: (Scenario 2, Case 2-1, Alt2)
· Option #6: (Scenario 2, Case 2-2, Alt1)
· Option #7: (Scenario 2, Case 2-2, Alt2)
· Option #8: (Scenario 2, Case 2-3, Alt1)
· Option #9: (Scenario 2, Case 2-3, Alt2)
Where the options are described as follows:
· Scenario 1: The DL processing timing configuration and limitations on a given serving cell are identical to those of the Rel. 15 NR:
· Case1-1: In case two unicast PDSCHs are non-overlapping in time, but the PDSCH-to-PUCCH are out of order:
· The UE has to process both PDSCHs under a UE capability 
· Case1-2: In case two unicast PDSCHs are overlapping at least in the time domain:
· The PDSCH-to-PUCCHs can be in order or out of order:
· Alt1: Define a UE capability signaling for processing both PDSCHs without dropping.
· Alt2: Processing both PDSCHs is not supported. The UE shall process only the high priority PDSCH.
· Scenario 2: UE is configured with different processing timing capability on the same serving cell:
· Case2-1: In case two unicast PDSCHs are non-overlapping in time, but the PDSCH-to-PUCCH are out of order:
· Alt1: Define a UE capability signaling for processing both PDSCHs without dropping.
· Alt2: Processing both PDSCHs is not supported. The UE shall process only the high priority PDSCH.
· Case2-2: In case two unicast PDSCHs are non-overlapping in time, and the PDSCH-to-PUCCH are in order:
· Alt1: Define a UE capability signaling for processing both PDSCHs without dropping.
· Alt2: Processing both PDSCHs is not supported. The UE shall process only the high priority PDSCH.
· Case2-3: In case two unicast PDSCHs are overlapping at least in the time domain:
· The PDSCH-to-PUCCHs can be in order or out of order:
· Alt1: Define a UE capability signaling for processing both PDSCHs without dropping.
· Alt2: Processing both PDSCHs is not supported. The UE shall process only the high priority PDSCH.
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[bookmark: _Hlk8896297]Proposal #9: For Rel. 16 NR, the following UE capabilitities and behaviors are supported:
· On a given band of a band combination, a UE indicates the number of serving cells for the high priority PDSCH and the number of serving cells for the low priority PDSCH, and it processes both the high and low priority PDSCHs, then:
· On each serving cell, it can be configured with the same processing timing capability or different ones. 
· It processes both the low priority and high priority PDSCHs regardless of whether the PDSCH-to-PUCCHs are in order or out of order or PDSCHs are overlapping or not.
· Note: This UE can be configured with the same (under Rel. 15 NR configurations) or different processing timing capabilities on the same serving cell.
· Note: At least for this UE, all the low priority PDSCH-to-PUCCHs are in order and all the high priority PDSCH-to-PUCCHs are in order
· If the UE indicates it cannot process the high and low priority PDSCHs at least in some cases:
· Capability #1: The UE can be configured with the same (under Rel. 15 NR configurations) or different processing timing capabilities on the serving cell:
· If the UE is configured with the same DL processing timing capability on the serving cell:
· The UE processes both the high and the low PDSCHs if they are non-overlapping regardless of whether the PDSCH-to-PUCCHs are in order or out of order.
· The UE processes the high priority PDSCH, and can terminate the processing of the low priority PDSCH if they are overlapping at least in the time domain:
· Down-select between Solution 1, Solution 4-1 and Solution 4-2
· If the UE is configured with different DL processing timing capabilities on the serving cell:
· The UE processes the high priority PDSCH, and can terminate the processing of the low priority PDSCHs regardless of whether the PDSCH-to-PUCCHs are in order or out of order.
· Down-select between Solution 1, Solution 4-1 and Solution 4-2 for the case two PDSCHs are non-overlapping
· Down-select between Solution 1, Solution 4-1 and Solution 4-2 for the case two PDSCHs are overlapping.
· Capability #2: The UE can only be configured with the same DL processing timining capability (under Rel. 15 NR configurations) on the same serving cell.
· The UE processes both the low and the high priority PDSCHs if they are non-overlapping regardless of whether the PDSCH-to-PUCCHs are in order or out
· The UE processes the high priority PDSCH, and drop the low priority PDSCH if they are overlapping at least in the time domain
· Down-select between Solution 1, Solution 4-1 and Solution 4-2

[bookmark: _Hlk8927687]Proposal 10: For Rel. 16 DL URLLC, the following scenarios are identified for the handling of two unicast PDSCHs:
1. When different DL processing times are associated with different PDSCHs on the same serving cell, and the two PDSCHs are non-overlapping.
· Note: The PDSCH-to-PUCCHs can be out-of-order or in-order.
· Note: The solution(s) should address the UE processing pipelining issue.
· 1-1: When the UE is configured with additional DMRS and DL processing capability #2 on a given serving cell, a PDSCH with additional DMRS follows the DL processing timing capability #1 and a PDSCH without additional DMRS follows the DL processing timing capability #2.
· 1-2: Under this scenario, DL processing timing capability #1 and #2 can be configured and be followed on the same serving cell. 
· 1-3: For a UE indicating capability pdsch-Processing2Limited, when configured with DL processing capability #2 on a serving cell, PDSCH scheduled with larger than 136PRBs follows DL processing capability #1 and PDSCH scheduled with less than 136PRBs follows DL processing capability #2. 
2. When the same DL processing time is configured on the same serving cell, and the two PDSCHs are non-overlapping, and the PDSCH-to-PUCCHs are out of order.
· Note: There is no UE processing pipelining issue.
· Note: the in-order PDSCH-to-PUCCHs are already handled in Rel-15.
3. The two unicast PDSCHs are overlapping at least in the time domain, regardless of whether the same or different DL processing times is configured on the same serving cell.
· Note: The solution(s) should address the UE processing pipelining issue in this case.
RAN1 should develop solution(s) to support (1)-(3).
For handling (1)-(3), a single solution or multiple solutions can be adopted.
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