Page 4
Draft prETS 300 ???: Month YYYY
3GPP TSG-RAN WG1 Meeting #97	Tdoc R1-1907438
Reno, USA, May 13th – 17th, 2019

Agenda Item:	7.2.8.5
Source:	Ericsson
[bookmark: _GoBack]Title:	Latency analysis of SCell BFR solutions
Document for:	Discussion, Decision
1	Introduction
Beam failure recovery for SCell is part of NR Release-16 [1]. The term beam failure recovery was used during RAN1 work, but in the end the specification [2] used the term link recovery for the procedure.
In this contribution, we present a detailed analysis of the latencies for the various proposed SCell link recovery solutions. 
[bookmark: _Ref178064866]2	Discussion
Beam failure recovery was specified in Release-15. The main idea was that the UE would detect that the beams at the gNB and/or UE have been mis-aligned, implying that the NW would be unable to reach the UE. In this situation, instead of declaring RLF, the UE would search for a new RS, which fulfils a certain criterion. If such an RS is found, the UE would use that RS as a reference to perform contention-free or contention-based random access to the cell. The NW would then proceed to re-establish connection with the UE using the random access procedure. In the specification [2], this procedure is known as link recovery. 
Clearly, link recovery resembles radio link monitoring and RRC re-establishment. The main difference is that link recovery is faster: since there is no need to update the RRC parameters, the overhead associated with the procedure is smaller, which means that link recovery can be triggered earlier.
2.1	Analysis of Release-15 link recovery
To understand how fast link recovery is, it is useful to examine the various parts of the procedure:
Link failure detection: To detect link failure, the UE estimates the quality of a periodic reference signal. If the quality of the reference signal is below a certain level, corresponding to a PDCCH BLER of 10%, the UE notifies higher layers. After a configurable number of such indications, the UE declares link failure. We note that the SINR corresponding to a PDCCH BLER of 10% is quite low: in the order of -10dB. In this SINR range, it is quite difficult to estimate the SINR (the estimation of the signal is the challenging part) with good accuracy. Also, it is important not to trigger link failure due to fast fading: the fast fading needs to be averaged out.
Due to the challenging SINR estimation, and the desire to filter out the fast fading, the ability to detect fast changes in the shadowing becomes limited. To this end, RAN4 has agreed that the evaluation period for beam failure detection is 50ms [3]. The UE may thus use all measurements during the last 50ms to estimate the quality of the periodic RS. 
RS identification: In principle, the UE may detect and identify candidate RSs continuously. However, there is nothing in the standard that mandates this. Instead, the UE may initiate the RS identification procedure after link failure detection. In RAN4, there is currently a discussion on how many samples are needed to fulfil the requirements. Current assumption is that 3-5 samples will be needed, implying that the delay may be 60-100ms. 
Connection re-establishment: The connection re-establishment is dominated by the PRACH transmission time: the UE would need to find a transmission opportunity, and several re-transmissions may be needed. If the RACH transmission opportunities occur once every 20ms, this would point to a delay of 10-30ms.
Summing up, a full successful link recovery may take 120-180ms. Even if some UE implementations may do this faster, the standard does not mandate it:
[bookmark: _Toc524704633][bookmark: _Toc528940814][bookmark: _Toc534978734][bookmark: _Toc7173545]The link recovery procedure in Release-15 for a UE fulfilling the RAN4 requirements may take 120-180ms. 
These number should be compared to the latency of normal beam management/reporting. Here, the latency is determined by the period of the reporting on the reference signals. Clearly, the period of these reference signals and the associated reporting are design variables, but for adequate performance, reporting every 80ms would probably be required. Thus, assuming that an uplink channel is available for reporting, normal beam management/reporting is (much) faster.
[bookmark: _Toc524704634][bookmark: _Toc528940815][bookmark: _Toc534978735][bookmark: _Toc7173546]Link recovery is slower than normal beam management/reporting as long as there is an operational uplink channel.
Note that the lion share of the beam recovery latency comes from the link failure detection and the candidate beam identification.
It is also interesting to compare link recovery on SCells with RLF on PSCells: in dual connectivity, the UE performs RLM also on PSCell. After the UE declares RLF on a PSCell, the UE contacts the NW using the MCG, using normal RRC signalling. The UE does not perform random access on the PSCell:
[bookmark: _Toc7173547]After the UE declares RLF on a PSCell, the UE uses the still operational cell(s) in the MCG to inform the NW that the PSCell failed.
Hence, we realize that re-establishment of a failed PSCell relies on that the cell(s) in the MCG are still operational.
2.2 	Options for link recovery on SCell
In RAN1#96bis, the following was agreed:
For SCell with downlink only, UE reports failed CC index(es) and new beam information (if present) by PUSCH or PUCCH
· FFS: whether it is carried by MAC CE or UCI-like PUSCH or PUCCH
· Down-select at least one options for BFRQ procedure in RAN1 #97:
· Option 1: Failed CC index(es), new beam information (if present) and beam failure event to be reported by a single report by MAC CE 
· FFS: whether or not to have spec impact on resource for MAC CE
· Resource for MAC CE is not triggered by dedicated PUCCH/PRACH for BFR
· Option 2: step 1: UE conveys beam failure event, and step 2: UE reports new beam information (if present) and failed CC index(es)
· Step 1 is carried by dedicated PUCCH/PRACH resource
· Step 2 is carried by MAC CE or UCI
· Option 3: step 1: UE conveys beam failure event and failed CC index(es), and step 2: UE reports new beam information (if present)
· Step 2 is carried by MAC CE or UCI, e.g. AP-CSI
· PUCCH/PRACH is used for step 1 to carry failed CC index(es) implicitly
· FFS: whether it is single-bit PUCCH or multi-bit PUCCH
· The failed CC index(es) should be selected from up to N_max CCs for SCell BFR
· FFS: N_max 

For all the three options, the link recovery procedure starts with that the UE transmits an indication over PUCCH or PRACH to the network. Based on that indication, the network grants the UE resources to transmit the additional information over PUSCH. The process is illustrated in Figure 1. 
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[bookmark: _Ref7165880]Figure 1: Timeline for SCell beam recovery. For option 1 and 2, the NBI report contains also the failed CC index. In this example, there is an SR opportunity in every 4th UL slot, which would correspond to a rather large SR overhead. 
Clearly, the delay from beam failure detection to the first SR transmission opportunity is the same for options 1-3. 
The delay between the BFRQ transmission and the UL grant transmission is from a specification point of view the same. However, for options 2 and 3, the NW directly knows that one SCell has failed, and can prioritize that request, in case there is high load in the system:
[bookmark: _Toc7173548]For options 2 and 3, the NW can prioritize allocating UL resources to the UE with a failed SCell.
Note that the NW of course does not have to prioritize the UE with a failed SCell: it simply has the possibility to do that.
The latency between the UL grant and the NBI report does not depend on how the BFRQ is transmitted: it depends on the format of the NBI report, i.e., if MAC CE or UCI is used:
[bookmark: _Toc7173549]The latency between the UL grant and the NBI is independent of how the BFRQ is transmitted.
Thus, we instead compare MAC CE and UCI.
Since MAC CE beam reporting is not standardized, any delay estimate would be somewhat speculative. However, it would appear that the delay is dominated by the time it takes for the UE to perform the measurement.
Since the beam reporting over UCI is already supported, some information is available. The time between the DCI and the report is determined by the UE capability beamReportTiming, which is quite short. Still of course, the report can only be sent in the UL slots. As for MAC CE reporting, the delay also depends on the time it takes for the UE to perform the measurement. Thus, we observe
[bookmark: _Toc7173550]Both for MAC CE and UCI reporting, the delay is determined by the time it takes for the UE to perform the measurement and the availability of UL slots.
It is important to note that the time between the UL grant and the NBI report transmission mainly depends on if the UE performed the required measurements before receiving the UL grant. If the UE has not performed the measurement, the delay would mainly be determined by the interval between candidate beam RS transmissions, and the associated UE processing delay. Here we note for the currently specified beam reporting, the UE is not required to perform background measurements on periodic CSI-RS:
[bookmark: _Toc7173551]For the currently specified beam reporting, the UE is not required to perform background measurements.
Finally, in option 3 information about the failed CC is included already in the BFRQ. However, since the NBI information comes in the subsequent MAC CE/UCI report, the latency is not affected. 
After the reception of the NBI report, the NW can start using the reported new beam on the failed CC. The NW can then active a new TCI state if necessary. The delay of this procedure is independent of which option is chosen for the beam recovery signaling.
Summing up the observations, we conclude:

[bookmark: _Ref524704498][bookmark: _Toc524704638][bookmark: _Toc528940822][bookmark: _Toc534978736][bookmark: _Toc7173552]The difference in latency among the 3 methods is insignificant and depends on other properties of the system.
Based on this, we can conclude that the choice between the beam recovery options should be based on other factors.
Conclusion
In the previous sections we made the following observations: 
Observation 1	The link recovery procedure in Release-15 for a UE fulfilling the RAN4 requirements may take 120-180ms.
Observation 2	Link recovery is slower than normal beam management/reporting as long as there is an operational uplink channel.
Observation 3	After the UE declares RLF on a PSCell, the UE uses the still operational cell(s) in the MCG to inform the NW that the PSCell failed.
Observation 4	For options 2 and 3, the NW can prioritize allocating UL resources to the UE with a failed SCell.
Observation 5	The latency between the UL grant and the NBI is independent of how the BFRQ is transmitted.
Observation 6	Both for MAC CE and UCI reporting, the delay is determined by the time it takes for the UE to perform the measurement and the availability of UL slots.
Observation 7	For the currently specified beam reporting, the UE is not required to perform background measurements.
Observation 8	The difference in latency among the 3 methods is insignificant and depends on other properties of the system.
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