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1	Introduction
Beam management solutions were standardized in Release-15. These solutions were designed to support UEs with directional antennas. The solutions included transmission of beam indications to the UE, reporting of L1-RSRP based on CSI-RS and SS/PBCH block and beam recovery solutions.
The release-16 NR eMIMO WID [1] includes improvements to beam management. In this contribution we give our view on the various parts of the multi-beam operation enhancements.
[bookmark: _Ref178064866]2	Discussion
[bookmark: _Ref4658620]2.1	UL beam selection improvements
If the UE supports beam correspondence the UE can determine the transmit beam for PUCCH and PUSCH based on previously transmitted DL reference signals. If the UE does not support beam correspondence (or has poor beam correspondence) the NW can request the UE to transmit an SRS sweep, perform measurements on these SRSs and indicate to the UE which SRS resource is preferred in the subsequent scheduling assignments. 
2.1.1	UL beam selection improvements for UEs without beam correspondence
In this section, we describe improvements to PUCCH/PUSCH transmissions that rely on SRS beam sweeping to derive the UL Tx beam. 
2.1.1.1	Lean control of the PUCCH/PUSCH spatial relation
In RAN1#96bis, the following was agreed:
 Agreement
For UL beam management latency and overhead reduction, support MAC CE based spatial relation update for aperiodic SRS per resource level
· FFS: Whether this is a UE optional feature
FFS: Whether above is applicable regardless of the aperiodic SRS target use
· 

Thus, the corresponding working assumption from RAN1#96 was agreed. In addition, the different use case for SRS was discussed.
In our opinion, it is valuable if MAC CE-based update of spatial relations is applicable to all SRS use cases. If the MAC CE update is  only applicable to SRS sets with SRS-SetUse=‘beamManagement’ it means that SRS resources used for codebook based, non-codebook based or antenna switching needs to have an intermediate spatial relation to one of the SRS resources in an SRS resource set with SRS-SetUse=‘beamManagement’ to be able to use MAC CE for updating spatial relations, which would increase the amount of required overhead signalling. By allowing MAC CE to operate on SRS resources in different types of SRS resource sets would remove the need for such a dummy SRS resource set:
[bookmark: _Toc7621855][bookmark: _Toc534967577][bookmark: _Toc534987229][bookmark: _Ref528839673][bookmark: _Toc7806339]Allow MAC CE based updates of spatial relation for aperiodic SRS resources belonging to SRS resource set with SRS-SetUse=‘beamManagement’, ‘codebook’, ‘nonCodebook’ and ‘antennaSwitching’
One option would have been to let MAC CE directly control the spatial relation of each individual SRS resource. However, this leads to that MAC CE actually impacts the RRC configuration, mixing up the responsibility of the different protocol layers This issue exists also for the semi-persistent SRS, and we should not introduce that also for aperiodic SRS:
[bookmark: _Toc7806322]Directly controlling the spatial relation of an aperiodic SRS resource means that RRC configurations are updated using MAC CE, which is clearly undesirable. 
Furthermore, since there can be many SRS resources, directly updating them individually using MAC CE may lead to a significant MAC CE signaling overhead:
[bookmark: _Toc7806323]Directly updating each individual SRS resource can lead to a large MAC CE signaling overhead.
Rather than updating the spatial relations directly, we have identified two options that performs the update in a way that leads to less conflict between the RRC and MAC CE signaling. The options are compared in [3], and based on that discussion, we propose to adopt a scheme similar to how aperiodic triggering states are updated. Essentially, MAC CE activates one SRS resource set out of a number of configured SRS resource sets: 
[bookmark: _Toc7806340]Support MAC CE activation of one SRS resource set previously configured using RRC. 
The signaling is depicted in Figure 1.
[image: ]
[bookmark: _Ref4657293]Figure 1: MAC CE activates one SRS resource set previously configured by RRC.
2.1.1.2	Flexible spatial relations
The procedure of updating UE TX beam is associated with quite some overhead, even with the updates proposed in the previous section. Due to UE rotation, the UL Tx beam may be rapidly outdated, making it necessary to repeat the SRS sweeping procedure and the associated signaling rather frequently. Note that with the current specification, the UE must use the beam used for the most recent SRS transmission also for the scheduled PUSCH. 
One way to reduce the overhead and latency of solutions based on SRS sweeping is to introduce a concept of flexible spatial relations. The purpose of the flexible spatial relation is to allow the UE to choose a different Tx beam for a subsequent UL transmission than the UE TX beam that has been indicated through the spatial relation. UE could then base its UE TX beam selection on measurements such as
-	Measurements on a DL RS
-	Measurements from movement sensors. 
Figure 2 illustrates the principle of flexible spatial relations. In Step1 the UE performs a TX beam sweep by transmitting different SRS resources in different UE TX beams. The NW performs measurements on the different SRS resources and determines a preferred SRS resource, which corresponds to a certain UE TX beam. In Step2 the NW updates the spatial relation for the UE and indicate that the updated spatial relation is flexible. In Step3 the UE transmit PUCCH and/or PUSCH in the UE TX beam indicated from the flexible spatial relation. In Step4 the UE has discovered that it has rotated (for example based on movement sensors or measurements on DL RS) and applies a new UE TX beam for coming UL transmission without informing the NW.  
[image: ]
[bookmark: _Ref534970499] Figure 2: Illustration of the principle with flexible spatial relation.
[bookmark: _Hlk534972431][bookmark: _Toc534967578]With the introduction of such flexible spatial relations, the NW may perform an SRS sweep, and indicate to the UE to use the beam corresponding to the preferred SRS for the subsequent PUCCH/PUSCH transmission. However, the UE is then allowed to use another beam than the preferred SRS, if the UE has additional measurements that point to that the optimum beam has changed since the transmission of the SRS sweep.
Hence, we propose
[bookmark: _Toc534987230][bookmark: _Toc7806341]Introduce concept of flexible spatial relation that enables the UE to update the UE TX beam by itself without the NW updating the spatial relations.
More details can be found in [2].
[bookmark: _Hlk528657467]2.1.2	UL beam selection improvements for UEs with beam correspondence

In RAN1#96bis, the following was agreed
Agreement
Simultaneous update/indication of a single spatial relation per group of PUCCH is supported by using one MAC CE 
· As a starting point, the group should correspond to all the PUCCHs in a BWP when a single active spatial relation is applied before and after activation
· If there is no consensus on the details of the grouping, only one group per BWP will be supported in Rel-16 which will correspond to all the PUCCHs in a BWP
Detailed design on the MAC CE is up to RAN2

In Release-15, a list of spatial relations for PUCCH is configured by RRC and subsequently one spatial relation is activated using a separate MAC CE for each PUCCH resource and BWP. The above agreement from RAN1#96bis states that the RRC configuration of PUCCH resources and MAC CE activation of PUCCH spatial relations should be modified to reduce overhead.   
In single-TRP operation, all the PUCCH resources should be transmitted in the same direction, i.e., using the same spatial relation. Since only the PUCCH resources in the active BWP can be used at a certain point in time, that grouping covers the most important case of simultaneously updating the spatial relation of all PUCCH resources in the active BWP. However, a UE can have up to four BWPs configured in a serving cell, e.g., for UE power saving reasons. The per BWP grouping implies that each time the active BWP changes, a new MAC CE message needs to be transmitted to refresh the active PUCCH spatial relation. This is an unnecessary operation that can be avoided by extending the grouping definition to include all PUCCH resources in the cell. In fact, like the TCI states, the spatial relations are typically valid for a wide frequency range. So, further overhead reduction can be achieved by extending the grouping to incorporate all PUCCH resources from all CCs in a band.
Hence, we propose: 
[bookmark: _Toc7800171][bookmark: _Ref4741221][bookmark: _Toc7806342]Support updating with a single MAC CE message the spatial relations of all PUCCH resources across BWPs and CCs in a band. 
While the detailed design of MAC CE is up to RAN2, a possible way of implementing the RAN1#96bis agreement is to first introduce a (actually, the same) spatial relation group ID in the RRC configuration of each PUCCH resource and then replace the PUCCH resource ID with the spatial relation group ID in the PUCCH spatial relation activation MAC CE. Further implementation of Proposal 4 is rather straightforward, e.g., by using the same spatial group ID in the RRC configuration of all PUCCH resources for every BWP and CC and removing the BWP and serving cell IDs from the PUCCH spatial relation activation MAC CE. A positive side effect is that the size of the MAC CE can be reduced to two octets or possible even to a single one, depending on the number of bits required for the spatial relation group ID.
For multi-TRP scenarios, different PUCCH transmissions may target different TRPs. For example, in the case of multi-PDCCH NC-JT illustrated in Figure 3 Multi-TRP scenario with separate HARQ feedback and CSI , the UE is configured to transmit TRP-specific HARQ feedback and CSI report. This implies that the PUCCH spatial relation needs to be TRP-specific, so for the multi-TRP use case, lumping all PUCCH resources in a single group and simultaneously updating spatial relations will not work. For multi-TRP scenarios, grouping of PUCCH resources with respect to the spatial relations, needs to be done per TRP.
[image: ]
[bookmark: _Ref7794185]Figure 3 Multi-TRP scenario with separate HARQ feedback and CSI report 
Hence, we propose:
[bookmark: _Toc7800173][bookmark: _Toc7806343]Support updating with a single MAC CE message the spatial relations of a group of PUCCH resources across BWPs and CCs in a band. 
In single-beam operation, the signalling overhead can be significantly reduced if there was a lightweight configuration option to let the UL follow the DL. One way to achieve this is to introduce the possibility to configure a spatial relation as a CORESET. When configured with a CORESET Id in the spatial relation, the UE would derive the UL Tx beam from the DL Rx beam of the PDCCH DMRS. When the updates the TCI state of that CORESET, the UL follows: there is no additional signalling required. Thus, we propose:
[bookmark: _Toc7806344]Introduce the possibility to use a CORESET when configuring a spatial relation.
2.1.3	Update of pathloss reference RS
During the Release-16 standardization, new signalling mechanisms have been introduced, leading to that RRC reconfigurations can be avoided: e.g., the number of configured spatial relations for PUCCH has been increased. However, we have identified that there is still one area where RRC reconfigurations are required to compensate for UE movement within the cell: beam-based power control.
The power control loops for the PUCCH, PUSCH and SRS reuse the LTE paradigm: an open-loop part, where the UE adjusts is TX power based on the received power of a DL reference signal, and a closed-loop part where the NW performs adjustment based on received power. The DL reference signal used for open-loop power control is called pathloss reference RS. Much of the discussion will be on how the pathloss reference RS is updated to handle UE movement. 
As will be clear from the discussion in the contribution, the beam-based power control is not designed to handle UE mobility. The only way to avoid RRC reconfigurations is to avoid configuring any pathloss reference RSs at all, which will imply that the UE would default to using a non-specified SS/PBCH block as pathloss reference RS:
[bookmark: _Toc7529295][bookmark: _Toc7806324]The only way to avoid RRC reconfiguration of the power control is to rely on a default SS/PBCH block as pathloss reference RS. 
The power control configurations for the PUSCH, PUCCH and SRS are somewhat different and will be separately described.
The PUCCH power control is relatively simple to fix: since the pathloss reference RS is configured as part of the spatial relation, any update of the spatial relation will lead to that the pathloss reference RS is also updated. However, only a rather small number of PUCCH pathloss references RSs can be defined, and to facilitate an update via the spatial relation update, this number must be increased. Hence, we propose
[bookmark: _Toc7529296][bookmark: _Toc7806345]Increase the maximum number of PUCCH pathloss reference RSs to 64.
For SRS, the situation is slightly more complicated. The pathloss reference RS is configured as part of the SRS resource set, while the spatial relation is configured as part the individual SRS resource. 
To circumvent this limitation, we propose to reuse the MAC CE activation paradigm proposed in [3].
[bookmark: _Toc7701442][bookmark: _Ref7720892][bookmark: _Ref7720909][bookmark: _Toc7806346]Introduce the possibility to activate SRS resource sets using MAC CE.
Since different SRS resource sets have different power control parameters, the power control behaviour is changed as the activated SRS resource set is updated.
For PUSCH, two things need to be done to avoid RRC reconfigurations as the UE moves: the number of pathloss reference RSs for power control must be increased, and MAC CE control of the SRI-PUSCH-PowerControl must be introduced:
[bookmark: _Toc7701443][bookmark: _Toc7806347]Increase the maximum number of PUSCH pathloss reference RSs to 64.
[bookmark: _Toc7701444][bookmark: _Toc7806348]Introduce MAC CE activation of SRI-PUSCH-PowerControl structures, and state that the SRI points into the activated subset.
For more details, see [5]
2.2	DL beam selection improvements
2.2.1	Increased flexibility for QCL relations
The Rel-15 framework for beam management is based on the framework of spatial QCL assumptions and spatial relations to support e.g. analog beamforming implementations at the UE and/or the network (NW). The framework allows great flexibility for the network to instruct the UE to receive signals from several directions and to transmit signals in several directions.
Downlink beam management is performed by conveying QCL associations to the UE, particularly the spatial QCL is of relevance here (‘Type D’), which are encapsulated in TCI states. One TCI state contains one or two RSs, and each RS is associated with a QCL type.  
Once a QCL relation becomes outdated, i.e., when the UE is unable to receive the corresponding RS(s), the NW would have to activate a new TCI state, which contains RS(s) the UE can receive. This signalling is performed using MAC CE. This signalling overhead essentially leads to a limitation on how accurate QCL relations can be conveyed to the UE: it becomes too cumbersome to provide the UE with reference signals transmitted in narrow beams as QCL source, since that would result in too much signalling. 
[bookmark: _Toc528954504][bookmark: _Toc534987212][bookmark: _Toc7806325]The signalling overhead limits how accurate QCL relations can be conveyed to the UE.
As long as the gNB antenna is reasonably small (in the order of 100 antenna elements), the discrepancy between the QCL properties of a wide and narrow beam will be reasonably small, meaning that the NW could provide QCL relations based on the wide beam only, and rely on that the performance of the reception for the narrow beam is good enough when based on the QCL properties of signals transmitted in the wide beam.
To improve performance in systems with larger antennas (in the order of 1000 antenna elements), the RS used as QCL source for the PDCCH/PDSCH reception (typically the TRS) should be transmitted in a beam that is as similar as possible to the PDCCH/PDSCH beam. Such a narrow beam would have to follow the UE as it moves, as illustrated in Figure 4.
[image: ]
[bookmark: _Ref528567415]Figure 4: Dynamic, UE-specific TRS. The TX beam changes slowly as the UE moves, but the RS configuration the UE uses does not change.
However, the setup in Figure 4 is problematic in Rel-15. The reason is that the TRS itself needs a QCL source, and since the TRS is periodic, that QCL source is configured using RRC. Thus, if the QCL source of the TRS becomes outdated, the NW may have to resort to RRC signalling to change that QCL source, leading to that RRC signalling is needed to handle intra-cell mobility. 
Note that the QCL source of a periodic CSI-RS resource is an optional RRC parameter. Thus, it can be argued that Rel-15 does not require RRC signalling to handle the UE mobility depicted in Figure 4. However, it is not clear how the UE would perform in this case. 
[bookmark: _Toc7806326]The QCL source of a periodic CSI-RS is an optional RRC, implying that the UE must be able to utilize a periodic CSI-RS without a QCL source.
To improve the UE performance, rather than configuring a TRS without any QCL source, the NW could configure the TRS with multiple QCL sources. The NW would then tell the UE that the QCL properties of the target is equal to the QCL properties of all the configured QCL sources, and the UE may use the QCL properties of any combination of the sources when demodulating the target RS:
[bookmark: _Toc525901429][bookmark: _Toc528573133][bookmark: _Toc528954519][bookmark: _Toc534987234][bookmark: _Toc7806349]Introduce the possibility to configure several QCL sources for one RS.
The UE may use the QCL properties of any combination of the QCL sources when demodulating the target RS. One example of such a multi-source QCL configuration would be to configure one TRS with several different SSBs as QCL sources.
2.2.2	 Improvements to TRS
Reducing overhead and increasing flexibility in NR is often equivalent to reducing the amount of periodic reference signals. Currently, there are only two periodic reference signals in NR: the SS/PBCH block and the TRS. Reducing the number of SS/PBCH blocks is quite difficult, since it impacts initial access. On the other hand, some improvements are relevant for TRS.
Currently, there are two supported TRS configurations: one periodic and one aperiodic. It would appear that utilizing the aperiodic TRS (a-TRS) would reduce the amount of periodic reference signals, but unfortunately the a-TRS is crippled by the fact that the only allowed QCL sources for the a-TRS is periodic TRS (p-TRS).
One simple way to reduce the amount of periodic reference signals is thus to introduce another supported configuration for a-TRS, where the QCL sources are as for the p-TRS:
[bookmark: _Ref773792][bookmark: _Toc7806350]Introduce the possibility to configure an aperiodic TRS with the same TCI states as the periodic TRS. 
Proposal 12 implies that the UE can expect that a TCI-State used as QCL source for the a-TRS indicates one of the following QCL type(s):
· 'QCL-TypeC' with an SS/PBCH block and, when applicable, 'QCL-TypeD' with the same SS/PBCH block, or
· 'QCL-TypeC' with an SS/PBCH block and, when applicable,'QCL-TypeD' with a CSI-RS resource in an NZP-CSI-RS-ResourceSet configured with higher layer parameter repetition
2.2.4	SRS in the TCI state
The reference signals in the TCI state is used by the UE as QCL sources when receiving other signals. The QCL type describes what channel properties the UE can derive from the QCL source reception. ‘QCL-TypeD’ was introduced to handle UEs that rely on beamformed analog reception. With ‘QCL-TypeD’, the UE may derive the ‘spatial Rx parameter’ from the QCL source when receiving the target reference signal, which essentially means that the UE can assume that it can use the same Rx beam when receiving the two signals. Currently, only SS/PBCH blocks or CSI-RS are allowed in the TCI states.
The concept of beam correspondence was explained in section 2.1. The main use case for beam correspondence is that the UE can derive its Tx beam from an Rx beam, but the opposite mapping is also possible: a UE with beam correspondence may derive an Rx beam from a Tx beam.
In the future, digital receivers may be more common in base stations. In this case, the gNB may rely on reciprocity to derive the Tx beam from a received SRS, thus not relying on DL beam management. Such a scheme can be efficiently combined with SRS beam sweeping to determine a suitable Tx beam. Since there is no DL beam management, the most efficient operation would be to signal to the UE that it can use the Rx beam corresponding to a certain transmitted SRS as receive beam. This would require that an SRS can be used in a TCI state to signal ‘QCL-TypeD’. Hence, we propose:
[bookmark: _Toc7806351]Introduce the possibility to configure SRS in a TCI state to indicate ‘QCL-TypeD’.
2.3	UL transmit beam selection for multi-panel operation
In RAN1#96bis, the following was agreed:
Agreement
In Rel-16, only introduce specification enhancement for MPUE-Assumption3
· MPUE-Assumption3: Multiple panels are implemented on a UE and multiple panels can be activated at a time but only one panel can be used for transmission.
· Note that this does not require a UE to always activate multi-panels simultaneously
· Note: UE can control the panel activation/deactivation 
· Possible use cases at least include
· (General) UL coverage enhancement for FR2 considering the UE power consumption 
· Discussion topics in Rel-16 include:
· Details on the identification for a panel and corresponding panel definition
· Any enhancement introduced in Rel-16 should take further enhancement of simultaneous transmission across multiple panels for future releases into account. 
This is a UE optional feature

2.3.1	Potential enhancements for MPUE-3
In Release-16, the only considered enhancements will be related to MPUE-Assumption3: a UE that is equipped with several panels but can only transmit using one at a time. The panels can be activated at the same time, so the NW can instantaneously choose to schedule a transmission from either panel.
The number of panels at the UE is an implementation design choice, and hence transparent to the NW. The standard supports UEs with any number of panels. It is quite likely that UEs will choose to activate only one of the panels and use only that panel to receive data. This is done to save power. The UE will then from time to time turn on all panels to check if another panel is better, in which case that panel is activated, and the previous panel is deactivated. Another way to handle multiple panels is that the NW may schedule UL SRS transmissions to probe multiple panels via the use of several SRS resource sets for beam management. 
Through either of these approaches, the pathloss between the gNB and the different panels is determined. The actual scheduling decision is then based on pathloss: the panel with the best pathloss is (implicitly) chosen. In some cases, the RF exposure regulations will require that the UE refrains from using its maximum Tx power. [19] by applying a back-off P-MPR. The exact level of reduction is still discussed in RAN4. 
We have investigated the potential gain of utilizing the knowledge of such P-MPR in the gNB, to perform multi-panel scheduling. The underlying idea is that the gNB would avoid scheduling PUSCH on an UL panel with lower available Tx power. An example result is shown in Figure 5, and the full set of results are available in [4].

[bookmark: _Ref7721762][bookmark: _Ref7721936]Figure 5: Low-load user throughput for P-MPR aware multi-panel scheduling for different back-offs and different UE antenna configurations. 7dB additional shadowing is applied to one of the panels.
In the investigation, we have actually applied P-MPR-aware cell selection and scheduling. It is reasonable to assume that if only P-MPR-aware scheduling was performed, the gains would be lower. Based on the results in Figure 5, we observe
[bookmark: _Toc7698997][bookmark: _Toc7806327]Even when P-MPR-aware cell selection is applied, the gains with P-MPR-aware scheduling are in many cases small.
However, there are gains in some cases, as shown in [4], but it is unclear if these gains motivate the introduction of the required signaling mechanisms.
If P-MPR-aware scheduling does not provide enough gains, the question is what updates of the UL scheduling framework would be beneficial. This is also coupled to the ID that was agreed in RAN1#95, and further detailed in RAN1#95AH:
Agreement
An identifier (ID), agreed in RAN1#95, that can be used at least for indicating panel-specific UL transmission is to be down-selected or merged from the following alternatives in next RAN1 meeting:
· Alt.1: an SRS resource set ID, where FFS on further association to other RS (if needed)
· Alt.2: an ID, which is directly associated to a reference RS resource and/or resource set 
· Alt.3: an ID, which can be assigned for a target RS resource or resource set
· Alt.4: an ID which is additionally configured in spatial relation info

In RAN1#96bis, the following working assumption was agreed:
Working Assumption
The agreed ID (not excluding to reuse existing ID) for a panel can be used for panel-selection-based transmission of PUSCH, PUCCH and SRS, among multiple activated panels.
· FFS details, including an explicit/implicit indication of the panel, also considering beam correspondence at UE.
· FFS on whether the ID can be used for panel-specific PRACH transmission, if supported.

[bookmark: _GoBack]Although we do not fully appreciate the difference between alt 2 and 3 in the agreement from RAN1#95AH, we do see a need to clean up the UL scheduling framework. The control of the spatial characteristics of SRS, PUCCH and PUSCH are all different in Release-15. In contrast, the spatial characteristics of the DL transmissions are all described by the TCI states. The TCI states provide a unified way to provide the UE with the required information about the spatial characteristics of the DL transmissions, both for PDCCH, PDSCH and CSI-RS. The TCI states can also be extended to more general scenarios: currently it is being extended to handle also the multi-TRP case.
To clean up the handling of the spatial characteristics of UL transmissions, we propose to introduce an UL TCI in Release-16. In our understanding, this would correspond to alt 2: an ID which is directly associated to a reference RS resource. The UL TCI would have a similar structure as the DL TCI: it would essentially contain a pointer to an RS, either UL or DL. The UL TCI would be used to configure the spatial characteristics of any UL transmission: it would be applicable for SRS, PUCCH and PUSCH. For SRS, it would appear in any place where the spatial relation appears today, being handled in different ways for different time-variants of SRS. For PUCCH, it would be handled in the same way as the spatial relations are handled today. For PUSCH, it would be used directly in the UL grant. Hence, we propose
[bookmark: _Toc7806352]Introduce an UL TCI to control the spatial properties of SRS, PUCCH and PUSCH transmissions.
2.4	Link recovery on SCell
Beam failure recovery was specified in Release-15. The main idea was that the UE would detect that the beams at the gNB and/or UE have been mis-aligned, implying that the NW would be unable to reach the UE. In this situation, the UE would search for a new RS, which fulfils a certain criterion. If such an RS is found, the UE would use that RS as a reference to perform contention-free or contention-based random access to the cell. The NW would then proceed to re-establish connection with the UE using the properties of the random access procedure. In the specification [9], this procedure is known as link recovery. 
Although link failure recovery is much faster than the RRC re-establishment that follows radio link failure, the procedure is not extremely fast: once a UE moves out of coverage, it will take ~150ms before the UE has completed a (potentially successful) link recovery:
[bookmark: _Toc528954508][bookmark: _Toc534987219][bookmark: _Toc7806328]Completing link recovery takes around 150ms, from the time when the beam is lost, until a new beam is operational.
More details on the derivation of this latency can be found in [6]. Note that this is not an issue of configuration but follows from the properties of the channel and the RAN4 requirements related to the estimation at low SINR.
The description of link recovery on SCell in the WID [1] is quite broad: many deployment scenarios are covered: the PCell can be in either FR1 or FR2, and the SCell may be DL-only. In our understanding, the RAN1 solutions are agnostic to FR1 or FR2 operation, whereas the requirement to operate in DL-only SCells provides some limitations in what solutions are possible.
In RAN1# AdHoc1901, the following agreement was made
Agreement
For SCell BFR
· Decide BFRQ solution for BFR on SCell with DL only first, PCell in FR1+FR2
· Above is to facilitate RAN1 discussion but not to prioritize certain scenarios

From the above agreement, RAN1 should design a solution for DL-only SCells first, whereas a subsequent solution for UL/DL SCells can be designed later. Following this guidance from RAN1 AdHoc1901, we will only discuss a solution for DL-only SCells in the contribution.
2.4.1	Link failure detection
In CA, the UE can be configured with many SCells. The RRC specification [13] supports up to 31 SCells, and it is quite likely that many SCells will be deployed, already early. For link recovery to be a useful feature, it is important that it is possible to monitor the quality of all configured SCells: it is not possible to select a subset of the SCells to monitor. Hence, we propose:
[bookmark: _Ref524682392][bookmark: _Toc524704642][bookmark: _Toc528954521][bookmark: _Toc534987240][bookmark: _Toc7806353]A UE can be configured to perform link recovery on all configured SCells.
We realize that the BFD monitoring may be complex for the UE, so the number of SCells a UE supports may be limited by a UE capability.
In many cases, the channel conditions on different SCells may be correlated. For instance, it is quite likely that several CCs, adjacent in frequency, will be configured in FR2, to utilize the large available bandwidths. In such a case, there is little point in configuring beam failure detection RSs on all the CCs. If one of the CCs is the P(S)Cell, there is little point in configuring BFR on any of the SCells: it is sufficient to configure BFR on the P(S)Cell:
[bookmark: _Toc7806329]There is no point to configure BFR on CCs with correlated channel conditions: it is sufficient to configure BFR on one of them. 
In RAN1 #96bis, there was a discussion on how the BFD RS can be configured, and the following agreement was made:
Agreement
At least for explicit configuration, downlink RS for BFD is in current CC 
· FFS: Downlink RS for BFD in another CC within the same band for implicit configuration

In the Rel-15 framework for BFD configuration, the downlink RS for BFD can be in another CC for implicit configuration, i.e., when the UE derives the QCL Type D assumption from an RS in another CC. We do not see any reason to deviate from the Rel-15 framework in this aspect. Hence, we propose
[bookmark: _Toc7806354]SCell BFD RS can be in another CC for implicit configuration.
The alternative would be that the UE is not performing BFD for the SCell when implicit configuration is used. This would lead to that the monitoring rules would be different for SpCell and SCells, which would be unfortunate.
2.4.2 	Recovering from link failure
The link recovery procedure standardized in Rel-15 includes the mechanism for the UE to identify and convey a new suitable beam to the network. This is called new beam identification (NBI)
In RAN1 #97, the following was agreed:
Agreement
· [bookmark: _Hlk7095022]For SCell with downlink only, UE reports failed CC index(es) and new beam information (if present) by PUSCH or PUCCH
· FFS: whether it is carried by MAC CE or UCI-like PUSCH or PUCCH
· Down-select at least one options for BFRQ procedure in RAN1 #97:
· Option 1: Failed CC index(es), new beam information (if present) and beam failure event to be reported by a single report by MAC CE 
· FFS: whether or not to have spec impact on resource for MAC CE
· Resource for MAC CE is not triggered by dedicated PUCCH/PRACH for BFR
· Option 2: step 1: UE conveys beam failure event, and step 2: UE reports new beam information (if present) and failed CC index(es)
· Step 1 is carried by dedicated PUCCH/PRACH resource
· Step 2 is carried by MAC CE or UCI
· Option 3: step 1: UE conveys beam failure event and failed CC index(es), and step 2: UE reports new beam information (if present)
· Step 2 is carried by MAC CE or UCI, e.g. AP-CSI
· PUCCH/PRACH is used for step 1 to carry failed CC index(es) implicitly
· FFS: whether it is single-bit PUCCH or multi-bit PUCCH
· The failed CC index(es) should be selected from up to N_max CCs for SCell BFR
· FFS: N_max 

The three options in this agreement actually contain several suboptions. In particular, both option 2 and 3 include MAC CE and UCI. 
In [6], we compared the latency of options 1-3, and it was concluded that there is no difference in latency between the options. Hence, the choice is not determined based on latency.
The main disadvantage with option 3 is that it requires that more PUCCH resources are reserved for the step 1 transmission. To support 31 SCells, 5 PUCCH resources must be reserved per UE, and even in this case, only a single failed SCell can be indicated. To indicate any combination of failed SCells, 31 PUCCH resources will be required. For the multi-bit PUCCH (PUCCH format 3 or 4), one periodic PUCCH resource must be reserved per UE. 
This additional overhead comes with no benefit: as already remarked, the latency of the 3 options is the same. In light of this, we propose
[bookmark: _Toc7806355]Do not convey failed CC index(es) in step 1.
In option 2, it is still open if the NBI is transmitted using MAC CE or UCI. If MAC CE is selected, there is a merit to support both option 1 and option 2: in fact, it can be argued that option 1 is automatically supported, since the UE can always ask for UL resources to send a MAC CE. 
When comparing MAC CE and UCI, MAC CE has greater flexibility: the format can easily handle any reasonable number of SCells, each associated with a separate NBI. On the other hand, the overhead for the smaller payloads may be slightly larger. The UCI solution is less flexible, but the additional overhead may be slightly smaller.
One point to bear in mind is that both MAC CE and UCI solutions would require the design of new reports: it is not possible to reuse the normal RSRP reports, since those do not include an SCell index.
[bookmark: _Ref7186612][bookmark: _Toc7806330]The MAC CE based solution is more flexible but may have slightly higher overhead for smaller payloads.
Since the NW explicitly schedules both the MAC CE report and the UCI report, the NW will immediately notice if the NBI report is lost and can directly request retransmissions. Since the MAC CE relies on HARQ, the performance is slightly better, and since normal retransmission mechanisms are used, the UE complexity may be lower. In contrast, the normal beam reports are typically not stored in the UE.
[bookmark: _Ref7186614][bookmark: _Toc7806331]The MAC CE based solution can reuse the normal retransmission mechanism to achieve better performance without any additional implementation effort in the UE.
Finally, we note that a MAC CE beam report could be reused for other purposes. There may for instance be relevant to include the MAC CE beam report in Msg3, if the RAR grant allows that.
Based on Observation 9 and Observation 10, we propose
[bookmark: _Toc524704643][bookmark: _Toc528940824][bookmark: _Toc534212082][bookmark: _Toc534987242][bookmark: _Toc7806356]Use MAC CE to convey failed CC index and NBI to the network.
With the MAC CE solution, option 1 is automatically supported: the UE can always ask for UL resources to send a MAC CE to the network. This scheduling request is in most cases conveyed using PUCCH, but we note that the UE may in some cases revert to PRACH. In addition, we also see a benefit in defining a dedicated SR to use for informing the network that beam failure has occurred. Hence, we propose
[bookmark: _Toc7806357]Support both option 1 and option 2 for the BFRQ procedure.
2.5	Measurement reporting based on L1-SINR
In Release 15, L1-RSRP reporting was specified as the main beam reporting quantity. The L1-RSRP measurement is defined in [11], and the reporting reused the quantization defined in [14]. In the Release 16 WID, is was stated that support for either L1-RSRQ and L1-SINR should be specified. Based on the context, our understanding was that L1-RSRQ and L1-SINR would be identical to the corresponding measurement capabilities in [14]. Only under that condition, it was clear that the introduction of new measurements would be manageable in the Release-16 time frame. Trying to define a completely new measurement would jeopardize completion of the multi-beam enhancements in Release 16.
Later it became clear that L1-RSRQ was exactly the measurement capability defined in [14]. It was also quickly realized that beam selection based on L1-RSRQ would not be any improvement over beam selection based L1-RSRP, and L1-RSRQ was then removed from the Release 16 scope. 
In contrast to L1-RSRQ, there was a notion in RAN1 that L1-SINR could be different from the measurement capability defined in [14]: there could be other ways to measure SINR. With the deviation from the definition in [14], the scope of the feature grew significantly, and the completion of the multi-beam enhancements in Release 16 was put at risk.
The formulation in the WID had the spirit of “simple and straightforward”.  The work in RAN1 now deviates from the spirit of the WID in three different directions: 
· The interference measurement resource: in contrast to the definition in [11], it is being proposed that the IMR can be defined in the same way as in the CSI framework, or even by extending the measurement framework.
· The measurement quantity definition: it is being proposed that the UE shall report a scaled quantity of SINR [15]. 
· The reporting content: it is being proposed that the UE shall report a combination of SINR and RSRP [16], or information regarding interfering beams [17][18] 
It is clear to us that is becoming increasingly difficult to complete the WID in time. In particular, the two last issues are very complicated, and have not really been discussed in RAN1. To us, it is questionable of they are covered by the WID:
[bookmark: _Ref7418839][bookmark: _Toc7806332]The discussion topics are leading away from functionality covered by the WID.
The situation is also complicated by the fact that the performance gains reported are diverging, and that simulation results are not always well-explained.
[bookmark: _Ref7418844][bookmark: _Toc7806333]Performance gains are small, diverging and not fundamentally well-understood.
Partly, this is due to new and complex simulations, and poorly aligned simulation assumptions. Clearly, these two factors are coupled. 
Based on Observation 11 and Observation 12, we see two main options:
· For Release-16, adopt the SINR definitions in [11] as is, utilize the measurement mapping that already exists in [14], and reuse the report format standardized in RSRP. This would be in clear compliance with the WID and would lead to a timely completion of the multi-beam enhancements in Release-16.
· Remove L1-SINR reporting from the Release-16 scope, and reconsider for a Release-17 study phase with a broader scope, considering, e.g., general MU-MIMO enhancements for FR2.
In order for it to be meaningful to measure and report L1-SINR for the N beams with highest L1-SINR rather than to measure and report L1-RSRP, we note that this should result in that the reported beams are at least partly different than in the L1-RSRP case and/or that the reported measurement value(s) provide(s) additional information that is useful for the NW. In [7], we compare the performance of beam selection based on L1-RSRP with beam selection based on ideal L1-SINR. It is observed that 
[bookmark: _Toc528954510][bookmark: _Toc534987224][bookmark: _Toc7806334]In the investigated scenarios, L1-SINR measurement and reporting provides no benefits compared to L1-RSRP measurement and reporting.
There could be cases where the best RSRP beam is associated with high interference levels, in which case it would be better to select a beam with lower RSRP but higher SINR. In our simulation, these cases seem to be extremely rare. In fact, it is not clear if there are any scenarios where there is a difference in performance:
[bookmark: _Toc534987225][bookmark: _Toc7806335]It is unclear under what circumstances beam selection based on L1-SINR would provide better performance than beam selection based on L1-RSRP.
Hence, it does not make much sense to optimize the interference measurement resource, as beam selection based on SINR provides very little benefit compared to beam selection based on RSRP.
2.5.1	Interference measurement resource
In RAN1#96bis, the following was agreed:
Agreement
RAN1 to determine one of the following for L1-SINR in RAN1#97:
· L1-SINR based on ZP+NZP IMR
· L1-SINR based on ZP IMR only
· L1-SINR based on NZP IMR only
If there is no agreement on this issue in RAN1#97, L1-SINR will not be supported in Rel-16.

Based on our results, the gains with L1-SINR reporting are questionable to say the least. This is not really an issue on how interference is measured: it is more fundamental than that: in the overwhelming majority of cases, the beam with the highest RSRP is also the beam with the highest SINR.
Based on this conclusion, our main focus is to specify a interference measurement resource that is as simple as possible from a standardization point of view. Of course, the specified functionality should not lead to high implementation complexity at the UE or the NW, nor should it lead to high overhead.
Based on this, we propose that
[bookmark: _Toc7806358]Reuse the CMRs defined for the RSRP part of the SINR measurement as IMR.
Note that Error! Reference source not found. means that the L1-SINR measurement is exactly the SS-SINR/CSI-SINR measurement defined in [11]. At least for aperiodic CSI-RS for beam management, the interference measurement on these REs would most likely be representative of the interference that subsequent PDSCH transmissions would experience.
We can of course discuss extensions to this principle and reusing the interference measurement framework from the CSI framework is a natural option. However, we do not see any benefit of this additional flexibility: the gains would be small in any case. 
A mandatory inclusion of ZP IMR for the SINR measurement would inevitably lead to higher overhead, and increased complexity at the gNB: since ZP IMRs cannot collide in neighbor cells, the NW would have to perform IMR planning across cells:
[bookmark: _Toc7806336]Mandatory inclusion of ZP IMR would lead to high overhead and NW complexity.
With NZP IMR, it would be possible to reuse the CMR resources for IMR: we would inform the UE that is estimates RSRP on the CMR, and interference on the IMR. The interference would be estimated from the residuals. This is the use case we see from the NZP IMR.
In RAN1, concerns have been raised about the accuracy of an SINR estimate that relies on NZP IMR. To investigate this, a small investigation was performed [8]. Here it was demonstrated that ZP IMR does indeed have better accuracy than NZP IMR. However, the accuracy of an SINR estimate based on NZP IMR is in many cases adequate, and it should be up to the network to decide which type of IMR to configure:
[bookmark: _Toc7806337]The accuracy of an SINR estimate based on NZP IMR is in many cases adequate and it should be up to the network to decide which type of IMR to configure.
2.5.2	Reporting framework
In RAN1#96bis, the following was agreed:
Agreement
At least support gNB can configure UE to report up to N reported SSBRI/CRIs defined in Rel-15 and corresponding L1-SINR values for in a beam reporting instance
· N is configured by RRC signaling with candidate values of {1, 2, 3, 4}
· FFS: SSBRI/CRI implies a CMR/IMR combination configured by gNB based on CSI framework
· FFS: details on information on CMR/IMR association
· Make a decision in RAN1 #97 whether to support gNB to configure UE to report [IMR index] and RSRP additionally in a beam reporting instance
· Companies are encouraged to provide evaluation results

We note that it is not agreed which SSBRI/CRSs should be reported. In our desire to reuse as much as possible from the Release-15 specification, we propose that
[bookmark: _Toc528954524][bookmark: _Toc534987244][bookmark: _Toc7806359]The NW can configure the UE to report N SSBRI/CRIs corresponding to the N highest L1-SINR measurements, along with the corresponding SSBRI/CRI. Differential reporting is used if 2, 3 or 4 values are reported.
In the agreement, there are two FFS. As our main target is to support the reuse of the SINR definition in [11],  we do see any need to combine any CMRs with an arbitrary IMR. However, relying on the CSI framework in Release-15 gives this possibility as is, as demonstrated by the following excerpt from [10]:
Excerpt from [10], section 5.2.1.4.2:

[bookmark: _Hlk7423101][bookmark: _Hlk7423102]If the UE is configured with a CSI-ReportConfig with the higher layer parameter reportQuantity set to 'cri-RSRP', 'cri-RI-PMI-CQI ', 'cri-RI-i1', 'cri-RI-i1-CQI', 'cri-RI-CQI' or 'cri-RI-LI-PMI-CQI', and resources are configured in the corresponding resource set for channel measurement, then the UE shall derive the CSI parameters other than CRI conditioned on the reported CRI, where CRI k (k ≥ 0) corresponds to the configured (k+1)-th entry of associated nzp-CSI-RSResource in the corresponding nzp-CSI-RS-ResourceSet for channel measurement, and (k+1)-th entry of associated csi-IM-Resource in the corresponding csi-IM-ResourceSet (if configured) If CSI-RS resources are configured, each resource shall contain at most 16 CSI-RS ports. If CSI-RS resources are configured, each resource shall contain at most 8 CSI-RS ports. 

The highlighted text clearly states that an arbitrary combination can be signaled using the current framework, at least for CSI-RS. We can thus reuse the framework in [10], without any impact on the specification.
[bookmark: _Toc7806360]If a flexible IMR signaling is introduced, reuse the CSI signaling framework to define the combination of CMR/IMR.
The agreement also included a question if “support gNB to configure UE to report [IMR index] and RSRP additionally in a beam reporting instance”. It is our firm understanding that reporting anything that is not L1-SINR and an index that describes the resource where the L1-SINR was measured is out of scope of Release-16:
[bookmark: _Toc7806338]Reporting anything except L1-SINR is out of scope of Release-16.
Hence, we propose
[bookmark: _Toc7806361]Do not the support the configuration of reporting of [IMR index] and the RSRP.
This would point to general MU-MIMO improvements, which would involve a far wider work item, including, e.g., support for other types of CSI-RS resource set configurations.
Conclusion
In the previous sections we made the following observations: 
Observation 1	Directly controlling the spatial relation of an aperiodic SRS resource means that RRC configurations are updated using MAC CE, which is clearly undesirable.
Observation 2	Directly updating each individual SRS resource can lead to a large MAC CE signaling overhead.
Observation 3	The only way to avoid RRC reconfiguration of the power control is to rely on a default SS/PBCH block as pathloss reference RS.
Observation 4	The signalling overhead limits how accurate QCL relations can be conveyed to the UE.
Observation 5	The QCL source of a periodic CSI-RS is an optional RRC, implying that the UE must be able to utilize a periodic CSI-RS without a QCL source.
Observation 6	Even when P-MPR-aware cell selection is applied, the gains with P-MPR-aware scheduling are in many cases small.
Observation 7	Completing link recovery takes around 150ms, from the time when the beam is lost, until a new beam is operational.
Observation 8	There is no point to configure BFR on CCs with correlated channel conditions: it is sufficient to configure BFR on one of them.
Observation 9	The MAC CE based solution is more flexible but may have slightly higher overhead for smaller payloads.
Observation 10	The MAC CE based solution can reuse the normal retransmission mechanism to achieve better performance without any additional implementation effort in the UE.
Observation 11	The discussion topics are leading away from functionality covered by the WID.
Observation 12	Performance gains are small, diverging and not fundamentally well-understood.
Observation 13	In the investigated scenarios, L1-SINR measurement and reporting provides no benefits compared to L1-RSRP measurement and reporting.
Observation 14	It is unclear under what circumstances beam selection based on L1-SINR would provide better performance than beam selection based on L1-RSRP.
Observation 15	Mandatory inclusion of ZP IMR would lead to high overhead and NW complexity.
Observation 16	The accuracy of an SINR estimate based on NZP IMR is in many cases adequate and it should be up to the network to decide which type of IMR to configure.
Observation 17	Reporting anything except L1-SINR is out of scope of Release-16.

Based on the discussion in the previous sections we propose the following:
Proposal 1	Allow MAC CE based updates of spatial relation for aperiodic SRS resources belonging to SRS resource set with SRS-SetUse=‘beamManagement’, ‘codebook’, ‘nonCodebook’ and ‘antennaSwitching’
Proposal 2	Support MAC CE activation of one SRS resource set previously configured using RRC.
Proposal 3	Introduce concept of flexible spatial relation that enables the UE to update the UE TX beam by itself without the NW updating the spatial relations.
Proposal 4	Support updating with a single MAC CE message the spatial relations of all PUCCH resources across BWPs and CCs in a band.
Proposal 5	Support updating with a single MAC CE message the spatial relations of a group of PUCCH resources across BWPs and CCs in a band.
Proposal 6	Introduce the possibility to use a CORESET when configuring a spatial relation.
Proposal 7	Increase the maximum number of PUCCH pathloss reference RSs to 64.
Proposal 8	Introduce the possibility to activate SRS resource sets using MAC CE.
Proposal 9	Increase the maximum number of PUSCH pathloss reference RSs to 64.
Proposal 10	Introduce MAC CE activation of SRI-PUSCH-PowerControl structures, and state that the SRI points into the activated subset.
Proposal 11	Introduce the possibility to configure several QCL sources for one RS.
Proposal 12	Introduce the possibility to configure an aperiodic TRS with the same TCI states as the periodic TRS.
Proposal 13	Introduce the possibility to configure SRS in a TCI state to indicate ‘QCL-TypeD’.
Proposal 14	Introduce an UL TCI to control the spatial properties of SRS, PUCCH and PUSCH transmissions.
Proposal 15	A UE can be configured to perform link recovery on all configured SCells.
Proposal 16	SCell BFD RS can be in another CC for implicit configuration.
Proposal 17	Do not convey failed CC index(es) in step 1.
Proposal 18	Use MAC CE to convey failed CC index and NBI to the network.
Proposal 19	Support both option 1 and option 2 for the BFRQ procedure.
Proposal 20	Reuse the CMRs defined for the RSRP part of the SINR measurement as IMR.
Proposal 21	The NW can configure the UE to report N SSBRI/CRIs corresponding to the N highest L1-SINR measurements, along with the corresponding SSBRI/CRI. Differential reporting is used if 2, 3 or 4 values are reported.
Proposal 22	If a flexible IMR signaling is introduced, reuse the CSI signaling framework to define the combination of CMR/IMR.
Proposal 23	Do not the support the configuration of reporting of [IMR index] and the RSRP.
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