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Introduction
In RANP #83, a new work item on physical layer enhancements for NR URLLC is approved [1]. One of the objectives of this work item is to specify the schemes which allow for supporting out-of-order downlink HARQ and downlink/uplink scheduling:
· [bookmark: OLE_LINK1]Specification of enhancements to scheduling/HARQ [RAN1]
· Out-of-order HARQ-ACK associated with PDSCHs with different HARQ process IDs
· Out-of-order PUSCH scheduling associated with different HARQ process IDs, including overlapping PUSCHs and non-overlapping PUSCHs in time-domain
· Methods to handle DL data/data resource conflicts for overlapping PDSCHs in time-domain, scheduled by dynamic DL assignments 

Regarding the out-of-order HARQ and uplink scheduling, RAN1 has so far reached the following agreements: 
Agreements:
For a Rel. 16 eURLLC UE and dynamic downlink scheduling, on the active BWP of a given serving cell, the HARQ-ACK associated with the second PDSCH with HARQ process ID x received after the first PDSCH with HARQ process ID y (x != y) can be sent before the HARQ-ACK of the first PDSCH. Specify based on the following solutions:
· Solution 1: The UE always processes the second PDSCH. The UE may or may not drop the processing of the first channel.
· Solution 2: The UE processes both the first and second PDSCHs as a UE capability with no condition.
· Solution 3: The UE processes both the first and second channels under some conditions, e.g. using the CA capability. The conditions are reported as a UE capability. If the conditions are not satisfied, the UE behavior is not defined. 
· FFS: The details of the UE capability.
· Solution 4: 
· A UE drops (terminates) the processing of the first PDSCH.
· Alt1: The UE always drops the first PDSCH.
· Alt2: Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first channel.
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and second PDSCHs, the gap between the two PUCCHs carrying HARQ-ACK, etc.
· The UE behavior, e.g., decision on dropping the first channel and timing capability associated with the second channel, is determined, and is fixed, after decoding the PDCCH associated with the first and the second PDSCH. 
· When the UE drops the processing of the first channel, increasing the minimum PDSCH processing procedure time (N1) of the second PDSCH by d symbols can be considered.
· FFS the value of d. 
· Dropping the processing of the first PDSCH can be done in one of the two ways:
· Alt1: dropping the processing of the first PDSCH on the same serving cell 
· Alt2: dropping the processing of a PDSCH(s) on the same cell or a different serving cell.
· The UE only expects a maximum of one OOO PDSCH-to-HARQ-ACK flow on the active BWP of a given serving cell when applicable
· FFS whether or not, out-of-order operation is allowed across PDSCHs with PDSCH-to-HARQ gap compatible with PDSCH processing time (N1) for capability X.
Agreements:
For a Rel. 16 UE, on the active BWP of a given serving cell, the UE can be scheduled with a second PUSCH associated with HARQ process x starting earlier than the ending symbol of the first PUSCH associated with HARQ process y (x != y) with a PDCCH that does not end earlier than the ending symbol of first scheduling PDCCH.  Specify based on the following solutions:
· Solution 1: The UE always processes the second scheduled PUSCH. The UE may or may not drop the processing of the first schedeuled PUSCH.
· If the first scheduled and second scheduled PUSCHs are not colliding in the time domain:
· Solution 2: The UE processes both the first scheduled and second scheduled PUSCHs as a UE capability with no condition.
· Solution 3: The UE processes both the first scheduled and second scheduled PUSCHs under some conditions. The conditions are reported as a UE capability.
· FFS: The details of the UE capability.
· Solution 4: 
· A UE drops (terminates) the processing of the first scheduled PUSCH.
· Alt1: The UE always drops the first scheduled PUSCH.
· Alt2: Some scheduling conditions should be defined. If not satisfied, the UE drops the processing of the first scheduled PUSCH.
· FFS how to define the scheduling conditions, e.g., based on the number of RBs, TBS, number of layers, the gap between the first and the second PUSCHs, etc.
· The UE behavior, e.g., decision on dropping the first scheduled PUSCH and timing capability associated with the second scheduled PUSCH, is determined, and is fixed, after decoding the PDCCH associated with first and the second scheduled PUSCHs. 
· When the UE drops the processing of the first scheduled PUSCH, increasing the minimum PUSCH preparation procedure time (N2) of the second PUSCH by d symbols can be  considered.
· FFS the value of d. 
· Dropping the processing of the first scheduled PUSCH can be done in one of the two ways:
· Alt1: dropping the processing of the first scheduled PUSCH on the same serving cell 
· Alt2: dropping the processing of a PUSCH(s) on the same cell or different serving cell.
· The UE only expects a maximum of one OOO PDCCH-to-PUSCH flow on the active BWP of a given serving cell when applicable.
· FFS whether or not out-of-order operation is allowed across PUSCHs with PDCCH-to-PUSCH gap compatible with PUSCH processing time (N2) for capability X.
· If the first scheduled PUSCH and the second scheduled PUSCH are colliding in the time domain, the UE drops the processing and the transmission of the first scheduled PUSCH.
· For dropping, the scheduling limitations do not apply. The UE always drops the first scheduled PUSCH.
· Other details of dropping are as those of the solution 4. 
In this contribution paper, we first provide some design details regarding the handling of collision across multiple PDSCHs. Then, we discuss our preferred solution for supporting out-of-order HARQ and PUSCH. Finally, we discuss the impact of the out-of-order operation on uplink power control. 
PDSCH-to-PDSCH Collision Handling 
Given the latency requirements of URLLC applications, it may happen that the user supporting both low and high priority transmissions is scheduled with a PDSCH colliding with another PDSCH scheduled earlier. In particular, the high priority transmission is not a re-transmission of the first one; it is scheduled since its latency budget does not allow for large scheduling latency. In other words, either the two PDSCHs are associated with different HARQ process IDs or the IDs are the same, but they are differentiated in a different manner (for example, if a CA capability is used as a solution for enabling out-of-order operation as explained in the next section.) 
Proposal 1: The out-of-order PDCCH to PDSCH is only supported for transmission of different TBs.
In addition, as was the case for out-of-order HARQ and PUSCH, there is no use case for handling more than two overlapping PDSCHs. Hence, to keep the problem tractable, only one out-of-order PDSCH-to-PDSCH flow is expected by a UE on a given BWP.
Proposal 2: A UE only expects a maximum of one out-of-order PDCCH-to-PDSCH flow on the active BWP of a given serving cell.
Further, in theory, collisions can happen in the time domain only, in the frequency domain only, or both. In the eURLLC WI, the design should be focused on handling the collision only in the time domain. The more general cases can be discussed in the eMIMO WI.
Proposal 3: In eURLLC WI, when out-of-order PDCCH-to-PDSCH with colliding PDSCHs take place, the two PDSCHs are FDM’ed. 
When collision happens in the time domain, the UE behavior and capability can be categorized as follows: If a UE is capable of decoding both PDSCHs, it will try to decode and feedback HARQ-ACK for both of them. Otherwise, the UE drops the processing of the low priority PDSCH and tries to decode the high priority one. However, in order to not negatively impact the gNB’s outer-loop, a NAK should be reported for the low priority, suspended, PDSCH. The second class of users are more common, and the design should be focused on handling collisions for these users. Additionally, as discussed in [2], when PUCCH collision happens, the low priority PUCCH, including its HARQ-ACK, can be dropped. In such a case, there is no benefit in trying to decode the two PDSCHs. Further, note that the case of decoding multiple simultaneous PDSCHs can be considered under the eMIMO WI.  
Proposal 4: When two PDSCHs carrying different TBs collide in the time domain, a UE only decodes the higher priority PDSCH, and should report its HARQ-ACK. In addition, the UE should report a NAK for a low priority, suspended, PDSCH.  
From the implementation point of view, as will be discussed in more details in the next section, it is essential to keep the transmissions of the same priority in order. However, out-of-order scheduling can be allowed across PDSCHs of different priorities. To accomplish this task, the priority of the PDSCHs should be explicitly indicated at the PHY layer.
Proposal 5: The priority of PDSCHs are indicated at the PHY layer. Out-of-order PDCCH-to-PDSCH is only supported across two PDSCHs associated with different priorities. 
Once the high priority PDSCH is scheduled, the UE has to suspend the processing of the low priority one. As discussed during the RAN1 #96, suspending the processing of a channel is not immediate; to compensate for the additional latency, the processing timeline of the higher priority PDSCH may need to be extended.
Proposal 6: In case of out-of-order PDCCH-to-PDSCH, and for a UE that does not support decoding of concurrently received PDSCHs, increasing the minimum PDSCH processing procedure time (N1) of the higher priority PDSCH by d symbols can be considered.
Solution for Supporting Out-of-Order HARQ and Uplink Scheduling 
For supporting the out-of-order HARQ and uplink scheduling, four solutions have been considered so far. In this section, we briefly compare the four proposals, and then present some details about our preferred approach. 
In general, solution 1 is not preferable since the behavior, from the network perspective, is not predictable. Solution 2 can only be applied to “super users” that can support the out-of-order scheduling without any impact on their maximum capability. Even if not unrealistic, this approach does not apply to a reasonably large number of users and implementation approaches. Solution 4, although promising, does not solve all the issues unless more considerations are taken into account. In particular, although the out-of-order operation is not supported in Rel. 15, limited-buffer rate-matching related rules are defined to limit the maximum coded-bit throughput in NR in case uplink and/or downlink channels are scheduled back-to-back. In Rel. 15, the UE is not expected to be scheduled such that the defined rules are violated. However, in Rel. 16, when there is an urgent traffic to be scheduled, this behavior needs to be revisited. In other words, the issues associated with out-of-order operation is a subset of a larger set of issues that should be fixed to allow for appropriate URLLC scheduling.  
Solution 3, on the other hand, addresses all the abovementioned issues with minimum specification efforts. Under solution 3, the UE declares its capability for supporting the high priority traffic on X number of serving cells, and the low priority traffic on Y number of serving cells. As long as the UE is configured according to its capability, the out-of-order operation on a given serving cell can be supported without any dropping across channels of different priorities  In other words, under solution 3, the UE tradeoffs its maximum envelope performance for supporting out-of-order operation across channels of different priorities. This approach is applicable to both downlink and uplink (except when the two PUSCHs are overlapping.) This approach is simple, does not require much specification effort, and solves all the other issues that mentioned above that Solution 4, in its current state, cannot tackle.  
To enable solution 3, it is essential to indicate the priority of the channels at the PHY layer. This can be explained as follows: Let us assume that the UE is using its every 2 CC processing units/power for supporting out-of-order on one CC. This means that the channels scheduled on the same serving cell should be passed to internal CC1 or CC2 processing units, and all should be in order. Hence, the UE needs to know where to send each grant for processing.   
Proposal 7: For supporting the out-of-order HARQ and PUSCH operation in NR Rel. 16:
· The UE declares the number of CCs that can be configured for high priority channels and the number of CCs that can be configured for low priority channels. 
· When scheduled, the priority of the channels is indicated explicitly at the PHY layer. 
· Within each priority, the transmissions are in order. 
· Out-of-order HARQ and (non-overlapping) PUSCH across channels with different priorities are supported with no additional constraint.  
· If two PUSCHs are colliding, the low priority PUSCH should be dropped. When the UE drops the processing of the low priority PUSCH, increasing the minimum PUSCH preparation procedure time (N2) of the high priority PUSCH by d symbols can be  considered.

In the subsequent section, we explain another issue that should be tackled when transmissions are out of order; to fix this issue too, introducing an explicit PHY layer indication is essential.  
Uplink Power Control under Out-of-Order Operation
In Rel. 15 NR, the TPC accumulation for both PUSCH and PUCCH is formulated based on the fact that all the transmissions are in order. In particular, for each PUCCH/PUSCH power control adjustment state, there is only a single accumulator. An example is shown in Figure 1 below:



Figure 1: An example of in-order PUSCH scheduling.
For the example given in Figure 1, the PUSCH power control adjustment state for active uplink BWP b of carrier f of serving cell c is given as:
· f_b,f,c (A,l) = TPC_A
· f_b,f,c (B,l) = f_b,f,c (A,l) + TPC_B
· f_b,f,c (C,l) = f_b,f,c (B,l) + TPC_C.

As can be seen from these equations, at each occasion, there is only one adjustment state to track. Once a new TPC (either via a UE-specific DCI or a group-specific DCI) is received, the adjustment state is updated, and only the new state is used for the future updates. 
However, if the transmissions are out of order, the Rel. 15 equations do not work. An example of TPC accumulation with out-of-order PUSCH scheduling is depicted in Figure 2 below:


Figure 2: An example of out-of-order PUSCH scheduling.
In this example, PUSCH B and C are out of order; PUSCH C is of high priority, and could not tolerate a long scheduling latency. If the TPC accumulation of NR Rel. 15 is followed, the adjustment states at different occasions are given as follows:
· f_b,f,c (A,l) = TPC_A
· f_b,f,c (B,l) = f_b,f,c (A,l) + TPC_B
· f_b,f,c (C,l) = f_b,f,c (A,l) + TPC_C.
· f_b,f,c (D,l) = f_b,f,c (B,l) + TPC_C + TPC_D.

As can be observed from these equations, there are two main issues with this approach: (1) There are multiple accumulators running in parallel for a given adjustment state, and (2) some TPC commands are double counted. 
Considering the fact that channles of different priorities essentially have diverse latency and reliability requirements, it is reasonable to keep their uplink power update separate. This can be done by explicitly indicating the priority of the channels at the physical layer and to ensure that out-of-order HARQ and PUSCH scheduling is limited across channels of different priorities. Then, within each priority, the transmissions are all in-order, and the Rel. 15 NR TPC accumulation formulations can directly be used.
Proposal 8: The TPC accumulation of NR Rel. 15 is performed across the channels of the same priority, where the channel priority is given by a physical layer indication.
Conclusion
[bookmark: _Ref450583331]Proposal 1: The out-of-order PDCCH to PDSCH is only supported for transmission of different TBs.
Proposal 2: A UE only expects a maximum of one out-of-order PDCCH-to-PDSCH flow on the active BWP of a given serving cell.
Proposal 3: In eURLLC WI, when out-of-order PDCCH-to-PDSCH with colliding PDSCHs take place, the two PDSCHs are FDM’ed. 
Proposal 4: When multiple PDSCHs carrying different TBs collide in the time domain, a UE only decodes the higher priority PDSCH, and should report its HARQ-ACK. In addition, the UE should report a NAK for a low priority, suspended, PDSCH.  
Proposal 5: The priority of PDSCHs are indicated at the PHY layer. Out-of-order PDCCH-to-PDSCH is only supported across two PDSCHs associated with different priorities. 
Proposal 6: In case of out-of-order PDCCH-to-PDSCH, and for a UE that does not support decoding of concurrently received PDSCHs, increasing the minimum PDSCH processing procedure time (N1) of the higher priority PDSCH by d symbols can be considered.
Proposal 7: For supporting the out-of-order HARQ and PUSCH operation in NR Rel. 16:
· The UE declares the number of CCs that can be configured for high priority channels and the number of CCs that can be configured for low priority channels. 
· When scheduled, the priority of the channels is indicated explicitly at the PHY layer. 
· Within each priority, the transmissions are in order. 
· Out-of-order HARQ and (non-overlapping) PUSCH across channels with different priorities are supported with no additional constraint.  
· If two PUSCHs are colliding, the low priority PUSCH should be dropped. When the UE drops the processing of the low priority PUSCH, increasing the minimum PUSCH preparation procedure time (N2) of the high priority PUSCH by d symbols can be  considered.

Proposal 8: The TPC accumulation of NR Rel. 15 is performed across the channels of the same priority, where the channel priority is given by a physical layer indication.
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