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3GPP RAN approved two inter-related study items on URLLC, where a first one is led by RAN1 addressing PHY enhancements, whereas the second one specifically targets industrial IOT (IIOT) scenarios and is led by RAN2. For the IIOT SI, RAN2 has identified several intra-UE multiplexing scenarios to be jointly studied by RAN1 and RAN2 and has requested RAN1 study these scenarios [1]. This contribution provides an in-depth analysis of the intra-UE multiplexing scenarios, including motivating use cases and possible solutions. It is recommended to provide feedback to RAN2 on the physical layer impact for these scenarios.
Discussion
Background
The main problem to solve for intra-UE multiplexing is the case where a UE is configured or scheduled to transmit or receive data with different reliabilities or latency constraints. A typical scenario is when a UE is configured for mixed eMBB and URLLC data scheduling. More generally however, a UE may support traffic with different latency and reliability objectives. 
In NR Release 15, certain scheduling and HARQ restrictions are in place that may not be favorable to URLLC support in Rel-16. Such restrictions include:
1. The minimum DL SPS configuration periodicity is 10 ms, which is considerably larger than the cycle times of 0.5-2ms specified for IIOT traffic in TR 22.804.
2. A dynamic UL grant overrides a configured UL grant. If URLLC is transmitted on a configured UL grant, it is clearly not desirable for a dynamic UL grant carrying lower priority data (in terms of reliability and/or latency) to override the configured UL grant. Note that this could happen if the URLLC traffic is bursty in nature as the gNB does not know when the UE would transmit on the configured UL grant. 
3. Out of order HARQ processing: a second PDCCH that is received after a first PDCCH is not expected to schedule a PDSCH/PUSCH that occurs before the end of a PDSCH/PUSCH scheduled by the first received PDCCH. Such in-order HARQ processing may need to change for a UE supporting mixed URLLC and non-URLLC traffic if the first scheduled PDSCH/PUSCH carries lower priority data compared to the second and later scheduled PDSCH/PUSCH. 
Support of at least some of the scenarios identified in the LS of [1] may require a relaxation of these restrictions.

Differentiation of traffic types 
A first issue to address is how the UE identifies the traffic type. For dynamically scheduled data traffic differentiation can be based on the DCI format, RNTI or search space. In Rel-15, the MCS-C-RNTI was introduced to indicate MCS selection from the low SE 64-QAM MCS table. One possibility is to extend its usage to differentiate scheduling of URLLC or non-URLLC data. However, this is not a scalable solution if a UE supports more than two traffic types with different latency and/or reliability requirements. For example, in the transport industry a UE may support remote driving with 5ms end-to-end latency and also support a different ITS application requiring 10ms end-to-end latency as described in TR 38.824, whilst also supporting latency-toleration data at a target BLER of 10-1. 

A different and more scalable approach would be to differentiate traffic types based by configuring different UE-specific search space sets for monitoring for PDCCH scheduling the different traffic types.
For configured DL assignment or UL grant configuration, traffic differentiation can be indicated by RRC signaling or based on MAC layer procedures.

Proposal 1: consider differentiation of dynamically scheduled traffic based on different RNTIs or different USS sets taking into account scalability of the solution to more than two traffic types.

DL intra-UE multiplexing
Scenario 1: Intra-UE DL Prioritization
	Excerpt from [1]: This scenario considers a case where a UE has sequentially received two DL assignments with overlapping radio resources in time. RAN2 assumes that by the later DL assignment has priority over the earlier DL assignment, considering that in principle the gNB will only give an assignment that overlaps with previous assignment for higher priority traffic. Based on such assumption, RAN1 should study solutions for prioritizing later received DL assignments.



This scenario is illustrated by two possible examples in Figure 1, where a first PDCCH schedules a PDSCH (PDSCH #1) that spans a slot, while a second PDCCH schedules a higher priority PDSCH (PDSCH #2) that overlaps in part with PDSCH #1. In Figure 1(a) the CORESET containing the second PDCCH overlaps with the RBs allocated to PDSCH #1, while in Figure 1(b) the CORESET containing the second PDCCH does not. A related case to Figure 1(a) was discussed at RAN1 #95 under the rate matching agenda and the conclusion was that it is a valid case and how to process both PDCCH and PDSCH is left to UE implementation. So in this contribution we will take Figure 1(a) as a generic example of Scenario 1.


[bookmark: _Ref532865065]Figure 1 Illustration of intra-UE DL multiplexing
In contrast to the DL pre-emption case specified in Rel-15 for inter-UE DL multiplexing, a first consideration is whether a UE can simultaneously process two PDSCHs. An illustration is shown in Figure 2, where we assume that PDSCH #1 (PDSCH #2) follows UE PDSCH processing capability 1 (2) respectively. It can be observed that out-of-order HARQ processing may be required if the HARQ-ACK PUCCH occasion for PDSCH2 occurs before or at same time as that of PDSCH #1. 


[bookmark: _Ref532881848]Figure 2 Illustration of PDSCH processing time for overlapping PDSCHs
Out-of-order HARQ processing is discussed in detail in a companion contribution [2] and would not be repeated here. The main observation however is that if a UE does not support simultaneous processing of two PDSCHs the lower priority PDSCH (PDSCH #1 in Figure 2) can be dropped or delayed depending on its scheduled HARQ-ACK timing. It is important to note though that separate signaling is not required to indicate how/whether the UE drops the lower priority PDSCH as it is simply a function of received PDCCHs and the respective PDSCH resource allocations.
Proposal 2: in case of a collision between a high priority PDSCH and a low priority PDSCH and the UE does not support simultaneous processing of two PDSCHs, processing of the lower priority PDSCH is either cancelled or delayed depending on the scheduled HARQ-ACK timing.

UL intra-UE multiplexing
Scenario 2: Intra-UE UL Prioritization – Resource Conflict between Configured and Dynamic Grant
	Excerpt from [1]: This scenario considers a case where the UL radio resource associated to a configured grant overlaps with a dynamic grant in time. A joint RAN2/RAN1 study should be initiated to handle such issue. In particular, RAN2 should consider LCP and grant handling priority (i.e. if a configured grant can override a dynamic grant), while RAN1 should study the details of related mechanisms for prioritizing configured grant PUSCH over dynamic grant PUSCH.



In Rel-15 a dynamic grant (DG) overrides a configured grant (CG) in case of collision. If URLLC data is to be multiplexed on a CG while non-URLLC data is to be multiplexed on a DG it is not desirable to drop the configured PUSCH.
As earlier mentioned, traffic differentiation for a configured grant can be handled by higher layers. Thus, a pertinent question is how URLLC data is differentiated from non-URLLC data at the logical channel (LCH) level? In 38.321 the LCH prioritization is listed as follows:
	Logical channels shall be prioritised in accordance with the following order (highest priority listed first):
-	C-RNTI MAC CE or data from UL-CCCH;
-	Configured Grant Confirmation MAC CE;
-	MAC CE for BSR, with exception of BSR included for padding;
-	Single Entry PHR MAC CE or Multiple Entry PHR MAC CE;
-	data from any Logical Channel, except data from UL-CCCH;
-	MAC CE for Recommended bit rate query;
-	MAC CE for BSR included for padding.



It can be seen that for data LCHs there is currently no specific prioritization. However, the NR LCP also introduced mapping restrictions for each LCH, namely, an allowed SCS list, allowed serving cell(s), a maximum PUSCH duration and whether the LCH is permitted on CG Type 1. 
Firstly, from a PHY perspective traffic is not necessarily differentiated by the allowed SCS or serving cells. Secondly, the maximum PUSCH duration restriction may or may not be applicable when differentiating traffic types or UL grant types given the flexible TTI lengths available in NR. On the other hand the CG Type 1 restriction allows the UE to restrict non-URLLC LCHs from being mapped to a CG Type1 grant. Three possible instances of Scenario 2 are shown in Figure 3 for (a) same starting symbol, (b) DG leads CG and (c) CG leads DG. In all three scenarios the gNB is not aware, at the time of scheduling the DG, that there is data for a set of LCHs that can only be mapped to the CG.


[bookmark: _Ref533120227]Figure 3 Overlapping of configured and dynamic UL grants with (a) Same starting symbol and (b), (c) different starting symbols
Our view is that the prioritization between a DG and a CG can be handled by the MAC layer and does not require specific L1 signaling. For instance a priority based solution can be envisioned for the MAC layer, where the UL grant with higher priority is selected for transmission while the other grant is dropped. The priority value assigned to an UL grant (CG or DG) can be the highest priority among the LCHs multiplexed on the UL grant by the LCP. Alternatively, prioritization of colliding UL grants can be based on the LCP mapping restrictions. Further details are out of the scope of RAN1.
Proposal 3: prioritization between a dynamic UL grant and a configured UL grant is primarily handled by the MAC layer. 
Nevertheless, there are some PHY considerations to discuss:
1. Reliability: the Rel-15 MAC LCP restrictions do not take into account transmission reliability but it should be clear that if a retransmission is needed it would also increase the latency incurred when delivering a packet. Therefore, both latency and reliability should be taken into account for each transmission including initial transmission. 
a. One possible solution is that if the target code rate (or MCS) of the CG is lower than that of the DG, the UE prioritizes CG transmission. 
b. Such a hard restriction may not be necessary in all cases. For instance, the end-to-end latency for data carried on the CG may permit a delay of the PUSCH to the next available CG occasion rather than terminating an ongoing DG. Thus, a possible modification is to allow a time gap within which the DG is not cancelled. For instance if the target code rate (or MCS) of the CG is lower than that of the DG, and the last symbol of the CG ends X or more symbols before the last symbol of the DG, the UE prioritizes CG transmission. The value of X is FFS.

2. PUSCH detection: if the UE LCP autonomously determines which of a configured PUSCH or dynamically scheduled PUSCH is transmitted (at least during an overlap region), the gNB receiver has to detect which PUSCH was transmitted, where the detection complexity depends in part on the relative starting symbols as shown in Figure 3. A related discussion is provided in [3].
a. A possible solution is to schedule a dynamic PUSCH with same starting symbol or, more importantly, same DMRS symbol as the configured PUSCH. PUSCH detection may be facilitated by assigning different combs or cyclic shits of the same DMRS configuration. Flexible indication of DMRS symbol positions in the DCI scheduling the dynamic UL grant may help match the DMRS symbols of both UL grants.
b. Another possibility is to schedule the dynamic PUSCH on non-overlapping PRBs with the configured PUSCH albeit with increased UL overhead. 
3. UE processing capability and power savings: it is desirable from processing and power saving considerations that the PDCCH scheduling a DG is received at least N2 symbols before the starting symbol of a CG so that the UE can run the LCP rules ahead of any PUSCH preparation to determine which of the CG or DG to transmit.

Observation: prioritization between an UL DG and an UL CG needs to take into account both latency and reliability as characterized by the PUSCH duration and the target code rate. 

Proposal 4: in case of UE-autonomous prioritization, study solutions to ensure reliable detection of the transmitted PUSCH when a dynamic PUSCH collides with a configured PUSCH. 


Scenario 3: Intra-UE UL Prioritization – Resource Conflict between Dynamic Grants
	Excerpt from [1]: This scenario considers a case where the UL radio resource associated to a dynamic grant overlaps with another dynamic grant in time. It is RAN2 understanding that traffics with different priorities could be distinguished by for example explicit L1 signaling of priority level per grant, or by other prioritization rule (for example, allowing a later grant to override the previous grant). Both RAN1 and RAN2 should further study this topic.



This case is somewhat similar to the inter-UE multiplexing scenario discussed as part of the URLLC SI. The main use cases are either when the gNB processes a SR or a PUSCH for a high priority LCH after it has already scheduled a PUSCH for lower priority LCHs. The UE behavior in this case could be that if a PDCCH schedules a second PUSCH overlapping at least in time with a first PUSCH scheduled by an earlier received PDCCH, the UE drops the first PUSCH and transmits the second PUSCH.
Proposal 5: for a resource conflict between dynamic UL grants the UE follows the latest received PDCCH.

Scenario 4: Intra-UE UL Prioritization – Resource Conflict between Control Channel and Control Channel
	Excerpt from [1]: This scenario considers a case where the resources of uplink control transmission overlaps in time with other uplink control transmission relating to another, higher priority traffic. It is RAN2 understanding that this scenario should be mainly studied by RAN1, but RAN2 should be involved for analyzing the cases relating to uplink control transmission relating to SR. 



There are different combinations that can be studied here.
· SR and SR: this scenario is already supported in Rel-15 wherein in case of collision of multiple positive SRs, only one SR is transmitted and it is up to higher layers which one to pass on to the physical layer. 
· HARQ-ACK and HARQ-ACK:  although HARQ-ACK multiplexing is supported in Rel-15, there is no differentiation of HARQ-ACK corresponding to PDSCH of different traffic types. Indeed, there is no dropping of HARQ-ACK in Rel-15 even when the target code rate is exceeded. In contrast, a higher reliability can be configured for URLLC HARQ-ACK on PUCCH by configuring a lower target code rate for the PUCCH resource. Hence, if HARQ-ACK corresponding to high priority (e.g. URLLC) PDSCH and non-URLLC PDSCH are multiplexed on the same PUCCH, the lower priority HARQ-ACK may be dropped if the target code rate is exceeded. Another issue is how to multiplex HARQ-ACK corresponding to low and high priority PDSCH on a PUCCH or PUSCH. It was agreed in RAN1 AH-1901 that at least two HARQ-ACK codebooks can be simultaneously constructed for supporting different traffic types for a UE. Further details of this mechanism are provided in [4]. 
· HARQ-ACK and SR: this case is where SR corresponding to high priority traffic collides with HARQ-ACK corresponding to lower priority PDSCH. Since SR is triggered by the MAC and the MAC is also in control of HARQ processing including instructing the PHY to send a HARQ-ACK, it is best that prioritization should be handled by the MAC. 
· HARQ-ACK/SR and CSI: in Rel-15 HARQ-ACK/SR is of higher priority than periodic CSI. For URLLC the new scenario to consider is where HARQ-ACK corresponding to a lower priority PDSCH collides with a CSI report targeting higher priority DL traffic and whether to prioritize the CSI over HARQ-ACK. It is questionable how much system gain is achieved from prioritizing CSI for URLLC (since using a lower code rate provides robustness) versus the loss in DL throughput if HARQ-ACK is dropped. Since a UE can be configured for simultaneous HARQ-ACK and CSI feedback it may be sufficient to multiplex the two UCI types on a PUCCH resource. One difference from Rel-15, however, could be that in the case the code rate is exceeded the UE does not drop any part of the CSI.
Observation: for resource conflict between control channels, the SR-SR case is already supported in Rel-15
Proposal 6: for resource conflict between HARQ-ACK and HARQ-ACK study multiplexing mechanisms as part of the URLLC SI or in the follow-on WI. 

Scenario 5: Intra-UE UL Prioritization – Resource Conflict between Control Channel and Data Channel
	Excerpt from RAN2 LS: This scenario considers a case where the resources of uplink control transmission overlaps in time with uplink data transmission relating to another traffic with either higher or lower priority. It is RAN2 understanding that this scenario should be mainly studied by RAN1, but RAN2 should be involved for analyzing the cases relating to uplink control transmission relating to SR.



The collision use cases are similar to Scenario 4 but now with collision of UCI and PUSCH. We consider here two cases
· SR and PUSCH: for SR and PUSCH collision, there are two possible scenarios
· SR overlapping with a single-slot PUSCH carrying UL-SCH data: for this scenario a BSR is typically transmitted to indicate the request for UL resources for e.g. high priority data. However, for a long PUSCH it may not be ideal to multiplex a BSR on the PUSCH as it delays scheduling of the high priority data rather than transmitting a short PUCCH carrying SR. This would only be necessary if the total latency between SR transmission and the end of the PUSCH triggered by the SR occurs before the end of the first PUSCH duration. To evaluate the feasibility we consider the case where the starting symbol of SR collides with that of a low priority PUSCH as shown in Figure 4. Here we assume for simplicity in this illustration that the gNB SR processing is same Rel-15 PDSCH processing time N1 for 30 KHz SCS and UE capability 2. It can be seen that even with having a PDCCH occasion immediately after gNB SR processing, the earliest PUSCH symbol resulting from the SR processing is the last symbol of the slot, so there is no benefit of not multiplexing a BSR on the PUSCH. A different case would be if the high priority UL data arrived after the start of the low priority PUSCH (or more precisely after the TB had being constructed). Then the question would be whether to drop the ongoing PUSCH to transmit SR. This then is somewhat similar to Scenario 2 in that the gNB should be able to detect that a first PUSCH transmission has been terminated by the UE in order to transmit the SR.


[bookmark: _Ref534193139]Figure 4 Collision of positive SR occasion for high priority UL data and a PUSCH carrying lower priority UL data
· SR overlapping with a multi-slot PUSCH carrying UL-SCH data: assume in Figure 4 that a lower priority PUSCH is configured with 2-slot aggregation i.e. in both slots n and n+1. Then if the SR occasion occurs after the starting symbol of the PUSCH in slot n, it cannot be multiplexed in the PUSCH in either slot n or n+1 and would have to wait until the end of the second repetition. This is not desirable and the SR should then be prioritized over the PUSCH (at least in the second slot). However, it is not clear that any specification is needed because this scenario can be handled by network implementation. For example, the network should not configure a slot repetition for a first PUSCH overlapping with an SR occasion for higher priority UL data. Although this is a simple approach it is nevertheless a scheduling restriction and it is recommended that other solutions be pursued. 
· SR overlapping with a single-slot PUSCH without UL-SCH data: Rel-15 already specifies that the PUSCH is dropped.
· PUSCH overlapping with HARQ-ACK: the scenario here would be e.g. HARQ-ACK corresponding to high priority PDSCH overlapping with a PUSCH of lower priority. This can also be handled by network configuration. For dynamic PDSCH the network can schedule the HARQ-ACK such that there is no conflict or that HARQ-ACK can be multiplexed on the PUSCH with sufficient reliability (based on e.g. the beta factor selection). Similar network configuration can be considered for a configured grant.
Proposal 7: study prioritization mechanisms for SR corresponding to high priority data overlapping with a lower priority multi-slot PUSCH.

Scenario 6: Intra-UE UL Prioritization – CA-based Concurrent Transmission with Power Limitation
	Excerpt from RAN2 LS: In cases wherein mixed traffic with different priorities / reliability requirements are exchanged between the UE and gNB and corresponding data or control transmissions simultaneously occur on different serving cells, prioritization may have to occur due to transmit power limitation.



In Rel-15 prioritization for TX power reduction is described in Sec. 7.5 of 38.213. For supporting a mix of low and high priority traffic, TX power for UL transmissions with high priority data should be prioritized. For instance high priority HARQ-ACK information and/or high priority SR on PUCCH or PUSCH carrying high priority HARQ-ACK information is prioritized over other PUSCH, PUCCH or SRS.
Proposal 8: for UL transmissions on multiple serving cells prioritize TX power for HARQ-ACK/SR corresponding to high priority data over other PUSCH, PUCCH or SRS transmissions.

Scenario 7: Intra-UE UL Prioritization – Power Control for Traffics with Different Priorities
	Excerpt from RAN2 LS: The UE may need to dynamically change its power control loop to ensure the transmission related to high priority data.



This scenario is discussed in a companion contribution [3], where the following was concluded:
Observation: Rel-15 UL power control framework provides the necessary tools to support different power control loops for URLLC and non-URLLC PUSCH. 


Conclusion
This contribution discussed the intra-UE multiplexing scenarios described in the RAN2 LS [1]. For each case, we discuss the PHY aspects that need to be handled and provide possible solutions where necessary. We have the following observations, 
· Observation: prioritization between an UL DG and an UL CG needs to take into account both latency and reliability as characterized by the PUSCH duration and the target code rate.
· Observation: for resource conflict between control channels, the SR-SR case is already supported in Rel-15
· Observation: Rel-15 UL power control framework provides the necessary tools to support different power control loops for URLLC and non-URLLC PUSCH. 

Furthermore we have the following proposals and propose that they be taken into account in a reply LS to RAN2.

· Proposal 1: consider differentiation of dynamically scheduled traffic based on different RNTIs or different USS sets taking into account scalability of the solution to more than two traffic types.
· Proposal 2: in case of a collision between a high priority PDSCH and a low priority PDSCH and the UE does not support simultaneous processing of two PDSCHs, processing of the lower priority PDSCH is either cancelled or delayed depending on the scheduled HARQ-ACK timing.
· Proposal 3: prioritization between a dynamic UL grant and a configured UL grant is primarily handled by the MAC layer.
· Proposal 4: in case of UE-autonomous prioritization, study solutions to ensure reliable detection of the transmitted PUSCH when a dynamic PUSCH collides with a configured PUSCH.
· Proposal 5: for a resource conflict between dynamic UL grants the UE follows the latest received PDCCH.
· Proposal 6: for resource conflict between HARQ-ACK and HARQ-ACK study multiplexing mechanisms as part of the URLLC SI or in the follow-on WI. 
· Proposal 7: study prioritization mechanisms for SR corresponding to high priority data overlapping with a lower priority multi-slot PUSCH.
· Proposal 8: for UL transmissions on multiple serving cells prioritize TX power for HARQ-ACK/SR corresponding to high priority data over other PUSCH, PUCCH or SRS transmissions.
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