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Introduction
The following agreements have been reached on UCI enhancement in the previous two RAN1 meetings.
	Agreements RAN1#95:
· Multiple PUCCHs for HARQ-ACK within a slot should be supported in R16.




	R1-1901287	Summary of RAN1#AH1901 Tdocs on  UCI enhancements for URLLC	OPPO
Agreements:
· For a R16 UE, at least two HARQ-ACK codebooks can be simultaneously constructed, intended for supporting different service types for a UE
· FFS more details (including procedures when applicable)
· FFS: How to identify a HARQ-ACK codebook 
· FFS applicability to semi-static HARQ-ACK codebook, or dynamic HARQ-ACK codebook, or both
· FFS more than 2
· FFS whether or not CBG configuration is supported for Rel-16 URLLC

R1-1901401
Agreements:
· Down-select in RAN1#96 for potential A-CSI on PUCCH
· Opt.1: A-CSI report on PUCCH triggered by DL-scheduling DCI.
· For measurement source
· Alt.1: Based on CSI-RS/CSI-IM measurement 
· Alt.2: Based on DMRS/PDSCH/PDCCH measurement
· For report quantity
· Alt.1: R15 baseline
· Alt.2: Delta CQI
· Alt.3: Delta SINR
· For report timeline
· Alt.1: R15 timeline
· Alt.2: New timeline
· Opt.2: A-CSI report on PUCCH based on group-common PDCCH (similar to A-SRS triggering in GC-PDCCH in Rel-15) using Rel-15 mechanisms for measurement source, report quatity, and timeline (A-CSI triggered to transmit on PUSCH)
· Opt.3: No A-CSI on PUCCH due to this SI
Companies are encouraged to perform more evaluations/analysis w.r.t. the above options to facilitate coming up with observations and eventually drawing conclusion



In the first part of the contribution, we analyse and evaluate the case for A-CSI enhancement. In the second part we summarize our views on HARQ codebook segmentation and procedures. Finally, we analyse the reliability aspects for PUCCH format_0, and provide a mechanism to enhance the PUCCH performance in terms of NACK-to-ACK errors.

A-CSI enhancement
This section addresses the above proposals about A-CSI on PUCCH. In particular, we attempt to evaluate the potential benefits of triggering A-CSI measurement on DMRS/PDSCH/PDCCH (Option 1 with measurement source Alt-1).
Discussion 
A common feature of the proposals quoted in the Introduction is that they eliminate the overhead of UL-DCI by triggering the A-CSI measurement from either DL-DCI or GC-DCI. The applicable scenarios and potential benefits differ what measurement source is selected. This is illustrated by Figure 1.
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[bookmark: _Ref1180901]Figure 1: Example use cases for A-CSI over PUCCH
Alt-1: CSI-RS based measurement     
This schemes aims at optimizing the allocation for the initial transmission of the PDSCH. Two things shall be pointed out, though:
· the CSI report allocation needs to be conservative as it is scheduled before learning the CSI 
· since significant delays are implied with this method, either the latency requirement needs to be relaxed – in which case the UL-DCI scheduling is unlikely to be a bottleneck, assumed as premises for the proposal  –, or applicability to a single shot transmission should be considered. 	

In the latter case, a primary concern with single shot URLLC transmission is the inter-cell interference. This cannot be predicted by A-CSI measurement. In fact, P-CSI seems indispensable to gather statistics about this.     
Therefore, the benefits are not obvious with respect to the already available Rel-15 methods for A-CSI and P-CSI. On the downside, the configuration of the CSI-RS measurement and the PUCCH allocation for the CSI report would require a new DL-DCI type.
Observation 1: Triggering CSI-RS based CSI measurement from DL-DCI would require introducing a new DCI type without offering obvious benefits.
Alt-2: DMRS/PDSCH/PDCCH based measurement     
This proposal (A-CSI measured on DMRS/PDSCH/PDCCH and reported by piggy-back on PUCCH carrying HARQ feedback) aims at providing enhanced CSI for the retransmission only. Since initial transmissions dominate the spectral load, at first glimpse this method cannot offer significant benefits to URLLC capacity (the maximum number of UE’s that can be serviced without violating the reliability and latency requirements). However, [15] considers a scenario where the latency budget for retransmissions is extremely tight (SCS = 30kHz, and 1 ms allowed latency in their example), and claims the following:
1. Scheduling conflicts that prevent retransmissions from meeting their deadlines can become the limiting factor for URLLC capacity.  
2. A-CSI allows significant decrease in the number of failing URLLC links by optimizing the retransmission allocations, thereby allowing them to meet their deadlines. According to the comparison provided in their SLS simulation, when A-CSI feature is enabled half as many UE’s fail than would otherwise.     
Before examining the validity of these claims we illustrate both points. 
A-CSI measured on DMRS/PDSCH/PDCCH and reported by piggy-back on PUCCH carrying HARQ feedback 
A summary of the traffic scenario simulated in [15] is shown in Figure 2 
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[bookmark: _Ref1181006]Figure 2: Simulation scenario in [15]
First of all, we refer to our paper on processing timelines [16] to note that UE capability 2 timelines do not support retransmitting within 1 ms with SCS=30 kHz, at least not with arbitrary traffic patterns. Hence, the example constraints shown in Figure 3 could serve as model for a relevant case, whereby time-domain multiplexing of concurrent retransmissions is not possible without violating the maximum allowed latency, leaving frequency domain multiplexing as the single option. 
· Time-domain multiplexing between retransmission and initial transmission is possible by delaying the latter one. This might imply that the delayed packet needs to be scheduled with sufficient resources to meet the reliability requirement with a single shot transmission.     
· A-CSI can make a difference in the arbitration of resources between concurrent retransmissions being multiplexed in frequency. Without A-CSI the scheduler needs to prepare for the worst case, whereby all the channel conditions have deteriorated for all UE’s over time, and the gain from soft combining is diminished by e.g. interference on the initial transmission. Meanwhile, using A-CSI the soft combining gain can be predicted and the allocations for each UE can be adjusted based on the channel degradation or improvement. (Suppose, for instance, that similar PRB size allocations compete for resources and their respective channel conditions change significantly in opposite directions.)
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[bookmark: _Ref1181154]Figure 3: Scheduling conflict between retransmissions
The following example is only meant for illustrating the point that the enhancement figures claimed in [15] are heavily dependent on the constellation of various factors such as initial BLER target, packet size, traffic load and pattern, tight latency budget, alignment delays, etc.:
An abstract example: 
· Let assume all of the following: in a periodic traffic pattern, requests for initial transmissions from four UE’s arrive at the same OS from period to period. Each initial transmission have BLER=3%. Due to increased resources only two retransmissions can be frequency multiplexed keeping all reliability headroom. Further assume that A-CSI allows optimizing the scheduling so that in 90% of the channel conditions three retransmissions can be scheduled on the same OS. Latency budget is so tight that it does not allow time-domain multiplexing of concurrent retransmissions, i.e., retransmission need to be multiplexed in frequency.
· The statistical outcome from the above setting is that (1) without A-CSI, some or all four UE’s violate the URLLC conditions, whereas (2) with A-CSI enabled a retransmission scheduling conflict will occur once in a million packets for all UE’s.
· Next, let us assume that the relationship between packet size and bandwidth is slightly altered, and as a result, the initial BLER target is increased to 5% or reduced to 1.5%. (Only one or two MCS difference to the initially assumed conditions!) With 5% BLER both methods will fail, with 1.5% both may perform similarly well, by taking into account the altered probabilities and combining gains. 
· Next, let us assume that the packet size is smaller, and instead of 4 UE’s 8 or 12 UE’s occupy the same frequency bandwidth and trigger retransmissions simultaneously. Since, the probability of more than four concurrent retransmissions is insignificant (again assuming initial BLER=3%), the allocation bandwidth can be doubled or tripled for each retransmitting UE, making all optimization and A-CSI redundant. In other words, the smaller the packet size the easier the retransmission. Not to mention that with decreasing PDSCH size, PDCCH allocation can become a dominant factor in system capacity.    
· Next we assume that the traffic is not periodic. In this case the traffic fluctuation is higher, making the discussed resource conflict between retransmissions less frequent. 
Turning back to the configurations in [15], where 200 byte packets are selected, it is highly likely that the same enhancements would not have been reachable with 32 byte packets specified for the factory automation evaluation test case for the reasons mentioned above. Smaller packets would also degrade the quality of A-CSI since they do not lend themselves to WB measurement, whereas NB measurement would be impractical, since it constraints the allocation for the retransmission.  
Finally, we note that sending the CSI report may itself tighten the latency budget if the timelines are increased or long PUCCH needs to be transmitted instead of short PUCCH. The solution described in [17] to encode the delta CQI or delta SNR on PUCCH format 0 hence becomes relevant in this respect. The implications of that method on PUCCH resource allocations and UL FD multiplexing need to be studied. Delta CQI presumes application of frequent P-CSI.  
Observation 2: the URLLC capacity enhancements claimed for A-CSI measured on DMRS/PDSCH/PDCCH seem to apply to very narrow corner cases only. The achievable benefits depend on specific constellations of packet size, bandwidth, initial BLER, traffic pattern and load, etc.
Observation 3: for 32 byte packets and 40 MHz bandwidth the retransmissions cannot cause capacity bottlenecks.
Observation 4: for traffic scenarios with large (e.g. 4kbyte) packets the retransmissions do not cause capacity bottlenecks since latency is relaxed.
Observation 5: piggy-backing A-CSI on PUCCH along with HARQ feedback risks increasing the delays (through longer UE processing and/or long PUCCH transmission) and thereby making the deadlines even tighter. 
Observation 6: To avoid issues with PUCCH assignment for varying sizes and late decision on PUCCH resource selection, the piggy-back scheme need to apply both to ACK and NACK sending. This means superfluous payload for ACK which is much more frequent. 
Our final conclusion is that compelling evidence for the benefits of A-CSI enhancement are missing for both CSI-RS and DMRS/PDSCH/PDCCH measurement source. Simulations should use the agreed evaluation test scenarios at least as complementary cases to offer comparison. Retransmission strategies and designs (e.g. initial BLER targets) should be specified with the situations. Comprehensive statistics on measured delta CQI and/or allocation sizes could give insight to the workings of the proposed A-CSI scheme. In the next Section we attempt to estimate approximate figures for the potential merits of delta CQI information.
Proposal 1: No A-CSI on PUCCH due to this SI, unless companies present compelling evidence on the benefits. 
Evaluation of fast fading effects 
So far, we have not assessed what improvement can bring A-CSI over P-CSI in the setting shown in Figure 2, used as an example. We have simply assumed that the information provided by A-CSI allows “fixing” retransmission conflicts with 90% success rate to get to sum illustrative numbers. To assess the chances of observing such an exceptional performance requires an analysis of the channel conditions amongst other issues, such as the scheduler design, the initial BLER targets, packet sizes, etc.   
Applying A-CSI complementary to P-CSI can reduce the time lag between the measurement and the retransmission from 2…5 ms down below 1 ms as indicated in Figure 2. Thereby a better prediction of the channel quality if possible. However, A-CSI cannot predict the level of interference at the time of retransmission. By reporting the reception quality of the initial transmission A-CSI also predicts the actual achievable gain from soft combining: in fact, the reported CQI reflects when adverse interference conditions degrade the initial transmission. However, in such a case the scheduler cannot make a difference between fast fading and sudden interference variations. Therefore, it will make pessimistic predictions about the channel variations.
The effects of fast fading are captured by generating correlated channel realizations and observing the variation in effective SNR. Figure 4 (a) shows the CDF of the difference between two realizations of the two-receive-antenna radio channel are depicted for various correlation levels (99%, 96%, 88%, 0%). As can be read from Figure 4 (b)  99% corresponds e.g. to 3ms with 3kmph or 1 ms with 10kmph; 96% corresponds e.g. to 2 ms with 10kmph; 88% corresponds e.g. to 3ms with 30kmph, or 9ms with 10kmph assuming 4 GHz carrier. 
At low Doppler effects (3 kmph), the CDF corresponding to 99% correlation indicates that the SNR variation will be within +/-0.5 dB with more than 60% probability. Therefore A-CSI is unlikely to bring significant advantages to the channel prediction.
Even at significantly higher Doppler, such as the case of 30 kmph, the chance of observing a difference greater than 1 dB is less than 40%. Hence, the initial assumption that A-CSI changes the outcome of retransmission conflicts with 90% seems way unrealistic.  
Correlation level 0% is the case of uncorrelated channels. This case can represent the variation of the difference between the serving cell and a neighbour cell. For instance, if we assume 3dB more pathloss w.r.t the interfering neighbour cell then about 12% is the chance that it can become stronger than the serving cell due to fast fading conditions (-3dB from pass loss +3dB from decrease in fast fading), and 2% is the chance that the interfering cell will be at least 3dB higher than the serving cell (-3dB+6dB from fast fading). The initial BLER targets, which have a great impact on retransmission scenarios as we demonstrated in the previous section, need to take these probabilities into account. This can have a much greater impact on system capacity than A-CSI piggy backed on PUCCH.
Finally, we note predicting the interference levels from one period to the next by measuring CQI on DMRS/PDSCH/PDCCH would only be feasible if the conditions were stationary. However, even with periodic, deterministic traffic (transmission requests) this is not the case: actual resource allocations will vary due to fast fading, retransmissions. Short transmissions and frequent changes to precoding will represent unpredictable changes in the interference patterns.   
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[bookmark: _Ref1182062]Figure 4: a) impact channel variations over time on the effective SNR, assuming TDL-A (30 ns) channel. B) Time coherence as a function of delay and Doppler spread assuming a 4 GHz carrier 
Observation 7: The impact of fast fading may be secondary to the impact of neighbour cell interference on the URLLC capacity once that P-CSI is applied.  

    
Multiple PUCCH’s for HARQ-ACK within a slot
We refer to our previous Tdoc on the topic [18] and our companion paper [14], which outlines the issues involved with prioritization between eMBB and URLLC traffic, and only summarize the conclusions here. 
Proposal 2:
· Two or more HARQ-ACK codebooks can be simultaneously constructed?
There should be three HARQ procedures: a low-priority, a high-priority and a codebook-less procedure. The low-priority procedure should have separate codebook type configuration, PUCCH allocation configuration, sub-slot size definition. The latter two may share the same configurations. 
The HARQ procedure should be selected by a configurable mapping that groups HARQ process ID’s per each procedure. Alternatively, special values in K1 could be used for indication of the HARQ procedure.   
· How to separate HARQ-ACK multiplexing windows for different PUCCHs?
Primarily based on sub-slot partitioning. The sub-slot size can be configured per BWP and HARQ procedure, and the selectable options should be restricted to 7 or14 OS.
If this partitioning does not allow meeting the URLLC requirements in the case of high-priority procedure then using the codebook-less procedure can provide a solution. 
Optionally, the high-priority procedure could allow two HARQ codebook instances per sub-slot. For the indication of the selected instance, the grouping of HARQ process ID’s could be used. 
· How to indicate the starting symbol of different PUCCHs?
PUCCH resource sets should be configured per sub-slot and the starting symbol index should be referenced to the start of the sub-slot. 
· How to indicate K1, e.g. in unit of slot, half-slot, a number of symbols or symbol?
Slot or half-slot as configured per HARQ procedure and BWP.
· How to determine dynamic HARQ codebook?
Sub-slots should replace slots in the definition. DAI counter excludes transmissions reported by different HARQ procedures or sub-slots.
Dynamic codebook is robust enough if subsequent PDCCH’s are transmitted with sufficient reliability to prevent the occurrence of DAI counter wrap-over. This condition can be met by applying different HARQ procedures.
· How to determine semi-static HARQ-ACK codebook?
Semi-static HARQ codebook should not be used with high-priority procedure.
· How to configure PUCCH resource sets, e.g. reuse R15 PUCCH resource set configurations or not?
The low-priority procedure should have separate codebook type configuration, PUCCH allocation configuration, sub-slot size definition. The high-priority and codebook-less procedure can share the same allocations.
· How to determine PUCCH resource for each PUCCH?
Based on K1 and ARI. For codebook-less procedure, since the PUCCH size is independent from the reporting sub-slot, the PUCCH selected ARI assignment should be sent in the earliest sub-slot that abides the timelines. 
· How to do PUCCH resource overriding for HARQ-ACK multiplexing?
Maintain PUCCH resource overriding for the low- and high-priority procedure, separately. For codebook-less procedure the overriding rule does not apply.
· Maximum number of PUCCH transmissions for HARQ-ACK allowed in a slot?
Any.

        Dynamic selection of HARQ procedure
The following possibilities for signalling the selectable HARQ procedure should be compared based on their drawbacks:
· [bookmark: OLE_LINK1]New DCI bit – increases DCI size
· Introduction of reserved value(s) to the PDSCH-to-HARQ-timing-indicator field in DCI – restricts available PUCCH timing interval
· Search space configuration – restricts PDCCH scheduling flexibility
· New RNTI – increases PDCCH decoding complexity
· Type of DCI – restricts DL scheduling flexibility
· Grouping by HARQ process ID
A possible way for reusing existing DCI fields for the indication of the selected HARQ procedure can be the following. By defining a reserved value for K1 as shown in Figure 7, the reserved value could be used as indication of the “fast” HARQ procedure. All the other values would select the “slow” procedure and the appropriate K1 value to be used with the “slow” procedure. Since no information is provided on K1 when the “fast” procedure is selected, the earliest admissible PUCCH timing would be selected for the PUCCH resource based on the N1 processing timeline. By allowing more reserved values, offsets by integer (sub-)slots could be indicated w.r.t to the earliest admissible PUCCH timing, too.
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[bookmark: _Ref528760659]Figure 7: HARQ procedure selection based on reserved value for K1.
Proposal 3: The following possibilities for signalling the HARQ priority level should be compared based on their respective drawbacks.
· New DCI bit to indicate priority-level – increases DCI size, blind decoding complexity 
· Introduction of reserved value(s) to the PDSCH-to-HARQ-timing-indicator field in DCI for indication of priority-level – restricts PUCCH timing
· Priority-level association with search space – restricts PDCCH scheduling flexibility
· Priority-level association to RNTI – increases PDCCH decoding complexity
· Priority-level association to type of DCI – restricts DL scheduling flexibility
· Grouping by HARQ process ID

PUCCH reliability enhancements
[bookmark: _Ref528254612]Discussion
HARQ based transmission is essential to achieve the strict reliability requirements for URLLC with efficient use of radio resources. For HARQ based DL transmission, the probability for successful DL transmission will heavily depend on the reliability of the uplink control channel (PUCCH) that carries ACK/NACK feedback. Considering a HARQ based DL transmission with one retransmission, the probability () of successfully delivering a packet is given by
                   (1)
where  is the probability of successfully decoding the PDCCH,  is the probability of successfully decoding the PDSCH transmission without soft combining,  is the probability of successfully decoding the PDSCH transmission with soft combining.  (resp. ) are the probabilities of falsely detecting DTX (resp. NACK) as ACK at the gNB. As it can be seen from (1), the successful detection of uplink DTX and NACK at the gNB is essential for the reliability and latency of HARQ based DL transmission. Thus, design of PUCCH should ensure very low impact of DTX-to-ACK and NACK-to-ACK errors. Missed ACK error (i.e. ACK-to-DTX) results in unnecessary retransmission, but does not affect the reliability of HARQ based DL transmission. However, missed ACK errors need to be kept low to preserve the spectral efficiency. To avoid unnecessary retransmissions, missed ACK target similar to LTE should be considered, which is 10-2.
Comparing the contributions of the DTX-to-ACK and NACK-to-ACK errors, we can see that DTX-to-ACK errors can only occur when PDCCH detection fails, while the NACK-to-ACK errors occur when the PDSCH decoding fails. For LTE PDCCH BLER target was ~ 10-2 and PDSCH BLER target was ~ 10-1. For URLLC similar asymmetry between PDCCH BLER and PDSCH BBLER can be expected with a PDCCH BLER target between 10-6 and 10-3 and a larger PDSCH BLER target potentially between 10-1 and 10-3, we can therefore expect that for URLLC the NACK-to-ACK to be more critical than the DTX-to-ACK errors. 
In this contribution, we focus on methods to enhance the PUCCH performance in terms of missed ACK and NACK-to-ACK errors. For the analysis we consider a fixed DTX-to-ACK error probability of 10-2, a missed ACK target of 10-2 and a NACK-to-ACK target ≤10-4. Given the low latency requirements for URLLC, PUCCH format_0 can be considered the most relevant for URLLC scenario. The main approaches to enhance the reliability of PUCCH are receive diversity, time repetition and frequency hopping.
Evaluation of missed-ACK and NACK-to-ACK errors
Here we show the performance of PUCCH format_0 with different number of receive antennas. Simulation parameters are provided in the Table 2 in Appendix A. Figure 8 shows the missed ACK and NACK-to-ACK errors with number of receive antennas 1, 2 and 4. Increasing the number of receive antennas enhances the PUCCH reliability. Further enhancements can be achieved with repetition and frequency hopping.
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[bookmark: _Ref528760652]Figure 8: Missed ACK and NACK-to-ACK error rates for PUCCH format_0, 2PRBs
Table 1 lists the required SNR for achieving a given PUCCH reliability target. It can be seen that one receive antenna at the gNB is not enough to achieve the required performance targets when PUSCH is used. Furthermore, the required SNR for achieving the target NACK-to-ACK error rate is generally higher than the required SNR for achieving the target missed ACK rate. This gap gets even larger with lower NACK-to-ACK error rate target. In addition, the gap between the required SNRs for missed ACK and NACK-to-ACK varies based on the system settings (here it is the number of PRBs and number of receive antennas).
[bookmark: _Ref528256838]Table 1: Required SNR (dB) for PUCCH format_0 reliability targets
	
	1PRB
	2PRBs

	
	nRX = 2
	nRX = 4
	nRX = 2
	nRX = 4

	Missed ACK (1%)
	5.8
	0.02
	3
	-2.82

	NACK-to-ACK (10-4)
	6.8
	0.7
	3.65
	-2

	NACK-to-ACK (10-5)
	12.2
	3.73
	10
	0.2


Observation 8: Receive diversity is essential for enhancing the reliability of PUCCH.
Observation 9: The required SNR for achieving the target NACK-to-ACK error rate is generally higher than the required SNR for achieving the target missed ACK rate.
Observation 10: The difference between the required SNR for achieving the target missed ACK and NACK-to-ACK error rates depends on the system setting (e.g. number of PRBs and number of receive antennas).
Asymmetric NACK and ACK transmissions
One option to achieve the reliability targets (missed ACK and NACK-to-ACK errors) for PUCCH is by transmitting the PUCCH with higher power ( to achieve the stricter of the two targets. In addition to other system parameters, the PUCCH power can be specified as follows

where  is the required transmission power to achieve the target missed ACK rate, and  is the required transmission power to achieve the target NACK-to-ACK error rate. Considering that ACK transmission are expected to happen more often compared to NACK transmission, this approach will lead to inefficient use of the transmission power. Another approach is to adjust the transmission power of PUCCH based on the UCI content, i.e. depending on whether the ACK or NACK is being transmitted. The PUCCH transmission power  will be based on  if there is an ACK to be transmitted, and based on  if there is a NACK to be transmitted. From the ACK/NACK perspectives, two PUCCH transmission powers can be defined as:  is the PUCCH power when there is an ACK to be transmitted,  is the PUCCH power when there is a NACK to be transmitted. For two bits UCI, the  can be used when both bits are ACK, and  when at least one of the bits is NACK. Figure 9 shows the PUCCH performance with different transmission powers for ACK and NACK. The NACK-to-ACK target of 10-4 can be achieved with about 1 dB and 2 dB increase (for nRX= 2 and 1, respectively) in the PUCCH power in the case on NACK transmission. Higher power increase for NACK transmission will be needed to achieve the 10-5 NACK-to-ACK target.
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[bookmark: _Ref528256939]Figure 9: Missed ACK and NACK-to-ACK error rates for PUCCH format_0 with asymmetrical transmission power. 
The main advantage of using different power levels for ACK and NACK transmissions is that the average consumed power by the UE is greatly reduced compared to the case when the same missed ACK and NACK-to-ACK performance is targeted by using identical ACK and NACK power levels. For example, assuming 10% NACK probability (as a worst case scenario) then using a  with 3dB boost compared to the  results in 0.4dB average power increase only, this is to be compared with the 3dB average power increase if both the and  are boosted by 3dB. Adopting this solution will reduce the power consumption and the inter-cell interference as well.
[bookmark: _GoBack]Proposal 4: Support different PUCCH transmission power levels depending on whether ACK or NACK is transmitted.
Conclusion
In the first part of the contribution we had the following observations and proposals on A-CSI over PUCCH:
Observation 1: Triggering CSI-RS based CSI measurement from DL-DCI would require introducing a new DCI type without offering obvious benefits.
Observation 2: the URLLC capacity enhancements claimed for A-CSI measured on DMRS/PDSCH/PDCCH seem to apply to very narrow corner cases only. The achievable benefits depend on specific constellations of packet size, bandwidth, initial BLER, traffic pattern and load, etc.
Observation 3: for 32 byte packets and 40 MHz bandwidth the retransmissions cannot cause capacity bottlenecks.
Observation 4: for traffic scenarios with large (e.g. 4kbyte) packets the retransmissions do not cause capacity bottlenecks since latency is relaxed.
Observation 5: piggy-backing A-CSI on PUCCH along with HARQ feedback risks increasing the delays (through longer UE processing and/or long PUCCH transmission) and thereby making the deadlines even tighter. 
Observation 6: To avoid issues with PUCCH assignment for varying sizes and late decision on PUCCH resource selection, the piggy-back scheme need to apply both to ACK and NACK sending. This means superfluous payload for ACK which is much more frequent.
Observation 7: The impact of fast fading may be secondary to the impact of neighbour cell interference on the URLLC capacity once that P-CSI is applied.  
Proposal 1: No A-CSI on PUCCH due to this SI, unless companies present compelling evidence on the benefits. 
In the second part of the contribution, we have addressed enhancements to facilitate multiple HARQ ending per slot.
Proposal 2:
· Two or more HARQ-ACK codebooks can be simultaneously constructed?
There should be three HARQ procedures: a low-priority, a high-priority and a codebook-less procedure. The low-priority procedure should have separate codebook type configuration, PUCCH allocation configuration, sub-slot size definition. The latter two may share the same configurations. 
The HARQ procedure should be selected by a configurable mapping that groups HARQ process ID’s per each procedure. Alternatively, special values in K1 could be used for indication of the HARQ procedure.   
· How to separate HARQ-ACK multiplexing windows for different PUCCHs?
Primarily based on sub-slot partitioning. The sub-slot size can be configured per BWP and HARQ procedure, and the selectable options should be restricted to 7 or14 OS.
If this partitioning does not allow meeting the URLLC requirements in the case of high-priority procedure then using the codebook-less procedure can provide a solution. 
Optionally, the high-priority procedure could allow two HARQ codebook instances per sub-slot. For the indication of the selected instance, the grouping of HARQ process ID’s could be used. 
· How to indicate the starting symbol of different PUCCHs?
PUCCH resource sets should be configured per sub-slot and the starting symbol index should be referenced to the start of the sub-slot. 
· How to indicate K1, e.g. in unit of slot, half-slot, a number of symbols or symbol?
Slot or half-slot as configured per HARQ procedure and BWP.
· How to determine dynamic HARQ codebook?
Sub-slots should replace slots in the definition. DAI counter excludes transmissions reported by different HARQ procedures or sub-slots.
Dynamic codebook is robust enough if subsequent PDCCH’s are transmitted with sufficient reliability to prevent the occurrence of DAI counter wrap-over. This condition can be met by applying different HARQ procedures.
· How to determine semi-static HARQ-ACK codebook?
Semi-static HARQ codebook should not be used with high-priority procedure.
· How to configure PUCCH resource sets, e.g. reuse R15 PUCCH resource set configurations or not?
The low-priority procedure should have separate codebook type configuration, PUCCH allocation configuration, sub-slot size definition. The high-priority and codebook-less procedure can share the same allocations.
· How to determine PUCCH resource for each PUCCH?
Based on K1 and ARI. For codebook-less procedure, since the PUCCH size is independent from the reporting sub-slot, the PUCCH selected ARI assignment should be sent in the earliest sub-slot that abides the timelines. 
· How to do PUCCH resource overriding for HARQ-ACK multiplexing?
Maintain PUCCH resource overriding for the low- and high-priority procedure, separately. For codebook-less procedure the overriding rule does not apply.
· Maximum number of PUCCH transmissions for HARQ-ACK allowed in a slot?
Any.
Proposal 3: The following possibilities for signalling the HARQ priority level should be compared based on their respective drawbacks.
· New DCI bit to indicate priority-level – increases DCI size, blind decoding complexity 
· Introduction of reserved value(s) to the PDSCH-to-HARQ-timing-indicator field in DCI for indication of priority-level – restricts PUCCH timing
· Priority-level association with search space – restricts PDCCH scheduling flexibility
· Priority-level association to RNTI – increases PDCCH decoding complexity
· Priority-level association to type of DCI – restricts DL scheduling flexibility
· Grouping of HARQ process ID by HARQ procedure
In the last part of the contribution, we have evaluated the reliability of PUCCH format_0 for ACK/NACK feedback transmission, and had the following observations and proposals:
Observation 8: Receive diversity is essential for enhancing the reliability of PUCCH.
Observation 9: The required SNR for achieving the target NACK-to-ACK error rate is generally higher than the required SNR for achieving the target missed ACK rate.
Observation 10: The difference between the required SNR for achieving the target missed ACK and NACK-to-ACK error rates depends on the system setting (e.g. number of PRBs and number of receive antennas).
Proposal 4: Support different PUCCH transmission power levels depending on whether ACK or NACK is transmitted.
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	Parameter
	Value

	Carrier frequency
	4 GHz

	Bandwidth
	20 MHz

	Subcarrier Spacing
	15 kHz

	Antenna Configuration
	1Tx, and (1, 2, 4) Rx antennas

	Number of PRBs
	1 and 2

	Number of Symbols
	1 Symbol

	Channel
	TDL-C with 300ns RMS delay, @ 3 km/h

	Noise estimation
	Ideal

	Performance metrics	
	DTX-to-ACK probability of 0.01
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