[bookmark: _GoBack]3GPP TSG RAN WG1 Meeting #96							R1-1901720
Athens, Greece, 25th February – 1st March, 2019

Source:	vivo
Title:	Cross-carrier scheduling with different numerologies
Agenda Item:	7.2.13.2
Document for:	Discussion and Decision
1. Introduction
The scenarios for supporting cross-carrier scheduling with different numerologies, as well as some of the identified issues, were discussed in the previous RAN1 meeting, and the following conclusions were achieved [1]:
	Conclusion:
All the following 4 cases can be considered further, while there was yet no consensus if all the cases will be eventually specified. To be discussed further after work on solutions has progressed.
1. Support scheduling cell of lower SCS and scheduled cell of higher SCS downlink
2. Support scheduling cell of lower SCS and scheduled cell of higher SCS uplink
3. Support scheduling cell of higher SCS and scheduled cell of lower SCS downlink
4. Support scheduling cell of higher SCS and scheduled cell of lower SCS uplink

Conclusion:
Study further at least the following:
· Determine the first possible PDSCH starting point based on the timing of the last or first symbol of the scheduling PDCCH.
· Both Type A and Type B PDSCH allocation should be considered
· Consider a possibility for introducing a single solution for Type A and Type B PDSCH allocation
· PDCCH position cases 1-1, 1-2 and 2 should all be considered


The support of cross-carrier scheduling with different numerologies includes various cases shown in Figure 1 and Figure 2. 
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[bookmark: _Ref534279381]Figure 1 A carrier with smaller SCS scheduling a carrier with larger SCS 
[image: ]
[bookmark: _Ref534279400]Figure 2 A carrier with larger SCS scheduling a carrier with smaller SCS
Given that cross-carrier scheduling with same numerology has been supported in Rel-15, it is desirable that the introduction of support of different numerologies does not impose significant implementation complexity to the UE, especially for the hardware, compared with the same numerology case. As a result, delivering this feature to the market would be much easier.
[bookmark: _Ref525914287]Observation 1: It is desirable that the introduction of support of mix numerologies does not impose significant implementation complexity to the UE, compared with the same numerology case.
Table 1 summarize potential issues identified to support cross-carrier scheduling with different numerologies for both case a) and b).
[bookmark: _Ref534279411]Table 1 Issues to support cross-carrier scheduling different numerologies
	
	Larger SCS scheduling 
Smaller SCS
	Smaller SCS scheduling 
Larger SCS

	BD/CCE limits & overbooking handling
	Yes 

There is no handling of BD/CCE limit for cross-carrier scheduling with different numerologies in Rel-15.

	Number of detected DCI 
	No
	Yes 

The PDCCH should schedule a larger number of slots compared with the same numerology case.

	Extra buffering requirement
	No 
	Yes 

Extra buffering is required compared with the self-scheduling case.

	QCL aspects
	Yes

In Rel-15 Tci-PresentInDCI has to be always enabled for cross-carrier scheduling.

	Aperiodic CSI-RS triggering/reporting
	Yes

Rel-15 does not support an aperiodic CSI report triggering aperiodic CSI-RS resource that has different numerology from that of the triggering DCI.


In this contribution, we provide our view on the issues to support cross-carrier scheduling with different numerologies, and our considerations and preferences to the potential solutions.

2. [bookmark: OLE_LINK13][bookmark: OLE_LINK14]Discussion
2.1. BD/CCE limit
The following table summarize different scheduling cases in CA. 
[bookmark: _Ref534559253]Table 2 Different cases of scheduling in CA
	Relationship between 4, y and T
	Self-scheduling
	Cross-carrier scheduling

	
	Same numerology
	Mixed numerologies
	Same numerology
(for all DL serving cells)
	Mixed numerologies

	
	
	
	
	Different numerologies between the scheduling and scheduled cells
	Same numerology between the scheduling and scheduled cells but different numerologies between scheduling cells

	T=<4 or 4<T=<y
	Case 1

	Case 4

	Case 6-1
Not supported in Rel-15
	Case 6-2


	T>4 and T>y
	Case 2

	Case 3

	Case 5

	Case 7-1
Not supported in Rel-15
	Case 7-2



Noted that mix numerologies between severing cells are supported in Rel-15 for case 1, 3, 6-2, and 7-2, and the number of blind decoding (BD) per scheduled cell is configurable by network, with the following limitation:
1. In the case of “T=<4 or 4<T=<y”, the number of BD/CCE is restricted by the per-CC limit.
2. Otherwise, 
a. the number of BD/CCE for each scheduled cell is restricted by min {per-CC limit, per-numerology limit}, and 
b. the total number of BD/CCE for all the scheduled cells with same numerology is restricted by the per-numerology limit.
As a result, the restriction on the BD/CCE is actually defined based on the scheduled cell, and for each scheduled cell, this restriction indeed is identical between self-scheduling and cross-carrier scheduling with same numerology between the scheduling and scheduled cells. For all these cases, the final number of BD/CCE in the scheduling cell is simply the sum of all the scheduled cells (which is the one in the self-scheduling case).
[bookmark: _Ref525914288]Observation 2: For each scheduled cell, the BD/CCE limit is identical between self-scheduling and cross-carrier scheduling with same numerology on the scheduling and scheduled cells.
In order to support the cross-carrier scheduling with different numerologies between the scheduling and scheduled cells (i.e. case 6-1 and 7-1 in Table 2), it is desirable to reuse this existing framework to minimize the specification and implementation impact. There are three alternatives proposed in the offline summary for PDCCH structure and search space in RAN1#94 [2]:
· Alt.1: The limit of BDs/CCEs of the scheduling CC is determined based on the numerology of the scheduling CC.
· Alt.2: The limit of BDs/CCEs of the scheduling CC is determined based on the combinations of numerologies for {scheduling CC, scheduled CC}.
· Alt.3: The limit of BDs/CCEs of the scheduling CC is determined based on a specific reference numerology regardless of the exactly used numerology for scheduling CC or scheduled CC.
Alt.1 seem to introduce an additional limit (e.g. per-scheduling-CC limit), on top of the Rel-15 per-CC limit, per-numerology limit. The first problem is that, if the SCS of scheduling CC were larger than the scheduled CC, the total number of BD/CCE required in a subframe would be larger than that in the same numerology or self-scheduling cases. 
The second problem is that, the per-scheduling-CC limit may be different from the existing per-numerology limit, yielding a backward incompatibility issue. For example, in the scenario shown in Figure 3, assuming that the UE reports  through pdcch-BlindDetectionCA, the Rel-15 per-numerology limits for CC0 and CC2 are given by and . On the other hand, the per-scheduling-CC limits for CC0 and CC2 by Alt.1 (i.e. the limit is based on the number of schedulable DL-CCs whose scheduling cell is with DL BWPs having SCS configuration ) are given by and . Obviously, the number of BD limit are different between them, which affects the Rel-15 behavior for determining BD/CCE limit. Similar issues also exist for Alt.3. Such backward incompatibility issue should be avoided. 
[image: ]
[bookmark: _Ref796863]Figure 3 Example of cross-carrier scheduling with mix numerologies
[bookmark: _Ref806105]Observation 3: If the limit of BDs/CCEs were determined based on the numerology of the scheduling CC, 
1) the total number of BD/CCE required in a subframe would be increased; 
2) the backward incompatibility issue should be considered.
Therefore, the additional per-scheduling-CC limit is not desirable. The BD/CCE limit determined for each scheduled cell in the cases of 6-1 and 7-1 can be the same as 6-2 and 7-2, respectively. In other word, the number of BD/CCE for each scheduled cell is still restricted by min {per-CC limit, per-numerology limit} in the case of cross-carrier scheduling with mix numerologies. The only issue to be solved is to determine the actual number of BD/CCE for each scheduling cell, where a direct sum of all the BD/CCE of the scheduled cells is obviously not applicable. 
[image: ]
[bookmark: _Ref534559267]Figure 4 Example of cross-carrier scheduling with mix numerologies
The principle of determining the actual number of BD/CCE for each scheduling cell is to maintain a comparable level of scheduling capacity and UE processing complexity with that in self-scheduling case. If the numerology of the scheduled cell is different from that of the scheduling cell, the assigned number of BD/CCE for that scheduled cell is scaled in proportion to the delta between the SCSs of the scheduling and the scheduled cells, i.e. . Therefore, assuming the SCS of a scheduling cell is , the scheduling cell has  schedulable DL-cells with numerology j, and the assigned number of BD/CCE is , then the total number of BD/CCE can be determined by
	
	
	(1)


For example, in the scenario shown in Figure 4, the total number of BD in 1 ms in the self-scheduling case is 40 + 30 * 2 + 20 * 4 = 180. Then, for the cross-carrier scheduling case where the SCS of the scheduling carrier is 30 kHz (i.e. µ = 1), the maximal number of BD for one slot can be given by 40 * 2(0-1) + 30 * 2(1-1) + 20 * 2(2-1) = 90, where the µ of each scheduled cell is 0, 1, and 2. Considering that there are at most two slots of 30 kHz SCS, the total number of BD is same as that of self-scheduling case.
[bookmark: _Ref521146463]Proposal 1: In the case of cross-carrier scheduling with different numerologies on the scheduling and the scheduled cells,
1) the BD/CCE limits is determined by min {per-CC limit, per-numerology limit}, i.e. same as self-scheduling case or cross-carrier scheduling with same numerology case,
2) the total number of BD/CCE for each scheduling cell is then given by formula (1). 

2.2. Number of detected DCI
In rel-15, a UE is required to process one unicast DCI scheduling PDSCH per scheduled cell per slot. Although it is not an issue for cross-carrier scheduling with same numerology case, it may become restrictive for the mix numerologies case. As shown in Figure 1, a scheduling carrier with smaller SCS within one slot should be able to scheduling multiple slots on the larger SCS carrier. If only one unicast DCI can be processed by a UE, the resources utilization rate may become too low for the UE. There are two different approaches for this issue:
1) Increasing capability of the number of valid unicast PDCCH in single monitoring occasion for UE supporting cross-carrier scheduling with mix numerologies;
2) Supporting multi-slot scheduling with different TBs per slot.
The second approach is flexible than the first one, and may have less power consumption because the UE can terminate the blind decoding process earlier if a valid DCI is detected. However, it is very difficult, if not impossible, to support both single slot and multi-slot scheduling with a same DCI format size. Even if it is possible, it is likely that the scheduling flexibility is reduced for multi-slot scheduling compared with the single slot case, which make it a less attractive approach. If inevitably a new DCI format is introduced, the DCI size budget is increased; consequently, the processing complexity and the power consumption of the UE are also increased.
[bookmark: _Ref806111]Observation 4: Support of multi-slot scheduling may either have difficulty in DCI design, or introduce processing complexity of UE implementation.
On the other hand, the first approach is simpler and has less specification impact. The power consumption may not be a concern, because the main factor of power consumption is the number of blind decoding, not the number of detected DCI. Moreover, because of the implementation of parallel DCI blind decoding, the power saving due to early termination is not significant. Therefore, the first approach is preferable. The supported number may depend on the delta of the numerologies between the PDCCH and the PDSCH.
[bookmark: _Ref534562496]Proposal 2: In the case of cross-carrier scheduling where the SCS of the PDSCH is larger than that of the PDCCH, a UE should be able to process more than one unicast DCI scheduling PDSCH per scheduled cell. 

2.3. Extra buffer size issue
A UE acquires the allocated resources of PDSCH transmission only after it successfully decodes the scheduling PDCCH. Therefore, buffering the candidate PDSCH resource is needed until the UE complete the PDCCH processing, regardless of self-scheduling or cross-carrier scheduling. However, in the case of a carrier with smaller SCS scheduling a carrier with larger SCS, the time spent for reception and processing of PDCCH may be significantly longer than the self-scheduling case in the carrier with larger SCS. Consequently, the required buffer size for PDSCH may be much larger. Assuming that the number of symbols for PDCCH transmission and processing time on a cell with SCS µ, is given by  and  respectively, the required extra symbols N0 compared with the self-scheduling case is given by
	
	.
	(2)


One example is illustrated in Figure 5, where the SCS of the scheduling cell is 15 kHz, while the SCS of the scheduled cell is 60 kHz. The processing time is assumed two symbols for 15 kHz and eight symbols for 60 kHz. In the case of two-symbol CORESET, compared with the self-scheduling case, six more symbols are needed for the PDSCH buffering on the scheduled cell.
[image: ]
[bookmark: _Ref521246269][bookmark: _Ref812688]Figure 5 Extra buffer size in the case of cross-carrier scheduling with mix SCS
This issue can be solved by introducing an additional constraint on the earliest possible PDSCH occasion, i.e. by specifying a restriction on the starting symbol of the scheduled PDSCH. Since the extra buffering size varies depending on the numerologies of the scheduling PDCCH and the scheduled PDSCH, the value of the restriction would be determined based on the combination of numerology of the PDCCH and the PDSCH. This additional constraint can be defined by restricting the starting symbol of PDSCH to be N0 symbols after the scheduling PDCCH, regardless of the time domain position of the PDCCH CORESET (i.e. case 1-1, 1-2, or 2). An example is shown in Figure 6, where N0 = 8 symbols after the starting symbol of the scheduling PDCCH.
[bookmark: _Ref812742]Proposal 3: A UE is not expected to receive a Type-B PDSCH, if the delta between the first symbol of the PDSCH and the first symbol of the PDCCH scheduling the PDSCH is less than N0 symbols. 
[image: ]
[bookmark: _Ref812701]Figure 6 Restricting the starting symbol of Type-B PDSCH to be N0 (=8) symbols after the starting symbol of the scheduling PDCCH
However, it is worth noting that for Type-A PDSCH, not only the PDSCH itself, but also the DMRS need to be buffered for decoding. As the example illustrated in Figure 6, although the earliest possible starting symbol for PDSCH is symbol-8 in the first slot (K0=0), a Type-A PDSCH is not schedulable from this point because the UE has not buffered the Type-A DMRS when it starts buffering the PDSCH. Instead, the Type-A PDSCH can only start from the next slot (K0=1), as illustrated in Figure 7.
[image: ]
[bookmark: _Ref534383848]Figure 7 Scheduling restriction for Type-A PDSCH
[bookmark: _Ref525390589]Proposal 4: A UE is not expected to receive a Type-A PDSCH, if the delta between the first symbol of the scheduling PDCCH and the first symbol of the PDSCH or the Type-A DMRS, is less than N0 symbols. 
The value of the N0 restriction can either be a UE capability reported to gNB, or be defined in the spec. 
Considering that currently the N1/N2 is defined in the spec, it may be more natural to follow the later way.

2.4. QCL aspects
In Rel-15, for cross carrier scheduling, Tci-PresentInDCI has to be always enabled. In this case, the scheduling timing offset cannot be smaller than the threshold. In Rel-16, this restriction can be removed to improve data throughput, i.e. PDSCH can be scheduled when the scheduling timing offset is smaller than the threshold or when Tci-PresentInDCI is not enabled for DCI format 1_1. Then, the PDSCH QCL assumption need to be determined without the Tci-PresentInDCI indication.
For the purpose of QCL indication, the UE can be configured with a list of up to M TCI-State configurations within the higher layer parameter PDSCH-Config, where M depends on the UE capability. The UE receives an MAC CE activation command used to map up to 8 TCI states to the code points of the TCI field in DCI. Therefore, for cross carrier scheduling, if the scheduling timing offset is smaller than the threshold, or if Tci-PresentInDCI is not enabled for DCI format 1_1, the default QCL assumption for PDSCH can base on the active TCI state with the lowest ID applicable to PDSCH in the active BWP of the scheduled cell.
[bookmark: _Ref893048]Proposal 5: For cross carrier scheduling, if the scheduling timing offset is smaller than the threshold, or if Tci-PresentInDCI is not enabled for DCI format 1_1, the default QCL assumption for PDSCH can base on the active TCI state with the lowest ID applicable to PDSCH in the active BWP of the scheduled cell.

2.5. Aperiodic CSI-RS triggering/reporting
In Rel-15, an aperiodic CSI report triggering aperiodic CSI-RS resource that has different numerology from that of the triggering DCI is not supported. For self-carrier scheduling, aperiodic CSI can be reported based on P-/SP-/AP-CSI-RS measurement. In Rel-16, for cross carrier scheduling, it should be clarified whether P-/SP-/AP-CSI-RS resources and the associated aperiodic CSI report can be on different carriers with different numerologies, e.g. aperiodic CSI is reported on low band, and the associated CSI-RS resources are transmitted on high band. 
High band Scell plus low band Pcell is one of the most important deployment scenarios for NR CA. We envision the possibility of triggering CSI-RS on high band from PDCCH on low band, for more robust operation in FR2.
[bookmark: _Ref535020921]Proposal 6: Rel-16 supports aperiodic CSI reports based on aperiodic CSI-RS resources with different numerology from that of the triggering DCI.

Based on UE capability, AP-CSI-RS beam switching timing refers to the minimum time between the DCI triggering of AP-CSI-RS and aperiodic CSI-RS transmission, i.e. at least KBi symbols, where i is the index of SCS, i = 1, 2, corresponding to 60, 120kHz SCS, respectively. The candidate values of threshold FG 2-28 are {14, 28, 48, 224, 336}.
For AP-CSI-RS triggered by PDCCH with different numerology, the threshold for DCI decoding and beam switching can be determined based on the smaller SCS between the scheduling and scheduled cells following normal PDSCH scheduling behavior. However, there is no UE capability report with beam switching timing for SCS 15kHz and 30kHz. Following the scheduled cell could resolve this issue without too much spec impact.
For AP-CSI-RS triggered for beam management or CSI acquisition, if the scheduling offset between the last symbol of the PDCCH carrying the triggering DCI and the first symbol of the AP-CSI-RS resources is equal or greater than the threshold FG 2-28, the UE is expected to apply the QCL assumption in the indicated TCI states for the AP-CSI-RS resources in the CSI triggering state indicated by the CSI trigger field in DCI. For the case when the scheduling offset is smaller than the threshold, cross-carrier PDSCH scheduling is not expected. CSI RS could follow similar behavior.
[bookmark: _Ref513665051]Proposal 7: For AP-CSI-RS triggered by PDCCH with different numerology, the threshold can be determined based on the SCS of the cell where the CSI-RS is configured. The UE does not expect the scheduling offset is smaller than the threshold. 

3. Conclusion
In the contribution, we provide our view on the issues and potential solutions to support cross-carrier scheduling with mix numerologies, and find that, 
Observation 1: It is desirable that the introduction of support of mix numerologies does not impose significant implementation complexity to the UE, compared with the same numerology case.
Observation 2: For each scheduled cell, the BD/CCE limit is identical between self-scheduling and cross-carrier scheduling with same numerology on the scheduling and scheduled cells.
Observation 3: If the limit of BDs/CCEs were determined based on the numerology of the scheduling CC, 
1) the total number of BD/CCE required in a subframe would be increased; 
2) the backward incompatibility issue should be considered.
Observation 4: Support of multi-slot scheduling may either have difficulty in DCI design, or introduce processing complexity of UE implementation.
Based on these observations, we propose that,
Proposal 1: In the case of cross-carrier scheduling with different numerologies on the scheduling and the scheduled cells,
1) the BD/CCE limits is determined by min {per-CC limit, per-numerology limit}, i.e. same as self-scheduling case or cross-carrier scheduling with same numerology case,
2) the total number of BD/CCE for each scheduling cell is then given by formula (1).
Proposal 2: In the case of cross-carrier scheduling where the SCS of the PDSCH is larger than that of the PDCCH, a UE should be able to process more than one unicast DCI scheduling PDSCH per scheduled cell.
Proposal 3: A UE is not expected to receive a Type-B PDSCH, if the delta between the first symbol of the PDSCH and the first symbol of the PDCCH scheduling the PDSCH is less than N0 symbols.
Proposal 4: A UE is not expected to receive a Type-A PDSCH, if the delta between the first symbol of the scheduling PDCCH and the first symbol of the PDSCH or the Type-A DMRS, is less than N0 symbols.
Proposal 5: For cross carrier scheduling, if the scheduling timing offset is smaller than the threshold, or if Tci-PresentInDCI is not enabled for DCI format 1_1, the default QCL assumption for PDSCH can base on the active TCI state with the lowest ID applicable to PDSCH in the active BWP of the scheduled cell.
Proposal 6: Rel-16 supports aperiodic CSI reports based on aperiodic CSI-RS resources with different numerology from that of the triggering DCI.
Proposal 7: For AP-CSI-RS triggered by PDCCH with different numerology, the threshold can be determined based on the SCS of the cell where the CSI-RS is configured. The UE does not expect the scheduling offset is smaller than the threshold. 
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