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1	Introduction
In June 2018’s RAN Plenary meeting, the eURLLC study item [1] was approved. The objective of the study item is to study reliability and latency performance supported by NR Rel. 15 and identify further enhancements, if needed, to achieve the requirements. This study item aims to investigate methods to further improve reliability and reduce latency for different use cases (such as factory automation, transport industry and electrical power distribution) that have different requirements, which are potentially stricter than the requirements considered in Rel-15. In this contribution, we discuss our view how to enhance PUSCH transmission to meet the URLLC requirements.
In the January RAN1 1901 Ad-Hoc meeting the following was agreed in terms of PUSCH enhancements:
Agreements:
At least for scheduled PUSCH, for the option “One UL grant scheduling two or more PUSCH repetitions that can be in one slot, or across slot boundary in consecutive available slots” (also called as “mini-slot based repetitions”), if supported, it further consists of:
· Time domain resource determination
· The time domain resource assignment field in the DCI indicates the resource for the first repetition.
· The time domain resources for the remaining repetitions are derived based at least on the resources for the first repetition and the UL/DL direction of the symbols.
· FFS the detailed interaction with the procedure of UL/DL direction determination
· Each repetition occupies contiguous symbols.
· FFS whether/how to handle “orphan” symbols (the # of UL symbols is not sufficient to carry one full repetition)
· Frequency hopping (at least 2 hops)
· Support at least inter-PUSCH-repetition hopping and inter-slot hopping
· FFS other FH schemes
· FFS number of hops larger than 2
· FFS dynamic indication of the number of repetitions
· FFS DMRS sharing
· FFS TBS determination (e.g. based on the whole duration, or based on the first repetition)
Agreements:
At least for scheduled PUSCH, for the option “One UL grant scheduling two or more PUSCH repetitions in consecutive available slots, with one repetition in each slot with possibly different starting symbols and/or durations” (also called as “multi-segment transmission”), if supported, it further consists of:
· Time domain resource determination
· The time domain resource assignment field in the DCI indicates the starting symbol and the transmission duration of all the repetitions. 
· FFS multiple SLIVs indicating the starting symbol and the duration of each repetition
· FFS details of SLIV, including the possibility of modifying SLIV to support the cases with S+L>14.
· FFS the interaction with the procedure of UL/DL direction determination
· For the transmission within one slot,
· If there are more than one UL period within a slot (where each UL period is the duration of a set of contiguous symbols within a slot for potential UL transmission as determined by the UE) 
· One repetition is within one UL period.
· FFS if more than one UL period is used for the transmission (If more than one UL period is used, this would override the previous definition of this option.)
· Each repetition occupies contiguous symbols 
· Otherwise, a single PUSCH repetition is transmitted within a slot following Rel-15 behavior.
· Frequency hopping
· Support at least inter-slot FH
· FFS other FH schemes
· FFS TBS determination (e.g. based on the whole duration, or based on the first repetition, overhead assumption)

Agreements:
· Down-select between “mini-slot based repetitions” and “two-segment transmission”, aiming in RAN1#96
· FFS the option of using separate grants to schedule PUSCH repetitions in consecutive available slots

Agreements:
Companies are encouraged to provide more details in RAN1#96 at least for the following for potential enhancements of PUSCH:
· Details of the time domain resource determination, including the interaction with the DL/UL direction of the symbols
· Details of TBS determination
· What is different for scheduled PUSCH and configured grant?
· E.g. for configured grant, should the transmission be allowed to postpone when conflicting with DL symbols?
· Comparison between the two schemes, including the potential performance evaluation/analysis (including latency, reliability, etc), complexity, overhead, etc.

In this contribution we further outline the multi-segment solution. In particular, we study the case where there are slots with more than one UL period. We also show performance comparisons between mini-slot repetitions and multi-segment PUSCH.
[bookmark: _Ref178064866]2	Discussion
2.1	Reliability
In Rel-16 eURLLC SI different relevant use cases can be considered with potentially different reliability requirements. In some use cases, a very strict reliability of 1-10-6 is required as for the example mentioned in [1]. It is worth noting that techniques for enhancing reliability can be done at different layers in the protocol stack. Requiring overall transmission reliability of 1-10-6 does not necessarily mean that all the solutions must come from the physical layer. For example, NR supports higher layer reliability enhancement in the form of PDCP duplication. With PDCP duplication, the reliability requirement on the physical layer can be relaxed. 
In NR Rel-15, a new CQI table for CQI report corresponding to 10-5 BLER target was introduced. This aims to support URLLC DL transmission with high reliability requirement. Moreover, a new MCS table supporting new MCS entries with low spectral efficiency values was introduced to support very robust PDSCH and PUSCH transmissions. These PHY reliability enhancements made in NR Rel. 15 can be considered sufficient for eURLLC. 
2.2	Latency
In terms of latency, NR Rel. 15 supports data transmission with shorter duration than a slot. PDSCH/PUSCH mapping Type B allows a transmission to start in any symbol in a slot, which is highly desirable from a latency viewpoint. For PDSCH mapping Type B, transmission durations of 2, 4, and 7 symbols are supported, while for PUSCH mapping Type B, arbitrary symbol durations from 1 to 14 symbols are supported. These features serve as the key elements to enable low latency transmission required for URLLC. 
However, there still exist some limitations in terms of scheduling flexibility in NR Rel-15 to fully enable ultra-low latency transmission. One example is the restriction on scheduling across the slot border. For URLLC services with strict latency budget, it is highly desirable that data can be transmitted as soon as possible. It could happen for example that UL data for an UL transmission is ready to be transmitted (after some processing time at the UE) in a symbol that is too close to the slot border. Since NR Rel.15 does not allow transmissions to cross the slot border, the UE has to wait until the beginning of the next slot to transmit. This can lead to an increased latency which exceeds the allowed budget. 
See Figure 1, for an illustration of high alignment delay when the arrival of data with 7-symbol duration is too close to the slot border. In the case of a 7-symbol transmission, this alignment delay will occur in 50% of UL transmissions assuming data arriving uniformly. The problem is especially severe for the UL transmission where UE is power-limited since increasing bandwidth does not help to improve the performance.

Slot n
Slot n+1
7os
Alignment delay

[bookmark: _Ref521707675]Figure 1: Illustration of long alignment delay due to transmission across slot border restriction
An alternative to waiting until the next slot is to schedule multiple transmissions with shorter duration so that the transmission can start already in the present slot. Although NR Rel. 15 supports slot aggregation where a transmission can be repeated over multiple slots, there is a limitation that the TB repetition in the next slots needs to have the same resource allocation as the transmission in the first slot. Therefore, the repetition of any transmission less than 14 symbols across multiple slots will have time gaps between them. See for example Figure 2 for an illustration of mini-slot aggregation, where 4os mini-slot allocation is repeated in two adjacent slots, separated by the 10os time gap between the mini-slots. Although the alignment delay is reduced, the overall latency is not improved with this approach as the receiver in most cases need to accumulate all the repetitions to be able to achieve the desired reliability.
4os
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[bookmark: _Ref521707702]Figure 2: Illustration of slot aggregation in NR Rel. 15 when applied to repetition of short transmissions
In Rel. 16 eURLLC study item, it has been agreed that one PUSCH transmission instance cannot cross the slot boundary for both grant-based and grant-free PUSCH. To support truly ultra-low latency transmission for eURLLC in Rel. 16 in RAN1#95 it was agreed to improve the latency by down-selecting between “mini-slot based repetitions” and “two-segment transmission”.
A couple of considerations should be taken with respect to mini-slot repetition.  The DMRS overhead in each repetition creates unnecessary additional overhead. Therefore, additional mechanism should be considered to reduce DMRS overhead. Secondly repetition-based solution would not guarantee that the symbols around the slot boundary are fully utilized for the PUSCH transmission to reduce the delay. Depending on the data arrival and the allocated PUSCH resource, the repetition factor should be dynamically adapted. Since in Rel-15, slot-aggregation is RRC configured, introducing this feature implies that the dynamic repetition should be supported in Rel-16 to make the feature meaningful.
[bookmark: _Toc525923877][bookmark: _Toc521659820][bookmark: _Toc521662389][bookmark: _Toc521708962][bookmark: _Toc525923878][bookmark: _Toc525904338][bookmark: _Toc525904360][bookmark: _Toc525923879][bookmark: _Toc525923880]We believe that multi-segment transmission is the more efficient alternative. From the performance perspective, splitting the PUSCH into two PUSCH has an advantage due to improved coding gain in one of the segments as compared to the repetition-based solutions. Below we further explain how multiple grants can be scheduled using a single UL grant (See Fig. 3). That is, a UE can expect to receive an UL grant or a configured UL grant which assign resources in time domain crossing the slot border(s). The UE then interprets that PUSCH transmission is split into two (or more) PUSCH transmissions. 
UL data with N-symbol duration is configured or scheduled to cross the slot border.
Slot n
Slot n+1
N os
Slot n
Slot n+1
N1
os
UL data is split into two segments. The first PUSCH starts at the configured or assigned starting symbol and ends at the end of the present slot. The second PUSCH starts at the beginning of the subsequent slot and ends at the symbol corresponding to the original configured or scheduled length.
N2
os

Figure 3: Illustration of two-segment PUSCH transmission
A simple signaling method can, e.g., be based on an implicit signaling by allowing direct indicators of start symbol (S) and allocation length (L) in the time-domain resource allocation to result in S+L > 14. In this case, the first PUSCH segment starts at the configured or scheduled starting symbol and lasting until the last available symbol of the first slot, and the second PUSCH segment starting immediately with the first available symbol in the subsequent slot until the end of scheduled symbol, or symbol 14, whichever comes first. The same procedure applies if a third (or more) PUSCH segment(s) are needed. The same TB can be used for all the segments of PUSCH transmission and RV can cyclically follow a pre-configured RV sequence. 
During RAN1 1901 Ad-Hoc, concerns were raised how to handle slots with a TDD pattern resulting in more than one UL period per slot if multi-segment PUSCH is adopted. Assume that we use the signalling method based on signalling a starting point S and length of transmission L, where S + L is allowed to be larger than 14. If there is more than one UL period contained in the interval between S and S + L, the UE only transmits on those symbols where it is allowed to, and each set of consecutive UL symbols within a single slot will constitute a segment. This is consistent with the intention of multi-segment PUSCH which is to segment as few times as possible in order to reduce complexity. An example is given in Figure 4 where S = 0 and L = 28. In this case there are two UL periods per slot as given by the TDD pattern, and hence there are two segments per slot, resulting in a total of 4 segments for the allocated duration of L=28 symbols.
[image: ]
[bookmark: _Ref1165134]Figure 4: Segmenting with more than one UL period in a slot.
In addition, the reliability can be improved by frequency hopping. However, consideration should be taken into account whether frequency hopping results in fragmented spectrum, impacting the total system performance. Therefore, frequency hopping should be dynamically enabled or disabled.  Moreover, frequency hopping if enabled, can be performed based on the existing inter-slot and intra-slot frequency hopping. In some cases, it may however not be desirable to have a hopping position in asymmetric fashion with respect to PUSCH allocation. In that case, it is possible to consider a hopping pattern where the hopping position is based on intra-slot frequency hopping of an occupied slot with some rule, e.g., the slot where there is the largest number of symbols occupied by the PUSCH.
Based on the above discussion and performance observations later in the contribution, we propose the following:
[bookmark: _Toc1169498][bookmark: _Toc525923881][bookmark: _Toc525660397][bookmark: _Toc525660409][bookmark: _Toc525660465][bookmark: _Toc525661220][bookmark: _Toc525904339][bookmark: _Toc525904361][bookmark: _Toc525904462]Adopt multi-segment PUSCH, where one TB is carried by multiple PUSCH transmissions in consecutive available slots with one segment per UL period.
[bookmark: _Toc534993491][bookmark: _Toc1169499]Signalling of the TB transmission cross slot boundary is realized by existing time-domain resource allocation mechanism of DCI using a single SLIV, with the start symbol (S) and allocation length (L), where S+L is allowed to be larger than 14. 

2.3 Transport block size determination when repeating mini-slots
When scheduling a PUSCH transmission, the target code rate and modulation order is determined from the MCS index signaled in DCI typically. The transport block size is then calculated from the target code rate, modulation order, number of layers, and the allocated resources as described in Section 6.1.4.2 of TS 38.214.
In the following, the issues of the Rel-15 procedure are analyzed, when mini-slot repetition is applied.
2.3.1 Reduced scheduling flexibility
In the case of slot aggregation of Rel-15, the transport block size is determined using parameters for the first slot, and the same transport block size is then used in each of the aggregated slots. The same approach can be used for mini-slot repetition, where the transport block size is determined by the amount of allocated resources in the first mini-slot, together with a signaled target code rate and modulation order. One drawback of this is that it can affect scheduling flexibility. With repetitions, if a TB needs to be transmitted with low MCS indices, very large bandwidth is required. In some cases, it is not even possible to schedule the given TB using some MCS indices since the required bandwidth would be too large. We illustrate this problem by considering three different ways of transmitting an 8 OS long PUSCH, either 
(a) by 4 repetitions of a 2 OS long PUSCH, or
(b) by 2 repetitions of a 4 OS long PUSCH, or 
(c) a single 8 symbol long PUSCH. 
(a) and (b) represents the case where the TBS is determined based on parameters for the first transmission, then the TB is repeated multiple times. (c) represents the case where the TBS is determined based on the total amount of resource used for the TB.

We consider three different target packet sizes from the evaluation assumptions, 100 bytes, 250 bytes, or 1370 bytes. We assume a BW of 40 MHz and SCS = 30 kHz, giving a maximum number of PRBs equal to 106 for CP-OFDM. We examine all MCS indices in MCS table 5.1.3.1-3 from TS 38.214 (low SE 64QAM table) and find the number of PRBs needed to support the target TBS. Sometimes the same number of PRBs gives close to equal TBS when using adjacent MCS indices. In this case we only select the MCS index with the smallest spectral efficiency, corresponding to the highest reliability.

	Target TBS = 100 bytes

	
	2 OS, 4 repetitions
	4 OS, 2 repetitions
	8 OS, 1 repetition

	
	MCS
	NPRB
	MCS
	NPRB
	MCS
	NPRB

	Smallest MCS
	11
	88
	6
	92
	2
	95

	Largest MCS
	28
	15
	28
	5
	24
	3



		Target TBS = 250 bytes

	
	2 OS, 4 repetitions
	4 OS, 2 repetitions
	8 OS, 1 repetition

	
	MCS
	NPRB
	MCS
	NPRB
	MCS
	NPRB

	Smallest MCS
	17
	96
	10
	90
	6
	99

	Largest MCS
	28
	36
	28
	12
	26
	6



	Target TBS = 1370 bytes

	
	2 OS, 4 repetitions
	4 OS, 2 repetitions
	8 OS, 1 repetition

	
	MCS
	NPRB
	MCS
	NPRB
	MCS
	NPRB

	Smallest MCS
	Not possible
	
	23
	100
	15
	98

	Largest MCS
	Not possible
	
	28
	67
	28
	29



In the examined cases, basing the TBS determination on the number of resources available in the first repetition leads to worse flexibility in the available {MCS, NPRB} combinations for achieving the target TBS, as compared to basing TBS determination on the total number of resources. For example, for all three TB sizes above, option (a) provides less {MCS, NPRB} flexibility than option (c). By flexibility here we mean the range of MCS and NPRB that can be used in the transmission. For instance, in the table on the top, with 8 OS and 1 repetition, it is possible to MCS indices from 2 to 24 and NPRB from 3 to 95, which means that depending on the channel quality, a small or large allocation, as well as a low or high MCS can be used. However, in the first column of the table on the top with 2 OS and 4 repetitions, the range of MCSs is smaller (the lowest MCS index is 11) and also the smallest allocation is 15 PRBs. With large TBS sizes the situation is even worse, and as the last table shows it is not even possible to transmit the TBS in only 2 OS and 4 repetitions case. Thus, basing the TBS on the total amount of resources available (up to the resources of one slot) provides the best flexibility in terms of {MCS, NPRB} combinations.
Another advantage of basing the TBS on the total number of resources available is that it is possible to change the TBS both by changing the number of PRBs allocated as well as the number of OFDM symbols. It is not as easy to change the TBS when using mini-slot repetition and Rel-15 TBS determination procedure, where the number of OS in the first transmission may need to stay fixed to keep the alignment delay low. Changing the number of repetitions only changes the total transmission length, but does not change the number of OS in the first transmission, which is used to determine the TBS in Rel-15.
Note that for very large allocations, larger than 14 symbols in total, the above procedure could lead to a TBS that is larger than the maximum TBS in Rel. 15, potentially affecting existing hardware implementation. This is not the intention here, and the maximum amount of resource elements used in TBS determination is limited by what’s available in one slot for the given number of PRBs. A simple way of achieving this is to account for all allocated resources when determining N’RE, the total number of REs allocated for PUSCH with a PRB. Since the total number of REs allocated for PUSCH in Rel. 15 is given by NRE = min(156, N’RE)×nPRB the largest TBS will not exceed the maximum supported in Rel. 15, which corresponds to NRE=156×nPRB.
 
[bookmark: _Toc529828906][bookmark: _Toc1169491]Basing the TBS determination on the allocated resources in the first transmission can lead to inflexible scheduling, and poor usage of the MCS table.
[bookmark: _Toc529828907][bookmark: _Toc1169492]In the examined cases, it is not possible to reach the lowest spectral efficiency in the Rel-15 MCS table with 1 repetition even when using the full bandwidth. Thus using more repetitions and basing TBS determination on the allocated resources in the first transmission does not give noticeable gains in spectral efficiency compared to the Rel-15 MCS table.
[bookmark: _Toc528969274][bookmark: _Toc1169500]For multi-segment PUSCH and for mini-slot repetitions, TBS determination is based on the total amount of allocated resources when determining N’RE.

2.3.2 Mismatch in modulation order and base graph
When mini-slot aggregation with K repetition is used, the transmission uses {RMCS,K, QMCS,K, K}, where RMCS,K is the code rate signaled by the MCS index, QMCS,K is the modulation order signaled by the MCS index, K is the number of repetitions.
Alternatively, if assuming the MCS is selected according to the total amount of occupied resources, the TBS would be sent with {RMCS,1, QMCS,1, 1}. 
When applying the Rel-15 approach, RMCS,1 could deviate so much from RMCS,K, such that QMCS,1 QMCS,K. When this happens, the link performance will suffer significantly. The reason is that in this case the base graph in this case does not match the new modulation order, since the base graphs are optimized for different code rates. To illustrate this, we compare two cases:
A. 4 repetitions of a 2OS PUSCH, and 
B. 1 repetition of an 8 OS PUSCH.
For (A), the first OFDM symbol is occupied by DMRS, followed by 7 OFDM symbols occupied by PUSCH payload. For (B), DMRS is artificially made to occupy only the first OFDM symbol of the first repetition, so that the same DMRS overhead (=1 os) is used in both cases. A target TBS of 32 or 100 bytes is used. The BLER performance of (A) vs (B) is shown in Figure 1 below, using the assumed transmission parameters.
[image: ]
Figure 5: Performance degradation when improper modulation order is used in mini-slot repetitions.
[image: ]
Figure 6: Performance degradation when improper modulation order is used in mini-slot repetitions.
We see that (A) with 4 repetitions performs about 1.5 – 1.8 dB worse than (B) with 1 repetition. The reason is, (A) uses {RMCS,4, QMCS,4=64QAM, K=4}, (B) uses {RMCS,1 RMCS,4/16, QMCS,1=QPSK, 1} which is the right choice when taking into account all occupied resources. 
In the case with target TBS = 800 bits, a similar problem occurs to the base graph selection as well, since base graph selection is partly determined by the target code rate in the MCS. Since the target code rate is above 0.67, the base graph switches from BG2 to BG1. Since the mother code rate of BG1 is 1/3, and the mother code rate of BG2 is 1/5, this also impacts performance negatively due to circular buffer repetition being used below rate 1/3 for BG1 instead of fresh parity bits.
[bookmark: _Toc529828908][bookmark: _Toc1169493]When (mini-)slot aggregation is used, basing the TBS determination on the allocated resources in the first transmission may lead excessively high target code rate, resulting in modulation order and base graph mismatch.
2.4 Channel coding considerations when comparing mini-slot based repetitions and multi-segment PUSCH
The rate matching and bit-selection methods for NR LDPC codes are based on circular buffer rate matching together with predefined starting points, or redundancy versions, in the circular buffer. The LDPC basegraphs were designed through code extension, by first designing a high rate kernel, and then extending the parity check matrix with single parity check variable nodes. The coded bits are written into the circular buffer in the same order, starting with the systematic bits, followed by parity bits in the order in which the matrix was extended. This has the effect of creating an optimal order in which to read out the bits form the circular buffer when choosing coded bits to be transmitted. Systematic bits are more important than parity bits, and for optimal performance the parity bits should be read out of the circular buffer in the order in which the matrix was extended. For HARQ-based retransmissions, ideally the second transmissions should start reading out bits exactly where the first transmission stopped reading bits in the circular buffer. Instead four different possible starting positions in the circular buffer were defined as a trade-off between performance and signaling overhead. This consideration has a direct impact on the performance when comparing mini-slot based repetitions and multi-segment PUSCH. For each segment, or mini-slot, one of the RVs is chosen, which makes it more difficult to select the coded bits in the optimal order. 
Consider the following example where we compare a two-segment PUSCH transmission with segments of length 2 and 6 with mini-slot based repetition of 4 mini-slots of length 2 symbols each. We assume that each PUSCH segment contains one symbol dedicated to DMRS, and that DMRS sharing is used for the mini-slot based repetitions with one DMRS in the first repetition and one DMRS in the third repetition. Thus we have the same DMRS overhead in both cases. Assume QPSK modulation with 10 PRBs allocated and a TBS of 848 bits. In total there are 1440 transmitted coded bits. We choose an RV order for consecutive repetitions or segments from the sequence {0, 2, 3, 1} in order to come as close to the optimal reading order in the circular buffer, which is to read starting from the beginning. We illustrate the bits used from the circular buffers in these two cases in Figure 7 and Figure 8. Each column in the figures corresponds to one column in the base matrix before lifting, or 88 coded bits after lifting. The height of each bar corresponds to the proportion of bits in this group that is transmitted, with height larger than 1 meaning that some bits in the group are repeated. The first 8 columns correspond to systematic bits, and we notice that for mini-slot repetition it is not possible to transmit all systematic bits, no matter in which order we choose the RVs. We also see that the selected bits are spread out almost equally in the circular buffer, due to cyclically choosing between the RVs in sequence. In the case with two segment PUSCH on the other hand we can choose the longer segment to correspond to RV 0, and read a large number of consecutive bits from the beginning of the buffer.
[bookmark: _Toc1169494]Segmenting into more segments than necessary leads to shorter consecutive reads from the circular buffer and suboptimal selection of coded bits from the circular buffer.
[bookmark: _Toc1169495]Multi-segment PUSCH results in more than one segment only if needed due to slot boundary or TDD UL/DL switching points.
[bookmark: _Toc1169496]For multi-segment PUSCH it is always possible to choose the signaled RV for the initial transmission so that the longest segment uses RV=0, even if the longest segment is not the first.

[image: ]
[bookmark: _Ref1168411]Figure 7: Circular buffer usage for mini-slot repetition.
 [image: ]
[bookmark: _Ref1168412]Figure 8: Circular buffer usage for two segment PUSCH.
Note that this has a direct impact on the performance of the two schemes. Multi-segment PUSCH (two-segment in this example) outperforms mini-slot repetitions by more than 2 dB at BLER 1e-5 as shown in Figure 9.
[bookmark: _Toc1169497]By minimizing the number of segments, multi-segment PUSCH tends to perform better than mini-slot repetition.
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[bookmark: _Ref1169556][bookmark: _Ref1169549]Figure 9: Performance comparison between mini-slot repetition and two segment PUSCH.
Conclusion
In this contribution, we discussed our view how to enhance PUSCH transmission to meet the URLLC requirements and made the following observations:

Observation 1	Basing the TBS determination on the allocated resources in the first transmission can lead to inflexible scheduling, and poor usage of the MCS table.
Observation 2	In the examined cases, it is not possible to reach the lowest spectral efficiency in the Rel-15 MCS table with 1 repetition even when using the full bandwidth. Thus using more repetitions and basing TBS determination on the allocated resources in the first transmission does not give noticeable gains in spectral efficiency compared to the Rel-15 MCS table.
Observation 3	When (mini-)slot aggregation is used, basing the TBS determination on the allocated resources in the first transmission may lead excessively high target code rate, resulting in modulation order and base graph mismatch.
Observation 4	Segmenting into more segments than necessary leads to shorter consecutive reads from the circular buffer and suboptimal selection of coded bits from the circular buffer.
Observation 5	Multi-segment PUSCH results in more than one segment only if needed due to slot boundary or TDD UL/DL switching points.
Observation 6	For multi-segment PUSCH it is always possible to choose the signaled RV for the initial transmission so that the longest segment uses RV=0, even if the longest segment is not the first.
Observation 7	By minimizing the number of segments, multi-segment PUSCH tends to perform better than mini-slot repetition.
Based on the discussion in the previous sections we propose the following:

Proposal 1	Adopt multi-segment PUSCH, where one TB is carried by multiple PUSCH transmissions in consecutive available slots with one segment per UL period.
Proposal 2	Signalling of the TB transmission cross slot boundary is realized by existing time-domain resource allocation mechanism of DCI using a single SLIV, with the start symbol (S) and allocation length (L), where S+L is allowed to be larger than 14.
Proposal 3	For multi-segment PUSCH and for mini-slot repetitions, TBS determination is based on the total amount of allocated resources when determining N’RE.
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Transmitted bits in circular buffer for mini-slot repetition.
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image5.emf
Transmitted bits in circular buffer for two-segment PUSCH.
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QPSK, 848 bits, 10 PRB, 2TX, 4RX, 4GHz, TDL-C 300 ns

Two segment PUSCH, 2 and 6 OS

4 x 2 OS mini-slot repetition


