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1 Introduction
In the RAN1 Ad-Hoc 1901 meeting [1], the following agreements were achieved for PUSCH enhancements. 

Agreements:
At least for scheduled PUSCH, for the option “One UL grant scheduling two or more PUSCH repetitions that can be in one slot, or across slot boundary in consecutive available slots” (also called as “mini-slot based repetitions”), if supported, it further consists of:

· Time domain resource determination

· The time domain resource assignment field in the DCI indicates the resource for the first repetition.

· The time domain resources for the remaining repetitions are derived based at least on the resources for the first repetition and the UL/DL direction of the symbols.

· FFS the detailed interaction with the procedure of UL/DL direction determination

· Each repetition occupies contiguous symbols.

· FFS whether/how to handle “orphan” symbols (the # of UL symbols is not sufficient to carry one full repetition)

· Frequency hopping (at least 2 hops)

· Support at least inter-PUSCH-repetition hopping and inter-slot hopping

· FFS other FH schemes

· FFS number of hops larger than 2

· FFS dynamic indication of the number of repetitions

· FFS DMRS sharing

· FFS TBS determination (e.g. based on the whole duration, or based on the first repetition)

Agreements:
At least for scheduled PUSCH, for the option “One UL grant scheduling two or more PUSCH repetitions in consecutive available slots, with one repetition in each slot with possibly different starting symbols and/or durations” (also called as “multi-segment transmission”), if supported, it further consists of:

· Time domain resource determination

· The time domain resource assignment field in the DCI indicates the starting symbol and the transmission duration of all the repetitions. 

· FFS multiple SLIVs indicating the starting symbol and the duration of each repetition

· FFS details of SLIV, including the possibility of modifying SLIV to support the cases with S+L>14.

· FFS the interaction with the procedure of UL/DL direction determination

· For the transmission within one slot,

· If there are more than one UL period within a slot (where each UL period is the duration of a set of contiguous symbols within a slot for potential UL transmission as determined by the UE) 

· One repetition is within one UL period.

· FFS if more than one UL period is used for the transmission (If more than one UL period is used, this would override the previous definition of this option.)

· Each repetition occupies contiguous symbols 

· Otherwise, a single PUSCH repetition is transmitted within a slot following Rel-15 behavior.

· Frequency hopping

· Support at least inter-slot FH

· FFS other FH schemes

· FFS TBS determination (e.g. based on the whole duration, or based on the first repetition, overhead assumption)

Agreements:
· Down-select between “mini-slot based repetitions” and “multi-segment transmission”, aiming in RAN1#96

· FFS the option of using separate grants to schedule PUSCH repetitions in consecutive available slots

Agreements:
Companies are encouraged to provide more details in RAN1#96 at least for the following for potential enhancements of PUSCH:

· Details of the time domain resource determination, including the interaction with the DL/UL direction of the symbols

· Details of TBS determination

· What is different for scheduled PUSCH and configured grant?

· E.g. for configured grant, should the transmission be allowed to postpone when conflicting with DL symbols?

· Comparison between the two schemes, including the potential performance evaluation/analysis (including latency, reliability, etc), complexity, overhead, etc.
In this contribution, first we provide the comparison between the “mini-slot based repetitions” and “multi-segment transmission” for down selection of the PUSCH enhancement schemes in this meeting. Then, more details on mini-slot level repetition are discussed. Moreover, some discussions on PUSCH repetition with early termination are also presented.
2 Comparison between mini-slot-based repetitions and multi-segment transmission
In this section, the mini-slot-based repetition within a slot and multi-segment transmission are discussed and compared in the following aspects, i.e. latency, reliability, DMRS overhead, and specification efforts.

2.1 Latency

The impacts of the two schemes on the latency can be analyzed in the following aspects.
Latency caused by TTI length
Mini-slot PUSCH repetition can have shorter waiting time to process than the multi-segment PUSCHs. This is because a gNB can already start to process a PUSCH after receiving the first mini-slot PUSCH repetition, as shown in Figure 1.  Moreover, Figure 1 illustrates that for the multi-segment PUSCHs consisting of a long PUSCH and a short PUSCH, the gNB have to wait at least until the end of the first slot to start processing the PUSCH due to its long duration. Hence, the mini-slot-based repetition within a slot can have shorter latency than the multi-segment PUSCHs due to shorter PUSCH length/waiting time. 
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Figure 1 Latency analysis for long PUSCH and mini-slot-based repetitions
Figure 2 shows the average latency comparison between the mini-slot based repetition and one long PUSCH (as part of multi-segment PUSCH). The average latency is calculated as the average time between the start of the initial transmission and the end of the first successfully decoded PUSCH, i.e., the duration of the PUSCH(s) that achieves correct decoding. 
The same amount of time-frequency resources (i.e. 12 symbols and 8PRBs) and DMRS overhead are considered. The single TRP is considered here. For the mini-slot repetition, 4 repetitions each with 3 symbols including one front-loaded DMRS symbol are considered. For the long PUSCH, consider 4 DMRS symbols distributed on symbol #0, #3, #6, #9. Although less DMRS symbols can be configured for the long PUSCH, but considering DMRS sharing can also be applied for mini-slot repetitions to reduce DMRS overhead, it is fair to align the DMRS overhead for both schemes. MCS 8 (QPSK, CR=193/1024) in Table 6.1.4.1-2 of 38.214 is selected for the long PUSCH; MCS 16 (16QAM, CR=378/1024) is selected for each of the mini-slot PUSCH(s) so that the TBS value for the two schemes are exactly the same. Moreover, RV sequence 0231 is used for the repetitions. Other simulation parameters are given in the appendix.  

The results show that the mini-slot repetition can achieve much shorter latency than the long PUSCH, e.g. close to 3 symbols at high SNR region, compared to the fixed latency of 12 symbols for the 12-symbol long PUSCH regardless of channel conditions. 
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Figure 2 Average latency comparison between mini-slot repetitions and one long PUSCH 
UCI feedback delay

Potentially shorter UCI feedback delay for mini-slot-based repetitions than one long PUSCH of multi-segment PUSCHs can be achieved. The gNB, when triggering the UCI feedback piggybacked on a PUSCH, needs to control the UCI feedback time to ensure that the PUSCH processing time is satisfied. If the ongoing PUSCH cannot satisfy the processing time for piggybacking the UCI, the UCI needs to be postponed after the end of the PUSCH, which would lengthen the UCI feedback delay. In contrast with the long PUSCH, the postponed time of UCI for mini-slot-based repetitions would be shorter due to shorter duration of the PUSCH. Figure 3 shows an example that the A/N is ready to be transmitted as early as symbol 5, but the long PUSCH already starts in symbol 3, meaning it has been processed before the A/N is ready, so the A/N needs to be postponed to the next PUSCH in the next slot. On the other hand, for the mini-slot PUSCH repetition, the 2nd PUSCH starting in symbol 5 can already piggyback the A/N, so the UCI feedback delay can potentially be shorter.
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Figure 3 Potentially shorter UCI feedback delay for mini-slot-based repetitions than one long PUSCH.
Latency in TDD with multiple UL periods

For TDD, Table 1 shows the slot format configurations with two switching points with two sets of Flexible/UL consecutive symbols (highlighted in yellow). In these cases, two mini-slot repetitions can be accommodated within the slot, providing reliability within a latency bound. In contrast, in the multi-segment transmission, only one PUSCH is allowed to be transmitted within a slot, thus the second UL period cannot be utilized for the remaining PUSCH(s) if the total duration has not reached. The remaining PUSCH(s) then has to be delayed to the next slot, which increases latency. 

Considering that the mini-slot repetition within a slot is not only suitable for the TDD system, but also it provides many other benefits as discussed in this section. Those benefits are applicable to both FDD and TDD systems. Therefore, the mini-slot repetition within a slot should be supported as a unified solution for both FDD and TDD systems.     
Table 1: Slot formats with two UL-symbol sets, providing possibility for PUSH repetition within a slot
	Format
	Symbol number in a slot

	
	0
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10
	11
	12
	13

	46
	D
	D
	D
	D
	D
	F
	U
	D
	D
	D
	D
	D
	F
	U

	47
	D
	D
	F
	U
	U
	U
	U
	D
	D
	F
	U
	U
	U
	U

	48
	D
	F
	U
	U
	U
	U
	U
	D
	F
	U
	U
	U
	U
	U

	49
	D
	D
	D
	D
	F
	F
	U
	D
	D
	D
	D
	F
	F
	U

	50
	D
	D
	F
	F
	U
	U
	U
	D
	D
	F
	F
	U
	U
	U

	51
	D
	F
	F
	U
	U
	U
	U
	D
	F
	F
	U
	U
	U
	U

	52
	D
	F
	F
	F
	F
	F
	U
	D
	F
	F
	F
	F
	F
	U

	53
	D
	D
	F
	F
	F
	F
	U
	D
	D
	F
	F
	F
	F
	U


Delay reduction from early termination
Early termination can be applied to the mini-slot repetition that an explicit ACK can be fed back in the middle of the repetitions so that the RTT is reduced, and the rest of the repetitions are no longer needed to be transmitted. The latter also reduces the interferences in the system and improving the reliability. In contrast, for the long PUSCH, the latency is larger as the HARQ-ACK cannot be received until the long transmission has been finished. In [2], the performance improvement in terms of the satisfied UE ratio when the explicit ACK is applied to help reducing latency and increasing reliability is presented.

Observation 1: Mini-slot repetition has significantly shorter average latency than the one shot PUSCH due to shorter waiting time to process the PUSCH, especially under high SNR region, using the same amount of time-frequency resources and DMRS overhead for the TBS. Moreover, mini-slot repetition has lower UCI delay, lower latency in TDD with multi-UL parts and lower latency due to early termination.
2.2 Reliability

The reliability comparison between mini-slot repetition and one long PUSCH (as part of multi-segment PUSH) is discussed in this section.
Multi-TRP

Spatial diversity can be exploited, e.g. different TRPs/precoders/beams/ can be used for different repetitions to achieve more diversity. With extra spatial diversity, the sharper BLER curve is obtained, improving reliability. The performance comparison between one long PUSH and mini-slot repetitions using multiple TRPs is shown in Figure 4. The same simulation assumptions/cases as in the latency section are considered here. Moreover, we also consider another mini-slot case with 2 repetitions of 6 symbols, where each repetition includes 2 DMRS symbols; MCS 11 (QPSK, CR=379/1024) and RV pattern 02 are assumed. TRP cycling of two TRPs is considered for the repetition. As shown in Figure 4, the two mini-slot repetition cases using multiple TRPs have steeper slope curves and outperforms the long PUSCH at high SNR region due to spatial diversity gains.
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Figure 4 Reliability performances for one shot long PUSCH and mini-slot repetitions using 2 TRPs
Robustness under random interference
Arguably interferences can be main actors to limit the performance of URLLC UEs, especially cell-edge UEs. Such the UEs can be interfered by other UEs in the neighbor cells. With short PUSCH supported in Rel-15, the UEs can face partial random interfering, i.e. only some symbols are affected by the interferences as shown in Figure 5. With one-shot long PUSCH, this can lead to data detection failure. On the other hand, with the mini-slot repetition of PUSCH within a slot, only some repetitions may be affected by such interferences, leaving the un-affected PUSCH to deliver the data. Figure 6 presents the performance of the long 12-symbol PUSCH, affected by strong partial interferences on 6 symbols and that of two 6-symbol PUSCH repetitions with one repetition being affected by the interference. The interference is modeled by an additional noise with variance of 4 times that of the background noise. For the repetition case, the receiver would decode each individual repetition, and the soft combining of them, if any of these is successful, then the PUSCH transmission is successful. For the partial interference scenario, only the performance of one clean PUSCH repetition dictates the performance of the repetition scheme. Therefore, to reduce simulation effort, for the repetition case, one 6-symbol PUSCH without strong interference is actually simulated.  The results show that there is around 7dB loss at 1E-3 BLER for the long PUSCH case as compared to the repetition case. 
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Figure 5: Partial interference model on long PUSCH and mini-slot PUSCH repetition within a slot  
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Figure 6: The effect of partial interference on the performance of long PUSCH and mini-slot PUSCH repetition within a slot  

DMRS miss-detection/false alarm: 
Due to the nature of the repetition, the mini-slot PUSCH repetition each with its own DMRS, can provide more chances (equal to the number of repetitions) to correctly detect the DMRS, while the one long PUSCH has only one chance. Hence, the latter is more sensitive to DMRS miss-detection/false alarm. If a DMRS is not detected, then a gNB may not know whether it is because a UE missed the UL grant and did not send any PUSCH or it was simply a DMRS misdetection. If it is the former, then the gNB may increase AL of a new UL grant, to help improving an overall reliability of PUSCH transmission. Then, the UE would have a higher chance to detect the UL grant correctly, and transmit the corresponding PUSCH. Nevertheless, if DMRS overhead is a concern, the DMRS sharing discussed next, can be used to reduce the overhead. The balance between the overhead and DMRS detection performance can also be adjusted via DMRS sharing mechanism.  

Channel Coding:

With low code rate, repetition coding is already used in the long PUSCH, therefore mini-slot repetition can have comparable performance, while providing more flexibility in various aspects as discussed in this section. Figure 7 illustrates the performance of one long 14-symbol PUSCH using MCS 2 and two 7-symbol PUSCHs within a slot, each with MCS 5 and RV0. Chase combining is used for the repetitions. The same TBS of 32 bytes, and comparable number of RBs are considered for both cases. The results show that the mini-slot PUSCH repetition performs within 0.5dB of the long PUSCH, even with Chase combining. The gap is expected to become narrower if different RVs are used in different repetitions and IR combining is used. The simulation parameters are presented in the Appendix.
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Figure 7 BLER performance comparison between mini-slot repetitions from single TRP and one long PUSCH
Observation 2: The mini-slot based repetition using multiple TRPs outperforms one shot PUSCH due to spatial diversity. Moreover, it is robust to partial random interference and DMRS miss-detection/false alarm. 
2.3 Overhead

One point raised by the companies preferring the multi-segment PUSCH is that a high DMRS overhead for the mini-slot repetition since DMRS is needed in every repetition. However, by introducing DMRS sharing among repetitions as discussed in 3.2, the DMRS overhead is no longer a drawback as compared to the long PUSCH. On the other hand, if intra-slot FH is applied, the long PUSCH also requires additional DMRSs, which may make the DMRS overhead comparable with the mini-slot-based repetitions.

Observation 3: The mini-slot based repetition with DMRS sharing can have the same DMRS overhead as the multi-segment transmission. 
2.4 Specification efforts and other considerations
SLIV design
For multi-segment transmission, two options for time domain resource determination, i.e. multiple SLIVs and SLIV with S+L>14 are considered. Both require the specification efforts. Moreover, the former requires more bits in DCI, increasing the control overhead and affecting PDCCH/PDSCH performance. The latter can either increase the DCI bit-field size, or limit the scheduling flexibility. That is more combinations of S and L are required to support the multi-segment scheme with S+L>14 (for 2 segments), and S+L>28 (for 3 segments) apart from S+L<=14, and S+L<28, respectively, a larger bit field for time domain resource determination maybe required in a DCI to provide scheduling flexibility. However, if the bit-filed size is kept the same, then this results in more restricted scheduling, e.g. even though there is/are no orphan symbol(s), but the PUSCH may not start as soon as possible and/or the length is not optimal due to the limited combinations of SLIV to support both S+L<=14 and S+L>14 and/or S+L>28. For examples, if 3 bits in DCI is used for time domain resource assignment, consider S=0, 7 and L=14, 21, 28, 35. Then up to 6 symbols can be the waiting time to start the PUSCH and this can be considered as orphan symbols for this multi-segment scheme.  Moreover, if L=16 deems sufficient for PUSCH transmission, then L=21 has to be used due to the limited L options and this can affect system efficiency.   

For mini-slot repetition, S+L<=14 can be used, no specification effort required. Moreover, due to the less number of S+L combinations, it is possible to keep the DCI bit-field size the same, with minimal effect on scheduling flexibility. The granularity of S and L can be finer than the multi-segment PUSCH and the waiting time to start the first PUSCH and orphan-symbol issue can have small impact. 
TBS determination
For multi-segment transmission, depending on the starting position of the SLIV, the multiple PUSCHs may probably be a combination of shorter PUSCH(s) plus longer PUSCH(s) as shown in Figure 8, thus there is a further issue that which PUSCH duration (e.g. which segment or the total duration) is used to calculate the TBS to achieve a good trade-off between reliability and efficiency. For example, if the longer segment/total duration is used to calculate the TBS, there is a risk of overbooked TBS for the shorter PUSCH/one repetition where the resources are too small to carry a big TBS so that coding rate may exceed 948 and the PUSCH is not self-decodable. Thus there would be further discussions on how to resolve the overbooked TBS issue. Mini-slot repetition does not have this issue if equal-length repetitions are considered, and TBS can be determined based on the first repetition. Hence, no specification effort is required. 
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Figure 8: Possible segmentation of multi-segment PUSCH
Consideration for configured grant PUSCH
The main differences of the configured grant PUSCH from the grant-based PUSCH are that the resources are semi-statically configured, and can be shared by multiple UEs as well as the NW does not know when the data is transmitted. The former has strong impacts when a packet randomly arrives at any time, but can only be transmitted at a pre-configured resources. The latter two differences have impact on detecting the presence of a UE via DMRS detection. In the followings, we discuss the benefits of the mini-slot repetition over the multi-segment PUSCH in the above mentioned aspects.    

Since the time-domain resources are semi-statically configured and a packet could arrive at any time, to enable extremely low-latency transmsision for Rel.16 URLLC, more opportunities should be configured within a slot to facilitate flexible start and deliver a packet timely upon its arrival. To achieve this, as discussed in [3], mini-slot-based repetition with more than one transmission occasions allocated within a slot is a promising solution, which requires much less specification work to support, as most of the design for mini-slot-based repetition could follow the same rule/principle defined for configured grant in Rel.15. 

It is claimed that flexible start can also be supported for multi-segment transmission for configured grant to achieve extremely low-latency. For example, one way as proposed in [4] is to configure multiple transmission opportunities within a slot for one configured grant configuration, and a PUSCH transmsision can start from any of the multiple transmission opportunities. Another way is to use multiple active configurations to support flexible start [5]. 

At first glance, multi-segment transmission with flexible start could have similar low-latency performance compared to mini-slot-based repetition. However, as discussed in this section and also in [3], this is actually not true due to the following fact that mini-slot-based repetition can have shorter processing time and shorter queuing delay when there are more than one UL periods within a slot, and can provide possibility of early-decoding.

Moreover, if flexible start for multi-segment transmission is enabled by configuring multiple transmission opportunities within one slot for one configured grant configuration, as discussed in [3], it may lead to collision between DMRS and data in case the T/F resources are shared by multiple UEs, which will degrade obviously the performance of DMRS detection, and therefore is not able to support URLLC services with stringent requirements on both latency and reliability in Rel.16. On the other hand, if flexible start for multi-segment transmission is enabled by multiple active configurations, it will be inefficient in terms of resource utilization, as much more resources (either frequency resource or DMRS resource) are needed for the support of only one traffic type.
More discussions on the comparison of mini-slot-based repetition and multi-segment transmission for configured grant in terms of latency, reliability, complexity and overhead can be found in our companion contribution [3]. Based on the comparison we can observe that, compared to mini-slot-based repetition, multi-segment transmission has no extra benefits but complicates the design of configured grant PUSCH transmission.

Since mini-slot repetition can provide many benefits as discussed in this section and in [3], it should be considered as a unified solution for PUSCH enhancements for both grant-based and configured grant PUSCH.
Observation 4: Multi-segment transmission requires specification effort in terms of time domain resource allocation and TBS determination, while mini-slot based repetition within one slot does not require such effort. 
Based on the above benefits, we have the following proposal:

Proposal 1: Rel-16 URLLC supports one UL grant scheduling two or more PUSCH repetitions that can be in one slot, or across slot boundary in consecutive available slots.
3 Mini-slot based repetition design
3.1 Time domain resource determination
If mini-slot based repetition is supported, it was agreed that the time domain resource assignment field in the DCI indicates the resource for the first repetition, and the time domain resources for the remaining repetitions are derived based at least on the resources for the first repetition and the UL/DL direction of the symbols. Moreover, each repetition occupies contiguous symbols.
3.1.1 Repetition pattern
Then, the repetition pattern, i.e. contiguous/non-contiguous repetition within a slot, and/or across the slot boundary should be considered. Regarding the contiguous repetition, it can achieve the lowest latency for a UE, while the non-contiguous repetition has advantage of multiplexing multiple URLLC UEs that have stringent latency requirement. 

It was agreed that one PUSCH is not allowed to cross the slot boundary [2]. Therefore, if one mini-slot repetition among multiple ones is expected to cross the slot boundary, the UE should drop or postpone this mini-slot PUSCH to the next slot. If it is postponed, the starting point of the mini-slot PUSCH in the next slot should be considered, e.g., the starting point can be the beginning of the next slot. 
Figure 8 shows an example of a mini-slot based scheme, where the repeated PUSCHs can be transmitted as soon as the previous transmission finishes within the slot without slot boundary crossing within one repetition, and the remaining repetitions are postponed to the next slot. 
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Figure 8: Mini-slot based PUSCH repetition 
3.1.2 Handling repetitions in conflict with slot format configuration/SFI  

In TDD transmissions, certain symbols in a slot may be assigned for uplink transmission only, downlink transmission only, or flexible (i.e., can be used for uplink or downlink transmission) with slot format configuration and/or slot format indication (SFI). If, according to a repetition format (e.g., mini-slot repetition with or without frequency hopping) a PUSCH transmission or any portion of a PUSCH transmission is expected to be transmitted in conflict with SFI assignments, then the PUSCH transmission may be omitted, or postponed until the next uplink or flexible symbol. For example, when the UE determines that a set of downlink symbols in a slot overlap with a mini-slot based PUSCH repetition, then the transmission of such repetition may be omitted, or resumed on the next available uplink opportunity. 

3.2 DMRS sharing

In Rel-15, the mini-slot repetitions are transmitted in consecutive slots, and the DMRS is included in each of the repetitions to guarantee the decoding performance. In Rel-16, if the mini-slot repetitions can be transmitted in a back-to-back manner, it is possible to reduce DMRS overhead by DMRS sharing among multiple repetitions, as well as to increase opportunities for mini-slot PUSCH repetition within a slot. 

Therefore, it is beneficial to investigate the DMRS sharing mechanism, which have already been supported in LTE latency reduction and LTE URLLC. For example, for a cluster of mini-slot back-to-back PUSCH repetitions, DMRS is only included in the first PUSCH among them, while the remaining PUSCHs do not include DMRS, and can be decoded by using the DMRS of the first PUSCH. 

Consider Figure 9 as an example, in Figure 9(a), there are 4 DMRS symbols in a slot if DMRS is contained in each PUSCH. Due to the DMRS in each repetition, 4 PUSCH repetitions can fit in one slot. In contrast, if one DMRS is shared by 3 contiguous PUSCHs as shown in Figure 9(b), the overall overhead of DMRS is reduced by half, and more resources can be used for data transmission as seen that the number of repetitions in the slot increases to 6.
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Figure 9 DMRS sharing for mini-slot repetitions within a slot

Several issues for DMRS sharing should be considered when DMRS sharing is adopted for contiguous mini-slot repetitions. One issue is how to inform the time domain position(s) of the DMRS symbol(s). A natural solution is to configure or indicate the DMRS density or the DMRS pattern for the repetitions. For example, the gNB can configure the number of TTIs between two neighbouring DMRS symbols within the repetitions, between which the PUSCHs would all share one DMRS.
Another issue is the DMRS cannot be used for decoding a PUSCH if the interruption occurs in between, since the phase coherency may no longer be kept given the RF is inactive during the interruption. Considering the interruption cases may happen during the repetitions in NR, e.g., when there is a collision with the ‘DL’ symbol configured by SFI, when orphan symbols are left before the slot boundary, or frequency hopping occurs, etc., it should guarantee that front-loaded DMRS should be included at the starting transmission after resuming from an interruption. For example, if a ‘DL’ symbol collides with one of the PUSCH repetitions, besides the colliding PUSCH, the following contiguous PUSCHs without DMRS should also be omitted till the next available DMRS. Alternatively, extra DMRS can be transmitted at the first PUSCH after the colliding one which have been dropped.
The frequency hopping principle should also be re-considered if DMRS sharing is configured DMRS should be transmitted at the beginning of per hop to ensure the decoding of this hop. Due to this consideration, intra-slot hopping with data splitting, i.e., intra-PUSCH hopping, should not be enabled together with DMRS sharing. On the other hand, for intra-slot hopping without data splitting, extra DMRS could be transmitted after hopping, or alternatively, the hopping occurs at the DMRS symbol instead of at the middle of the repetitions or the slot.
3.3 Indication of slot-based repetition and/or mini-slot based repetition 

Signalling for repetition types, e.g. slot-based repetition or mini-slot based repetition within a slot, should be considered, whether it should be explicitly or implicitly signalled and via semi-static signalling or dynamic signalling or any combination. Moreover, repetition types applicable for different resource mapping types, e.g. A and B, should also be considered. 
One way is to configure repetition type, either slot or mini-slot based repetition via higher layer signalling. Regarding the resource mapping type, since the type A has more restriction on the starting symbol as well as the PUSCH duration, it is less suitable for URLLC traffic. Therefore, a UE may not expect to be scheduled with the resource mapping type A and configured with mini-slot based repetition. On another hand, the resource mapping type B is more suitable for URLLC traffic. However, the latency and reliability requirements for different URLLC use cases can be different, hence it is more flexible that the resource mapping type B can be paired with configuring either slot and min-slot based repetition for less and more stringent latency requirements, respectively.
From above discussions, we have the following proposal: 

Proposal 2: The following aspects related to mini-slot based repetition within a slot should be supported in Rel-16 URLLC
· At least contiguous repetition patterns
· DMRS sharing for contiguous mini-slot repetitions within one slot 
· Indication of repetition types, i.e. slot-based repetition and/or mini-slot based repetition, using semi-static signaling 
· repetition types applicable for different resource mapping types, e.g. A and B, should be considered  
· A PUSCH repetition postponed to the next available UL opportunity, if any portion of the repetition is expected to be transmitted in conflict with SFI assignments 
4 PUSCH repetition with early termination 
In addition to repetition, early termination is also a common way to save system resources. As soon as the network has correctly decoded the data, it should feedback an explicit ACK to the UE to stop the on-going repeated transmissions. This can obviously improve the link efficiency of repetition. If early termination is not supported for URLLC, the link efficiency of repetition would be very low, as the UE keeps sending the on-going repetition. This would increase the possibility of traffic blocking, as other URLLC traffic has to wait until the scheduled on-going repetition is completed. 
A UE-specific DCI can be used to explicitly feedback the ACK, e.g. with the same HARQ ID and NDI toggled.  A group common DCI can also be used to carry a group of explicit ACK feedback bits gathered from multiple UEs (i.e. each UE with one or few bits). Similar approaches are also proposed in [2] to enhance UL configured grant transmissions.

These approaches may be used in conjunction with the slot-based repetition or a repetition with time gap (e.g. configured in the number of symbols) between repeated PUSCHs to allow the ACK feedback from the network to arrive before the configured number of repetitions is reached. This is still applicable to URLLC use cases where latency is not very stringent.
 Proposal 3: An explicit ACK feedback from the network to UE for early termination of PUSCH repetition should be supported for Rel-16 URLLC. 
· Both UE-specific DCI and group common DCI should be supported to carry the explicit ACK feedback 
5 Conclusions 
In this contribution, we discuss the comparison between the “mini-slot-based repetitions” and “multi-segment transmission” in various aspects. Moreover, the detailed PUSCH enhancements for URLLC, focusing on frequency hopping and repetition on mini-slot level are presented. Furthermore, the DMRS sharing and PUSCH repetition with early termination are also discussed. Observation and proposals are given as follows.
Observation 1: Mini-slot repetition has significantly shorter average latency than the one shot PUSCH due to shorter waiting time to process the PUSCH, especially under high SNR region, using the same amount of time-frequency resources and DMRS overhead for the TBS. Moreover, mini-slot repetition has lower UCI delay, lower latency in TDD with multi-UL parts and lower latency due to early termination.

Observation 2: The mini-slot based repetition using multiple TRPs outperforms one shot PUSCH due to spatial diversity. Moreover, it is robust to partial random interference and DMRS miss-detection/false alarm. 
Observation 3: The mini-slot based repetition with DMRS sharing can have the same DMRS overhead as the multi-segment transmission. 
Observation 4: Multi-segment transmission requires specification effort in terms of time domain resource allocation and TBS determination, while mini-slot based repetition within one slot does not require such effort. 
Proposal 1: Rel-16 URLLC supports one UL grant scheduling two or more PUSCH repetitions that can be in one slot, or across slot boundary in consecutive available slots.
Proposal 2: The following aspects related to mini-slot based repetition within a slot should be supported in Rel-16 URLLC
· At least contiguous repetition patterns
· DMRS sharing for contiguous mini-slot repetitions within one slot 
· Indication of repetition types, i.e. slot-based repetition and/or mini-slot based repetition, using semi-static signaling 
· repetition types applicable for different resource mapping types, e.g. A and B, should be considered  
· A PUSCH repetition postponed to the next available UL opportunity, if any portion of the repetition is expected to be transmitted in conflict with SFI assignments 
Proposal 3: An explicit ACK feedback from the network to UE for early termination of PUSCH repetition should be supported for Rel-16 URLLC. 
· Both UE-specific DCI and group common DCI should be supported to carry the explicit ACK feedback 
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Appendix

Simulation assumptions for the performance comparison between a long PUSCH and mini-slot repetition within a slot are presented in the table below. 
	Parameter
	
	Value

	Carrier Frequency
	
	4 GHz

	BW
	
	40 MHz

	SCS
	
	30 kHz

	Number of BS antennas
	
	4Rx

	Number of UE antennas
	
	2Tx

	Number of PRBs
	
	8

	TTI length
	
	12 OS x 1 rep.;

6 OS x 2 rep.;

3 OS x 4 rep.;

	RV pattern
	
	12 OS x 1 rep, 14 OS x 1 rep, 7 OS x 2 rep: RV 0;

6 OS x 2 rep.: RV 02;

3 OS x 4 rep.: RV 0231;

	DMRS
	
	12 OS x 1 rep.: #0, #3, #6, #9;

6 OS x 2 rep.: #0, #4;

3 OS x 4 rep, 14 OS x 1 rep, 7 OS x 2 rep: #0;

	MCS
	
	14 OS x 1 rep.: MCS 2;

12 OS x 1 rep.: MCS 8;

7 OS x 2 rep.: MCS 5;

6 OS x 2 rep.: MCS 11;

3 OS x 4 rep.: MCS 16;
from 64QAM low SE MCS table 

	TBS
	
	36 bytes (288bits), 32 bytes (256bits)

	Channel
	
	TDL-C 300 ns, 30ns

	UE speed
	
	3km/h

	Channel Estimation
	
	MMSE 

	Noise Covariance Matrix Estimation
	
	Perfect
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