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Introduction
Note: This paper is a revision of R1-1809457.
In Rel. 15 URLLC WI, some preliminary tools, such as additional MCS and CQI table to enable low SE values, are introduced to provide a higher reliability as compared to NR eMBB. However, a more thorough and systematic design of NR URLLC was deferred to Rel. 16 due to the lack of time.
As agreed in RAN-P #80, a new work item for enhanced URLLC is approved [1]. As part of the study phase, it was agreed to further investigate the necessary enhancements for important URLLC use cases, and to design schemes to satisfy their requirements:
“
1) URLLC L1 improvements (RAN1) for further improved reliability/latency and for other requirements related to the use cases identified, 
· PDCCH enhancements. Study focus on Compact DCI, PDCCH repetition, increased PDCCH monitoring capability 
· UCI enhancements. Study focus on Enhanced HARQ feedback methods (increased number of HARQ transmission possibilities within a slot), CSI feedback enhancements
· PUSCH Enhancements. Study focus on mini-slot level hopping & retransmission/repetition enhancements.
· Enhancements to scheduling/HARQ/CSI processing timeline (UE and gNB), (for existing TTI durations)


2) Enhanced multiplexing considering different latency and reliability requirements (RAN1): 
UL inter UE Tx prioritization/multiplexing 


3) Enhanced UL configured grant (grant free) transmissions, with study focusing on improved configured grant operation, example methods such as explicit HARQ-ACK, ensuring K repetitions and mini-slot repetitions within a slot. (RAN1/RAN2)
”
Further, in RAN1 #94, the following agreements related to the L1 enhancements were reached:
Agreements:
Study further how to enable more than one PUCCH for HARQ-ACK transmission within a slot.

Agreements:
· Study further whether/how to enable enhanced reporting procedure/feedback for HARQ-ACK.
· Enhanced HARQ-ACK multiplexing on PUSCH and PUCCH
· Finer indication for HARQ feedback timing, e.g. symbol-level, half-slot, etc.
· Note: this may be related to more than one PUCCH for HARQ-ACK tx within a slot
· Other enablers are not precluded

This paper focuses on the following topics and discuss some initial design details.
· Downlink control enhancements including:
· Enhanced PDCCH monitoring for mini-slot level scheduling
· Compact DCI
· PDCCH repetition
· UCI enhancements including: 
· Enhanced HARQ-ACK reporting capability per slot
· CSI triggering for eURLLC
· PUSCH Enhancements:
· Mini-slot repetition and hopping
· Reduced processing timeline at both UE and gNB
· eMBB and URLLC PHY-layer differentiation. 


Downlink Enhancements
Enhanced PDCCH monitoring for mini-slot level scheduling
For meeting the URLLC latency requirement (e.g. 1ms), it is essential for the system to provide the UEs with frequent scheduling occasions. Otherwise, each packet may first experience a long queueing delay before being scheduled. Equivalently, a URLLC UE should be able to monitor PDCCH frequently, e.g., with a 2-symbol granularity. To accomplish this task, the number of CCEs and blind decodes per PDCCH monitoring occasion should be such that: (1) an appropriate ALs can be accommodated for ensuring PDCCH reliability, (2) there is sufficient capacity to schedule both DL and UL in the same occasion, and (3) the UE’s complexity is manageable.    
Currently, the number of non-overlapped BDs/CCEs in a given slot of a CC is given for each SCS separately. The CCE limit determines the number of non-overlapping candidates of different aggregation levels for a given UE. As an example, the number of non-overlapping CCEs per slot for SCS = 15KHz and 30KHz is 56. Considering the 2-symbol PDCCH monitoring occasion, 8 CCEs per occasion of a given slot can be assumed. As the link-level evaluation results presented in Appendix illustrate, PDCCH BLER of 10^-6 can be achieved using a candidate of AL = 8 at SNR of -5dB for TDL-C channel model and at SNR of -4dB for TDL-A channel model. Hence, from a single UE PDCCH performance, the number of CCEs is sufficient. For applications that the UL and DL grants should be sent simultaneously, or in general, to provide more flexibility for the gNB scheduler, the possibility of increasing the number of BDs/CCEs can be considered.  
It should also be noted that increasing the BD/CCE limit for URLLC, if possible, may require other relaxations. As an example, URLLC could use a smaller number of CCs as compared to the eMBB operation; hence, although the number of BDs/CCEs per serving cell might be increased, the overall value is still smaller than that the eMBB user can support across all CCs. As another example, for a UE that supports both eMBB and URLLC operations, similar to relaxations introduced for LTE eCA and LTE sTTI, the number of BDs/CCEs should jointly be managed for both operations.
[bookmark: _Hlk525923710]Proposal 1: To enable fast scheduling for eURLLC, RAN1 can consider the feasibility of increasing the number of BD/CCE limit. The required conditions and relaxations should be studied. 

Compact DCI vs. URLLC-Specific DCI
As mentioned in the preceding section, the link-level evaluation results presented in Appendix illustrate that assuming the AL = 8 and a fallback DCI size, the BLER of 1e-6 can be achieved at SNR = -4dB and SNR = -5dB under the TDL-A and TDL-C channel models, respectively. Hence, there is no need to further reduce the DCI size.
[bookmark: _Hlk525923718]Observation 1: For eURLLC, from a single UE perspective, to achieve the PDCCH BLER target of 1e-6, there is no need to reduce the DCI size below that of the fallback DCI.
Instead of reducing the DCI size, some of the information fields in the fallback DCI can be removed, or the field sizes can be reduced, such that more specific fields for URLLC can be added. This approach is beneficial since the fallback DCI is designed specifically for “fallback” purposes.  As a result, it only supports very basic transmission schemes. To meet the stringent latency and reliability requirements of URLLC, more advanced transmission/scheduling schemes are needed, which require some additional signaling fields besides the signaling fields that are present in the fallback DCI. More specifically, the addition of the following three fields can be considered: 
· Carrier indicator
To optimize the URLLC system capacity, it is essential to make sure URLLC UL and DL can be transmitted at any time. However, for TDD, this may be fundamentally infeasible due to the half-duplex nature. To allow for scheduling data at any time without delay, supporting carrier aggregation for URLLC is of critical importance. Especially, for control channel, it is highly desirable to be able to schedule data on TDD/FDD band from FDD based control channels, such that URLLC transmission may be dynamically FDM’ed to reduce latency. To enable cross-carrier scheduling, the carrier indicator field (CIF) is needed in the compact DCI. 

For DCI format 0_1 and 1_1, the bit-width for CIF is 3 bits. However, 3 bits may be too large an overhead for the compact DCI. To strike a good tradeoff between control scheduling granularity and control overhead, it is preferable to reduce the bit-width of CIF in the compact DCI to 1 or 2 bits.  

· Rate-matching indicator 
To meet the 1ms latency, URLLC is likely to operate over mini-slots of smaller duration, e.g., 2 or 4 symbols. In this case, it is beneficial to let the PDSCH utilize all available resources in the mini-slot that are not occupied by PDCCH or other channels. To achieve this goal, we propose to include the rate-matching indicator field in the URLLC downlink compact DCI.

· Waveform indicator
For uplink URLLC transmission, it is beneficial to allow the UE to dynamically switch the waveform between CP-OFDM and DFT-s-OFDM. Semi-static waveform configuration might be too slow for URLLC. Therefore, the waveform indicator field can be included in the URLLC uplink compact DCI.  

· A-CSI triggering via DL grant
CSI reporting can be triggered either explicitly by the DL grant or could be triggered implicitly. Details are discussed in Section 4.  

Reducing the size or removing an information field does not necessarily mean that such information is not conveyed to the UE. In fact, instead of being dynamically indicated by a DCI, such information can be indicated either semi-statically via RRC signaling or implicitly.
[bookmark: _Hlk525923869]Proposal 2: Some information fields of the fallback DCI formats can be resized such that more specific fields for eURLLC can be added. 
PDCCH repetition
The PDCCH repetition can be envisioned in two ways: (1) the same DCI is sent multiple times, but the UE is not required to combine different copies for decoding, or (2) the same DCI is sent multiple times (PDCCH can be repeated over multiple (re-)transmissions in the same HARQ instance), but at each decoding attempt, the UE is expected to combine PDCCHs that might have been sent in different dimensions for larger processing gain.
Under the first approach, it is only sufficient for the UE to decode one of the many PDCCH copies. Hence, diversity gains may be realized. The second approach, however, is more complicated and calls for more complex operations at the UE. Specifically, for decoding a PDCCH at a given occasion, the UE should be able to combine each candidate with a set of PDCCH candidates at other occasions. Besides requiring a more buffering capacity, the number of BDs needed for decoding a given PDCCH could also be increased. 
During the past meetings, two reasons have been mentioned for supporting PDCCH repetition: (1) enhancing PDCCH performance, and (2) reducing PDCCH blocking. In theory, assuming LLR combining and DMRS combining across the repetitions, the PDCCH performance with repetition is the same as assigning a candidate of a larger aggregation level. Further, blind PDCCH repetition cannot reduce the PDCCH blocking. Considering a single TRP/TCI state, a candidate of AL X consumes the same number of CCEs as n candidates of AL X/n. In terms of the latency, both approaches are also the same. This is shown in the figures below.
In Figure 1, it is assumed that two UEs should be scheduled, and each UE requires 16 CCEs overall to achieve the PDCCH BLER target. It is further assumed that at each monitoring occasion, only 16 CCEs can be accommodated. Under case (a), UE1 is first scheduled via a candidate of AL = 16 at T = t1. Hence, the scheduling of UE2 should be delayed until T = t2. Under case (b), each user is assigned an AL = 8 in T = t1 and T = t2. Hence, both UEs can only decode their PDCCH only at T = t2. In terms of latency, both cases are identical. 


Figure 1: PDCCH transmission for two UEs with (a) AL = 16, and (b) AL = 8 with 2 repetitions.

In Figure 2, 3 UEs are considered. UE 1 requires 16 CCEs overall to decode PDCCH, while UE 2 and 3 each require 4 CCEs for PDCCH decoding. Within each control monitoring occasion, only 16CCEs can be accommodated. Under case (a), UE1 is scheduled first; hence, UE2 and 3 can only be scheduled at T = t2. This might be thought of as one example of PDCCH blocking due to assigning a large AL to a user. Instead, under case (b), if the PDCCH is sent via repeating 2 PDCCHs with AL = 8 for UE1 at T = t1 and t = T2, UE2 and UE3 can be scheduled at T = t1. However, repetition here does not reduce the blocking issue. This is because under case (b), the PDCCH for UE1 can only be decoded at T = t2. Hence, instead of repetition, a candidate of AL = 16 can be assigned to UE1 at T = t2. In particular, under both case (b) and (c), UE1 experiences the same latency for PDCCH decoding.



Figure 2: PDCCH transmission for 3 UEs at different PDCCH occasions. UE 1 requires 16 CCEs overall to decode PDCCH, while UE 2 and 3 each require 4 CCEs for PDCCH decoding.

[bookmark: _Hlk525924245]Observation 2: The PDCCH performance with n candidates of AL = X/n is an upper bounded by that of the single candidate with AL = X. 
Observation 3: The blind PDCCH repetition does not reduce blocking issue for PDCCH scheduling.
Observation4: To meet the eURLLC requirements, PDCCH repetition over a single TCI state is not needed.
UCI Enhancements
Enhanced HARQ-ACK reporting capability per slot
The benefits of allowing for multiple HARQ-ACK reporting per slot in reducing the URLLC latency was discussed in detail in [2]. In RAN1 #94, it was agreed to study the ways to enable multiple HARQ-ACK reporting per slot.
Assuming that multiple HARQ-ACK reporting per slot is allowed, one important question to answer is how a UE should determine the HARQ-ACK codebook size. In Rel. 15, since the K1 parameter is defined in a slot unit, the codebook size determination is also defined with a slot granularity. Specifically, at each slot with a PUCCH resource, the UE considers the past K1,max slots (K1,max is the maximum value of K1 configured for a UE), and determines the number of allocations with a K1 value that maps them to the same PUCCH resource.
Now assuming multiple HARQ-ACK per slot, the granularity of the following two parameters should be changed: (1) the window size used to determine the possible allocations with HARQ-ACK mapping to a given PUCCH resource, and (2) the K1 granularity. 

First, depending on the number of HARQ-ACK reporting per slot, the UL slot can be split into multiple sub-slots. For example, if 4 reports per slot is allowed, each UL slot can be split into 4 sub-slots, where each sub-slot contains a PUCCH resource for HAR-ACK reporting. Then, the K1 parameter for URLLC can be indicated in units of sub-slots. As an example, K1 = 3 means that HARQ-ACK for a PDSCH is sent in 3 sub-slot later. This operation is shown in Figure 3 below.


Figure 3: An illustration of handling multiple HARQ-ACK reporting per slot with sub-slot K1 granularity.

In Figure 3, the UL slot is partitioned into 4 sub-slots. As shown, partitions need not have the same length. As Rel. 15 NR, PDSCH can be scheduled at any location and with any length. The PDSCH allocation within the boundaries of sub-slot n considers sub-slot n as the reference sub-slot. Then, K1, defined in units of sub-slots, indicates where the HARQ-ACK should be mapped to. As an example, PDSCH0 is within the boundaries of sub-slot 0; hence, for PDSCH0, K1 = 0 means that its HARQ-ACK must be sent on the PUCCH resource within sub-slot 0. PDSCH1 is located within the boundaries of sub-slot1; hence, K1 = 2 means that its HARQ-ACK should be sent on a PUCCH resource inside subslot3. 
Similar to Rel. 15 NR, each UE will be configured with a K1,max, where K1,max is now in units of sub-slots. To determine the HARQ codebook size, at each sub-slot, the UE considers a window of size K1,max in the past, and counts all the PDSCHs with a K1 value mapping to the same PUCCH resource.  
[bookmark: _Hlk525924943]Proposal 3: For eURLLC, to enable multiple HARQ-ACK reporting per slot, each UL slot can be partitioned into a number of sub-slots. The K1 value is then defined with a sub-slot granularity. 

CSI Triggering for eURLLC
In Rel. 15, the aperiodic CSI can only be triggered via an UL grant. This approach may have two drawbacks for URLLC applications: First, for URLLC use cases with a downlink-heavy traffic, the A-CSI triggering could be costly; one UL DCI is needed only to trigger the CSI reporting without an actual need for uplink data transmission. Given that, in general, many resources are needed for meeting the requirements of URLLC, spending some resources only for CSI triggering is inefficient. In addition, a periodic CSI reporting for URLLC could be inefficient since: (1) if the reporting periodicity is large, the reported CSI is stale, and (2) if CSI reporting periodicity is small, many resources are used for CSI reporting, while the DL traffic might be sporadic. Hence, it is beneficial to trigger CSI reporting in a different way.
One way to accomplish this goal is trigger the CSI reporting explicitly via a DL grant. The second approach is to trigger the CSI reporting implicitly. As an example, when only data is not successfully decoded, the UE can report CSI. Under both approaches, not only the link-adaptation for the subsequent transmission can be done more accurately, but more importantly, the resource efficiency can be enhanced. This is because the resources for the first transmission does not need to be allocated conservatively. The gNB can always rely on the fresh CSI reported by the UE to balance the resources needed for the re-transmission. Further, in order to reduce the processing burden of the UE, and also the dependence on CSI-RS, the CSI computation can be done using data or control DMRS and based on the input SNR to the decoder.
Observation 5: Providing the gNB with accurate CSI for re-transmission not only enhances the re-transmission performance, but more importantly, enhances network resource efficiency.
Proposal 4: In Rel. 16 eURLLC, CSI reporting can either explicitly be triggered by the DL DCI or implicitly based on the outcome of the data decoding.
PUSCH Enhancements
For improving the reliability of the UL data transmission, two schemes can be studied; (1) sub-slot level repetition, and (2) frequency-domain hopping. The transmission repetition is meant to bring coding gain. However, the repetition by itself may not be favorable since the NR time-domain allocation is flexible enough such that it allows for selecting the number of PUSCH symbols dynamically. On the other hand, the frequency-domain hopping is targeted at providing frequency diversity. Although the gain of the frequency-domain hopping comes at a cost of a larger DMRS overhead, its achievable frequency diversity gain may outweigh its cost in some operating regimes. When both UL repetition and frequency-domain hopping are enabled simultaneously, their complementary gains, coding gain and diversity gain, can be realized. Hence, we propose to:
Proposal 5: Study the achievable gains and suitable operating scenarios for enabling mini-slot level repetition and frequency-domain hopping in Rel. 16 eURLLC.  
Reduced Processing Timeline for Stringent URLLC Latency Requirement
Reduced UE and gNB processing timeline
So far, Rel. 15 NR has defined two sets of SCS-dependent processing timelines, i.e., N1 and N2 under two different UE capabilities as given in Sections 5.3 and 6.4 of TS 38.214. Considering the stringent latency and reliability requirements defined by SA1/2, such as 1ms with 1e-6, enabling a shorter N1 and N2 values is desirable. As an example, consider an uplink transmission with SCS = 30KHz, the capability#2 N2 value (i.e., N2 = 5.5symbols.) Assuming N2 = N4 (i.e., gNB’s turnaround time), a propagation delay of 35us and a 2-symbol PUSCH, the overall time needed for completing two transmissions is illustrated in Figure 4.


Figure 4: Uplink latency analysis assuming 2-symbol PUSCH with SCS = 30KHz, and capability #2 processing timeline.
As evident from the figure above, even considering the tightest defined processing timeline, completing two transmissions within the latency budget of 1ms is not affordable. Hence, there are cases that to meet the requirements, a single-shot transmission without relying on HARQ re-transmissions is a given. Taking the reliability requirement of 1e-6 into account, such a system design will be inefficient. Thus, to address the needs of some URLLC use cases, tighter UE processing timelines are essential. As an example, considering N2 = 4 symbols in the above example, the second transmission can be decoded within the 1ms latency bound.
Equivalently, it is critical to decrease the gNB’s processing delay N3 for DL data transmissions, as well as the processing time of decoding UL transmissions and preparing re-transmission grant N4 to enable more HARQ opportunities for a given delay budget. Reducing the gNB processing timeline can be implemented by reducing the number of HARQ processes.
[bookmark: _Hlk525925725]Proposal 6: Reducing the UE’s (N1/N2) and gNB’s (N3/N4) processing timelines should be considered for Rel. 16 eURLLC. The gNB timeline can be reduced by reducing the number of HARQ processes. For reducing the UE’s processing timeline, the RAN1 should study the required relaxations and conditions.  

Reduced CSI computation time (Z/Z’)
Another avenue for URLLC enhancement to explore in Rel. 16 is to reduce the CSI computation timeline. As was discussed extensively during the Rel. 15 LTE sTTI WI, reducing the CSI computation timeline, to the extent that it is equal to the PUSCH preparation timeline or HARQ-ACK timeline, leads to enabling the gNB to have access to the most up-to-date information, thereby increasing system capacity. 
[bookmark: _GoBack]Currently, the NR CSI computation timelines for delay requirement 1 (defined as Z and Z’ in Table 5.4-1 of TS 38.214) are almost the same as the PUSCH preparation times for timing capability 1. These values are much larger than the PUSCH preparation times for timing capability 2. Hence, as part of the Rel. 16 URLLC design efforts, reducing these timelines can be considered. In order to facilitate the timeline reduction, the number of layers considered for eURLLC can be reduced. Alternatively, as explained in Section 3.2, CSI computation can be performed using PDCCH/PDSCH DMRS and based on the input SNR to the decoder. 
[bookmark: _Hlk525925817]Proposal 7: Consider reducing the CSI computation timeline and study the possible relaxations needed to achieve it for Rel. 16 eURLLC.
 PHY-Layer Differentiation for eMBB and URLLC 
During the Rel. 15 WI, the need to distinguish between different traffic types at the PHY-layer was discussed extensively. Finally, in RAN1#93, the following agreement was reached:
Agreement:
· For URLLC, for grant-based transmissions, introduce one RRC parameter for configuring a new RNTI.
· When the new RNTI is not configured, existing RRC parameter mcs-table is extended to select from 3 MCS tables (existing 64QAM MCS table, existing 256QAM MCS table, new 64QAM MCS table). 
· When mcs-table indicates the new 64QAM MCS table:
· For DCI format 0_0/1_0 in CSS, existing 64QAM MCS table is used.
· For DCI formats 0_0/1_0/0_1/1_1 in USS, new 64QAM MCS table is used. 
· Otherwise, follow existing behaviour.
· Note: the configuration for DL and UL is separate
· When the new RNTI (via RRC) is configured, RNTI scrambling of DCI CRC is used to choose MCS table:
· If the DCI CRC is scrambled with the new RNTI, the new 64QAM MCS table is used; otherwise, follow existing behaviour.

As obvious from the agreement above, and based on the discussions in the Rel. 15, the conclusion was to not necessarily link the usage of the new RNTI to a specific traffic type. Hence, the Rel. 15 URLLC design does not mandate the use of RNTI or any other mechanisms to distinguish different services at PHY layer. However, the ability to distinguish different services at the PHY layer is essential to define priority rules; such rules can be used to facilitate intra-UE URLLC and eMBB multiplexing by prioritizing URLLC traffic over eMBB as needed.
It should also be highlighted that in Rel. 15 LTE, separate DCI formats with different sizes and monitoring occasions are defined for subframe-based LTE and sTTI. Hence, all the DL and UL operations can be performed separately, and many detailed prioritization and power control rules are specified. Similarly, for Rel-16 NR eURLLC, the priority of the services supported on different channels can be indicated at the PHY layer.
Proposal 8: Adopt a PHY-layer signalling for differentiating the channels with different traffic types in Rel. 16 eURLLC.
Conclusion
Proposal 1: To enable fast scheduling for eURLLC, RAN1 can consider the feasibility of increasing the number of BD/CCE limit. The required conditions and relaxations should be studied. 
Observation 1: In eURLLC, from a single UE perspective, to achieve the PDCCH BLER target of 1e-6, there is no need to reduce the DCI size below that of the fallback DCI.
Proposal 2: Some information fields of the fallback DCI formats can be resized such that more specific fields for eURLLC can be added. 
Observation 2: The PDCCH performance with n candidates of AL = X/n is an upper bounded by that of the single candidate with AL = X. 
Observation 3: The blind PDCCH repetition does not reduce blocking issue for PDCCH scheduling.
Observation4: To meet the eURLLC requirements, PDCCH repetition over a single TCI state is not needed.
Proposal 3: For eURLLC, to enable multiple HARQ-ACK reporting per slot, each UL slot can be partitioned into a number of sub-slots. The K1 value is then defined with a sub-slot granularity. 
Observation 5: Providing the gNB with accurate CSI for re-transmission not only enhances the re-transmission performance, but more importantly, enhances network resource efficiency.
Proposal 4: In Rel. 16 eURLLC, CSI reporting can either explicitly be triggered by the DL DCI or implicitly based on the outcome of the data decoding.
Proposal 5: Study the achievable gains and suitable operating scenarios for enabling mini-slot level repetition and frequency-domain hopping in Rel. 16 eURLLC. 
Proposal 6: Reducing the UE’s (N1/N2) and gNB’s (N3/N4) processing timelines should be considered for Rel. 16 eURLLC. The gNB timeline can be reduced by reducing the number of HARQ processes. For reducing the UE’s processing timeline, the RAN1 should study the required relaxations and conditions.  
Proposal 7: Consider reducing the CSI computation timeline and study the possible relaxations needed to achieve it for Rel. 16 eURLLC.
Proposal 8: Adopt a PHY-layer signalling for differentiating the channels with different traffic types in Rel. 16 eURLLC.
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Appendix 
Link-level simulation results on compact DCI:
In this section, we compare the BLER performance between two DCI sizes 40 bits plus CRS and 30 bits plus CRC for PDCCH aggregation levels 8 and 16 and for different channel models. The simulation results are shown in Figures 5-6. 
Observation: Considering the PDCCH payload size of 40+CRC bits and AL = 8, the BLER of 1e-6 is achievable at a SNR range of below -3dB. 
[image: ]
Figure 5: Performance comparison between different DCI sizes (30 bits vs 40 bits) for TDL-C channel with 4 Rx.

[image: ]
Figure 6: Performance comparison between different DCI sizes (30 bits vs 40 bits) for TDL-A channel with 4 Rx.
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