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1	Introduction
In RAN1#92bis, several agreements were made regarding CSI processing and CSI timing capability:
Agreement 
What is the time offset of the CSI reference resource of P / SP CSI report?
· 
A fixed time offset,  slots, is used for a given numerology
· N=4 for 15kHz, N=8 for 30kHz, N=16 for 60kHz, N=32 for 120kHz in case of CSI report without CRI
· N=5 for 15kHz, N=10 for 30kHz, N=20 for 60kHz, N=40 for 120kHz in case of CSI report with CRI
· FFS: Applicability of smaller value of N depending on UE capability

Agreement 
For CSI latency requirement when an A-CSI trigger state triggers multiple CSI reports, up to X CSI reports are assumed to be calculated in a given time period. 
· FFS: A UE is not expected to update a CSI report if the PUSCH scheduling offset does not give enough CSI calculation time according to the Z’ values for that report
· UE ignores a DCI scheduling a PUSCH with scheduling offset smaller than the any of the Z values in different reports
· FFS: Details in case A-CSI is triggered for different numerologies
· Value of X depends on UE capability and takes into account all the CCs
· The above applies for the case of CSI only transmission

Agreement:
· For PUSCH-based SP-CSI reporting triggered by DCI, the timing offset of the initial report after the trigger should meet the PUSCH preparation procedure time (Z) for A-CSI reporting

Agreement:
· A UE capable of X simultaneous CSI calculations (according to capability 2-35) is said to have X CSI processing units. For aperiodic CSI report using AP CSI-RS (with a single CSI-RS resource in the resource set for channel measurement). 
· the CSI processing unit remains occupied from the first OFDM symbol after the PDCCH trigger until the last OFDM symbol of the PUSCH carrying the CSI report
· If N AP CSI reports (each with a single CSI-RS resource in the resource set for channel measurement) are triggered in a slot, but the UE only has M un-occupied CSI processing units, UE is only required to update M of the N CSI reports 
· FFS if a rule is needed which CSI reports are required to be update or if it’s up to the UE
· FFS if a CSI report linked with Ks > 1 CSI-RS resources for channel measurement occupies Ks CSI processing units or one CSI processing units

Agreement
· Introduce a new UE capability on support of either “Type A CSI processing capability” or “Type B CSI processing capability” with regard to the number of simultaneous CSI calculations X
· For CSI latency requirement when an A-CSI trigger state triggers N CSI reports (where each report n is associated with (Zn, Z’n)) and have M un-occupied CSI processing units: 
· For Type A CSI processing capability:
· 
A UE is not expected to update any of the triggered CSI reports if the time gap between the first symbol of PUSCH and the last symbol of the associated ap-CSI-RS / ap-CSI-IM does not give enough CSI calculation time according to  
· 
FFS how to index the M reports in this case to form 
· 
UE may ignore a DCI scheduling a PUSCH with scheduling offset smaller than  
· This applied to CSI only case, FFS for CSI+UL-SCH case
· For Type B CSI processing capability:
· A UE is not expected to update a CSI report if the PUSCH scheduling offset does not give enough CSI calculation time according to the Z’ values for that report
· UE may ignore a DCI scheduling a PUSCH with scheduling offset smaller than the any of the Z values in different reports
· This applied to CSI only case, FFS for CSI+UL-SCH case
· CSI reports based on P / SP CSI-RS are assigned to CSI processing units as follows:
· Type A:
· For P / SP CSI reports, the CSI processing unit is occupied from the first symbol of the CSI reference resource of the P / SP report until the first symbol of the physical channel carrying the report
· For A CSI reports, the CSI processing unit is occupied from the first symbol after the PDCCH triggering the report until the [first or last] symbol of the PUSCH carrying the report
· Type B:
· A periodic or aperiodic CSI reporting setting associated with P/SP CSI-RS is assigned one (or Ks) CSI processing unit and always occupy them 
· An activated SP-CSI report setting is assigned one (or Ks) CSI processing unit and occupies them until deactivated
· Once the SP-CSI report is deactivated, the CSI processing unit can be used for other CSI report
· Note: Type A assumes serial CSI processing implementation while Type B assume parallel CSI processing implementation. Note that this will not be captured in specification.

Agreement:
· For Type A CSI processing capability, a UE is not expected to update P/SP CSI reports if the number of CSI processing units occupied by P/SP CSI reports exceeds the number of simultaneous CSI calculations X according to the UE capability



Agreement
· When a CSI report is linked with Ks > 1 CSI-RS resources for channel measurement is triggered
· For Type A CSI processing capability:
· The CSI report occupies a single CSI processing unit and the latency requirement is calculated based on (Zn, Z’n) according to the High latency CSI class 
· For Type B CSI processing capability, downselect between the following in RAN1#93:
· Alt1: The CSI report occupies a single CSI processing unit and the latency requirement is calculated based on (Zn, Z’n) according to the High latency CSI class 
· Alt2: The CSI report occupies Ks CSI processing units and the latency requirement for each unit is calculated based on (Zn, Z’n) according to the High latency CSI class  
· Companies are encouraged to provide their preference on either of the above alternatives and relevant (Zn, Z’n) values
· Note: If more than one CSI-RS resource for CM is configured for a CSI report, the report belongs to the High Latency CSI class
· Assuming Type A CSI processing capability or Type B if Alt 1 above is agreed:
· If a CSI report is linked with Ks > 1 CSI-RS resources for channel measurement 
· For Ks=2, at most 16 CSI-RS ports per CSI-RS resource can be configured
· For 8>=Ks>2, at most 8 CSI-RS ports per CSI-RS resource can be configured


Agreement
· Adopt the following (Z,Z’) values for Low Latency CSI class for normal UE capability for the Type A and Type B UE CSI processing capabilities:
For normal UE capability (assuming single CSI report, single CMR/IMR)
	
	For Type A CSI processing capability
	For Type B CSI processing capability

	
	CSI only
	CSI+UL-SCH
	CSI only
	CSI+UL-SCH

	Low latency CSI
	15 kHZ
	Z
	5
	6
	22
	32

	
	
	Z'
	3
	4
	15
	25

	
	30 kHZ
	Z
	9
	10
	25
	37

	
	
	Z'
	6
	7
	16
	28

	
	60 kHZ
	Z
	17
	18
	34
	57

	
	
	Z'
	12
	13
	25
	48

	
	120 kHZ
	Z
	27
	30
	49
	85

	
	
	Z'
	22
	25
	37
	73

	High latency CSI
	15 kHZ
	Z
	
	
	
	

	
	
	Z'
	
	
	
	

	
	30 kHZ
	Z
	
	
	
	

	
	
	Z'
	
	
	
	

	
	60 kHZ
	Z
	
	
	
	

	
	
	Z'
	
	
	
	

	
	120 kHZ
	Z
	
	
	
	

	
	
	Z'
	
	
	
	



In addition, the following agreement was made regarding SP-CSI and BWP switching:
Agreement
· When DL BWP is switched, PUCCH-based SP-CSI report setting in activated state stays in its activated state. SP-CSI reporting is simply suspended until the DL BWP is switched back, whereon it resumes


[bookmark: _Ref178064866]2	CSI computation capability and timing
Although many agreements were reached in RAN1#92bis, a number of open issues remain to finalize the specification which are summarized below:
1. How to measure Z’ when a different numerology is used on CSI-RS CC compared to PUSCH CC?
2. Is a rule needed on which M out of N aperiodically triggered reports a UE shall update, if it only has M CPUs available?
3. Clarification of for which cases a UE is not expected to update CSI or can ignore the DCI if the timing requirement is not met
4. Is the CPU occupied until the first or last symbol of the PUSCH?
5. When a CSI report is linked with Ks > 1 CSI-RS resources for channel measurement, is one or Ks CPUs occupied?
6. Is the CSI timing framework applicable to beam reporting as well? 
7. What are the (Z,Z’) values for High Latency CSI class and advanced UE capability?
8. Can a smaller value for CSI reference resource timing offset be used depending on UE capability?

The above open issues are discussed below..
2.1 How to measure Z’ when a different numerology is used on CSI-RS CC compared to PUSCH CC?
In the UE CSI computation time section in 38.214, the following rule is applied for which SCS-dependent timing values Z and Z’ to select when calculating the CSI relaxation requirement, following the rule for PUSCH preparation time:
Extract 1: From 38.214 Section 5.4


-	µ of table 5.4-2, table 5.4-3 and table 5.4-4 corresponds to the min (µDL, µUL) where the µDL corresponds to the subcarrier spacing of the PDCCH with which the DCI was transmitted and µUL corresponds to the subcarrier spacing of the PUSCH with which the CSI report is to be transmitted


The above rule is all that is needed to select the proper value of Z, as this is the number of OFDM symbols between the end of the last symbol of the PDCCH triggering the report and the start of the PUSCH. However, if cross-carrier triggering of aperiodic CSI is used, it is possible that the numerology of the carrier whereon ap-CSI-RS is transmitted is different from that of the carrier whereon the PDCCH is transmitted. It is also possible that CSI reports on different carriers are triggered by the same triggering state and that each carrier has a different numerology. Hence, it is not appropriate to define µ in the same way for Z’ as for Z.
For Type B CSI processing capability, it is straightforward to define the value of µ to use for Z’ determination as min (µCSI-RS, µUL), where µCSI-RS corresponds to the subcarrier spacing of the associated ap-CSI-RS, as parallel processing is assumed and the Z’ criterion is applied for each triggered CSI report (with an associated ap-CSI-RS transmitted on a certain numerology) separately. However, for Type A CSI processing capability, it is not clear which numerology shall be assumed in case multiple CSI reports on different carries with different numerologies are triggered simultaneously, as serial processing is assumed. 

A simple way could be to account for the worst case and count the time for from the last symbol of any of the triggered ap-CSI-RS among any of the CSI reports, and to use the Z’ values corresponding to the smallest SCS of any of the triggered ap-CSI-RS as the reference SCS.
[bookmark: _Toc513732047]
· To determine the Z timing value, the reference SCS µ corresponds to min (µDL, µUL) where the µDL corresponds to the subcarrier spacing of the PDCCH with which the DCI was transmitted and µUL corresponds to the subcarrier spacing of the PUSCH with which the CSI report is to be transmitted
· To determine the Z’ timing value, the reference SCS µ corresponds to min (µCSI-RS, µUL) where µUL corresponds to the subcarrier spacing of the PUSCH with which the CSI report is to be transmitted and
· For Type B CSI processing capability, µCSI-RS corresponds to the subcarrier spacing of the ap-CSI-RS for a certain report 
· 
For Type A CSI processing capability, , where µCSI-RS,m corresponds to the subcarrier spacing of the ap-CSI-RS associated with triggered CSI report m
· Refine the Type A CSI processing capability as follows:
· 
A UE is not expected to update any of the triggered CSI reports if the time gap between the first symbol of PUSCH and the last symbol of any of the triggered associated ap-CSI-RS / ap-CSI-IM does not give enough CSI calculation time according to  

2.2 Is a rule needed on which M out of N aperiodically triggered reports a UE shall update, if it only has M CPUs available?
Two related FFS points in the previous agreements are highlighted below:
Agreement:
…
· If N AP CSI reports (each with a single CSI-RS resource in the resource set for channel measurement) are triggered in a slot, but the UE only has M un-occupied CSI processing units, UE is only required to update M of the N CSI reports 
· FFS if a rule is needed which CSI reports are required to be update or if it’s up to the UE
Agreement
· Introduce a new UE capability on support of either “Type A CSI processing capability” or “Type B CSI processing capability” with regard to the number of simultaneous CSI calculations X
· For CSI latency requirement when an A-CSI trigger state triggers N CSI reports (where each report n is associated with (Zn, Z’n)) and have M un-occupied CSI processing units: 
· For Type A CSI processing capability:
· 
A UE is not expected to update any of the triggered CSI reports if the time gap between the first symbol of PUSCH and the last symbol of the associated ap-CSI-RS / ap-CSI-IM does not give enough CSI calculation time according to  
· 
FFS how to index the M reports in this case to form 

Regarding the first highlighted FFS point, the question is if a rule needs to be defined so that the gNB and UE have a common understanding of which CSI reports are expected to be updated. For reference, such a rule is defined in LTE where the CSI processes with lowest CSI process ID are expected to be updated:
Extract 2: From TS 36.213 section 7.2.1
…


If a UE is configured with more than one CSI process for a serving cell, the UE on reception of an aperiodic CSI report request triggering a CSI report according to Table 7.2.1-1B is not expected to update CSI corresponding to the CSI reference resource (defined in Subclause 7.2.3) for all CSI processes except the  lowest-indexed CSI processes for the serving cell associated with the request when the UE has  unreported CSI processes associated with other aperiodic CSI requests for the serving cell
...

As a rule for which CSI processes shall be updated exists in LTE, similar approach can be used in NR. In addition, NR defines a CSI omission rule for PUSCH-based reporting whereby subband CSI for CSI reports with larger reportConfigID has lower priority than subband CSI for CSI reports with smaller reportConfigID. Since the lower priority subband CSI has a higher risk of being omitted if the PUSCH resource allocation is not sufficient, it makes sense to not prioritize to update these reports in case the number of available CPUs is smaller than the number of triggered CSI reports. Thus, a rule can be introduced to require the UE to update the M CSI reports with lowest reportConfigID.
This rule should also be applied to address the second FFS point in order to have a consistent specification. Hence, we propose:
[bookmark: _Toc513732048]Adopt the TPs below:
<TP to 38.214 Section 5.2.1.6>
…
If L CPUs are occupied for calculation of CSI reports in a given OFDM symbol, the UE has  unoccupied CPUs. If a UE receives an aperiodic CSI request for K CSI reports, the UE is not required to update the  of the requested CSI reports with largest reportConfigID.
…
</TP>
<TP to 38.214 Section 5.4>
…
If the UE supports Type A CSI processing capability,  and   , while if the UE supports Type B CSI processing capability, and , where M is the number of un-occupied CSI processing units on the first symbol after the PDCCH triggering the CSI report(s) according to Subclause 5.2.1.6,  corresponds to the m-th requested CSI report with the m-th lowest reportConfigID  and is defined as
…
</TP>
2.3 Clarification of for which cases a UE is not expected to update CSI or can ignore the DCI if the timing requirement is not met
So far it has been agreed that:
1 When a single CSI report without HARQ-ACK/UL-SCH is triggered, the UE is not expected to receive a scheduling DCI if either the Z or the Z’ criterion is not met (RAN1#92)
2 When N CSI reports without HARQ-ACK/UL-SCH are triggered, the UE may ignore a scheduling DCI if Z criterion is not met
3 When N CSI reports (with or without HARQ-ACK/UL-SCH) are triggered, the UE may not be required to updated certain reports if Z’ criterion is not met (RAN1#92bis)

In our interpretation, the N CSI reports in Agreement #3 above should also capture the N=1 case and so supersede agreement #1 above from RAN1#92. Otherwise, the specification will become too fragmented with a lot of special rules for different cases (and additionally, we need to make further agreement on what the UE behavior is when a single CSI report with HARQ-ACK/UL-SCH does not meet Z’ timing requirement…). 
[bookmark: _Toc513732049]Confirm the interpretation that UE is not required to update a CSI report if Z’ timing requirement is not met even for a single CSI trigger case
The other remaining issue is if the UE should ignore the DCI or not update the CSI when the CSI is multiplexed with HARQ-ACK/UL-SCH on the PUSCH if the Z criterion is not met. In our view, HARQ-ACK and UL-SCH should have higher priority than CSI report, so the entire transmission should not be dropped just because there is too little time to calculate the CSI. Therefore, we prefer that the CSI is not required to be updated in this case.
[bookmark: _Toc513732050]For aperiodic CSI report(s) multiplexed with HARQ-ACK/UL-SCH on PUSCH, the UE is not expected to update the CSI if PUSCH scheduling offset does not fulfill Z criterion

2.4 Is the CPU occupied until the first or last symbol of the PUSCH?
In RAN1#92bis, it was agreed that:
· For aperiodic CSI with aperiodic CSI-RS, the CPU is occupied until the last symbol of the PUSCH (as working assumption)
· For Type A CSI processing capability and P/SP CSI, the CPU is occupied until the first symbol of the PUCCH or PUSCH
· For Type A CSI processing capability and aperiodic CSI with P/SP CSI-RS, the CPU is occupied until the [first or last] symbol of the PUSCH
As seen, the behavior is different for different time-domain behaviors, which is undesirable. In our view, this should be aligned so that the CPU is either occupied until the first or last symbol of the PUCCH/PUSCH for all cases. We slightly prefer that the CPU is released on the first symbol in order to maximize flexibility.
[bookmark: _Toc513732051]For aperiodic CSI report with aperiodic CSI-RS (for both Type A and Type B CSI processing capability) and aperiodic/semi-persistent/periodic CSI report for Type A CSI processing capability, a CSI processing unit is occupied until the first symbol of the physical channel carrying the report

2.5 When a CSI report is linked with Ks > 1 CSI-RS resources for channel measurement, is one or Ks CPUs occupied?
In RAN1#92bis, it was agreed that a CSI report with multiple CSI-RS resources configured for channel measurement (i.e. including CRI reporting) is from a CSI processing perspective treated as a single CSI report occupying a single CPU, for Type A CSI processing capability. However, for Type B CSI processing capability, it is still to be decided if a single CPU is occupied or if one CPU per CSI-RS resource is occupied, according to the agreement below:
Agreement
· When a CSI report is linked with Ks > 1 CSI-RS resources for channel measurement is triggered
…
· For Type B CSI processing capability, downselect between the following in RAN1#93:
· Alt1: The CSI report occupies a single CSI processing unit and the latency requirement is calculated based on (Zn, Z’n) according to the High latency CSI class 
· [bookmark: _Hlk513712950]Alt2: The CSI report occupies Ks CSI processing units and the latency requirement for each unit is calculated based on (Zn, Z’n) according to the High latency CSI class  
· Companies are encouraged to provide their preference on either of the above alternatives and relevant (Zn, Z’n) values

The two alternatives roughly correspond to two different approaches that can be assumed for how CSI-RS resource selection can be performed in a UE implementation. Alt2 corresponds to an exhaustive approach, where the UE calculates the full CSI (RI/PMI/CQI/LI) for each of the Ks candidate CSI-RS resources in parallel, so that it can choose the CSI-RS resource which maximizes the expected throughput. On the other hand, Alt1 corresponds to a simpler heuristic approach. For instance, by first selecting the CSI-RS resource with the highest L1-RSRP, or if independent IMRs for each CSI-RS resource is configured, the CSI-RS resource / CSI-IM resource pair with the largest RSRP-SINR and then calculating the full CSI for only the selected CSI-RS resource. Such a resource selection method is of low complexity since only a wideband power measurement needs to be made rather than searching through all PMI hypotheses in a codebook search. While using the exhaustive approach is expected to yield slightly improved CSI-RS resource selection, the heuristic approach is expected to give roughly the same performance. 
Which alternative is selected impacts the (Zn, Z’n) timing requirement since for Alt 1, the high latency CSI must take into account the possible CSI-RS resource selection step, while this is not needed for Alt 2.
It should be noted that in the agreed definition of the CSI reference resource timing for P/SP CSI, processing as in Alt 1 is already implicitly assumed as N=4 slot timing is used for CSI report without CRI reporting while N=5 slot timing is used for CSI report with CRI reporting (for 15kHz SCS). In order to have a consistent specification, we prefer to select Alt 1.
[bookmark: _Toc513732052]When a CSI report linked with Ks > 1 CSI-RS resources for channel measurement is triggered, the CSI report occupies a single CSI processing unit and the latency requirement is calculated based on (Zn, Z’n) according to the High latency CSI class 

2.6 Is the CSI timing framework applicable to beam reporting as well? 
In the current discussions regarding CSI processing capability and timing, beam/L1-RSRP reporting has not been considered to be included and the requirements for such reporting has been discussed separately. Thus, an open issue is if beam/L1-RSRP reporting should be included in this framework as well or continue to be treated separately.
In our view, it would be preferable if beam/L1-RSRP reporting could be treated in the same framework, as it is after all a type of CSI that needs to be reported on PUCCH/PUSCH all the same. Thus, our first preference is to treat beam/L1-RSRP reporting as belonging to the Low Latency CSI class. However, separate capability discussion for beam report timing has already progressed and it seems difficult to merge these values with the Z’ values for CSI reporting (especially for the Type A CSI processing capability):
	2-25
	Beam reporting timing
	1. The number of symbols, Xi, between the last symbol of SSB/CSI-RS and the first symbol of the transmission channel containing beam report is at least RBi, where
i is the index of SCS, i=1,2,3,4 corresponding to 15,30,60,120 kHz SCS.
	RAN1/4
	Candidate value set for X1 is {2, 4, [8]}
Candidate value set for X2 is {4,8, [14]}
Candidate value set for X3 is {7 or 8,14 or 15, 28}
RAN1 will further decide between 7 and 8 and between 14 and 15.
Candidate value set for X4, {14, 28, [42]}




However, one option is that beam/L1-RSRP reporting is treated as a new CSI Latency class and that the X value reported as the capability in 2-25 is used as the Z’ value in the CSI processing/timing framework. Then, capability 2-25 can be extended to also inform the NW about a corresponding Z value to determine the PDCCH to PUSCH timing requirement. In that way, a beam/L1-RSRP report can be treated as any other CSI report and follow the CPU occupancy rules already defined.
[bookmark: _Toc513732053] L1-RSRP reporting is included in the CSI processing/timing framework. A L1-RSRP report is treated as a new CSI latency Class where the Z’ values follow the reported beam report timing values in capability 2-25 

2.7 Can a smaller value for CSI reference resource timing offset for P/SP report be used depending on UE capability?
In the agreement from RAN1#92bis, there is an FFS point on if a shorter timing offset can be used depending on UE capability:
Agreement 
What is the time offset of the CSI reference resource of P / SP CSI report?
· 
A fixed time offset,  slots, is used for a given numerology
· N=4 for 15kHz, N=8 for 30kHz, N=16 for 60kHz, N=32 for 120kHz in case of CSI report without CRI
· N=5 for 15kHz, N=10 for 30kHz, N=20 for 60kHz, N=40 for 120kHz in case of CSI report with CRI
· FFS: Applicability of smaller value of N depending on UE capability
While using a smaller value could increase the amount of CSI processing a Type A CSI processing capable UE could perform as it decreases the amount of time a CPU is occupied for P/SP report, we prefer to not modify the timing value at this stage in order to not complicate the specification.
3 Corrections for CSI reference resource timing
In current version of the specification, each CSI report setting and CSI-RS resource setting is associated only with a single DL BWP, and as per agreement in RAN1#91, CSI is only reported for the currently active DL BWP. According to the agreement, this should be captured in the spec by omitting reporting of a P/SP CSI report if the associated DL BWP was not the active DL BWP on the CSI reference resource:
Agreement 
A periodic or semi-persistent CSI report, associated with a DL BWP, scheduled for reporting in slot n is reported only if the associated DL BWP was the active DL BWP in the time location of the CSI reference resource (slot ) for the CSI report
That is, the time location of the CSI reference resource of the report should be used as a “BWP-reference” in order to determine if the CSI report should be transmitted or not.
However, the current definition in 38.214 is broken and does not capture the intended behaviour:
[bookmark: _Toc510988201]5.2.2.1.1	CSI reference resource definition
[bookmark: _Hlk497821946][bookmark: _Hlk497822531]The CSI reference resource for a serving cell is defined as follows:
-	In the frequency domain, the CSI reference resource is defined by the group of downlink physical resource blocks corresponding to the band to which the derived CQI value relates.
[bookmark: _Hlk512974256][bookmark: _Hlk497896664]-	In the time domain, for a UE configured with a single CSI resource set for the serving cell, the CSI reference resource for a CSI reporting in uplink slot n is defined by a single downlink slot n-nCQI_ref,
-	where for periodic and semi-persistent CSI reporting 
-	if a single CSI-RS resource is configured for channel measurement nCQI_ref is the smallest value greater than or equal to , such that it corresponds to a valid downlink slot, or
-	if multiple CSI-RS resources are configured for channel measurement nCQI_ref is the smallest value greater than or equal to 5, such that it corresponds to a valid downlink slot.

-	where for aperiodic CSI reporting, if the UE is indicated by the DCI to report CSI in the same slot as the CSI request, nCQI_ref is such that the reference resource is in the same valid downlink slot as the corresponding CSI request, otherwise nCQI_ref is the smallest value greater than or equal to , such that slot n-nCQI_ref corresponds to a valid downlink slot, where Z' corresponds to the delay requirement as defined in Subclause 5.4.
-	when periodic or semi-persistent CSI-RS/CSI-IM is used for channel/interference measurements, the UE is not expected to measure channel/interference on the CSI-RS/CSI-IM whose last OFDM symbol is received up to Z' symbols before transmission time of the first OFDM symbol of the aperiodic CSI reporting.
A slot in a serving cell shall be considered to be a valid downlink slot if:
-	it is configured as a downlink slot for that UE, and
-	it does not fall within a configured measurement gap for that UE, and
-	the active DL BWP in the slot is the same as the DL BWP for which the CSI reporting is performed, and
-	there is at least one CSI-RS transmission occasion for channel measurement and CSI-RS and/or CSI-IM occasion for interference measurement no later than CSI reference resource for which the CSI reporting is performed. 
If there is no valid downlink slot for the CSI reference resource corresponding to a CSI Report Setting in a serving cell, CSI reporting is omitted for the serving cell in uplink slot n.



As nCQI_ref  is “the smallest value greater than or equal to ”, that corresponds to a valid DL slot, the offset could potentially be e.g. 1000 slots, if the first 999 slots are deemed not valid. If a single DL BWP was used, this would not happen in practice, however, as a criterion for “valid downlink slot” is that “the active DL BWP in the slot is the same as the DL BWP for which the CSI reporting is performed”, this could happen if a switch from DL BWP A to DL BWP B occurred 1000 slots ago and the CSI report in question is associated with DL BWP A. Or put differently, with the current formulation in the spec, any CSI report associated with a DL BWP which was been previously active (but is not currently active) will have a valid downlink slot for the CSI reference resource, and the CSI report for the in-active BWP will hence be transmitted, which is not the intention.

[bookmark: _Toc513732044]Since nCQI_ref  can be any value larger than  that corresponds to a valid DL slot, it can potentially be very large and results in that any DL BWP that has previously been active has a valid DL slot and so CSI would be reported for currently inactive BWPs, which is not the desired effect
Thus, as the valid downlink slot of the CSI reference resource is to be used as a “BWP-reference”, we cannot use “the active DL BWP in the slot is the same as the DL BWP for which the CSI reporting is performed” as a criterion for what is a valid downlink slot. Hence, two separate criterions must be used.
The fourth criterion in the definition of a valid downlink slot is also problematic since it states that “there is at least one CSI-RS [..] no later than CSI reference resource”. However, the location of the CSI reference resource depends on the definition of the “valid downlink slot”, so the former can logically not be used as a criterion to define the latter as this would introduce a cyclic dependeny.
[bookmark: _Toc513732045]The requirement on at least one CSI-RS transmission occasion no later than the CSI reference resource in the definition of a valid DL slot makes the definition cyclic as the definition of CSI reference resource depends on the definition of a valid DL slot

Yet a third issue with the definition is the statement highlight in cyan: “it is configured as a downlink slot for that UE”. While it was appropriate in LTE to refer to valid downlink subframes or valid special subframes to define the CSI reference resource, there exists no definition of “downlink slot” in NR. Actually, in the most general case, if nothing is configured or indicated to the UE, it shall assume that all slots and symbols are to be considered as “flexible”. The gNB can, if it so desires, choose to configure the UE with a semi-static TDD pattern, but this is not mandatory. Thus, the definition of CSI reference resource must be able to handle the general case where most symbols/slots are “flexible” as well.
[bookmark: _Toc513732046]Without explicit configuration or indication, all slots/symbols are considered flexible in NR
To account for the most general case, one option is to define the “downlink slot” for the purpose of CSI reference resource definition to be a slot comprising at least one flexible or downlink symbol. That is, only configured UL-only slots are not considered downlink slots.

To remedy these three issues, we propose the following correction to the CSI reference resource definition:
[bookmark: _Toc513732054]Adopt the following correction for the CSI reference resource definition:
[bookmark: _Hlk511560515]<TP for Section 5.2.2.1.1 of TS 38.214>
A slot in a serving cell shall be considered to be a valid downlink slot if:
-	it comprises at least one downlink or flexible symbol is configured as a downlink slot for that UE, and
-	it does not fall within a configured measurement gap for that UE, And
The valid downlink slot of a CSI reference resource for a CSI report shall be considered infeasible if:
-	the active DL BWP in the valid downlink slot of the CSI reference resource is not the same as the DL BWP for which the CSI reporting is performed, and or
-	there is at least one no CSI-RS transmission occasion for channel measurement and or no CSI-RS and/or CSI-IM occasion for interference measurement no later than the valid downlink slot of the CSI reference resource for which the CSI reporting is performed. 
If there is no valid downlink slot for the CSI reference resource corresponding to a CSI Report Setting in a serving cell or if the valid downlink slot of the CSI reference resource is infeasible, CSI reporting is omitted for the serving cell in uplink slot n.
</TP>


Another issue that was discussed in previous meetings was:
· Is the UE not required to measure channel/interference on CSI-RS / CSI-IM resource whose last OFDM symbol is received 0 to Z’ symbols before transmission time of first OFDM symbol of P / SP CSI report?

We note that with the agreed 4ms timing for CSI reference resource of P/SP CSI report, no CSI-RS occasion no later than the CSI reference resource will occur 0 to Z’ symbols before the PUCCH/PUSCH carrying the report, so there is no need to capture such a condition in the specification.

4 Issues related to BWP switching and SP-CSI
Based on current agreements and an amended definition of CSI reference resource, the behaviour should be clear regarding what CSI is reported when DL BWP switches, for periodic CSI reports. For active semi-persistent CSI reports settings on PUCCH and PUSCH, the behaviour should also be clear. 
Regarding UE behaviour when BWP switches for PUCCH-based SP-CSI, the agreement in RAN1#92bis clarifies that the SP-CSI report setting stays active upon BWP switch and that no new activation MAC CE message is needed when BWP is switched back:
Agreement
· When DL BWP is switched, PUCCH-based SP-CSI report setting in activated state stays in its activated state. SP-CSI reporting is simply suspended until the DL BWP is switched back, whereon it resumes

According to our understanding, this also implies that activation/deactivation of a PUCCH-based SP-CSI report setting can be performed regardless if the associated DL BWP is active or not.
[bookmark: _Toc513732055]Confirm the understanding that a MAC CE activation/deactivation message for PUCCH-based SP-CSI report settings corresponding to a DL BWP can be transmitted regardless of if the DL BWP is active

The remaining issues are what happens with active PUSCH-based SP-CSI upon DL and UL BWP switch. For DL BWP switching, the following alternatives were listed in [1]:
Issue: For PUSCH-based SP-CSI report setting in activated state, what happens upon DL BWP switch?
· Alt 1: The SP-CSI report setting stays in activated state. CSI reporting is simply suspended until the DL BWP is switched back, whereon it resumes. 
· Alt 2: The SP-CSI report setting transitions to inactivated state. New activation message is required to transition the SP-CSI report setting back to activated state. 
While adopting Alt 1 would result in the same behaviour for both PUCCH and PUSCH-based SP-CSI, it is not obvious that this is desirable as PUCCH-based SP-CSI is more akin to periodic reporting while PUSCH-based SP-CSI is more akin to aperiodic reporting. One of the benefits of PUSCH-based SP-CSI is the possibility to do dynamic resource allocation in the DCI activation message and also to utilize frequency-selective scheduling following the fast fading properties of the channel. Thus, upon BWP switch and switch back, it is likely that the optimal resource allocation has changed and a re-activation DCI with an updated resource allocation anyway needs to be sent. Thus, there is little benefit of keeping the PUSCH-based SP-CSI report setting active upon BWP switch and Alt 2 is preferred.
[bookmark: _Toc513732056]When DL BWP is switched, PUSCH-based SP-CSI report setting in activated state transitions to inactivated state. New activation message is required to transition the SP-CSI report setting back to activated state. 
 Regarding UL BWP switch, the following alternatives were listed in [1]:
Issue: For PUSCH-based SP-CSI report setting in activated state, what happens upon UL BWP switch?
· Alt 1: The SP-CSI report setting stays in activated state, but is suspended since no resource allocation for the new UL BWP known 
· Alt 2: The SP-CSI report setting stays in activated state and CSI reporting resumes on the new UL BWP. The resource allocation for the new UL BWP is inferred by reinterpreting the bits in the RA field of the activation DCI for the old BWP 
· Alt 3: The SP-CSI report setting transitions to inactivated state 
As SP-CSI is activated with DCI, activation can be done with low overhead and latency. As the resource allocation for the SP-CSI PUSCH would be unknown or ambiguous at best if the UL BWP is changed, the most simple and robust thing would be to consider the SP-CSI report inactivated when this happens, so that a new resource allocation for the new UL BWP can be indicated with a new activation DCI. Therefore, Alt 3 is preferred.
[bookmark: _Toc513732057]When UL BWP is switched, PUSCH-based SP-CSI report setting in activated state transitions to inactivated state. New activation message is required to transition the SP-CSI report setting back to activated state

5 Remaining issues on SP-CSI reporting on PUSCH
Some issues, such as defining the DCI structure for the activation/deactivation message, needs to be resolved. We discuss this further in our dedicated contribution [2]. The proposals are copied below for convenience.
Only a single SP-CSI trigger state is allowed to be simultaneously active. Deactivation of SP-CSI is indicated with DCI format 0_0.
Do not modify the definition of CSI-SemiPersistentOnPUSCH-TriggerState to enable triggering of multiple SP-CSI reports
Additionally, a text proposal to 38.214 is given in [2].

6 Ambiguities with number-CQI and rank restriction
It has been discussed for many meetings that the RRC parameter number-CQI and rank restriction can convey the same information and it was suggested to remove the RRC parameter number-CQI, however no decision was reached. However, as raised in RAN1#92bis, not only is the information conveyed redundant but there is ambiguity in the spec on the UE behaviour when reported RI conflicts with number-CQI restriction that needs to be resolved. In [1], the following alternatives to resove the ambiguity was summarized:
Issue: How to resolve ambiguity between number-CQI, rank restriction and reported RI?
· Alt 1: Remove or ignore RRC parameter number-CQI  and determine the number of CQI fields in UCI from rank restriction 
· Alt 2: When the UE is configured with Number-CQI set to ‘1’, rank is restricted to no more than 4 regardless of RI restriction configuration, and a single CQI is reported for one codeword per CSI 
· Alt 2b: When the UE is configured with Number-CQI set to ‘1’, rank is restricted by the 4 LSBs of the higher layer parameter of RI restriction, and a single CQI is reported for one codeword per CSI, as captured in current spec of 38.212 
· Alt 3: When the UE is configured with Number-CQI set to ‘1’ and the UE reports RI>4
· Alt 3A: Map all layers to a single CW for CQI calculation
· Alt 3B: Omit reporting he CQI for the second CW
· Alt 4: No need to resolve this ambiguity in specification, can be avoided by configuration 
In our view, the ambiguity needs to be resolved otherwise there is risk for misunderstanding between gNB and UE how to interpret the CQI report. Alternatives 2-3 and their sub-alternatives present solutions for resolving the ambiguity of the two overlapping parameters, but in our view, this adds unnecessary complexity. The approach of Alt 1, simply removing or ignoring the number-CQI parameter is straightforward, resolves the ambiguity and leaves the specification cleaner than it was before. Thus, we prefer Alt 1.
[bookmark: _Toc513732060]Remove or ignore RRC parameter number-CQI and determine the number of CQI fields in UCI from rank restriction 
7 Issues related to DRX
In [3], some issues related to CSI reporting in DRX was discussed. One issue regards that there currently is a difference on how SP-CSI on PUCCH and PUSCH is when the UE is in DRX non-Active Time: PUCCH-based SP-CSI is not reported while PUSCH-based SP-CSI is treated as UL SPS and reported. As SP-CSI is intended to support DL scheduling, the usefulness of continuing SP-Csi transmission when not in Active Time is probably low, therefore the same behavior as for SP-CSI on PUCCH should be supported.
[bookmark: _Toc513732061]In DRX mode operation, PUSCH-based SP-CSI is not reported when UE is not in Active Time. 
8 On CSI-RS reception capability
Some features in the UE feature list regarding CSI computation refers to the simultaneous reception of CSI-RS, such as for instance 2-36:
	2-36
	Type I single panel codebook 
	1. A list of supported combinations, each combination is {Max # of Tx ports in one resource, Max # of resources and total # of Tx ports} across all CCs simultaneously. Note: the above list doesn’t differentiate the latency class and feedback type.

2. Supported Codebook Mode(s)

	Note: simultaneously doesn’t mean in the same slot
	Component-1: the candidate values for the max # of Tx port in one resource is 
{4, 8, 12, 16, 24, 32}
The candidate value set of the max # of resources is:
{from 1 to 64}
The candidate value set of total # of ports (including both channel and NZP-CSI-RS based interference measurement) is:
{from 2 to 256}


Component-2 candidate values: 
{Mode-1, Mode-2}
Down-select: 
Alt.1 Mode-1 as mandatory
Alt.2: Both Mode-1 and Mode-2 are mandatory (in this case, this component is not needed)




There was discussion in RAN1#92bis if clarification is needed on how to define “simultaneously”. A straightforward definition could be the following:

[bookmark: _Toc513732062]The number of CSI-RS ports/resources assumed to be processed simultaneously from a UE capability perspective is the sum of all NZP CSI-RS resources for channel and interference measurement corresponding to the CSI reports in the occupied CSI processing units

9 Remaining issues for multiplexing of PUCCH resources
In RAN1-AH Vancouver, multi-CSI PUCCH resources where introduced to multiplex colliding PUCCH-based CSI reports:
Agreement:
· Support configuring the UE with J>=1 PUCCH resource configuration per UL BWP candidate used for carrying multiple CSI reports (associated with a PUCCH resource config (Format 2/3/4 and its Maximum Code rate))
· In case the PUCCH resources for two or more PUCCH-based CSI reports collide (at least partially overlap in time), the colliding CSI reports with the highest priorities are carried in a multi-CSI PUCCH resource and remaining CSI reports are dropped
· The number of included CSI reports is determined by the configured maximum code rate of the multi-CSI PUCCH resource 
As was identified by several companies in RAN1#92bis, the PUCCH collision handling is not yet complete as there could be for instance multiple disjoint sets of colliding PUCCH resources (as illustrated in Figure 1 below), where the multi-CSI multiplexing rule according to current agreements should be applied to each disjoint set independently. To further add complexity, when one set of CSI reports with colliding PUCCH resources have been multiplexed on a multi-CSI PUCCH resource, that multi-CSI PUCCH resource could in turn collide with other PUCCH resources, whereon the multiplexing rules would have to be applied again. Clearly, to resolve all ambiguities, some kind of iterative procedure would need to be defined for how the UE should treat PUCCH collision within a slot. This could get quite complicated. It should also be taken into account that after collision of CSI reports on PUCCH have been managed, collisions with HARQ-ACK or SR needs to be handled in a second step.
PUCCH33
PUCCH2
PUCCH 5
PUCCH1
PUCCH4
Multi-CSI PUCCH
?

[bookmark: _Ref513730962]Figure 1: Illustration of complex collision of different subsets of PUCCH resources in a slot

However, there is agreement in UL control session that at most two different PUCCH resources can be transmitted in a slot, and in that case one of the two PUCCH resources must be a short PUCCH. As a multi-CSI PUCCH resource likely would not be a short PUCCH but rather a long PUCCH, one can safely assume that only a single multi-CSI PUCCH resource is allowed to be transmitted in a slot. 
Actually, to avoid having to define a lot of complicated rules for partially overlapping subsets of PUCCH resources, it is easier to consider all CSI-carrying PUCCH resources in a slot as colliding if any subset of PUCCH resources collide. We therefore propose the following simple rule to clear out the remaining ambiguities:
[bookmark: _Toc513732063]If PUCCH resources for two or more PUCCH-based CSI reports are present in a slot, all PUCCH-based CSI reports in the slot are considered as colliding and handled according to the PUCCH collision rules, unless the two or more PUCCH resources are either 
· [bookmark: _Toc513732064]Two non-overlapping PUCCH Format 2 resources, or
· [bookmark: _Toc513732065]One PUCCH Format 3/4 resource not overlapping with a PUCCH Format 2 resource

10 Remaining minor issues on CSI reporting
A number of proposal on minor issues for CSI reporting were presented in tdocs to RAN1#92bis, we discuss some of these issues below. 
Issue: Shall a new value ‘CRI’ for reportQuantity be introduced (requiring RRC parameter update)?
While we are in general supportive of a CRI-only reporting mode without L1-RSRP, as an RSRP report is not always required, modifying the RRC spec at this stage for the introduction of a new reporting mode is not warranted. Therefore we propose to not introduce a CRI-only reporting mode for Rel-15.
[bookmark: _Toc513732066]Do not introduce a CRI-only reporting mode

Issue: For WB CSI report, should the parameter ordering in UCI be changed for LI reporting?
· Alt 1: Yes, adopt the following: CRI → RI → Padding bits (if present) → LI (if present) → PMI → CQI 
· Alt 2: No, keep the existing CRI → RI → LI (if present) → Padding bits (if present) → PMI → CQI 
In our understanding, the potential benefit of changing the UCI field order is limited. Therefore, the UCI field order should be maintained unless evaluation results can be provided that show a significant benefit of changing the field order.
[bookmark: _Toc513732067]Keep the existing UCI field mapping CRI -> RI -> LI (if present) -> Padding bits (if present) -> PMI -> CQI 

It was identified in [4] that the Type I single-panel rank-8 codebook contains some redundant PMIs, which unnecessarily increases the i1 overhead. We propose to adopt the suggested solution and decrease the range of i1.
[bookmark: _Toc513732068]For Type I single-panel rank 8 codebook, calculation and reporting of  is wideband, ;  ( bits)


Another issue is that Type II CSI reports (on PUSCH) currently supports both wideband and subband PMI reporting modes. As the Type II CSI is only provides benefit over Type I CSI when subband PMI reporting is enabled, WB Type II PMI will never be configured in practice and therefore it is unnecessary to force UEs to implement this reporting mode.
[bookmark: _Toc513732069]Type II CSI reporting does not support wideband PMI mode

Conclusion
In the previous sections we made the following observations: 

Observation 1	Since nCQI_ref  can be any value larger than  that corresponds to a valid DL slot, it can potentially be very large and results in that any DL BWP that has previously been active has a valid DL slot and so CSI would be reported for currently inactive BWPs, which is not the desired effect
Observation 2	The requirement on at least one CSI-RS transmission occasion no later than the CSI reference resource in the definition of a valid DL slot makes the definition cyclic as the definition of CSI reference resource depends on the definition of a valid DL slot
Observation 3	Without explicit configuration or indication, all slots/symbols are considered flexible in NR


Based on the discussion in the previous sections we propose the following:
Proposal 1
Proposal 2	Adopt the TPs below:
Proposal 3	Confirm the interpretation that UE is not required to update a CSI report if Z’ timing requirement is not met even for single CSI trigger case
Proposal 4	For aperiodic CSI report(s) multiplexed with HARQ-ACK/UL-SCH on PUSCH, the UE is not expected to update the CSI if PUSCH scheduling offset does not fulfill Z criterion
Proposal 5	For aperiodic CSI report with aperiodic CSI-RS (for both Type A and Type B CSI processing capability) and aperiodic/semi-persistent/periodic CSI report for Type A CSI processing capability, a CSI processing unit is occupied until the first symbol of the physical channel carrying the report
Proposal 6	When a CSI report linked with Ks > 1 CSI-RS resources for channel measurement is triggered, the CSI report occupies a single CSI processing unit and the latency requirement is calculated based on (Zn, Z’n) according to the High latency CSI class
Proposal 7	L1-RSRP reporting is included in the CSI processing/timing framework. A L1-RSRP report is treated as a new CSI latency Class where the Z’ values follow the reported beam report timing values in capability 2-25
Proposal 8	Adopt the following correction for the CSI reference resource definition:
Proposal 9	Confirm the understanding that a MAC CE activation/deactivation message for PUCCH-based SP-CSI report settings corresponding to a DL BWP can be transmitted regardless of if the DL BWP is active
Proposal 10	When DL BWP is switched, PUSCH-based SP-CSI report setting in activated state transitions to inactivated state. New activation message is required to transition the SP-CSI report setting back to activated state.
Proposal 11	When UL BWP is switched, PUSCH-based SP-CSI report setting in activated state transitions to inactivated state. New activation message is required to transition the SP-CSI report setting back to activated state
Proposal 12	Only a single SP-CSI trigger state is allowed to be simultaneously active. Deactivation of SP-CSI is indicated with DCI format 0_0.
Proposal 13	Do not modify the definition of CSI-SemiPersistentOnPUSCH-TriggerState to enable triggering of multiple SP-CSI reports
Proposal 14	Remove or ignore RRC parameter number-CQI and determine the number of CQI fields in UCI from rank restriction
Proposal 15	In DRX mode operation, PUSCH-based SP-CSI is not reported when UE is not in Active Time.
Proposal 16	The number of CSI-RS ports/resources assumed to be processed simultaneously from a UE capability perspective is the sum of all NZP CSI-RS resources for channel and interference measurement corresponding to the CSI reports in the occupied CSI processing units
Proposal 17	If PUCCH resources for two or more PUCCH-based CSI reports are present in a slot, all PUCCH-based CSI reports in the slot are considered as colliding and handled according to the PUCCH collision rules, unless the two or more PUCCH resources are either
	Two non-overlapping PUCCH Format 2 resources, or
	One PUCCH Format 3/4 resource not overlapping with a PUCCH Format 2 resource
Proposal 18	Do not introduce a CRI-only reporting mode
Proposal 19	Keep the existing UCI field mapping CRI -> RI -> LI (if present) -> Padding bits (if present) -> PMI -> CQI
Proposal 20	For Type I single-panel rank 8 codebook, calculation and reporting of  is wideband, ;  ( bits)
Proposal 21	Type II CSI reporting does not support wideband PMI mode
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