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Discussion and Decision
1 Introduction

In RAN1 #90bis, the following working assumption was made with respect to the study of techniques for power consumption reduction in idle mode paging for efeMTC [1]:

Working assumption:
· For idle mode,

· In specifying a power saving physical signal to indicate whether the UE needs to decode subsequent physical channel(s) for idle mode paging, select a candidate among the following power saving physical signals:
· ‘Wake-up signal or DTX’ with new periodic sync signal
· ‘Wake-up signal or DTX’ without new periodic sync signal
· Study till the next meeting how to ensure sufficient sync performance.
In RAN1 #91, the following working assumptions and agreements were also made [2]:

Agreement: At least in a UE’s DRX cycle, one WUS informs UE whether to monitor the PO in a single DRX cycle
Working assumption
· At least in a UE’s DRX cycle, how the UE knows the WUS time location, is:
· A WUS has a time location which is configurable with respect to the associated PO(s) location(s)

Agreements:
· There is at least one WUS parameter determined by at least SI for at least IDLE_MODE UE.
· The [maximum] WUS length in a cell is configurable

· Further study the benefits of potential diversity methods in WUS design

· Further study the benefits of potential inter-cell interference randomization methods in WUS design

Working assumption
· At least in a UE’s DRX cycle, how the UE knows the WUS time location, is:
· A WUS has a time location which is configurable with respect to the associated PO(s) location(s)

In this contribution, we provide our views on the functional and design aspects of the wake-up signal (WUS) for even further enhancements to MTC and make some proposals.
2 Synchronization support 
In RAN1 #90bis, a working assumption was made to adopt a wake-up signal or DTX as the power-saving signal. Two candidate designs for the WUS were specified: either with a new periodic synchronization signal or without a new synchronization signal. In the latter design, the UE relies on legacy signals for synchronization whereas in the former case a new signal is assumed to be available for synchronization.
The legacy UE behavior when it is configured with DRX or eDRX is as follows. If the UE is configured for eDRX, the receiver wakes up from deep sleep. It must then reacquire synchronization to be able to monitor the MPDCCH during the paging occasion (PO). Similarly, if the UE is also configured for DRX during the paging time window (PTW), the UE may need to also reacquire synchronization if the DRX cycle is long enough to warrant it before it monitors the MPDCCH for paging. The UE is also required to perform RRM measurements when it wakes up during each DRX cycle. The UE may need to perform timing and frequency error correction to attain adequate measurement accuracy. In the reference approach, no power saving signal is used and the UE directly monitors MPDCCH during the POs.
We assume that the WUS is transmitted just before the PO (each PO within the PTW). The UE wakes from the (e)DRX cycle to detect the WUS. In case prior synchronization is needed, the UE receiver first uses synchronization signals to obtain accurate timing and then monitors the WUS. If prior synchronization is not needed, then the receiver directly monitors the WUS. If the WUS is detected, then the receiver monitors the MPDCCH in the search space for a duration corresponding to the repetition number Rmax.. It is assumed that the required length of the WUS for a probability of missed detection equaling the MPDCCH target BLER is Rmax/16, based on the argument that it carries 1 bit of information. It is also assumed that the minimum length of the WUS is 0.5 ms. After monitoring the MPDCCH at the PO (and not detecting an MPDCCH for itself), the UE goes into light sleep for the rest of the DRX cycle. The UE wakes up again in the next DRX cycle and repeats the procedure. For a UE configured with eDRX, at the end of the PTW, the receiver goes back to deep sleep till the end of the eDRX cycle.
The power consumption assumptions are listed in Table 1 based on the agreements in [3]. Thus, the power consumed when the receiver is synchronizing, monitoring the WUS, or monitoring the MPDCCH corresponds to the “receive” mode. When the receiver is not synchronizing or monitoring the MPDCCH within the PTW, it is assumed to be in “light sleep” mode and consumes the corresponding power. For the remaining part of the eDRX cycle, the receiver is assumed to be in “deep sleep” mode and consumes the corresponding power. Three scenarios are considered, based on the agreements in [3] and summarized in Table 2.
Table 1. Power consumption model

	Operating mode
	Power [units/ms]
	Total ramp up or ramp down time [ms]
	Notes

	Receive (PRx)
	100
	–
	RF and baseband circuitry

	Light sleep (PLS)
	1
	–
	Corresponds to maintaining accurate timing by keeping RF frequency reference active.

	Idle, deep sleep (PDS)
	0.015
	–
	Deep sleep during PSM and eDRX

	Transitions to or from light sleep
	50
	15
	Boot, reload memory etc.

	Transitions to or from deep sleep
	50
	200
	Boot, reload memory etc.,

depending on UE architecture.


Table 2. eDRX and DRX cycle assumptions

	Scenario
	A
	B
	C

	eDRX cycle [s]
	-
	20.48
	327.68

	DRX cycle [s]
	2.56
	0.32
	0.32

	#POs/PTW
	1
	4
	4

	Paging rate [%]
	10
	10
	10


In scenario A, eDRX is not configured; the UE monitors the MPDCCH during the PO once every DRX cycle all the time. When the UE wakes up after a long sleep period, due to timing uncertainty resulting from the RTC drift, the UE must wake up earlier than if it was perfectly synchronized. This would add to the energy consumption by the UE but is ignored in the current analysis.

In the above three scenarios, the length of the DRX cycle is at least 0.32 s. With a RTC maximum frequency error of 20 ppm [3], the timing drift may be about ±6 s when the UE wakes up from sleep. If the UE is configured with eDRX, the timing drift when the UE wake up can be on the order of milliseconds. Therefore, subframe and SFN timing acquisition is clearly required for the UE to be able to correctly monitor the PO. Thus, for this analysis, in cases where prior synchronization is required for detection of the WUS, it is assumed that the receiver reacquires synchronization before each PO and upon waking up from both deep sleep and light sleep. It can rely on legacy synchronization signals (PSS/SSS), which occur intermittently. In one alternative design assumption, synchronization is assumed to be provided by a new, contiguous (or near-contiguous) synchronization signal before the WUS. For the case where prior synchronization is not needed for detection of the WUS, it is assumed that the WUS itself is the synchronization signal. Since the WUS is transmitted only if a UE associated with the PO is to be paged, this synchronization signal is not always available. I the absence of WUS detection, the UE must then fall back on legacy synchronization signals for timing and frequency error correction prior to RRM measurements.
Although PBCH detection must be performed for acquisition of SFN timing with legacy signals, this is ignored in the current analysis. During transition between sleep and wake states, the receiver is assumed to consume a fixed average power.

When the UE detects a WUS intended for itself, it proceeds to monitor the MPDCCH. When the receiver misses the WUS, it fails to monitor the MPDCCH. On the other hand, the receiver also monitors the MPDCCH when it incorrectly detects the WUS due to a false alarm. These WUS design assumptions are summarized in Table 3. It is assumed that UEs are grouped such that the group of UEs share a wake-up signal. Therefore, the UE detects the wake-up signal and monitors the MPDCCH whenever any UE in its group is paged. In this analysis, grouping is assumed to be done such that 10% of wake-up signal transmissions are intended for the intended UE group (i.e., the paging rate from Table 2).
Table 3. Wake-up signal (WUS) design assumptions

	Assumption
	Value

	Probability of missed detection
	0.01

	Probability of false alarm
	0.01


The various time duration assumptions are listed in Table 4 for the following three maximum coupling loss (MCL) values: 144 dB, 154 dB, and 164 dB.
Table 4. Time duration assumptions

	Assumption
	Time duration [ms]

	
	MCL 144 dB
	MCL 154 dB
	MCL 164 dB

	Synchronization time with PSS/SSS
	10
	40
	500

	MPDCCH Rmax
	1
	8
	96

	WUS-only duration
	0.5
	0.5
	6

	Synchronization time with a contiguous synchronization signal
	0.5
	1.5
	15

	Ramp-up from DS
	150

	Ramp-down from DS
	50

	Ramp-up from LS
	10

	Ramp-down from LS
	5


Using the model described above, the power PREF consumed in the reference case is calculated. The power PWUS consumed for the case of a WUS is also similarly calculated. The ratio of the power consumed by the WUS technique to the power consumed in the reference case is calculated. Two different approaches using the WUS are considered below:
1. The UE receiver uses legacy signals (PSS/SSS) for synchronization following which it monitors the WUS. Figure 1 shows the power consumption of this approach relative to the reference case.
2. The UE receiver uses a new signal occupying contiguous subframes for synchronization following which it monitors the WUS. Thus, this new signal is assumed to be available prior to each potential WUS transmission. Figure 2 shows the power consumption of this approach relative to the reference case.
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Figure 1. Power consumption of WUS technique using PSS/SSS for synchronization relative to reference.
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Figure 2. Power consumption of WUS technique using new, contiguous signal for synchronization relative to reference.
The results show that when the receiver uses PSS/SSS for synchronization (the first approach), the potential power savings from the WUS technique are small, with virtually no savings at 144 dB MCL and very little savings at 154 dB MCL. The small power savings is due to the fact that a large amount of power is consumed by the receiver over the long synchronization period with the legacy synchronization signals, which occur intermittently in every radio frame. Modest power savings can be realized at 164 dB MCL, particularly in scenarios B and C, where eDRX is configured.

In contrast, when a contiguous synchronization signal is assumed to be available (second approach), the synchronization duration is drastically reduced, thereby also significantly reducing the power consumption. Power consumption reduction is larger for larger MCLs. For all MCLs, the power consumption reduction is highest for scenario A, is less for scenario B, and is least for scenario C. Thus, scenario A, which does not have eDRX and where the UE must wake up frequently to monitor paging occasions, benefits most from the wake-up signal.
Observation 1: Use of PSS/SSS signals for synchronization with the WUS technique results very limited power consumption reduction relative to the reference case due to the long synchronization times.

Observation 2: The availability of a new, contiguous signal for synchronization in every DRX cycle provides substantial power consumption reduction with the WUS technique relative to the reference case.
Proposal 1: Use WUS or DTX with a new synchronization signal.

3 Design considerations
For UEs requiring enhanced coverage, many repetitions of the WUS would be required for detection. When a long WUS sequence is transmitted for UEs to wake up UEs in coverage enhancement associated with a PO, the WUS could span multiple subframes. This means that the WUS associated with the PO can overlap with the subframe that would be used for the WUS associated with a subsequent PO. Then a UE monitoring the WUS associated with the latter PO may receive the WUS associated with the former PO. This is illustrated in Figure 3. To page UE 1 in PO 1, a WUS is transmitted at the wake-up occasion (WO) 1. UE 2 monitors WO 2 associated with PO 2. It is seen that UE 2 also receives a part of the WUS, starting at WO 2, and will attempt to detect it. If the part of the WUS sequence transmitted at WO 1 and received at WO 2 matches what UE 2 expects to receive at WO 2 for its own WUS, then UE 2 may be able to successfully detect the WUS, e.g., if UE 2 is in good coverage. If it is successful in detecting the WUS, then UE 2 will also attempt to monitor the MPDCCH at PO 2, which is a wasteful procedure since the eNB transmits a page for only UE 1 at PO 1. Therefore, there is unnecessary power consumption for UE 2.
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Figure 3. False detection of WUS associated with a different WO due to no distinction between sequences.
Thus, if there is no distinction between segments of the WUS sequence that may be received at any time corresponding to transmissions at two different WOs, a UE may falsely detect the WUS from a WO that it is not associated with and erroneously determine that it needs to monitor the MPDCCH at its own PO. This behavior is undesirable. Clearly, if repetitions of the same basic unit of the WUS are used for transmission at different WOs, this can occur. This can also occur, however, if the long sequence is a simple time-dependent extension of the sequence used as the basic unit. That is, it is not sufficient, for example, to merely scramble the WUS repetition in any subframe based on the subframe index. This would still make the WUS sequence transmitted at two neighboring WOs the same in any given subframe.

If the received WUS corresponding to transmission at each WO is different, however, then a UE will not detect a WUS that corresponds to another WO. This is illustrated in Figure 4, where UEs monitoring different WOs expect to receive different WUSs and hence will not erroneously detect the WUS from another WO. This could be accomplished by scrambling the WUS with a sequence that depends on the starting time of the WO or the PO. Since the starting times are different for different WOs or POs, the scrambling sequence and hence the transmitted WUS sequence would be different.
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Figure 4. Use of distinct signals for different WOs.
Proposal 2: To prevent false detection, the WUS is scrambled based on timing of WO or PO.  

If the receiver misses detecting the WUS, it will fail to monitor the MPDCCH. The UE will then not decode the MPDCCH when it is paged and hence misses the paging message, resulting in increased latency. Therefore, missed detection impacts the performance. To minimize the chance of this occurring, the probability of missed detection must be sufficiently small.

4 Wake-up signal configuration
In RAN1 #91, it was agreed that the maximum length of the WUS is configurable. The length of the WUS required by the UE for correct detection, however, depends on its own coverage level. The eNB may choose to support either all UEs in the cell or UEs within a certain coverage level. The latter case is useful when the eNB determines that the WUS is most useful for UEs within a certain coverage level and for other UEs the additional overhead incurred is not justified by the benefit. Indeed, the eNB may choose not to transmit the WUS for any UEs in the cell. Thus, the (maximum) WUS length needs to correspond to the coverage of the paging channel (or the MPDCCH Rmax) in the former case, whereas the WUS length can be shorter in the latter case. 
Proposal 3: The maximum WUS length can be configured to be shorter than the length corresponding to the coverage of the paging channel.
When a UE determines that the maximum WUS length configured in the cell is not sufficient for itself, it is effectively not configured for WUS detection within that cell. The UE then does not use the power-saving signal and directly monitors the MPDCCH for paging within that cell.

Proposal 4: A UE that is WUS-capable directly monitors the MPDCCH for paging if the configured maximum length of the WUS is insufficient for detection.
For UEs that are stationary, the eNB has knowledge of the last-reported coverage level. Therefore, when it pages the UE, it can transmit the number of repetitions corresponding to the UE’s coverage level. Since the UE knows this last reported coverage level, it can assume the same number of repetitions when it monitors the WUS. Therefore, the eNB need not transmit the maximum number of repetitions of the WUS that it supports every time, which avoids unnecessary wastage of resources consumed for transmitting the WUS. When the WUS is associated with a PO monitored by UEs in different coverage levels, the eNB can transmit the number of repetitions corresponding to the worst coverage level within that PO. Thus, a UE in better coverage level would have no problem with detecting the WUS, while on the other hand extra resources are not consumed by transmitting redundant repetitions.

Observation 3: The UEs associated with a PO may not need a WUS of the maximum length for its detection and hence a shorter WUS can be transmitted.

Observation 4: Resource savings are derived when a WUS that is shorter than the maximum length is transmitted.

A UE that is mobile may move to a different coverage level from the one that it last reported to the eNB. Considering that the eNB transmits the number of repetitions corresponding to the last known repetition level, if the UE has moved to a better coverage level, then the eNB transmits more repetitions than the UE needs, so the UE has no problem with detecting the WUS. On the other hand, if the UE has moved to a worse coverage level, there is a potential issue. In this case, when the eNB transmits the WUS based on the last reported coverage level, the UE may fail to detect the WUS if the transmitted WUS length is not sufficient for correct detection. When this happens, the UE will also fail to receive the page. Different approaches are possible to the address this issue:

Option 1: The eNB transmits the WUS with length (i.e., a number of repetitions) corresponding to the next higher coverage level from the last reported level (up to the configured maximum duration). Assuming the UE has not crossed two coverage levels, it should then be able to detect the WUS using the higher length. If the UE has not moved to a higher coverage level, however, it should also be able to detect the WUS using the length corresponding to its (last reported) coverage level, i.e., by detecting fewer repetitions than what is transmitted by the eNB.

Option 2: The eNB can transmit the WUS corresponding to the last reported coverage level. If the eNB does not receive a response to the page from the UE, it assumes that the UE was unable to detect the WUS and retransmits the WUS with length corresponding to the next higher coverage level. Since the UE does not know the length of the WUS transmitted before any PO, it performs multiple blind detection attempts assuming the different WUS durations.

When the UE assumes a larger WUS length than is actually used for transmission, a false detection is possible. The impact of this is that the UE proceeds to monitor MPDCCH for paging unnecessarily, which leads to increased power consumption. Such an event is likely to occur when the UE has not yet reported its changed coverage level and hence the higher power consumption may only be transient.

When the number of WUS repetitions is tied to the coverage level, the number of WUS repetition numbers that can be used for transmission can correspond to the number of coverage levels supported for WUS. To limit the complexity, this can be a small number such as 4. In this case, the set of WUS repetitions supported would comprise the smallest repetition number, the maximum repetition number, and a couple of repetition numbers in between.

The eNB needs to broadcast information to enable the UE to correctly determine the number of repetitions corresponding to its own coverage level. The different numbers of repetitions supported may be associated, for example, with corresponding measured signal level thresholds. Then a UE capable of WUS signaling, if it is configured to receive the WUS, uses the number of repetitions based on the last reported coverage level for detecting the WUS.

Proposal 5: The eNB supports WUS transmission of different lengths, not exceeding the configured maximum length, targeting only the worst coverage level of UEs monitoring the PO with which a particular WUS transmission is associated.
Proposal 6: The repetition level of the WUS used by the eNB corresponds to either (a) the last reported coverage level or (b) the next higher coverage level of the worst UE monitoring the PO.
It may be beneficial for an individual eNB to enable or disable the use of the WUS for the whole cell depending on the assessed benefit of supporting it in the cell when also considering the additional resource overhead incurred. Therefore, the eNB should be able to broadcast whether WUS transmission is enabled in the cell. The information on the different repetition levels that the eNB supports can be indicated if WUS transmission is enabled along with, e.g., the received signal level threshold values for using each repetition level.

Proposal 7: The network can enable or disable use of the WUS for the whole cell through broadcast signaling.
Proposal 8: If WUS transmission is enabled in the cell, the eNB indicates in system information the different repetition levels it supports and the associated threshold values.
It may also be advantageous to allow each UE to be individually configured to use this technique depending on the cost-to-benefit assessment. It has been observed that the extent of power consumption reduction realized depends on the use-case. Thus, a UE in large coverage enhancement and/or a UE that wakes up frequently can achieve larger savings. It would, therefore, be beneficial for the network to be able to control whether each UE uses this technique. 
Proposal 9: The network can enable or disable use of the WUS for each UE through higher-layer signaling.
Based on the above approach, although individual WUS transmissions may be of different lengths, the transmission timing must be unambiguous and must accommodate the configured maximum WUS duration. Therefore, a WUS window can be defined to be associated with each PO. The maximum WUS duration then spans this entire window. The time corresponding to the beginning of this WUS window is then the WO. The timing offset of the WO relative to the PO can be signaled by the eNB. Alternatively, the gap between the end of the WUS window and the beginning of the PO can be signaled. The WO is then obtained from the PO by adding the duration of the WUS window (obtained from the highest number of repetitions) to this gap. As some companies have noted, the benefit of having a configurable gap is that it can take advantage of different UE capabilities for detecting and processing the WUS. While this advantage may not be significant, the flexibility to configure this gap value may still be desirable. To achieve this with reasonable complexity, a set of 2 or 4 offset/gap values can be defined of which one is configured to be associated with the PO. Clearly, this gap value should be the same for all UEs in a PO since there can only be a single WO associated with a PO. Furthermore, the network cannot control the allocation of POs to UEs such that UEs with similar capability share the same PO – the PO is determined as a function of UE ID. Therefore, the configured gap value may need to depend on the UE with the largest gap requirement. 

Proposal 10: The gap between the maximum length WUS window and the PO is configurable. A common gap value, selected from [2 or 4] predefined values, is configured in each cell through system information.
When the eNB transmits fewer than the maximum number of repetitions within the WUS window, the alignment of the WUS within this window must be fixed. Two alternatives worth considering are:

1. The beginning of the WUS is always aligned with the beginning of the WUS window.

2. The end of the WUS is always aligned with the end of the WUS window.

These alternatives are illustrated in Figure 5(a) and Figure 5(b), respectively. In the figure, Tmax is the duration of the WUS window, and ( is the gap between the end of the WUS window and the PO. With either of these alternatives, a UE that has already acquired accurate synchronization correctly monitors the WUS for its own repetition level (or the next higher repetition level, as discussed above).
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Figure 5. WUS transmission timing
The advantage of the first alternative is that the for a configured maximum duration Tmax and gap value (, the start time of the WUS is fixed. When the actual WUS length is shorter than Tmax, the remaining duration of the WUS window is unused. This duration together with the duration of the gap value ( is available for scheduling. On the other hand, in the case of second alternative, the end time of the WUS is fixed whereas the start time depends on the length of the WUS being detected. The advantage of Alt 2, however, is that the unused portion of the WUS window when a shorter WUS is transmitted occurs at the beginning of the window. Therefore, the available resources are not fragmented as in the case of the first alternative and hence the second alternative is preferable in our view.

Proposal 11: When the actual WUS length is less than the maximum length, the WUS is transmitted aligning to the end of time window corresponding to the configured maximum length.

5 Conclusions

In this contribution, we provide our views on the functional and design aspects of the wake-up signal for even further enhancements to MTC. The following observations and proposals are made.
Observation 1: Use of PSS/SSS signals for synchronization with the WUS technique results very limited power consumption reduction relative to the reference case due to the long synchronization times.

Observation 2: The availability of a new, contiguous signal for synchronization in every DRX cycle provides substantial power consumption reduction with the WUS technique relative to the reference case.
Observation 3: The UEs associated with a PO may not need a WUS of the maximum length for its detection and hence a shorter WUS can be transmitted.

Observation 4: Resource savings are derived when a WUS that is shorter than the maximum length is transmitted.

Proposal 1: Use WUS or DTX with a new synchronization signal.

Proposal 2: To prevent false detection, the WUS is scrambled based on timing of WO or PO.  

Proposal 3: The maximum WUS length can be configured to be shorter than the length corresponding to the coverage of the paging channel.
Proposal 4: A UE that is WUS-capable directly monitors the MPDCCH for paging if the configured maximum length of the WUS is insufficient for detection.
Proposal 5: The eNB supports transmission of different WUS lengths, not exceeding the configured maximum length, targeting only the worst coverage level of UEs monitoring the PO with which a particular WUS transmission is associated.
Proposal 6: The repetition level of the WUS used by the eNB corresponds to either (a) the last reported coverage level or (b) the next higher coverage level of the worst UE monitoring the PO.
Proposal 7: The network can enable or disable use of the WUS for the whole cell through broadcast signaling.
Proposal 8: If WUS transmission is enabled in the cell, the eNB indicates in system information the different repetition levels it supports and the associated threshold values.
Proposal 9: The network can enable or disable use of the WUS for each UE through higher-layer signaling.
Proposal 10: The gap between the maximum length WUS window and the PO is configurable. A common gap value, selected from [2 or 4] predefined values, is configured in each cell through system information.
Proposal 11: When the actual WUS length is less than the maximum length, the WUS is transmitted aligning to the end of time window corresponding to the configured maximum length.
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