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1. [bookmark: OLE_LINK1][bookmark: OLE_LINK2]Introduction 
In RAN1 NR Ad-Hoc#3, we agreed the following:
· UE can be configured to monitor the group common PDCCH for SFI and the group common DCI for DL preemption indication within the same or different CORESETs
· As a working assumption
· The time duration of the reference downlink resource for preemption indication equals to the monitoring periodicity of the group-common DCI carrying the preemption indication
· For determination of the frequency region of the reference downlink resource for preemption indication, down select between the following options in RAN1#90bis
· Option 1: The frequency region of the reference downlink resource is configured explicitly by RRC
· Option 2: The frequency region of the reference downlink resource is implicitly derived by the active DL BWP
· NOTE: Companies are encouraged to address the issues highlighted in the offline summary T-doc R1-1716911
· The minimum periodicity for UE to monitor group common DCI for DL preemption indication is down-selected between
· Option 1: one slot
· Option 2: less than a slot

During the offline discussion, it was apparent that there are some strongly held assumptions, which may not lead to a beneficial design for Pre-emption Indicator (PI).  This contribution will explore some of these assumptions or myths surrounding PI and addresses the remaining issues in this topic.
2. Myths Surrounding Pre-emption Indicator
In this section, we will explore 3 strongly held non-beneficial assumptions, i.e. myths surrounding PI.
2.1 Myth 1: URLLC Pre-emption occupies an infinite frequency resource
There were proposals such as in [1] & [2], and also in offline discussions in previous meetings, that the PI would need to only indicate the time, e.g. symbols, and so the UE would assume that the entire indicated symbols are pre-empted.  This proposal is a result of a deeply held belief that URLLC would occupy a large frequency resource.  It should firstly be appreciated that the PI addresses a Reference Downlink Region (RDR), where some companies even suggested that the RDR is as wide as that of a BWP [3] & [4], which can be 100 MHz or more.  This suggests that URLLC Pre-emption will occupy the entire frequency domain of the RDR regardless of the width of the RDR in the frequency domain, i.e. URLLC Pre-emption occupies an infinite frequency resource.  It should firstly be noted that if this myth is true, then the operation of URLLC will have very serious impact on the capacity of the system.  
Observation 1: If URLLC occupies the entire frequency resource regardless of the bandwidth, then URLLC operation would have a very serious capacity impact to the system.

The expected payload of URLLC is 32 bytes and with a code rate of 1/3 using QPSK and 24 bit CRC, this would require 420 REs.  If URLLC uses 2 symbols, the number of subcarriers used is therefore 210 and if we assume 25% DMRS then we have 280 subcarriers.  For a 15 kHz subcarrier spacing this leads to about 4.2 MHz. Even if we further halve the coding rate to 1/6, this would just take up 8.4 MHz which is significantly less than what the myth suggested. It should be noted that independent evaluation in [6] came to the same conclusion.
Observation 2: URLLC pre-emption occupies around 4 MHz in the frequency domain which is just 4% of a 100 MHz bandwidth.

The consequence of designing the PI based on this myth is explained in Figure 1. Here UE1 and UE2 receive eMBB transmissions from the gNB within a RDR.  A URLLC pre-emption occurred as shown in Figure 1, where it occupies a fraction of the RDR, which pre-empts some eMBB resources for UE1 but it does not pre-empt any eMBB resources in UE2.  If the PI is designed based on the assumption that the URLLC transmission always occupies the entire frequency region of the RDR, the PI would exaggerate the level of pre-empted resources and hence would wrongly indicate to UE2 that some of its symbols are completely pre-empted.  That is, UE2 would experience a ghost pre-emption where no pre-emption of its eMBB resource occurred, being wrongly indicated that it is pre-empted.  UE2 would then unnecessarily flush some of its uncorrupted symbols which may lead to it failing its eMBB decoding.  One can argue that the URLLC can be distributed across a large bandwidth but the URLLC would only occupy a small subset of the frequency resources and exaggerating the pre-emption to say it hits the entire frequency bandwidth would lead to very high level of ghost pre-emptions. 
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[bookmark: _Ref494460583]Figure 1: Ghost pre-emption due to PI exaggeration of pre-empted resources.

Observation 3: Exaggerating that a URLLC pre-emption affects the entire symbol(s) in the PI would lead to ghost pre-emption (uncorrupted resources wrongly accused of being corrupted)
Observation 4: Ghost pre-emption is highly undesirable because it can lead to an unnecessary failed eMBB decoding.

Hence designing the PI based on this myth is not beneficial and can be harmful.  It should be appreciated the level of ghost pre-emption depends on the granularity of the PI and it should be minimised.
Proposal 1: The PI design should minimize the presence of ghost pre-emption.

2.2 Myth 2: Reference DL Region must be the same as Bandwidth Part
Bandwidth Part (BWP) is introduced in NR where a UE can be configured to occupy a subset of a very large system bandwidth, where this configured subset becomes the UE’s active BWP where it will operates in.  This concept may have seemed new in NR, but it has long been used in ancient times since Rel-13 eMTC and Rel-13 NB-IoT.  Since BWP addresses a subset of the system bandwidth and RDR also addresses a subset of the system bandwidth, then it is assumed that they both must be the same and therefore the frequency domain of the RDR is implicitly configured to be the same as that of the BWP [3], [4].  Unfortunately, designing based on this myth has some consequences.
It should be appreciated that the PI is carried by a Group Common DCI (GC-DCI), which, as its name suggests, addresses a group of UEs.  The Reference DL Region (RDR) is a time/frequency resource that can be addressed by the PI.  The words “common” and “reference” would clearly suggest that the resources in the RDR must be common to the UEs monitoring the corresponding GC-DCI (carrying the PI) and they should all have the same common reference of where these resources are.
Observation 5: Since GC-DCI addresses a group of UEs, these UEs need to have a common reference of the resources in the RDR.

In contrast, BWP is UE specific.  That is different UEs can have different subsets (i.e. BWP) of the system bandwidth.  Hence forcing RDR, that is group specific, to be the same as BWP, which is UE specific, would lead to ambiguity in the reference resource region addressed by the GC-DCI carrying the PI.  The consequence of designing the RDR of the PI based on this myth is shown in Figure 2.  Here UE1 is configured with a BWP ranging from frequency f2 to f4 whilst UE2’s BWP is from frequency f1 to f3.  UE1 and UE2 can be configured to monitor a GC-DCI and forcing the frequency domain of the GC-DCI’s RDR to be same as these UEs’ BWPs would lead to a different understanding of where the RDR frequency regions are.  In this example, an URLLC pre-emption occurred at the top left hand corner of UE1’s BWP and this is indicated by the PI.  UE2 reading this PI but having a different BWP would assume that there is an URLLC pre-emption at the top left hand corner of its BWP and hence suffers from ghost pre-emption.  It should also be noted that the granularity of the pre-emption indicated by the PI is likely to scale with the RDR (and here the BWP) and since UE2’s BWP is larger than that of UE1’s, the ghost pre-emption seen by UE2 is not only in the wrong place but it is larger than that of the actual pre-emption!
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[bookmark: _Ref494465854]Figure 2: Forcing RDR to be same as BWP of two different UEs

Observation 6: RDR is group specific whilst BWP is UE specific and hence forcing RDR to be the same as BWP would lead to ambiguity in the referenced resource region addressed by the GC-DCI.  This will lead to ghost pre-emption.

It was argued that the UEs configured to a GC-DCI must be configured with the same BWP.  It isn’t clear why such a restriction is imposed unnecessarily on the network especially since the configuration of BWP should not be tied to PI and furthermore the discussion on BWP isn’t completed yet.  Even if we impose such a restriction, it should be noted that the BWP can be very large, e.g. 100 MHz.  The payload of the GC-DCI is likely going to be fixed and so the granularity of the PI would scale according to the size of the RDR.  Hence forcing the RDR to be same as BWP would lead to very coarse frequency granularity.  As noted previously UE is more likely to suffer from ghost pre-emption with coarse granularity.
Observation 7: The frequency domain of a BWP can be very large and forcing the RDR to adopt the same frequency bandwidth would lead to coarse frequency PI granularity without any scope of reducing it.

The main argument for forcing the frequency domain of the RDR to be the same as that of UE’s BWP is that it would reduce the number of RRC configuration bits compared to explicitly configuring the frequency range of the RDR.  Firstly it should be noted that this configuration is unlikely to require a significant number of bits (RAN2 can always find efficient ways of configuring parameters).  Secondly, RRC configuration is more tolerant to higher payload compared to DCI configuration since this RRC configuration is typically done infrequently and is not expected to be dynamic.  Lastly, the bits used by RRC configuration will be insignificant compared to the traffic of an eMBB UE (which is supposed to operate at 20 Gpbs [5]). 
Observation 8: Explicitly configuring the frequency region of the RDR has insignificant overhead for an eMBB UE.

2.3 Myth 3: URLLC pre-emption can only strike once in a RDR
In [7] & [8], a hierarchical PI method is proposed where firstly the PI indicates a time instance (e.g. slot) and a further bitmap indicating the detailed time-freq resources within that slot where the pre-emption occurred.  This method claimed to save some DCI bits but it can only indicate a single pre-emption occurrence.  It should be noted that the RDR in the time domain is configurable and it should be apparent that the longer the time region of the RDR is, the more likely there would be more than one URLLC pre-emption within the RDR.  In [6], it is shown that for a 4 slot RDR, there is an 85.6% chance of having more than one instance of URLLC pre-emption within that RDR.
Observation 9: The longer the time region of the RDR, the higher the chances of multiple instances of URLLC pre-emptions.

It should be appreciated that although PI was motivated by URLLC, it can be used in future for other purpose.  It would have been highly desirable if such a feature were available in eMTC or NB-IoT where a long repetition can be pre-empted without causing significant impact to the overall transmission. Hence the design of PI should not be restricted to an isolated case where there can only be one pre-emption per RDR.
Observation 10: In addition to indicating URLLC pre-emptions, PI can also be used for other features in future releases.
3. Remaining Issues
With the 3 myths debunked in the previous section, we will consider the remaining issues in PI.
3.1 PI method & granularity
In order to avoid ghost pre-emption caused by Myth 1 and restrictions caused by Myth 3, a 2D frequency-time bitmap is proposed, where the granularity (frequency & time) is a percentage of the RDR.   This is to cater for the fact that the payload in the DCI for PI is likely going to be fixed.  For example, if the DCI payload is 28 bits and the 2D bitmap granularity is 4 (frequency units)  7 (time units), then each frequency unit is 25% of the RDR frequency bandwidth and 1/7 of the RDR time period.  Figure 3 shows two different RDR sizes, where in Figure 3(a), the RDR is 4 PRBs  14 symbols and therefore, the 2D bitmap would have a frequency granularity of 1 PRB (25% of 4 PRBs = 1 PRB) and 2 symbols (1/7 of 14 symbols = 2 symbols).  Figure 3(b) shows a RDR of 8 PRBs  7 symbols and hence the 2D bitmap would have a frequency granularity of 2 PRBs and time granularity of 1 symbol.
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[bookmark: _Ref494718790]Figure 3: Scaling the 2D granularity 47 bitmap to different RDR sizes
Proposal 2: The PI uses a 2D bitmap of M frequency units  N time units to indicate URLLC pre-emptions within a RDR.
· The frequency unit of this 2D bitmap is a percentage of the RDR frequency bandwidth
· The time unit of this 2D bitmap is a percentage of the RDR time period

Although the DCI payload size K, for PI is fixed such that K = MN, there can be multiple combinations of M and N values. For example if K = 28 bits, the set of possible M and N values are {(1,28), (2,14), (4,7), (7,4), (14,2), (28,1)}, where each (M, N) combination represents different frequency and time granularities, i.e. each frequency and time unit would have different percentages of the RDR size.  This is beneficial since it gives flexibility at the gNB to manage the granularity of the PI.  In [6], it is proposed that the combination of (M, N) is configured by RRC from a fixed set of (M, N) values whilst in [10], it is proposed that the index to the fixed set of (M, N) combinations is indicated dynamically in the GC-DCI carrying the PI.  We have no strong preference on how the combination of (M, N) are configured but we believe that it should be possible to configure different set of (M, N).
Proposal 3: The set of possible M frequency units and N time units in the 2D bitmap is configurable from a set of (M, N) values.
3.2 Reference Downlink Region (RDR)
For the time domain configuration of the RDR, we propose that the working assumption that it is implicitly configured such that its length is equal to that of the GC-DCI period carrying the PI is confirmed.
Proposal 4: Confirm the following working assumption:
· The time duration of the reference downlink resource for preemption indication equals to the monitoring periodicity of the group-common DCI carrying the preemption indication

The periodicity of the GC-DCI would impact the number of blind decodes required of the eMBB UE and hence a minimum periodicity for the GC-DCI should be imposed.  In [11] it is proposed that the minimum periodicity is a mini-slot whilst in [6] it is proposed that it should be a slot.  For a compromise we would like to suggest a minimum periodicity of 7 symbols.
[bookmark: _GoBack]Proposal 5: The minimum periodicity of the GC-DCI carrying the PI (and hence the minimum size of the RDR time length) is 7 symbols.

As described in the previous section, designing RDR based on Myth 2, i.e. forcing the frequency domain of the RDR to be equal to that of individual UE’s BWP would leads to undesirable ghost pre-emptions.  Hence, to avoid the issues due to Myth 2, a straight forward and simple way is to explicitly configure the frequency region of the RDR.
Proposal 6: The frequency region of the RDR is explicitly configured by RRC.

4.   Conclusion
In this contribution we highlighted 3 myths surrounding PI and debunked them with the following observations:
Observation 1: If URLLC occupies the entire frequency resource regardless of the bandwidth, then URLLC operation would have a very serious capacity impact to the system.
Observation 2: URLLC pre-emption occupies around 4 MHz in the frequency domain which is just 4% of a 100 MHz bandwidth.
Observation 3: Exaggerating that a URLLC pre-emption affects the entire symbol(s) in the PI would lead to ghost pre-emption (uncorrupted resources wrongly accused of being corrupted)
Observation 4: Ghost pre-emption is highly undesirable because it can lead to an unnecessary failed eMBB decoding.
Observation 5: Since GC-DCI addresses a group of UEs, these UEs need to have a common reference of the resources in the RDR.
Observation 6: RDR is group specific whilst BWP is UE specific and hence forcing RDR to be the same as BWP would lead to ambiguity in the referenced resource region addressed by the GC-DCI.  This will lead to ghost pre-emption.
Observation 7: The frequency domain of a BWP can be very large and forcing the RDR to adopt the same frequency bandwidth would lead to coarse frequency PI granularity without any scope of reducing it.
Observation 8: Explicitly configuring the frequency region of the RDR has insignificant overhead for an eMBB UE.
Observation 9: The longer the time region of the RDR, the higher the chances of multiple instances of URLLC pre-emptions.
Observation 10: In addition to indicating URLLC pre-emptions, PI can also be used for other features in future releases.

We therefore propose the following on the remaining issues in PI:
Proposal 1: The PI design should minimize the presence of ghost pre-emption.
Proposal 2: The PI uses a 2D bitmap of M frequency units  N time units to indicate URLLC pre-emptions within a RDR.
· The frequency unit of this 2D bitmap is a percentage of the RDR frequency bandwidth
· The time unit of this 2D bitmap is a percentage of the RDR time period
Proposal 3: The set of possible M frequency units and N time units in the 2D bitmap is configurable from a set of (M, N) values.
Proposal 4: Confirm the following working assumption:
· The time duration of the reference downlink resource for preemption indication equals to the monitoring periodicity of the group-common DCI carrying the preemption indication
Proposal 5: The minimum periodicity of the GC-DCI carrying the PI (and hence the minimum size of the RDR time length) is 7 symbols.
Proposal 6: The frequency region of the RDR is explicitly configured by RRC.
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