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1	Introduction
[bookmark: _GoBack]In this contribution focusing on the interaction between different TTI lengths, we first discuss in section 2 the remaining details on the number of HARQ processes and interaction of HARQ processes between sTTI and TTI on a single CC. In section 3, we focus on sPDSCH HARQ-Ack mapping on PDSCH in case of collisions. 

2	On HARQ operation on an sTTI CC
There has been no decision yet in RAN1 on the number of supported HARQ processes – but in the email discussion in [90-14] [1] – summary in [2], all responding companies suggested to support 16 UL and 16 DL HARQ processes for sTTI operation (independently of the supported UL/DL sTTI combination). 
We therefore think this should be agreed correspondingly:
Proposal 1: Support 16 UL and 16 DL HARQ processes for shorter TTI operation for FS1 independently of the UL/DL sTTI combination as well as for the slot sTTI operation of FS2.

At RAN1#90 [3], the support of HARQ process sharing between sTTI and TTI has been agreed as follows: 
Agreement:
Support HARQ process sharing between TTI and sTTI
· The sharing is only possible for asynchronous HARQ processes, i.e. not supported for legacy processing time synchronous UL HARQ processes
· If configured with sTTI on a CC:
· the HARQ ID field size in the DL assignments of PDSCH on USS for legacy and reduced processing time is the same as for sPDSCH assignments 
· the HARQ ID field size in the UL grants on USS for reduced processing time is the same as for sPUSCH grants
· The re-transmission of a TB with another (s)TTI length is possible if:
· The number of codewords of the HARQ process is not larger than supported by the respective sTTI length
· The TB size of a codeword is not larger than X. X is FFS and may be sTTI length dependent.
· FFS other restrictions

The only remaining decisions are possible limitations for the HARQ process sharing. 
First, considering the maximum TB size for a codeword, we think the most logical limitation would be to limit the TBS size to the maximum TBS size of the corresponding TTI length. Meaning, when re-transmitting the 1ms TTI of PDSCH/PUSCH on sTTI sPDSCH/sPUSCH the TBS size should not exceed the corresponding sTTI length (slot/sublot) maximum supported TBS size. In contrast, a re-transmission of sTTI sPDSCH/sPUSCH on PDSCH/PUSCH would be possible without any limitation, as the PDSCH/PUSCH maximum TBS size is larger than the one given by sPDSCH/sPUSCH. 
Proposal 2: The TB size of a codeword for transmission/reception using a specific (s)TTI length is limited by the maximum supported TBS for that respective (s)TTI length. 
One additional thing to consider for the HARQ process sharing is how the available number of HARQ processes can be used. Based on the decision from RAN1#89, the reduced processing time operation for 1ms TTI supports the same number of HARQ processes as the legacy operation, e.g. 8 for PDSCH & PUSCH for FS1. Based on the email discussion [90-14] and as noted in our proposal 1 above, 16 processes should be supported for sTTI operation. 
Clearly, only the legacy number of HARQ processes (i.e. 8 for FS1) should be schedulable with up to 2 codewords and the related TBS size of the 1ms TTI to not require more TX buffer and RX soft-buffer memory in the UE. Meaning, 8 out of 16 processes can be scheduled with up to the 1ms TTI maximum number of DL-SCH bits per TTI whereas for the remaining 8 processes only the sTTI supported maximum number of DL-SCH bits per sTTI can be supported. 
We think that the eNB should be able to choose the HARQ-ID for these two sets of HARQ processes with different supported number of DL-SCH bits freely, as any kind of fixed mapping of HARQ-ID to the sets of different TBS size will limit the dynamic switching operation. 
To summarize the discuss here, the following proposal is brought forward:
Proposal 3: For a CC configured with sTTI operation and reduced processing time for 1ms TTI, up to the maximum number of 1ms TTI HARQ processes can be used by the eNB for DL-SCH/UL-SCH data up to the maximum number of DL-SCH/UL-SCH bits per TTI. The remaining HARQ processes can only be used with the maximum number of DL-SCH/UL-SCH bits per sTTI. 
Proposal 4: The mapping of the HARQ-ID to the two sets of HARQ processes supporting different maximum number of DL-SCH/UL-SCH bits (i.e. per TTI or sTTI) is up to the eNB.

3	sTTI/TTI UL collisions in one carrier: sPDSCH HARQ-ACKs on PUSCH
Several agreements on sTTI/TTI UL collisions in one carrier were reached in RAN1 #89 and #90 meetings. An issue not touched in these agreements is handling of sPDSCH HARQ-ACKs when these should be transmitted in a subframe scheduled for PUSCH. The alternatives to consider are that (1) PUSCH transmission is cancelled/ended and sPDSCH HARQ-ACKs are sent on sPUCCH or (2) sPDSCH HARQ-ACKs are sent on PUSCH following the sTTI UL timing. 
The principle of the agreements on UL sTTI and TTI collisions has been that transmissions with sTTI are prioritized over transmissions with the legacy TTI length. Cancelling/ending PUSCH for sPUSCH or PUCCH for sPUCCH/sPUSCH is natural, and it may be seen simpler to specify similarly PUSCH cancelling/ending due to transmission of sPDSCH HARQ-ACKs. However, such cancelling rule would essentially force UL to be scheduled with sTTI if sPDSCH is expected to be scheduled frequently. Otherwise, PUSCH transmissions might be cancelled too often or for too long periods. In the extreme case, sPDSCH scheduling once per subframe would continuously prevent PUSCH transmissions.
As sPUSCH suffers from larger DMRS overhead than PUSCH, scheduling always sPUSCH instead of PUSCH (when sPDSCH is scheduled) is wasteful. Furthermore, when UL coverage is an issue, it would be desirable to be able to schedule PUSCH transmissions although sPDSCH would be scheduled in DL. Because of these reasons, we think that sending sPDSCH HARQ-ACKs on PUSCH should be considered. As this would be especially simple when UE is configured with 7-OS UL sTTI, we discuss separately the 2/3- and 7-OS UL sTTI configurations. 
sPDSCH HARQ-ACKs on PUSCH when slot UL sTTI is configured 
Little additional specification or implementation work is needed for supporting sPDSCH HARQ-ACK transmission on PUSCH when slot UL sTTI is configured. PDSCH and sPDSCH HARQ-ACK multiplexing scheme is anyway needed for carrying them on slot sPUSCH, and the same multiplexing scheme can be applied slot wise on PUSCH, multiplexing the same PDSCH HARQ-ACK bits with a different set of sPDSCH HARQ-ACK bits in the two slots that act as a kind of virtual sTTIs for sPDSCH HARQ-ACKs. As HARQ-ACK bits are puncturing the data bits there are no consequences for encoding or mapping of data. 
If sPUSCH is scheduled colliding with the second slot of PUSCH, PDSCH HARQ-ACKs can be sent on sPUSCH in addition to that they are included in the first slot of PUSCH. It has been agreed that UE attempts to drop/stop PUSCH as soon as possible in case it would collide with sPUSCH. To support sPDSCH HARQ-ACK sending on PUSCH, this agreement should not be applied for slot UL sTTI but the rules should be that slot sPUSCH scheduled for the second slot does not cancel or end PUSCH in the first slot. This way there is no implementation dependent ambiguity on the type of channel (sPUCCH/PUSCH) transmitted in the first slot. On the other hand, if sPUSCH is scheduled for the first slot, the agreed rule of not resuming PUSCH transmission in the second slot can be followed. Our proposal is 
Proposal 5: sPDSCH HARQ-ACK transmission on PUSCH is supported when UE is configured for slot-based UL sTTI, and the mapping of HARQ-ACK in a slot of PUSCH is the same as with PDSCH + sPDSCH HARQ-ACK mapping on sPUSCH. Slot-based sPUSCH, scheduled for the second slot, does not cancel or end PUSCH in the first slot. 

sPDSCH HARQ-ACKs on PUSCH when subslot UL sTTI is configured
In Figure 1 we show the timing relation between PUSCH and subslot sTTI sPUCCH. For providing sPDSCH HARQ-ACK on PUSCH, PUSCH is divided into virtual sTTIs used for sPDSCH HARQ-ACK multiplexing as shown in the Figure. The timing of virtual sTTIs may simply follow that of sPUCCH, and A/N for sPDSCH(s) of one sTTI are puncturing PUSCH data symbols within one virtual sTTI.
Compared with the 7-OS UL configuration, defining virtual sTTIs for subslot UL is somewhat more complex:
· As there is no DMRS in each virtual sTTI, eNB may sometimes have to postpone starting of HARQ-ACK decoding by one symbol. This would be unavoidable at least for the first virtual sTTI of a subframe if UE has not been scheduled for the same frequency resources in the previous subframe. 
· Constraints, as depicted in Figure 2, could be imposed for sPUSCH scheduling to provide decent channel estimates for both sPDSCH and PDSCH HARQ-ACK reception. 
· There could be multiple alternatives for PDSCH and sPDSCH HARQ-ACK multiplexing. The simplest way could be to send them separately coded and mapping sPDSCH-ACK nonoverlapping with the legacy mapping of PDSCH HARQ-ACK.   

Despite the occasional additional latency of one symbol, the scheduling constraints, and the additional HARQ-ACK mapping rules, we think we think the benefits of sending sPDSCH HARQ-ACKs on PUSCH are so important that we propose (covering both slot-based and subslot-based UL configurations):    
Proposal 6: sPDSCH HARQ-ACK transmission on PUSCH is supported by dividing PUSCH into virtual sTTIs and puncturing PUSCH data in a virtual sTTI. 
If Proposal 6 will be accepted, the RAN1 #90 agreement [3] “In case of collision between PUSCH and sPUSCH in the same subframe on a given carrier for a UE, the UE should attempt to drop/stop as soon as possible (up to UE implementation) the whole/remaining transmission of PUSCH” would need to be modified as eNB should know exactly in which virtual sTTI PUSCH transmission is stopped. Instead of complex rules taking into account the presence of HARQ-ACK and DMRS we propose that 

Proposal 7: UE stops PUSCH in the end of the virtual sTTI that precedes the sPUSCH transmission. 



Figure 1: sPUCCH and PUSCH timings, and PUSCH dividing into virtual sTTIs 
according to sPUCCH timing. Green color depicts PUSCH DMRS symbols.



Figure 2: Possible sPUSCH scheduling constraint to obtain decent channel estimate for A/N reception in a virtual sTTI. When A/N is sent e.g. in the virtual sTTI #0, eNB may decide to schedule sPUSCH at earliest for the sTTI #2. Green color depicts a PUSCH DMRS symbol.

4	Conclusions
This contribution discusses the interaction of different TTI lengths. 
The discussions on HARQ operation on a CC can be summarized in the following observations and proposals:
Proposal 1: Support 16 UL and 16 DL HARQ processes for shorter TTI operation for FS1 independently of the UL/DL sTTI combination as well as for the slot sTTI operation of FS2.
Proposal 2: The TB size of a codeword for transmission/reception using a specific (s)TTI length is limited by the maximum supported TBS for that respective (s)TTI length. 
Proposal 3: For a CC configured with sTTI operation and reduced processing time for 1ms TTI, up to the maximum number of 1ms TTI HARQ processes can be used by the eNB for DL-SCH/UL-SCH data up to the maximum number of DL-SCH/UL-SCH bits per TTI. The remaining HARQ processes can only be used with the maximum number of DL-SCH/UL-SCH bits per sTTI. 
Proposal 4: The mapping of the HARQ-ID to the two sets of HARQ processes supporting different maximum number of DL-SCH/UL-SCH bits (i.e. per TTI or sTTI) is up to the eNB.

The discussions on sPDSCH HARQ-Ack mapping on PUSCH in case of collision lead to the following proposals:
Proposal 5: sPDSCH HARQ-ACK transmission on PUSCH is supported when UE is configured for slot-based UL sTTI, and the mapping of HARQ-ACK in a slot of PUSCH is the same as with PDSCH + sPDSCH HARQ-ACK mapping on sPUSCH. Slot-based sPUSCH, scheduled for the second slot, does not cancel or end PUSCH in the first slot. 
Proposal 6: sPDSCH HARQ-ACK transmission on PUSCH is supported by dividing PUSCH into virtual sTTIs and puncturing PUSCH data in a virtual sTTI. 
Proposal 7: UE stops PUSCH in the end of the virtual sTTI that precedes the sPUSCH transmission. 
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