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1	Introduction
In RAN1 #86b and #87, the following agreements are reached, respectively:
· For DL transmission for sTTI
· TM1, 2, 3, 4, 6, 9, 10 are supported for FS1.
· TM1, 2, 3, 4, 6, 8, 9, 10 are supported for slot based sTTI for FS2.
· Note: For 2 symbol sTTI design TM8 is not supported in this WI.

· A UE can be dynamically (with a subframe to subframe granularity) scheduled with legacy TTI unicast PDSCH and/or short TTI unicast PDSCH.
· If the UE is indicating the capability of decoding PDSCH and sPDSCH assigned with C-RNTI/SPS C-RNTI in the same subframe for a given carrier.
· If valid DL assignments are detected based on C-RNTI/SPS C-RNTI in PDCCH/EPDCCH for PDSCH and PDCCH/sPDCCH for sPDSCH in the same subframe for a given carrier, the UE should decode the PDSCH in addition to sPDSCH.
· UE shall provide HARQ-ACK feedback for both PDSCH and sPDSCH.
· No special consideration is specified for overlapping of sPDSCH and PDSCH.
· Otherwise
· If valid DL assignments are detected based on C-RNTI/SPS C-RNTI in PDCCH/EPDCCH for PDSCH and PDCCH/sPDCCH for sPDSCH in the same subframe for a given carrier, the UE should decode the sPDSCH and is not required to decode PDSCH.
· UE shall provide HARQ-ACK feedback for both PDSCH and sPDSCH.

In this contribution paper, we present the following topics related to the design of sPDSCH in low latency LTE systems:
1) The implication of the agreement made in RAN1 #87 presented above, and possible modifications.
2) sPDSCH resource allocation
3) TBS scaling
4) Number of CWs and Layers.
2	Discussion
2.1    Simultaneous Processing of Unicast PDSCH and sPDSCH
As mentioned in Section 1, in RAN1 #87, it was decided to define the UE behaviour in terms of decoding the 1ms and sTTI traffics based on the UE capability. In particular, when scheduled over a given carrier and subframe, if a UE is capable, then it must decode both unicast PSDCH and sPSDCH. Otherwise, the UE is not required to decode the unicast PDSCH. 
From the UE implementation point of view, the processing of a unicast PDSCH received in subframe  is completed during the next few subframes. For this reason, the received subframes should be properly pipelined and processed so that each received PDSCH can meet its HARQ timeline. Further, it is guaranteed that at each given time, the rate of the data being processed at the UE and/or the number of RBs that can be handled at a UE are within the UE’s defined limits. Hence, each PDSCH can be sent with the maximum allowable MCS and RB allocation for a given user. An illustrative example is shown in the figure below for 1ms PDSCH with  HARQ processing timing. 
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When the sTTI operation is allowed, handling the processing of two unicast PDSCHs with different TTI lengths becomes a challenging task. In particular, the sTTI operation has a tight turnaround time; the sPDSCH processing should be started as soon as possible, and cannot be pipelined similar to the 1ms PDSCHs. An illustrative example is shown in the figure below for a UE that is capable of decoding both PDSCH and sPDSCH in the same subframe and over the same cell.
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In this example, consider a maximum TBS and/or RB allocation for 1ms PDSCH over subframes  and . A UE receives both PDSCH and sPDSCH over subframe  and needs to decode both. However, assume that the processing of the sTTI overlaps with the processing of PDSCH sent in subframe . Unless a UE has a double capability to handle both sPDSCH and PDSCH separately, it cannot decode both PDSCH and sPDSCH.
Next, consider the case where a UE is not capable of decoding both sTTI and 1ms TTI sent in subframe . According to the agreement, it is required to decode sTTI and discard the PDSCH. However, similar to the case shown above, since the sTTI processing may collide with the PDSCH processing sent earlier, even sTTI decoding alone cannot be done.
As explained, under both UE capabilities as defined in RAN1 #87, some limitations are needed. In the remainder of this section, we present some possible solutions:
1) Defining an exclusion window.
2) Defining a processing constraint within a given window.

Under (1), an exclusion window is considered. In particular, if an sTTI is scheduled over subframe , the processing of all PDSCHs within the window will be discontinued. The second approach is more relaxed. Specifically, only a subset of PDSCHs within the window will be discarded if a constraint on the maximum data rate or number of RBs in the process is violated. 
[bookmark: _GoBack]It should be noted that, the window defined above is for dynamically going from a 1ms scheduling to an sTTI scheduling. In a scenario where the scheduling goes from an sTTI to a 1ms TTI, the window could be smaller, or even no window may be needed. In essence, the window size could be asymmetric depending on whether a 1ms PDSCH is scheduled first or not.
Proposal 1: The agreement made in RAN1 #87 regarding the handling of unicast PDSCH and sPDSCH should be revised by introducing some limitations to enable an efficient processing/decoding of different services with different TTI lengths. 
2.2    Shortened PDSCH Resource Allocation 
As the TTI length reduces, there are specific challenges with the data channel design. The design should efficiently support multiple sTTI users accessing the sPDSCH simultaneously. Additionally specification of sPDSCH resources must be minimized to prevent large sPDCCH payload resulting in unacceptable control overhead. Allocation of sPDSCH resources into defined blocks of separate data regions wherein 1 or more users can access either 1, multiple, or all of the defined sTTI data blocks should therefore be considered. Additionally, the sPDCCH control channel should be embedded within the block and positioned in the first symbol to allow for early decode. A high level diagram of this structure is shown in Figure 1.
There can be multiple blocks defined with varying size in frequency, and the blocks can be defined to span the whole system bandwidth or a portion of the bandwidth as shown in the figure. The block structure can be semi-statically defined via higher layer signalling. This allows for a baseline resource structure that (1) does not consume legacy PDCCH or sPDCCH resource overhead to define, (2) can allow for multiple UEs to access an sTTI resource at the same time, (3) can allow for a UE to be flexibly allocated a variable allocation of sPDSCH resources within the same TTI, and (4) can be modified and changed as needed by the eNB via higher layer signalling.


[bookmark: _Ref456945734]Figure 1: Diagram of downlink sTTI Resource Allocation

The sTTI duration is fixed within a block. However, multiple blocks that are configured with the same sTTI length can be jointly scheduled to a particular user in a given sTTI period, and this information is conveyed in the sPDCCH channel. Note that for slot sTTI, block based resource allocation may also be adopted, although the block size for slot sTTI and 2-symbol sTTI should generally be different. As an example, the resource allocation granularity for slot sTTI can be double that of legacy 1-ms TTI based scheduling (e.g., 2-RB based block scheduling). In addition, it is worth mentioning that the resource blocks, as shown in the figure, are virtual; the PRBs associated with each block could potentially be distributed in the entire bandwidth or contiguous depending on the resource allocation type.
Proposal 2: A block based sTTI design should be considered at least for the 2-symbol sTTI, allowing eNB to flexibly assign one or more UEs to one or more sTTI blocks.
Proposal 3: The block structure can be configured via a higher layer signaling.
The blocks comprises a set of RBs and can be defined using the existing downlink resource allocation schemes, particularly, the RBG based approaches which can allow for proper coexistence with legacy 1ms PDSCH allocations. In many operational scenarios, sTTI users and legacy 1ms users can be FDM’ed efficiently without overlap. However, note that this block-based design does not preclude support of dynamic 1ms PDSCH allocations that can overlap with the sTTI block structure. In a given sTTI, a low latency user may be assigned sTTI blocks that may have been already assigned to a 1ms legacy PDSCH user. This operational scenario is shown in Figure 2.  


[bookmark: _Ref457291964][bookmark: _Ref457291957]Figure 2: Coexistence of shortened TTI and Legacy 1ms users

For this case, a transmission is made in the legacy PDCCH region that can indicate legacy 1ms PDSCH resources used within the subframe. A low latency user can receive this information at the start of the subframe, and if assigned a sTTI transmission during the subframe comprising a set of sTTI resource blocks, will rate-match around the legacy PDSCH allocation when receiving both the sPDCCH and sPDSCH channels. This methodology effectively handles these collision cases between legacy and low latency users, at the expense of additional PDCCH overhead.  To mitigate the overhead and in light of the fact that the scheduling of legacy 1-ms may be bursty and may persist for a certain duration, the legacy resource information that is sent on the PDCCH can be configured to be sent with a particular periodicity. The magnitude of the periodicity can be correlated to how dynamic the DL legacy PDSCH resource allocation is at the eNB. In addition, the sPDCCH and sPDSCH will also rate match around the common signals, CRS/PSS/SSS/PBCH, as well as other RBs that are reserved via RRC signaling, such as NB-IOT resource allocations. 
Proposal 4: To efficiently support simultaneous legacy and low latency transmissions, information indicating the legacy resource usage within the subframe can be a combination of a dynamic PDCCH transmission with a preconfigured periodicity and a semi-static configuration. The low latency users can use this to rate match around these used legacy resources.
2.3    TBS Scaling for sTTI Operation
For the case of 2-symbol sTTI, the allocation duration is now 7 time shorter on average relative to the 1 ms legacy transmission. Therefore using the legacy TBS block sizing as is would incorrectly assume that there are more RE’s that are available than there actually would be. Clearly, one alternative is to create a new transport block size table specifically for 2-symbol sTTI allocations which maps MCS and PRB size to a revised transport block size. A simpler alternative is to scale the PRB size such that one may access the existing transport block sizing table.
To do this, it should be noted that there are approximately 6 times more REs within one 1RB of 1ms TTI as compared to 1RB of a 2-symbol sTTI. Therefore, in order to use the transport block sizing table, we should divide the number of PRBs used for the 2 symbol sTTI by 6 to formulate the NPRB value to be used in the transport block size table. Given that the 2 symbol sTTI PRB sizing is not always a multiple of 6, a floor function should be placed on the division to ensure that a sufficient code rate is achieved with the selected transport block size. Also, the minimum NPRB sizing should be no smaller than 1 PRB. So given NPRB_2sym_sTTI, the NPRB value that should be used to index into the transport block size table is given as:
NPRB  = max( NPRB_2sym_sTTI / 6, 1).
Note that for a 2-symbol sTTI, there are different data and reference signal configurations. For the case of 3 data symbols, it is proposed to maintain the equation above, so that the soft buffer sizing and/or HARQ timing does not require an increase. For the case of an sTTI with one data symbols and one DMRS symbol, an additional scale factor of ½ should be included so that the effective code rate is normalized between the 1 and 2 data symbol cases. This scaling is given by:
NPRB  = max( NPRB_2sym_sTTI / 12, 1).
Similarly for a slot based sTTI, the scaling will use a factor of 1/2:
NPRB  = max(NPRB_slot_sTTI / 2, 1).
Proposal 5: For TBS sizing of the 2 symbol and 1 slot sTTIs, the number of PRBs used to index the TBS block size table is determined by a floored scaling operation by a factor of 1/6 or 1/12 for the 2-symbol sTTI and a factor of ½ for the 1 slot sTTI case, on the allocation PRB size of the sTTI.
2.4    Number of Supportable CWs and Layers 
In legacy LTE, depending on the configured transmission mode, up to 2 CWs and 8 layers can be supported. For each CW, MCS, NDI, and RV bit fields are considered in the DCI. 
In a low latency operation, due to the fact that resources are limited, it is essential to reduce the control signalling overhead in both DL and UL. One straightforward way to do this is to limit the number of supportable CWs to only 1. With only 1 CW supported, only a 1-bit HARQ ACK/NAK per CC needs to be fed back. Hence, the added benefit of reducing the number of CWs is that the UL control overhead also reduces. Note that under this proposal, there is minimal impact on existing specifications since it is already supported to have a single CW mapped to 4-layer transmissions (although only for re-transmission). Due to these reasons, we have:
Proposal 6: Support only 1 CW per CC under the sTTI operation.
Similar to the legacy LTE, under the CRS-based sPDSCH, up to 4 layers can be supported. However, when a DMRS-based sPDSCH is configured, the overhead of enabling 8 layers is significant. Hence, in this case, the number of supportable layers may also be set to 4, especially considering only one CW is supported for sTTI.
Proposal 7: The maximum number of layers can be set to 4 under both CRS-based and DMRS-based sPDSCHs.
Further, in order to allow for a more flexible link adaptation, a layer-dependent MCS allocation scheme can be considered. In particular, although the coding rate is the same, different layers may be sent via different modulation orders. For the purpose of indication, the MCS of one layer can be explicitly communicated, while an offset is sent via sDCI1 to determine the modulation order of other layers.
Proposal 8: Consider adopting a layer-dependent MCS allocation in low latency systems.
3	Conclusions 
Proposal 1: The agreement made in RAN1 #87 regarding the handling of unicast PDSCH and sPDSCH should be revised by introducing some limitations to enable an efficient processing/decoding of different services with different TTI lengths. 
Proposal 2: A block based sTTI design should be considered at least for the 2-symbol sTTI, allowing eNB to flexibly assign one or more UEs to one or more sTTI blocks.
Proposal 3: The block structure can be configured via a higher layer signaling.
Proposal 4: To efficiently support simultaneous legacy and low latency transmissions, information indicating the legacy resource usage within the subframe can be a combination of a dynamic PDCCH transmission with a preconfigured periodicity and a semi-static configuration. The low latency users can use this to rate match around these used legacy resources.
Proposal 5: For TBS sizing of the 2 symbol and 1 slot sTTIs the number of PRBs used to index the TBS block size table is determined by a floored scaling operation by a factor of 1/6 or 1/12 for the 2-symbol sTTI and a factor of ½ for the 1 slot sTTI case, on the allocation PRB size of the sTTI.
Proposal 6: Support only 1 CW per CC under the sTTI operation.
Proposal 7: The maximum number of layers can be set to 4 under both CRS-based and DMRS-based sPDSCHs.
Proposal 8: Consider adopting a layer-dependent MCS allocation in low latency systems.



6/6
image2.emf
Time

sTTI 0

S

y

s

t

e

m

 

B

a

n

d

w

i

d

t

h

sTTI 1

sPDSCH for UE A

Regular PDSCH

Assigned by PDCCH or ePDCCH

sPDSCH for UE C

B

l

o

c

k

 

0

B

l

o

c

k

 

1

sPDSCH for UE A sPDSCH for UE B

sPDCCH sPDCCH

sPDCCH


oleObject1.bin
Time


sTTI 0


System Bandwidth


sTTI 1


sPDSCH for UE A


Regular PDSCH
Assigned by PDCCH or ePDCCH


sPDSCH for UE C


Block 0


Block 1


sPDSCH for UE A


sPDSCH for UE B


sPDCCH


sPDCCH


sPDCCH



image3.emf
Time

sTTI 0

S

y

s

t

e

m

 

B

a

n

d

w

i

d

t

h

sTTI 1

sPDSCH for UE A

sPDSCH for UE C

B

l

o

c

k

 

0

B

l

o

c

k

 

1

sPDSCH for UE A sPDSCH for UE B

L

e

g

a

c

y

 

P

D

C

C

H

Legacy PDSCH

(UE A rate matches sPDSCH 

around legacy PDSCH as well NB-IOT 

allocations as shown by cross hatched region)

(UE C rate matches sPDCCH/sPDSCH 

around legacy PDSCH as well as NB=IOT 

allocations as shown by cross hatched region)

Legacy PDCCH indicates to 

sTTI users the resources 

used by Legacy PDSCH

{

NB-IOT

sPDCCH sPDCCH

sPDCCH


oleObject2.bin
Time


sTTI 0


System Bandwidth


sTTI 1


sPDSCH for UE A



