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1	Introduction
In this contribution, we address the CSI enhancements described in the Rel-19 MIMO work item agreed in RAN#102 [1]. This contribution concerns the following objectives:
	    …

2. [bookmark: _Hlk146697700]Specify CSI support for up to 128 CSI-RS ports, targeting FR1
a. Type-I codebook refinement supporting up to a total of 128 CSI-RS ports across all resources, assuming legacy CSI-RS resources (with up to 32 CSI-RS ports per resource), based on extension of legacy codebooks
b. Type-II codebook refinement supporting up to a total of 128 CSI-RS ports across all resources, assuming legacy CSI-RS resources (with up to 32 CSI-RS ports per resource), based on extension of legacy codebooks, without modifying any codebook parameter other than introducing additional values for the number of ports codebook parameter(s)
c. Extension of CRI(s)-based CSI reporting (CQI/PMI/RI calculated per CRI for ≥1 CRIs) for hybrid beamforming supporting up to a total of 128 CSI-RS ports across all resources, with up to 32 CSI-RS ports per resource, without new codebook design

3. Specify UE reporting enhancement for CJT deployments under non-ideal synchronization and backhaul, targeting FR1, both FDD and TDD 
a. Inter-TRP time misalignment and frequency/phase offset measurement and reporting, assuming legacy CSI-RS design, with stand-alone aperiodic reporting on PUSCH
    …



[bookmark: _Ref54348033]2	CSI support for up to 128 CSI-RS ports
The maximum number of CSI-RS ports configurable per TRP for massive MIMO has been limited to 32 since Rel-15. Rel-18 has introduced support for CJT CSI, allowing measurement and reporting of Type-II CSI assuming coherent MIMO transmission from up to 4 TRPs and across a maximum of 128 CSI-RS ports.
However, deployment of 64TRx antenna arrays at the gNB has become increasingly commercially attractive for network operators because of the significant gain over 32TRx radios by the use of increased beamforming gain and beamforming flexibility in elevation. Hence the motivation to extend CSI support for up to 128 CSI-RS ports in FR1.
Regarding the port layout parameters, we propose to reuse the values  for the azimuth dimension and increase the supported size in elevation up to 8, by supporting the values  in combination with the three largest values of  already supported. By introducing two new  combinations for the 64Tx case and two more for the 128Tx case, the most common port layouts are supported, and the number of new spatial domain codebook dimensions is limited to 4. For all new supported combinations, we propose to extend support of oversampling factors , because of the increase angular accuracy it offers in the beam selection.
[bookmark: _Ref159009494]

Table 1. Proposed new supported configurations of  and 
	Number of 
CSI-RS antenna ports, 
	
	

	
	
	

	64
	(8,4)
	(4,4) 

	
	(16,2)
	(4,4)

	128
	(8,8)
	(4,4)

	
	(16,4)
	(4,4)



Proposal 1. [bookmark: _Ref159237458]Regarding CSI extension for up to 128 CSI-RS ports, support the following combinations of : (8,4), (16,2), (8,8) and (16,4) with oversampling .
Regarding the CSI Resource Setting configuration, a single CSI-RS resource set can be configured with  32-port resources. Note that, following legacy specifications, all the CSI-RS resources in the set have the same number of ports. Regarding the aggregation of ports across the  configured CSI-RS resources and mapping to the PMI ports, a simple mapping can be adopted. Say  the number of CSI-RS resources in the set, and  the number of ports per resource, CSI-RS port  of resource  is mapped to PMI port index , for ,  and .
Proposal 2. [bookmark: _Ref159237470]Regarding the CSI Resource Setting linked to a CSI report for up to 128 CSI-RS ports, for both Type-I and Type-II extensions, support a single CSI-RS resource set with up to  32-port resources.
Proposal 3. [bookmark: _Ref159237483]Regarding the CSI-RS resource aggregation for a CSI report for up to 128 CSI-RS ports, for both Type-I and Type-II extensions, support a simple mapping of the ports across the  resources to the  PMI ports following the order in which the resources are configured in the resource set.
Another general aspect that needs to be considered when configuring a CSI measurement across multiple resources is the need for timing restrictions on the CSI-RS resources. As a starting point we can consider the same restrictions applied to the resources configured for NCJT and CJT CSI reporting, i.e., to be within one or two slots.
Proposal 1. 
Proposal 2. 
Proposal 3. 
Proposal 4. [bookmark: _Ref159237495]Regarding the CSI-RS resource set configured to support up to 128 ports, consider the same timing restrictions adopted for NCJT and CJT resource setting, i.e., the resources are configured in the same slot or two adjacent slots.
2.1	Type I Codebook Enhancements
Type-I codebook was introduced early in Rel-15 NR and has not seen enhancements in subsequent releases. Extending support for up to 128 CSI-RS ports offers the opportunity to evaluate enhancement to the beam selection mechanism, considering that with larger number of ports the beam width becomes narrower.
In both Type-I and Type-II codebooks, when oversampling is applied to the two-dimensional spatial-domain (SD) DFT codebook, the beams are selected from one of the  maximal orthogonal sets of beams of size .  Maximal orthogonal sets of beams are disjoint sets, i.e., any given beam in the codebook belongs to only one maximal orthogonal set. However, because of the Kronecker structure of the spatial beam definition
	


	(1)


for any given beam, there are more than  orthogonal beams in the codebook, as illustrated in Figure 1. It can be shown that the size of this extended orthogonal set is larger than  and is equal to
	
	[bookmark: _Ref534994984][bookmark: _Ref534994990](2)



[image: ]
[bookmark: _Ref158676315]Figure 1. Example of the extended set of beams that are orthogonal to a reference beam.
In Type-I the selection of the second orthogonal beam, in Mode 1 (or beam cluster, in Mode 2) is further restricted to a subset of 4 beams (or beam clusters), from the maximal orthogonal set (or cluster of maximal orthogonal sets), identified by the first beam (or beam cluster). This choice reduces the bit-width needed to indicate the second beam to 2 bits and restricts the search for the second beam to the proximity of the first beam in the 2-D grid of beams. Because in Type-I codebook, ranks 1 to 4 are supported by just two beams (only one beam for rank 1, and for rank 2 if the second beam is the same as the first), it is possible to extend the search of the second beam to a larger set of beams orthogonal to the first beam with a very modest increase in feedback overhead. This extension is beneficial for large array sizes as the DFT codebook beams becomes narrower. 
Observation 1. [bookmark: _Ref159237338]For Type-I codebook extension, the second beam can be selected from a larger set of orthogonal beams. This extension is beneficial for large array sizes as the DFT codebook beams become narrower.
Proposal 4. 
Proposal 5. [bookmark: _Ref159237505]For Type-I codebook extension for up to 128 ports, consider extending the set of orthogonal beams for the selection of the second beam.
In the following we look at practical ways to extend the orthogonal beam set in Type-I codebook for ranks up to 4. 
2.1.1	Beam selection enhancement for ranks up to 4
In legacy codebook-based CSI reporting, the choice of orthogonal beams and their indication is done in two different ways for Type-I and Type-II codebooks. In Type-I, two indices,  and , indicate the first beam (for codebook Mode 1) or the first beam cluster (for codebook Mode 2). A second beam (Mode 1) or beam cluster (Mode 2), is selected only for rank 2, 3 or 4 and reported by index . The selection of the second beam or beam cluster is done in a restricted subset of the same maximal orthogonal set of size , such that the bitwidth of  is, at most, 2 bits, indicating a pair of offset values , such that the second beam or beam cluster is identified by the indices  and . In case of beam clusters, the actual beams are selected from the clusters per subband such that orthogonality is preserved.
2.1.1.1	Mode 1
Figure 2 illustrates an example of the legacy selection of a 2-beam selection with Type-I codebook Mode 1. Beam ‘a’ is selected for layer 1 and beam ‘a’, ‘b’, ‘c’, or ‘d’ is selected for layer 2. In the example,  indicates the offset pair , such that the selected second beam is ‘d’. Note that the selection of the second beam is restricted to a subset of the maximal orthogonal set of the first beam of size . Note also that the second beam may be the same as the first beam.
[image: ]
[bookmark: _Ref158756367]Figure 2. Illustration of a two-beam combination indication for Type-I codebook Mode 1, with indicators ,  and .
In general, we observe that, in the extended orthogonal set, only one beam can be selected in each cluster of  beams. Hence, the legacy beam indicators can be reused to identify the  clusters where the selected beams are found. A new indicator can be introduced to identify the position of the second beam within the respective  cluster. The allowed beams within a  cluster are determined by the intersection of the cluster with the extended orthogonal set associated with the first beam. As shown in Figure 1, there are at most  candidate beams that can be selected in any of the  clusters of size . These eligible beams can be further restricted to reduce the bit width of the new indicator.
Figure 3 shows a beam selection extension for Mode 1, where the first beam indicator for Type-I codebooks, , is reused to locate the position of the first beam and  is reused to locate the position of the  cluster for the second beam. A new two-bit index,  is used to locate beam 1 as one of the four possible beams of the extended orthogonal set found within the respective  cluster.
[image: ]
[bookmark: _Ref158757658][bookmark: _Hlk114478530]Figure 3. Illustration of an extended beam selection for Type-I CB with Mode 1. The method reuses the legacy indices  for beam 0 and  to identify the  cluster for beam 1. A new 2-bit index  is introduced to identify beam 1 within its respective cluster.

Proposal 1. 
Proposal 2. 
Proposal 3. 
Proposal 4. 
Proposal 5. 
Proposal 6. [bookmark: _Ref159237517]For Type-I codebook extension for up to 128 ports, with Mode 1, consider a simple codebook extension as a starting point, obtained by increasing the values of .
Proposal 7. [bookmark: _Ref159237538]For Type-I codebook extension for up to 128 ports, with Mode 1, consider extending the candidate beams for the second beam by reusing the existing beam selection indicators  to identify the first beam and  to identify an  cluster for the second beam, and introducing a new indicator to locate the second beam within this cluster.
Figure 4 illustrates another possible extension of the beam selection in Type-I, Mode 1, which is based on the spatial beam selection mechanism used for Type-II codebooks. We can use the legacy combinatorial indicator  to indicate the  selected  clusters for beam 0 and beam 1 (), respectively, and the indicator  to indicate the maximal orthogonal set of the first beam (i.e., the position of the selected beam inside the first selected cluster of size ). For the second beam, we can introduce a new index, say , which determines the position of the second beam within the respective  cluster. Note that the possible positions are, at most,  to ensure orthogonality with the first beam.
[image: ]
[bookmark: _Ref158766063]Figure 4. Illustration of an extended beam selection for Type-I CB with Mode 1. The method adopts the beam selection mechanism of Type-II CBs. The method reuses the legacy indicators  and  to identify beam 0 and the  cluster for beam 1. A new 3-bit index  is introduced to identify beam 1 within its respective cluster.

Proposal 6. 
Proposal 7. 
Proposal 8. [bookmark: _Ref159237551]For Type-I codebook extension for up to 128 ports, with Mode 1, consider extending the candidate beams for the second beam by using an extended Type-II-style beam selection mechanism, where the legacy indicators  and  of Type-II are reused to identify the first beam and an  cluster for the second beam and a new indicator is introduced to identify the second beam within this cluster.

2.1.1.2	Mode 2
Figure 5 illustrates an example of the legacy selection of two beam groups of size four beam each, with Type-I codebook Mode 2. Beam group ‘a’ is selected at wideband for layer 1 and beam group ‘a’, ‘b’, ‘c’, or ‘d’ is selected for layer 2. In the example,  indicates the offset pair , such that the selected second beam group is ‘d’.
[image: ]
[bookmark: _Ref158764498]Figure 5. Illustration of two beam-groups indication for Type-I codebook Mode 2, with indicators ,  and .
In general, we observe that a beam group is formed by the intersection of four maximal orthogonal sets with one of the  clusters of size . Therefore, the methods of extending the orthogonal sets described for Mode 1 can be easily applied also to beam groups. Only one beam group can be selected in each cluster of  beams. Hence, the legacy beam group indicators can be reused to identify the  clusters where the selected beam groups are found. A new indicator can be introduced to identify the position of the second beam group within the respective  cluster. The allowed beam groups within a  cluster are determined by the intersection of the cluster with the extended orthogonal sets associated with the first beam group. As can be seen in Figure 1, by considering the 4 extended orthogonal sets associated with a beam group, there are at most  candidate beam groups that can be selected in any of the  clusters of size . These eligible beam groups can be further restricted to reduce the bit width of the new indicator.
Figure 6 illustrates an example of how the beam selection extension for Mode 1 shown in Figure 3 can also apply to Mode 2. The method reuses the legacy indices  to indicate the 2x2 wideband beam group for beam 0 and  to identify the  cluster where the 2x2 wideband beam group for beam 1 is located. In the example, index  and it is mapped to the pair , following legacy Type-I specifications. A new one-bit index,  is used to locate the 2x2 wideband beam group for beam 1 as one of two beam groups of the extended orthogonal set found within the respective  cluster.
[image: ]
[bookmark: _Ref159234172]Figure 6. Illustration of an extended wideband beam group selection for Type-I CB with Mode 2. The method reuses the legacy indices  for beam group 0 and  to identify the  cluster for beam group 1. A new 1-bit index  is introduced to identify beam group 1 within its respective cluster.

Proposal 9. [bookmark: _Ref159237564]For Type-I codebook extension for up to 128 ports, with Mode 2, consider a simple codebook extension as a starting point, obtained by increasing the values of .
Proposal 10. [bookmark: _Ref159237575]For Type-I codebook extension for up to 128 ports, with Mode 2, consider extending the candidate beam groups for the second beam group by reusing the existing beam group selection indicators  to identify the first beam group and  to identify an  cluster of the second beam group, and introducing a new indicator to locate the second beam group within this cluster.
Like for Mode 1, one can consider adopting the beam selection mechanism of Type-II also to Mode 2 and extend the orthogonal groups by reusing the legacy combinatorial indicator  to indicate the  selected  wideband beam groups for beam 0 and beam 1 (), respectively, and the indicator , to indicate the maximal orthogonal sets of the first beam group (i.e., the position of the selected beam group inside the first selected cluster of size ). For the second beam group, we can introduce a new index, say , which determines the position of the second beam group within the respective  cluster. Note that the possible positions are, at most,  to ensure orthogonality with the first beam group.
Proposal 11. [bookmark: _Ref159237598]For Type-I codebook extension for up to 128 ports, with Mode 2, consider extending the candidate beam groups for the second beam group by using an extended Type-II-style beam selection mechanism, where the legacy Type-II indicators  and  are reused to identify the first beam group and an  cluster for the second beam group and introducing a new indicator to identify the second beam group within this cluster.

2.1.1.3	Simulation results

In the following we present simulation results to evaluate the performance gains of Type-I codebook extension for 64 and 128 ports. For these initial results we consider a simple extension of the legacy Type-I SP codebook, obtained by increasing the parameter values of  and , as proposed in Table 1 and reusing the same beam selection mechanism as in Rel-15 Type-I. Regarding the transmit array geometry, we consider a square dual-polarised single-panel array, with 64 antenna elements per polarisation (8x8), and we consider different levels of antenna element aggregation in the elevation to obtain the 32, 64 and 128-port configurations. Hence, the antenna port configuration for 32-port is: , for 64-port is: , and for 128-port is: . Figure 7 shows the baseline port layout used for 32-port used in the simulations, whilst Figure 8 and Figure 9 show the new 8x4 and 8x8 layouts for 64 and 128 ports, respectively. The table with a summary of simulation assumptions is reported in Appendix C.
	[image: ]
[bookmark: _Ref131762552]Figure 7. Baseline 8x2 layout for 32 CSI-RS ports corresponding to a transmit array configuration:
(M,N,P,Mg,Ng,Mp,Np) =(8,8,2,1,1,2,8).
	[image: ]
[bookmark: _Ref131765153]Figure 8. 8x4 layout for 64 CSI-RS ports corresponding to a transmit array configuration:
(M,N,P,Mg,Ng,Mp,Np) =(8,8,2,1,1,4,8).
	[image: ]
[bookmark: _Ref159238873]Figure 9. 8x8 layout for 128 CSI-RS ports corresponding to a transmit array configuration:
(M,N,P,Mg,Ng,Mp,Np) =(8,8,2,1,1,8,8).



Proposal 12. [bookmark: _Ref159237614]Regarding Type-I and Type-II extensions for up to 128 ports, for the EVM assumptions, consider the following transmit array and port layouts. For 64 ports:  and . For 128 ports:  and .
Figure 10 and Figure 11 show the mean UPT gain and cell-edge gain for MU-MIMO, respectively, by extending Type-I codebook, Mode 1, with 64 ports and 128 ports relative to the legacy 32 ports. Different resource utilisation (RU) levels of 30, 50 and 70% are tested showing that the gains increase with RU.


[image: ]
[bookmark: _Ref159022902]Figure 10. Mean UPT gains over 32 ports (%) for 64 and 128 ports and different RU by straightforward extension of Type I, Mode 1.

[image: ]
[bookmark: _Ref159022910]Figure 11. Cell-edge UPT gains over 32 ports (%) for 64 and 128 ports and different RU by straightforward extension of Type I, Mode 1.

2.2	Type II Codebook Refinement
Rel-16 Type-II and Rel-17 Type-II port selection codebooks have been extended in Rel-18 to support CJT operations with up to 4 TRPs for a total number of ports up to 128.
In Rel-16-based CJT CSI reporting, a UE is configured to select spatial beams in a TRP-specific manner, , from DFT codebooks supporting a maximum of 16 CSI-RS ports. Because of this restriction, reusing the CJT CSI codebook for Type-II extension for up to 128 ports prevents from exploiting the beamforming gain of the increased array size in full. To extend support of regular Rel-16 Type-II CSI for up to 128 ports, the parameters  and  of the SD codebook need to be extended. The remaining codebook description, including FD basis vector selection,  quantisation and bitmap definition can be reused from Rel-16 Type-II. 
Observation 2. [bookmark: _Ref159237385]Rel-16 Type-II-based CJT CSI supports PMI measurements across up to 128 CSI-RS ports, however the SD basis vectors are selected per CSI-RS resource with codebook size limited to 16 ports.
Proposal 13. [bookmark: _Ref159237632]For Rel-16 Type-II codebook refinement supporting up to 128 ports, support spatial domain codebook extension for , and the selection of  beams of length . For the remaining codebook description, reuse Rel-16 Type-II codebook.
Proposal 14. [bookmark: _Ref159237657]For Rel-16 Type-II codebook refinement supporting up to 128 ports, evaluate the trade-off between performance and feedback overhead for the existing parameter combinations  and determine if any additional parameter value restrictions are needed.
Regarding Rel-17 Type-II port selection, there does not seem to be a need for supporting more than 32 ports from a single TRP. The CSI-RS ports in this case are precoded both in spatial and frequency domain, based on partial UL-DL channel reciprocity of angles and delays. Therefore, 32 ports are sufficient to capture the spatial and frequency characteristics of a DL channel for a single TRP and an extension to 128 ports is not needed.  
Observation 3. [bookmark: _Ref159237404]Rel-17 Type-II PS can already be used with up to 32 CSI-RS ports in both spatial and frequency domain. 32 pairs of angles and delays per UE is sufficient to capture the spatial and frequency characteristics of a DL channel for a single TRP.
Proposal 15. [bookmark: _Ref159237684]No extension of Rel-17 Type-II PS is needed because 32 pairs of angles and delays per UE are sufficient to capture the spatial and frequency characteristics of a DL channel for a single TRP.

2.3	CSI Reporting for Hybrid Beamforming
The third mechanism identified for extending CSI support for up to 128 ports is to extend the CRI-based CSI reporting with PMI/RI/CQI calculated for multiple CRIs. Instead of calculating a single CSI across all the configured resources, a UE is configured to calculate CSIs for multiple transmission hypotheses involving a subset of ports and report multiple such CSIs.
A similar mechanism with multiple CSI transmission hypotheses and up to 3 reported CRIs and corresponding CSIs was introduced in Rel-17 to support Type-I-based NCJT CSI reporting. NCJT CSI reporting support up to 64 ports across the two TRPs/TRP groups, with restrictions depending on the number of configured resources in each Resource Group.
Single CRI reporting in legacy specifications is also supported only for Type-I codebook with restrictions on the maximum number of ports per resource depending on the number of resources configured.
Observation 4. [bookmark: _Ref159237420]A CSI report with multiple CRIs and CSIs (PMI/CQI/RI) was introduced in Rel-17 for Type-I based NCJT CSI, in which up to 3 different CRIs and CSIs can be reported: the best NCJT transmission hypotheses, and the best single-TRP transmission hypotheses for each of the two Resource Groups
Extension of CRI-based CSI should target primarily Type-I reporting, because the complexity of multiple Type-II CSI calculations and feedback overhead for reporting multiple Type-II CSIs may be prohibitive.
Regarding the definition of the CRI codepoints, a simple association of CRIs with single CSI-RS resources, as per legacy, seem sufficient, and excluding more complex combinations of resources allows to limit the number of CSI transmission hypotheses to as many as the number of configured CSI-RS resources.
Regarding the CSI reporting format, a similar approach as used for Rel-17 NCJT reporting can be reused, with multiple CSIs, each corresponding to a CRI, reported in the same CSI report, without the need to introduce compression or sharing of reported quantities across the reported CSIs.
Proposal 16. [bookmark: _Ref159237712]For the extension of CRI-based CSI reporting for up to 128 ports, consider extending the existing CRI-based reporting for Type-I codebook only.
Proposal 17. [bookmark: _Ref159237724]For the extension of CRI-based CSI reporting for up to 128 ports, regarding the reporting format, reuse the solution adopted for Rel-17 NCJT with one or more CSI(s), each corresponding to a CRI, reported in the same report.

3	CJT under nonideal synchronisation 
CJT is a type of downlink multi-TRP MIMO transmission based on single-DCI as shown in Figure 12, where a central scheduler, i.e., a serving TRP, coordinates the transmitting TRPs and each of the downlink MIMO layers is transmitted from all the cooperating TRPs on the same time and frequency resources. The serving TRP may configure a UE to report a CJT CSI report with PMI/RI/CQI facilitating the precoding of the MIMO layers in the PDSCH transmission, as specified in Rel-18 CJT CSI reporting, based on Rel-16 Type-II or Rel-17 Type-II PS codebooks.
[image: ]
[bookmark: _Ref158851594]Figure 12. Illustration of CJT under non-ideal backhaul assumptions.
In Rel-18 CJT CSI, it was assumed that the backhaul between the TRPs provided ideal synchronisation. However, in practice, oscillator differences between transmit and receive radio units cause different carrier frequency offsets (CFOs) between each TRP and a UE. Besides, receive timing difference between the signals transmitted from antenna ports of different TRPs can be considerable given the size of a CJT deployment. The receive timing difference between two TRPs may depend on the TRP deployment scenario, the position of a UE relative to the TRPs, the channel propagation conditions. The effects of different frequency and timing offsets between TRPs are especially relevant for inter-site CJT scenarios, where the cooperating TRPs can be non-co-located, as illustrated in Figure 13.
[image: ]
[bookmark: _Ref158851578]Figure 13. Example of inter-site CJT scenario.

Observation 5. [bookmark: _Ref159238333]In inter-site CJT scenarios, oscillator differences between transmit and receive radio units cause different frequency offsets between each TRP and a UE. The receive timing difference between the signals transmitted from antenna ports of different TRPs can be considerable given the size of a CJT deployment.

[bookmark: _Ref158982004]3.1	Inter-TRP frequency offsets
Consider a downlink CJT system with  transmitting TRPs serving a UE with  receive antennas. For simplicity in the analysis, we assume one antenna port per TRP. The received CJT signal at time  and receive antenna , with TRP-specific frequency offsets is given by
	
	(3)


where  is the frequency offset of TRP  relative to the receiver radio unit,  is the channel impulse response with  paths between TRP  and receive antenna ,  is the transmitted signal from TRP , and  is the additive noise plus interference. In Appendix A we show that the received OFDM symbol  can be re-written as a function of the channel measured by the UE at symbol , , as follows:
	
	[bookmark: _Ref156475559](4)


where  is the frequency offset of TRP  relative to the subcarrier spacing , defined as
	
	(5)


and where  contains the intercarrier interference (ICI), interference and noise.
Equation (4) shows that a frequency offset between TRP  and a UE causes the phase of the channel between TRP  and a receive antenna to drift linearly in time with respect to the phase measured at a CSI-RS occasion. The slope of this phase ramp is proportional to the frequency offset . When a UE calculates a CJT CSI, the CSI quantities, PMI/CQI/RI are obtained from the channel measured at the latest CSI-RS measurement occasion. However, the reported CSI is no longer matched to the channel carrying the following PDSCH transmission because the CFOs will have caused different phase drifts for different TRPs.
Observation 1. 
Observation 2. 
Observation 3. 
Observation 4. 
Observation 5. 
Observation 6. [bookmark: _Ref159238356]A frequency offset between TRP  and a UE causes the phase of the channel between TRP  and a receive antenna to drift linearly in time with respect to the phase measured at a CSI-RS occasion.
If the frequency offset was the same for all TRPs, the channel phase variation in time would be the same across all transmit antenna ports, hence there would be no effect on the PDSCH precoder accuracy for a MIMO layer, if a UE compensates for the common frequency offset. However, in case of CJT transmission, in which a MIMO layer is transmitted from  TRPs, if the frequency offsets are different between TRPs, the channel phase variation affecting the transmit antenna ports of a TRP may be different than those affecting the antenna ports of other TRPs. Therefore, the precoder for a MIMO layer calculated from the reported PMI will not match the CJT channel during PDSCH transmission. Moreover, a UE would not be able to compensate for different TRP frequency offsets at the time of data reception because the channel measured from a DMRS port, i.e., MIMO layer, is the combination of channels and precoders of all the transmitting TRPs and the different frequency offsets cannot be separated and compensated during demodulation. A UE implementation may be able to compensate for a frequency offset common across TRPs, however a CJT transmission would be degraded by the different residual offsets after UE compensation.
Observation 7. [bookmark: _Ref159238373]In a CJT transmission in which a MIMO layer is transmitted from  TRPs, if the frequency offsets are different between the transmitting TRPs, the precoder for a MIMO layer calculated from the reported PMI does not match the CJT channel during PDSCH transmission because the CFOs have caused different phase drifts in time for different TRPs.
Observation 8. [bookmark: _Ref159238383]In a CJT transmission a UE cannot compensate for different TRP frequency offsets at the time of data reception because the channel measured from a DMRS port, i.e., MIMO layer, is the combination of channels and precoders of all the transmitting TRPs and the different frequency offsets cannot be separated and compensated during demodulation.
Conversely, if the frequency offsets are known at the gNB, the gNB could pre-compensate for the phase rotations of (4) by applying appropriate phase adjustments to the precoder weights of a MIMO layer at each transmitting TRP. This pre-compensation is possible if a UE is configured to measure and report these frequency offsets .
Observation 1. 
Observation 2. 
Observation 3. 
Observation 4. 
Observation 5. 
Observation 6. 
Observation 7. 
Observation 8. 
Observation 9. [bookmark: _Ref159238398]The gNB can pre-compensate for the inter-TRP frequency offsets by applying appropriate phase adjustments to the precoder weights of a MIMO layer at each TRP when transmitting PDSCH. This pre-compensation is possible if a UE is configured to measure and report these frequency offsets.
We note that the gNB does not need to pre-compensate frequency offsets in the CSI-RS measured for CSI reporting because a CSI is measured from resources that are transmitted in the same slot or in two adjacent slots, hence the presence of different frequency offsets does not affect the CSI calculation.
Observation 10. [bookmark: _Ref159238410]Frequency offset pre-compensation on CSI-RS resources is not needed as CSI calculation is not affected by the presence of different inter-TRP frequency offsets.
Note that different frequency offsets for different TRPs may be caused by oscillator differences in the radio units, but also by different Doppler shifts. Because Doppler shifts depend on the angle between the UE movement vector and a channel propagation path, a UE moving at a certain velocity may experience different Doppler shifts from different transmitting TRPs. 
3.1.1	Measurement and reporting aspects
Figure 14 illustrates an inter-TRP frequency offset compensation mechanism, in which a UE compensates for a common frequency offset across TRPs and reports relative offsets to the gNB. The gNB pre-compensates the PDSCH for the reported relative offsets.
[image: ]
[bookmark: _Ref158887443]Figure 14. Inter-TRP frequency offset compensation.
A UE can estimate frequency offset of TRP  by measuring two or more RS resources, or two or more transmission occasions of the same RS resource, received at different times. RAN4 minimum requirements for gNB frequency error are given in Table 2 (see Clause 6.5.1.2 of TS 38.104 [3])
[bookmark: _Ref156225663]Table 2. RAN4 frequency error minimum requirement for gNBs
	BS class
	Accuracy

	Wide Area BS
	±0.05 ppm

	Medium Range BS
	±0.1 ppm

	Local Area BS
	±0.1 ppm

	Home BS
	±0.25 ppm



For example, a frequency offset accuracy of , for TRPs transmitting at 2GHz carrier frequency, leads to frequency offsets in the range , and a maximum relative frequency offset of 200Hz, in absolute value, between two TRPs. From (4), we can calculate the maximum time separation between two samples such that the measured phase difference is smaller than  in absolute value. By using the ratio  for a normal cyclic prefix (see Clause 5.3.1, TS 38.211), and SCS , we obtain
	
	(6)


which corresponds to 5 slots. Therefore, a UE needs to measure two RS resources that are spaced in time less than 5 slots to be able to resolve a frequency offset accuracy up to  at 2GHz. The minimum time separation between measured resources increases with the decrease of the maximum measurable frequency offset. CSI-RS for tracking (TRS) are designed for frequency offset measurements and provide suitably small time spacing of  symbols between two TRS resources in a slot. The higher density of 3 in also allows robust averaging in frequency for a low noise estimation of a wideband frequency offset.
Proposal 1. 
Proposal 2. 
Proposal 3. 
Proposal 4. 
Proposal 5. 
Proposal 6. 
Proposal 7. 
Proposal 8. 
Proposal 9. 
Proposal 10. 
Proposal 11. 
Proposal 12. 
Proposal 13. 
Proposal 14. 
Proposal 15. 
Proposal 16. 
Proposal 17. 
Proposal 18. [bookmark: _Ref159238471]For the evaluation methodology of inter-TRP frequency offset measurement and reporting, model the frequency errors for the TRPs as i.i.d. random variables, uniformly distributed within the frequency range determined by the minimum frequency error requirements of Table 6.5.1.2-1 of TS 38.104. 
Observation 1. 
Observation 2. 
Observation 3. 
Observation 4. 
Observation 5. 
Observation 6. 
Observation 7. 
Observation 8. 
Observation 9. 
Observation 10. 
Observation 11. [bookmark: _Ref159238423]A UE needs to measure two RS resources that are spaced in time less than 5 slots to be able to measure inter-TRP frequency offsets, assuming a CFO error per TRP up to  at 2GHz, and less than 2.5 slots for a CFO error per TRP up to 
Observation 12. [bookmark: _Ref159238435]A UE can accurately estimate the frequency offset for each TRP from a corresponding TRS set, by measuring two resources in a slot or four resources in two adjacent slots, depending on the TRS configuration.
Proposal 1. 
Proposal 2. 
Proposal 3. 
Proposal 4. 
Proposal 5. 
Proposal 6. 
Proposal 7. 
Proposal 8. 
Proposal 9. 
Proposal 10. 
Proposal 11. 
Proposal 12. 
Proposal 13. 
Proposal 14. 
Proposal 15. 
Proposal 16. 
Proposal 17. 
Proposal 18. 
Proposal 19. [bookmark: _Ref159238494]For inter-TRP frequency offset measurement and reporting, support measurement configuration from a single TRS set per TRP.
In the following, we describe how the frequency offset for a generic TRP can be estimated by a UE from measurement of two or more TRS resources. The method corresponds to the maximum likelihood (ML) estimation and is used later in our simulation results as part of the evaluation methodology.
Let us assume a UE observes  TRS resources received at times:  from a TRP and obtains the sample vector:  corresponding to a receive antenna  and subcarrier . From (4), we can write the observations as
	
	(7)


where  is the complex-values estimated channel, for receive antenna  and subcarrier , which is assumed constant over the observation time interval. By assuming that the noise plus interference samples, , are independent Gaussian with zero mean and variance , the ML estimator for a single subcarrier and receive antenna is given by (see derivation in Appendix B)
	
	(8)


where the function  is defined as
	
	[bookmark: _Ref156504326](9)


The ML estimate of the complex-valued channel sample  is also derived in Appendix B and is given by
	
	(10)



For each TRP, we can extend the ML solution to multiple subcarriers and receive antennas by finding the values of the frequency offset,  and the channel estimates   that maximise the joint pdf of the -sample observation vectors , across the  subcarriers, , where TRS resources are measured, and  receive antennas, .
The ML estimate of , given all the observation vectors  across receive antennas and subcarriers, is found by maximising the following function, as derived in Appendix B
	
	(11)


and the ML estimates of  are given by
	, for , 
	(12)


In conclusion, a UE can accurately estimate the frequency offset for each TRP from a TRS set, by measuring two resources in a slot or four resources in two adjacent slots, depending on the TRS configuration. The gNB can pre-compensate for the inter-TRP frequency misalignment if it knows the relative frequency offsets of the transmitting TRPs with respect to a reference TRP. 
Proposal 20. [bookmark: _Ref159238507]For the evaluation methodology for inter-TRP frequency offset measurement and reporting, maximum likelihood (ML) estimation of frequency offsets for each TRP can be assumed, obtained from measurements of two or four TRS resources of the same TRS set, depending on TRS configuration.

3.2	Inter-TRP time misalignment
In a CJT transmission, the receive timing difference between the signals transmitted by antennas of two transmitting TRPs, at a UE, is the combination of a TRP relative time alignment error (TAE) and an RF propagation delay difference:
	
	(13)


For a single TRP or co-located/intra-site deployments, where  between signals transmitted from different transmit antennas, the maximum TAE for MIMO transmission is specified in TS 38.104, Sec. 6.5.3.2 [3] as . However, for inter-site deployments, where  there is no clear indication of what the maximum TAE should be.
In general, the maximum receive timing difference (MRTD) should be smaller than the cyclic prefix (CP) with the remaining duration of the CP allowing for channel delay spread. For multi-DCI Multi-TRP, an MRTD requirement is specified in TS 38.133, Sec. 7.6.8 [4] as equal to the CP length for a UE not supporting larger-than-CP receive timing differences and  for a UE supporting larger-than-CP receive timing differences, in FR1.
In Rel-18 CJT CSI reporting with Mode 1, a mechanism was introduced for a UE to report  timing offsets with respect to the first TRP to reduce the delay spread of the combined CJT channel and to better capture the energy of the channel with the FD basis vectors. The offset for TRP , with  is reported as a layer-common index , where  is the number of PMI subbands and  is the oversampling factor in frequency domain. As a result, the phase of the precoding matrix of PMI subband index , for all MIMO layers transmitted by TRP  to a given UE are adjusted by the factor: , with . 
For the evaluation methodology of inter-TRP timing offset measurement and reporting, we can assume that a UE can correctly measure relative receive timing differences between TRPs if these offsets are not larger than the CP length. For timing differences larger than the CP, inter-symbol interference would likely make any measurements unreliable.
Proposal 21. [bookmark: _Ref159238523]For the evaluation methodology of inter-TRP timing offset measurement and reporting, model the relative time alignment error (TAE) between TRPs in an inter-site scenario as i.i.d. random variables, uniformly distributed between 0 and one CP length.
3.3	Simulation results
In this section we present some simulation results showing the performance degradation caused by inter-TRP frequency offsets (CFO) and time offsets (TO) when they are not compensated. We simulated an inter-site CJT scenario with up to 4 TRPs and  and Rel-16-based CJT CSI reporting. The simulation assumptions are listed in Appendix D. In Figure 15, we observe up to 20% loss in mean UPT and up to 55% loss in cell edge UPT if the relative CFOs are not compensated. With UE reporting of relative CFOs and proper CFO compensation of the PDSCH, as explained in Section 3.1, the loss can be reduced to ~3% compared to the case with ideal frequency synchronisation.
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[bookmark: _Ref158982640]Figure 15. Mean and cell-edge UPT for an inter-site CJT scenario with 4 TRPs (parameter combinations with  for ). Comparison between ideal frequency synchronisation assumption and nonideal frequency synchronisation with and without inter-TRP carrier frequency offset (CFO) compensation.

In Figure 16, we observe the loss in performance to the effect of nonideal time synchronisation between TRPs, as described in Section 3.2. We see up to 9% loss in mean UPT and up to 20% loss in cell edge UPT, if the inter-TRP time offset is not compensated. With proper time offset compensation, the loss is reduced to ~3%.
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[bookmark: _Ref158982654]Figure 16. Mean and cell-edge UPT for an inter-site CJT scenario with 4 TRPs (parameter combinations with  for ). Comparison between ideal time synchronisation assumption and nonideal time synchronisation with and without inter-TRP time offset (TO) compensation.

[bookmark: _Ref158884043]4	Conclusion
Hereafter is a summary of observations and proposals for CSI extension for up to 128 ports
Observation 1	For Type-I codebook extension, the second beam can be selected from a larger set of orthogonal beams. This extension is beneficial for large array sizes as the DFT codebook beams become narrower.
Observation 2	Rel-16 Type-II-based CJT CSI supports PMI measurements across up to 128 CSI-RS ports, however the SD basis vectors are selected per CSI-RS resource with codebook size limited to 16 ports.
Observation 3	Rel-17 Type-II PS can already be used with up to 32 CSI-RS ports in both spatial and frequency domain. 32 pairs of angles and delays per UE is sufficient to capture the spatial and frequency characteristics of a DL channel for a single TRP.
Observation 4	A CSI report with multiple CRIs and CSIs (PMI/CQI/RI) was introduced in Rel-17 for Type-I based NCJT CSI, in which up to 3 different CRIs and CSIs can be reported: the best NCJT transmission hypotheses, and the best single-TRP transmission hypotheses for each of the two Resource Groups


Proposal 1	Regarding CSI extension for up to 128 CSI-RS ports, support the following combinations of : (8,4), (16,2), (8,8) and (16,4) with oversampling .
Proposal 2	Regarding the CSI Resource Setting linked to a CSI report for up to 128 CSI-RS ports, for both Type-I and Type-II extensions, support a single CSI-RS resource set with up to  32-port resources.
Proposal 3	Regarding the CSI-RS resource aggregation for a CSI report for up to 128 CSI-RS ports, for both Type-I and Type-II extensions, support a simple mapping of the ports across the  resources to the  PMI ports following the order in which the resources are configured in the resource set.
Proposal 4	Regarding the CSI-RS resource set configured to support up to 128 ports, consider the same timing restrictions adopted for NCJT and CJT resource setting, i.e., the resources are configured in the same slot or two adjacent slots.
Proposal 5	For Type-I codebook extension for up to 128 ports, consider extending the set of orthogonal beams for the selection of the second beam.
Proposal 6	For Type-I codebook extension for up to 128 ports, with Mode 1, consider a simple codebook extension as a starting point, obtained by increasing the values of .
Proposal 7	For Type-I codebook extension for up to 128 ports, with Mode 1, consider extending the candidate beams for the second beam by reusing the existing beam selection indicators  to identify the first beam and  to identify an  cluster for the second beam, and introducing a new indicator to locate the second beam within this cluster.
Proposal 8	For Type-I codebook extension for up to 128 ports, with Mode 1, consider extending the candidate beams for the second beam by using an extended Type-II-style beam selection mechanism, where the legacy indicators  and  of Type-II are reused to identify the first beam and an  cluster for the second beam and a new indicator is introduced to identify the second beam within this cluster.
Proposal 9	For Type-I codebook extension for up to 128 ports, with Mode 2, consider a simple codebook extension as a starting point, obtained by increasing the values of .
Proposal 10	For Type-I codebook extension for up to 128 ports, with Mode 2, consider extending the candidate beam groups for the second beam group by reusing the existing beam group selection indicators  to identify the first beam group and  to identify an  cluster of the second beam group, and introducing a new indicator to locate the second beam group within this cluster.
Proposal 11	For Type-I codebook extension for up to 128 ports, with Mode 2, consider extending the candidate beam groups for the second beam group by using an extended Type-II-style beam selection mechanism, where the legacy Type-II indicators  and  are reused to identify the first beam group and an  cluster for the second beam group and introducing a new indicator to identify the second beam group within this cluster.
Proposal 12	Regarding Type-I and Type-II extensions for up to 128 ports, for the EVM assumptions, consider the following transmit array and port layouts. For 64 ports:  and . For 128 ports:  and .
Proposal 13	For Rel-16 Type-II codebook refinement supporting up to 128 ports, support spatial domain codebook extension for , and the selection of  beams of length . For the remaining codebook description, reuse Rel-16 Type-II codebook.
Proposal 14	For Rel-16 Type-II codebook refinement supporting up to 128 ports, evaluate the trade-off between performance and feedback overhead for the existing parameter combinations  and determine if any additional parameter value restrictions are needed.
Proposal 15	No extension of Rel-17 Type-II PS is needed because 32 pairs of angles and delays per UE are sufficient to capture the spatial and frequency characteristics of a DL channel for a single TRP.
Proposal 16	For the extension of CRI-based CSI reporting for up to 128 ports, consider extending the existing CRI-based reporting for Type-I codebook only.
Proposal 17	For the extension of CRI-based CSI reporting for up to 128 ports, regarding the reporting format, reuse the solution adopted for Rel-17 NCJT with one or more CSI(s), each corresponding to a CRI, reported in the same report.

Hereafter is a summary of observations and proposals for inter-TRP time and frequency offset reporting for CJT under nonideal synchronisation.
Observation 5	In inter-site CJT scenarios, oscillator differences between transmit and receive radio units cause different frequency offsets between each TRP and a UE. The receive timing difference between the signals transmitted from antenna ports of different TRPs can be considerable given the size of a CJT deployment.
Observation 6	A frequency offset between TRP  and a UE causes the phase of the channel between TRP  and a receive antenna to drift linearly in time with respect to the phase measured at a CSI-RS occasion.
Observation 7	In a CJT transmission in which a MIMO layer is transmitted from  TRPs, if the frequency offsets are different between the transmitting TRPs, the precoder for a MIMO layer calculated from the reported PMI does not match the CJT channel during PDSCH transmission because the CFOs have caused different phase drifts in time for different TRPs.
Observation 8	In a CJT transmission a UE cannot compensate for different TRP frequency offsets at the time of data reception because the channel measured from a DMRS port, i.e., MIMO layer, is the combination of channels and precoders of all the transmitting TRPs and the different frequency offsets cannot be separated and compensated during demodulation.
Observation 9	The gNB can pre-compensate for the inter-TRP frequency offsets by applying appropriate phase adjustments to the precoder weights of a MIMO layer at each TRP when transmitting PDSCH. This pre-compensation is possible if a UE is configured to measure and report these frequency offsets.
Observation 10	Frequency offset pre-compensation on CSI-RS resources is not needed as CSI calculation is not affected by the presence of different inter-TRP frequency offsets.
Observation 11	A UE needs to measure two RS resources that are spaced in time less than 5 slots to be able to measure inter-TRP frequency offsets, assuming a CFO error per TRP up to  at 2GHz, and less than 2.5 slots for a CFO error per TRP up to 
Observation 12	A UE can accurately estimate the frequency offset for each TRP from a corresponding TRS set, by measuring two resources in a slot or four resources in two adjacent slots, depending on the TRS configuration.

Proposal 18	For the evaluation methodology of inter-TRP frequency offset measurement and reporting, model the frequency errors for the TRPs as i.i.d. random variables, uniformly distributed within the frequency range determined by the minimum frequency error requirements of Table 6.5.1.2-1 of TS 38.104.
Proposal 19	For inter-TRP frequency offset measurement and reporting, support measurement configuration from a single TRS set per TRP.
Proposal 20	For the evaluation methodology for inter-TRP frequency offset measurement and reporting, maximum likelihood (ML) estimation of frequency offsets for each TRP can be assumed, obtained from measurements of two or four TRS resources of the same TRS set, depending on TRS configuration.
Proposal 21	For the evaluation methodology of inter-TRP timing offset measurement and reporting, model the relative time alignment error (TAE) between TRPs in an inter-site scenario as i.i.d. random variables, uniformly distributed between 0 and one CP length.
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Appendix A	Modelling of inter-TRP frequency offsets
Let  be the number of subcarriers,  the subcarrier spacing (SCS),  the time unit, and  the cyclic prefix length normalised by the time unit. In the frequency domain, the received signal at frequency , OFDM symbol , and receive antenna  can be written as
	
	(14)


where  is the channel frequency response and  are the transmitted symbols. In the expression above, we used the well-known representation of an OFDM symbol as a filter bank modulation with prototype filter with frequency response 
	
	(15)


Let us indicate the frequency offset of TRP  relative to the subcarrier spacing  as , defined as
	
	


The frequency-domain received signal at subcarrier , OFDM symbol  and receive antenna  can be re-written as
	
	(16)


where  contains the intercarrier interference (ICI), interference and noise.
If a UE observes the channel at symbol 
	
	(17)


the observed channel between TRP  and receive antenna  reads
	
	(18)


Therefore, the received OFDM symbol  can be re-written as a function of the channel seen by the UE at symbol  as follows:
	
	



Appendix B	Maximum likelihood CFO estimator
B.1	Single subcarrier and receive antenna	
Let us assume a UE observes  TRS resources received at times:  from a TRP and obtains the sample vector:  corresponding to a receive antenna  and subcarrier . From (4), we can write the observations as
	
	


where  is the complex-values estimated channel, for receive antenna  and subcarrier , which is assumed constant over the observation time interval. By assuming that the noise plus interference samples, , are independent Gaussian with zero mean and variance , the joint probability density function (pdf) of the observation vector , given  and  is
	
	(19)


The maximum likelihood estimates of  and  are the values and  that maximise the pdf . By taking the logarithmic  and neglecting constant terms, the maximum of  occurs at the maximum of
	
	(20)


Since the terms  are constants once the observations have been made, they can be removed from the function  and one obtains
	
	(21)


which can be rearranged as follows
	
	(22)


where the symbol  denotes the phase. Finally, by introducing a function  containing the terms in (2) that depend on , we obtain the expression
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where the new function is defined as
	
	


Note that, if the time samples are regularly spaced, i.e., , for some time unit , and we consider the discrete Fourier transform (DFT) of the observation vector , defined as
	, for 
	(24)


the function  is related to the DFT of the observation sequence by the formula
	
	(25)


Let us assume that both parameters  and  are unknown. For a given , the function  is maximised over the phase of  when , where the phase is taken modulo . Therefore, we obtain
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Hence, the ML solution for the frequency offset that maximises (26) is obtained by maximising the absolute value of the function  in (9), i.e.,
	
	


which yields
	
	(27)



The ML solution for the amplitude of the channel estimate, , that maximises (2) is then given by the  peak of the function  in (9), i.e., its absolute value calculated at the ML
	
	(28)


which yields
	
	(29)


Note that the ML estimate of the channel phase, , is provided by the phase of the function  in (9) at its peak. Therefore, the ML estimate of the complex-valued channel sample  is given by
	
	



B.2	Multiple subcarriers and receive antennas
For each TRP, we can extend the ML solution to multiple subcarriers and receive antennas by finding the values of the frequency offset,  and the channel estimates   that maximise the joint pdf of the -sample observation vectors , across the  subcarriers, , where TRS resources are measured, and  receive antennas, . The joint pdf of the observation vectors , given  and  reads
	
	(30)


After taking the logarithmic, removing constants and rearranging the terms, the function we need to maximise is the sum of (9) over  and , i.e., 
	
	(31)


Similarly to the case treated above of a single observation vector , for a given frequency offset , the values of  that maximise (2) are given by , for  and , which yields
	
	(32)



Therefore, the ML estimate of , given all the observation vectors  across receive antennas and subcarriers, is found by maximising the following function
	
	


and the ML estimates of  are given by
	, for , 
	





Appendix C	SLS assumptions for CSI extension >32 ports
	Parameter
	Value

	Duplex, Waveform 
	FDD

	Scenario
	Dense Urban


	Frequency Range
	4GHz.

	Inter-BS distance
	200m 

	Antenna setup and port layouts at gNB
	· 32 ports: (M,N,P,Mg,Ng,Mp,Np) =(8,8,2,1,1,2,8), (dH,dV) = (0.5, 0.8)λ 
· 64 ports: (M,N,P,Mg,Ng,Mp,Np) =(8,8,2,1,1,4,8), (dH,dV) = (0.5, 0.8)λ
· 128 ports: (M,N,P,Mg,Ng,Mp,Np) =(8,8,2,1,1,8,8), (dH,dV) = (0.5, 0.8)λ


	Antenna setup and port layouts at UE
	4RX: (1,2,2,1,1,1,2), (dH,dV) = (0.5, 0.5)λ for rank > 2


	BS Tx power 
	41 dBm

	BS antenna height 
	25m 

	SCS/Number of RBs/Simulation bandwidth
	15kHz/52/10MHz

	MIMO scheme
	MU-MIMO, max rank 2 with rank adaptation


	Traffic model
	FTP model 1 with packet size 2 Mbytes

	Traffic load (Resource utilization)
	30%,50%,70%

	UE distribution
	80% indoor (3km/h), 20% outdoor (30km/h) 

	Feedback assumption
	Realistic

	Channel estimation
	Realistic





Appendix D	SLS assumptions for CJT
	Parameter
	Value

	Scenario
	Inter-site, outdoor 2A

	Inter-site distances
	500 m

	Carrier frequencies
	2 GHz

	Channel type
	DU

	SCS/ Number of RBs/ simulation bandwidth
	15kHz/ 52/ 10MHz

	BS Transmit Power
	Macro: 41 dBm

	BS Height
	Macro: 25m

	BS Antenna Configuration
	16 ports: (M,N,P,Mg,Ng,Mp,Np) = (8,4,2,1,1,2,4)

	UE Distribution
	20% outdoor (30kmph) , 80% indoor (3kmph)

	UE Antenna Configuration
	4 Rx: (1,2,2,1,1,1,2), (dH,dV) = (0.5, 0.5)λ 

	Receiver
	Non-ideal 4RX MMSE

	CJT scheduling set size
	9 TRPs

	Number of TRPs in CJT CSI reporting ()
	Up to 4 TRPs, gNB configured

	paramComb-CJT-L
	{4,4,4,4}

	Feedback assumptions
	CSI feedback periodicity (full CSI feedback): 10ms,
Scheduling delay (from CSI feedback to PDSCH transmission): 4ms

	Traffic model
	FTP model 1 with packet size 0.5 Mbytes

	Modulation 
	Up to 256 QAM

	Carrier Frequency Offset (CFO) model
	i.i.d and uniformly distributed for all TRPs in ( with  corresponding to an error of 0.05 ppm

	Relative CFO quantisation 
	4 bits

	Time offset (TO) model
	 
 i.i.d and uniformly distributed for all TRPs in (

	Relative time offset quantisation
	8 bits
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