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1	Introduction
The scope of NR MIMO phase 5 was endorsed in RAN#102 meeting including the following objective:
1. [bookmark: _Hlk145555364]Specify enhancement to facilitate UE-initiated/event-driven beam management for reducing overhead and/or latency, assuming the unified TCI while leveraging (as much as possible) legacy CSI measurement and reporting configuration frameworks, targeting FR2 and sTRP with intra- and inter-cell beam management
a. UL signaling content(s) (and procedure(s) as required) for UE-initiated/event-driven beam reporting facilitating fast beam switching 
b. UL signaling medium/container considering the UE-initiated/event-driven nature of the UL transmission, designed primarily for the purpose of beam reporting

In this contribution, we discuss fundamental issues related to UE-initiated or event-driven reporting. We will put some extra emphasis on the framework surrounding the reporting, i.e., the events. The WID does not explicitly state that events should be specified, but as we will describe, having an understanding the properties of the events is required to take the event-driven nature of the UL transmission into account.
[bookmark: _Ref178064866]2	Discussion
Ever since Rel-15, NR supports intra-cell and inter-cell mobility. The procedures related to intra-cell mobility are called beam management, and involve periodic, semi-persistent and aperiodic beam measurements, which are used as a basis for beam indication signalling from the NW to the UE. Inter-cell mobility, also known as L3 mobility, relies on event-driven driven reporting, which is used as a basis for HO signalling. With event-driven reporting, the UE continuously evaluates the quality of DL reference signals, and only if certain conditions are fulfilled, the UE sends a report to the NW. This event-driven reporting significantly reduces signalling overhead and has been the main paradigm for inter-cell mobility in 3G, 4G and 5G.
For intra-cell mobility, there is no event-driven reporting specified. The motivation would be to reduce the signalling overhead while maintaining reasonably fast discovery of changing propagation conditions. As soon as the UE discovers that the propagation conditions have changed, the UE would notify the NW.
When discussing the events, it is useful to revisit the three main event-driven frameworks we have in NR today:
The L3 reporting used as a basis for mobility decisions. This framework is quite comprehensive. There are multiple types of events with different properties. The events are based on filtered measurements of RSRP, RSRQ or SINR. The events come in pairs: for each event, an entering event condition and a leaving event condition are defined. The entering event condition is triggered when a condition is fulfilled for the first time, which causes the UE to send a measurement report. Note that the report is only sent once (or a fixed number of times), even if the condition is still fulfilled. The event leaving condition is triggered the first time the condition is no longer fulfilled. This design results in a low overhead, since the report is only transmitted once. The report content is quite flexible: both the cell quality of triggered cell(s) is included, as well as L3 filtered beam measurements on other reference signals. The report is reliably sent over RRC.
Power headroom reporting, which is used to inform the NW that the power headroom, i.e., the amount of available transmit power has changed. This report can be triggered when the difference between the current and the previous pathloss is larger than a configurable value. The power headroom report triggering is also controlled by timers, to avoid too frequent triggering. 
The BFR procedure, which was introduced in Rel-15, and subsequently extended in Rel-16 and Rel-17. In BFR, the UE evaluates the quality of a specific reference signal, and if the quality of that reference signal consecutively falls below a certain threshold a certain number of times, the UE declares beam failure. In SCell BFR, the UE subsequently informs the network about a new beam by transmitting a measurement report using MAC CE.  
2.1	Requirements on UE-initiated reporting
Before diving into the details on how to specify UE-initiated reporting, it is beneficial to discuss the requirements of such reporting. This is even more important, since almost all reporting designed in RAN1 is NW-initiated. In other words, systematic UE-initiated reporting is uncharted territory.
In our view, the following requirements apply to UE-initiated reporting:
Reliability.  All legacy CSI reporting is NW-initiated. This means that the NW can directly determine when a report was not correctly received (except for really small CSI reports, where there is no a CRC). Also, the legacy reporting is designed so that one CSI report could be missed, since the next report would be transmitted rather soon. This had led to that beam reporting was designed without a possibility for retransmissions.
For UE-initiated reporting, the situation is different: the NW does not know that a report is coming, and it cannot determine if a report was missed. If a report is missed, the UE will fail to convey the information that the event has occurred. Clearly, this will lead to a performance impairment.
Flexibility. As described above, the L3 reporting can be configured in many ways, e.g., regarding event type, measurement quantity or measurement target. UE-initiated beam reporting would also benefit from some level of configurability, although not all the flexibility of the L3 reporting is motivated: e.g., there is no need to configure inter-frequency or inter-RAT beam reporting. However, it is probably relevant to be able to define both absolute and relative events, and to define events of the same type but with different parameters. It would also be relevant to define events with different measurement quantities. 
In addition, the events defined for L3 reporting typically have a certain use case in mind, e.g., an A3 event has been defined (neighbour cell becomes an offset better than PCell) so that when that situation occurs the UE sends the measurement report and receives a HO command.
Low overhead. The main motivation for UE-initiated reporting is to reduce overhead, i.e., to avoid transmitting measurement reports that would not result in a beam switch: ideally, each transmitted report should result in a beam switch. This means there must be a mechanism to avoid transmitting reports based on measurement errors or fading dips/peaks.
Flexible report content. As the UE determines when a condition is fulfilled, it also makes sense that the UE determines the contents of the report, within reasonable limits of course. When multiple events have been configured, the reporting content may be different for different events. In contrast, the legacy beam reporting format is fixed. This format is not well-suited for the case with different events.
Reporting speed. The report should be fast enough to give the NW time to update the TCI state of the UE. Here we should note that UE-initiated beam reporting can never be faster than periodic reporting. Also note that the overall speed of a UE-initiated beam reporting scheme is limited by the reference signal periodicity (it is not possible to detect a new best beam between SSB occasions) and the delay to request UL resources to transmit the beam report. 
2.1	Event
Events are not part of the WI objective. Typically, events are specified in RAN2 and not in RAN1, which is one reason why the event definition is not part of the WID for MIMO Phase 5. Specifying these events would be beyond what RAN1 could achieve in one release. 
However, the WID states that the event-driven nature of the reporting should be considered. This requires that RAN1 has some level of common understanding on about what events that leads to that the UE initiates the reporting.
The events in NR described in the beginning of section 2 have one thing in common: the triggering conditions are specified in the standard. The conditions under which the UE shall initiate the transmission of a L3 measurement report or power headroom report, or to trigger radio link or beam failure, are clearly described in different specifications, either in the RRC specification, or in the MAC specification. In other words, the triggering is not up to UE implementation. 
[bookmark: _Toc159244989]The triggering of events in NR are specified, i.e., not up to UE implementation.
There are two main reasons to specify the events:
The NW must be able to control the UL load. If the triggering is up to UE implementation, the NW cannot estimate how often the report will be triggered for different types of UEs. Also, there is no way for the NW to adjust the amount of triggering in case the reporting would be excessive.
An event is generally associated with a certain NW action. In other words, the NW would be designed to operate in a certain way when it receives an event, e.g., the NW would want to update the TCI states within a certain time period. If the event is not specified, it becomes difficult to design a suitable solution based on the reception of the report.
Based on this discussion, we propose
[bookmark: _Toc159244997]The event(s) for UE-initiated beam reporting are specified in the standard, i.e., the events are not up to UE implementation. 
As previously mentioned, it would seem unlikely that RAN1 can define and specify the events: events should be defined and specified by RAN2. However, without specified events, this functionality will be useless. To facilitate efficient specification of events, RAN1 can provide a high-level description of a minimum set of events by the time the Rel-19 MIMO work in RAN2 starts:
[bookmark: _Toc159244998]RAN1 provides RAN2 with a high-level description of a minimum set of events by RAN2#127. 
Based on this input, RAN2 can define and specify the events:
[bookmark: _Toc159244999]RAN2 specifies a minimum set of events for UE-initiated beam reporting based on high-level input from RAN1. 
Most likely, the events will be captured in a RAN2 specification, like all the legacy events.
The first event that comes to mind is an event where the UE determines that another beam is better than the serving beam. More precisely, this means that the measurement quality of the reference signal in the indicated TCI state becomes worse than the measurement quality of another reference signal. This has some similarities to the A3 event defined for L3 mobility (Neighbour becomes offset better than SpCell). As in A3 event, it might be possible that multiple beam(s) fulfil the triggering condition. Note that the measurement quality could be defined by either L1-RSRP or L1-SINR and could be configurable. The relevance of such an event is to indicate to the network a potential need for a beam switching for a serving cell.
However, other events could also be interesting: in some cases, the NW could want to keep the serving beam as long as it is above a certain threshold, and an interesting event would then be when the quality of the serving beam drops below a certain threshold. This would be similar to the A2 event in L3 mobility (Serving becomes worse than threshold). We realize that it would be useful to configure the UE with multiple events in parallel. Therefore, we propose
[bookmark: _Toc159245000]It should be possible to configure more than one event in parallel. 
When discussing events, postprocessing of the measurements should be considered: should we define additional filtering of the measurements, i.e., “L3 filtering”? Should we require that the condition is fulfilled for some time before the event is triggered, e.g., “time to trigger” (TTT) or a number of indications? Such post processing would reduce the number of spurious measurement reports, by requiring that a certain condition is fulfilled for a longer period. Without such post processing, ping-pong beam switching may occur. A longer discussion of filtering is provided in section 2.4.1.
When discussing multiple events in combination with measurement post processing, it is also important to understand that we need to support parallel events. For example, if the serving beam is beam A, there would be parallel events for the case where beam B becomes better than beam A and beam C becomes better than beam A.
Furthermore, it is relevant to consider if the UE should report once, or if the reporting should continue as long as the condition is fulfilled, or something in-between. For L3 mobility, the event is triggered once, whereas for BFR, the event is triggered as long as the condition is fulfilled. For power headroom reporting, an intermediate solution is chosen: when the condition is fulfilled, the event is triggered, and at the same time, a timer is started. The UE evaluates the condition again when that timer expires. These solutions represent different trade-offs between reporting speed and overhead. 
Based on this discussion, we propose
[bookmark: _Toc159245001]RAN1 studies postprocessing of measurements used for events, and ways to control the amount of event triggering.
2.2	Requesting UL resources for transmission of the report
Even if the beam reporting is UE-initiated, the control of the UL resources lies with the NW: it is the NW that grants the UL resources used for transmission of the measurement report. There are essentially three types of UL resources for transmission of CSI, each associated with a certain way to allocate resources:
· Periodic UL resources: these are configured using RRC and contains (periodic) PUCCH or configured grant Type I PUSCH.
· Semi-persistent UL resources: these are configured using RRC and activated using MAC CE or DCI. Semi-persistent reporting of CSI over PUCCH or PUSCH is the prime example of this mechanism.
· Dynamic UL resources: these are allocated to the UE in DCI. This is only possible for PUSCH today. 
To send a report after an event has occurred, the UE would need UL resources. Since the main objective of this objective is to reduce signalling overhead, reserving resources for UL transmission statically or semi-statically is counterproductive. Aiming to share such a static or semi-static resource in a contention-based manner is not a realistic option, at least without significant changes to the retransmission protocols. Hence, relying on dynamic allocation of UL resources is the solid solution:
[bookmark: _Toc159245002] The NW provides UL resources for the UE-initiated report dynamically.
This would require that the UE only sends a request for UL resources using, e.g., scheduling request (SR) or PRACH:
[bookmark: _Toc159245003]The UE requests UL resources for the transmission of the UE-initiated report using legacy mechanisms.
Note that for reports that are carried by MAC CE formats, the UE can use available PUSCH resources to transmit the report, without requesting UL resources:
[bookmark: _Toc159244990]For reports that are carried by MAC CE, the UE can send the report directly using available resources.
2.3	Reporting
The main part of the objective discusses the report format and content. Since the report content is used by the gNB-DU, RRC is not really an option, since RRC terminates in the gNB-CU [4]. 
The only relevant options to transfer the UE-initiated report are then MAC CE and UCI. We will describe the properties of these two solutions below. However, we would first describe some general properties of the report content: the required report content should be the same, irrespective of the report container.
The current beam report is a natural starting point for the discussion. Including a number or L1-RSRP or L1-SINR values in the report seems reasonable. Using differential encoding seems reasonable as well, although the difference in payload becomes small.
There are two related issues with the legacy beam report:
The selection of beams to include in the report is up to UE implementation. With a standardized event, the most important information to include in the measurement report is which beam triggered the event. The content of the report cannot be left to UE implementation, the triggering beam must be included, and identified.
It is likely that the event will be based on post-processed measurements, see section 2.4.1. This means that the legacy un-processed measurements do not convey the information about what triggered the event.     
Based on this discussion, we propose
[bookmark: _Toc159245004]The legacy beam report content, complemented by information about the triggering event, is the starting point for the report content.
2.3.1	MAC
Since MAC CEs are sent inside a transport block, they are automatically protected by HARQ retransmissions. The requirement on reliability discussed in section 2.1 is then automatically fulfilled. We can then follow the paradigm from L3 mobility to only trigger once: the HARQ retransmissions ensure that the report reaches the network:
[bookmark: _Toc159244991]If the UE-initiated report is carried by MAC CE, a single triggering occasion is enough and the HARQ retransmissions ensure that the report reaches the NW.
Not only does HARQ solve the problem, but it also solves it in an extremely efficient way.
To request the UL resources to transmit the report, a special scheduling request (SR) could be introduced, like the SR introduced for SCell BFR. However, this is not necessary since the normal SR can be used. This was realized also for SCell BFR, where the special SR is an optional UE capability, which indicates that it is not a central part of the solution. Based on the reception of the SR, the NW can send a grant of suitable size to the UE. Note that initial UL grants are typically set large enough to fit a TCP ACK: selecting something smaller hurts performance. 
It is straightforward to define different MAC CEs for different events. Either different MAC CEs are introduced for different events, or the information about which event was triggered is included as part of the MAC CE payload. Hence it is easy to fulfil the requirement on flexibility discussed in section 2.1:
[bookmark: _Toc159244992]MAC CE provides flexibility on the support of multiple events out of the box.
The MAC CEs can have varying lengths. For this purpose, some MAC CEs contain a length field, which indicates how long the MAC CE is. Thus, there is a mechanism in MAC CE which handles varying payload sizes, which fulfils the requirement on flexible report content discussed in section 2.1:
[bookmark: _Toc159244993]MAC CE provides flexibility on the report content.
Since a MAC CE is self-contained (the headers indicate the content of the MAC CE), it can be sent in any available UL resource. For example, if the UE has an ongoing UL transmission, for which it is provided an UL grant, the UE can simply include a MAC CE in any PUSCH transmission. Also, if the NW has provided the UE with a configured grant with sufficient size, the UE can directly transmit the MAC CE. The steps to perform beam reporting over MAC CE are depicted in Figure 1.
[image: ]
[bookmark: _Ref158973809]Figure 1: Reporting over MAC CE. In the left picture, the UE does not have any UL grant, and in the right figure, the UE has an UL grant.
In NR today, there are a few measurement reports that are transmitted using MAC CE: 
The BFR MAC CEs, and the enhanced BFR MAC CEs. These are used in conjunction with the SCell BFR and mTRP BFR and include information about candidate beams/RSs.
The enhanced power headroom reports MAC CEs. These are used to recommend beams to the NW that are not impacted by MPE.     
IAB-MT Recommended Beam Indication MAC CE. This MAC CE is used to enable simultaneous operation (transmission/reception) of IAB-MT and IAB-DU
It is interesting to note that all these reports are event-driven: their transmission is initiated when a condition is fulfilled. 
In addition, the following report is also transmitted using MAC CE:
Sidelink CSI Reporting MAC CE.
2.3.2	UCI
UCI is sent outside the transport block. Thereby, it is not protected by HARQ: if UCI is missed, it is lost. Hence, to fulfil the requirement on reliability discussed in section 2.1, additional steps are needed.
Before discussing this aspect, we note that there is no header for UCI. The NW must know that a certain PUSCH (or PUCCH) contains UCI, and the NW must also know the format of the UCI. The case where the UE decides the format and sends it to the network is not a viable option, since the NW will not be able to decode that transmission. Hence, the NW must poll for a certain report carried in UCI. For the UE-initiated reporting, the NW must know not only that an event was triggered, but also which event was triggered. To inform the NW that which event has occurred, there is a need to introduce a special indication, for example a special SR or a special RACH resource. The legacy SR or legacy RACH cannot be used, since the NW does not know that an event was triggered and will not poll the UE for (the correct) report.
Hence, we observe
[bookmark: _Toc159244994]If UCI is used to carry the UE-initiated beam report, a special indication channel is needed, either a special SR or a special RACH resource.
Coming back to the discussion about reliability of the UE-initiated report, we realize there are essentially two ways to achieve the desired reliability:
The retransmissions are polled explicitly by the NW. When the NW has received the indication, it knows an event has occurred. Based on this knowledge, the NW can (repeatedly) request the same beam report until it is successfully received. Note that this would require that the UE keeps the report also after it was transmitted. In fact, it is unclear when the UE would discard the report: keep in mind that there is no ACK of the UCI. The advantage with this method is that the air interface load is small.
The UE repeats the procedure as long as the event is fulfilled. This means transmission of the indication, and transmission of the report according to the polling from the network. When the event is no longer fulfilled, the UE would stop the procedure. This is a cleaner procedure: fundamentally the legacy UCI reporting procedure could be used, and the UE would not need to keep the report after transmitting it. To stop the procedure, the NW would, e.g., update the TCI state according to the report content. Once the NW has changed the TCI state, the event condition would no longer be fulfilled: the serving beam would be the best beam. On the other hand, this method may cause an excessive air interface load, and it would not be appropriate for all events: the NW may not (immediately) react to a received report.
Of these solutions, the first seems more attractive. The main issue is that it becomes complicated to define when the UE should discard a measurement report. Once the UE discards the report, the UE would again evaluate the condition, and potentially trigger the event. This procedure would then be repeated. 
The steps to perform beam reporting over UCI are depicted in Figure 2. Note the resemblance with Figure 1.
[image: ]
[bookmark: _Ref158975620]Figure 2: Reporting over UCI.
2.4	Other
When defining UE-initiated reporting, there are a few additional topics that deserve attention. We discuss them here.
2.4.1	Need for filtering
For NW-initiated beam reports, there are many beam reports sent before the TCI state is updated: the NW requests a beam report from the UE more or less blindly: only after checking the content of the report, the NW will understand if there is a need to update the NW transmit beam or the TCI state of the UE. Note that these two are not necessarily the same: sometimes different NW transmit beams are associated with the same TCI state. 
To determine when a TCI state update is needed, the NW will request beam reports from the UE at regular intervals. Most of these beam reports will not lead to a change in TCI state:
[bookmark: _Ref158019631][bookmark: _Toc159244995]Most of the NW-triggered beam reports sent by the UE will not lead to an updated TCI state.
This is the main benefit of a UE-initiated beam report: since the report is only sent when the UE discovers that it would be beneficial to update the TCI state, most reports should result in an updated TCI state. 
If a beam report should result in a TCI state update, spurious reports must be avoided. There are two main reasons for such spurious reports:
Fast fading: TCI states should not be updated based on fast fading, since such pathloss changes are not persistent. If the TCI state is updated based on fast fading, there is a large risk that the TCI state must be reverted more or less immediately.
Measurement errors: The beam measurements are associated with measurement errors. Acting on a single (erroneous) beam measurement should be avoided. Note that the RAN4 requirements on L1-RSRP and L1-SINR ([3], section 10.1.19) are quite relaxed.
Without proper consideration of these two aspects, there is a clear risk for ping-pong TCI state updates, which should be avoided.
In Figure 3, we illustrate the issues related to spurious RSRP variations. The figure shows a six-minute measurement of RSRP in a mmW system for a pedestrian UE. The DL data is transmitted in 200ms bursts, during which the UE reports measurements every 40ms which the NW may use to update the beam.
[image: ]
[bookmark: _Ref159232727]Figure 3: Illustration of RSRP for a pedestrian UE. Note that the UE sometimes fails to measure the SSB RSRP.
A zoomed-in picture of one 200ms burst is depicted in Figure 4
[image: ] 
[bookmark: _Ref159234028]Figure 4: Illustration of RSRP for a pedestrian UE during 200ms. During this time, the UE has moved around 18cm. 
From Figure 4, we realize that the RSRP may very well vary significantly, without moving across the beam pattern: based on these RSRP measurements, the NW should not change the Tx beam – and it does not, since the NW applies additional logic based on the measurement reports.
The issue of spurious RSRP measurements were acknowledged in the design of the event-driven reporting for L3 mobility, already in 3G. The solution is based on IIR filtering of the RSRP measurements, and to trigger a report, the filtered measurements must fulfil the condition for a configured time, the time-to-trigger. With these two measures, the number of spurious reports and ping-pong handovers is reduced. But they are not eliminated. 
Clearly, UE-initiated beam reporting can use another solution than L3 mobility: the impact of ping-pong is less severe for beam management since the TCI state update signalling is leaner and faster than the handover signalling. However, this is an important aspect. Therefore, we propose that RAN1 studies this:
[bookmark: _Toc159245005]RAN1 to study how to reduce the number of spurious beam measurement reports, e.g., by measurement filtering.
The outcome of this study would affect how the report content and format are designed.
2.4.2	Reduce TCI state activation time
As previously stated, the main purpose of the UE-initiated beam reporting is to reduce the overhead. However, if the event is carefully designed, there is a possibility to also reduce the latency. As described already in [2], the main contributor to the TCI state update delay is the TCI state activation delay: when the UE receives a TCI state activation command, the UE waits until it receives the next SSB that is associated with the TCI state in the activation command. Only when the UE has received and processed the next occurrence of the SSB, the TCI state can be used by the NW to transmit DL signals. This corresponding requirement is described in [3], and the relevant paragraph is provided below:
If the target TCI state is known, upon receiving PDSCH carrying MAC-CE activation command in slot n, UE shall be able to receive PDCCH with target TCI state of the serving cell on which TCI state switch occurs at the first slot that is after slot n+ THARQ + + TOk*(Tfirst-SSB + TSSB-proc) / NR slot length. The UE shall be able to receive PDCCH with the old TCI state until slot n+ THARQ +  .Where THARQ is the timing between DL data transmission and acknowledgement as specified in TS 38.213 [3]; 
-	Tfirst-SSB is time to first SSB transmission after MAC CE command is decoded by the UE; The SSB shall be the QCL-TypeA or QCL-TypeC to target TCI state
-	TSSB-proc = 2 ms; 
-	TOk = 1 if target TCI state is not in the active TCI state list for PDSCH, 0 otherwise.

Since there is little correlation between a beam report and a subsequent TCI state update (cf. Observation 7), this behaviour may be reasonable with NW-initiated beam reporting. 
However, the situation is different for UE-initiated beam reports: the UE-initiated reporting should be designed and configured so that most beam reports do lead to an updated TCI state. Hence, once the UE transmits such a beam report, it is quite likely that a TCI state activation will follow shortly after:
[bookmark: _Toc159244996]Shortly after a UE-initiated beam report, it is quite likely that the NW will update/activate a TCI state.
Since it is likely that the NW will update the TCI state in response to the UE-initiated beam report, it would be reasonable that the UE remembers the QCL properties of the SSB that is associated with the reference signal that triggered the report. This would eliminate the need for the UE to wait for another SSB before activating the TCI state:
[bookmark: _Ref158024872][bookmark: _Toc47708506][bookmark: _Toc159245006]After sending a UE-initiated beam report, the UE would store the QCL properties of the SSB associated with the reference signal that triggered the measurement report. 
With Proposal 10, the TCI state activation delay would be reduced. Referring to the requirement in [3], TOk = 0 if the reference signal that triggered the latest UE-initiated beam report is associated with the SSB that is the QCL-TypeA or QCL-TypeC to target TCI state.
Conclusion
In the previous sections we made the following observations: 
Observation 1	The triggering of events in NR are specified, i.e., not up to UE implementation.
Observation 2	For reports that are carried by MAC CE, the UE can send the report directly using available resources.
Observation 3	If the UE-initiated report is carried by MAC CE, a single triggering occasion is enough and the HARQ retransmissions ensure that the report reaches the NW.
Observation 4	MAC CE provides flexibility on the support of multiple events out of the box.
Observation 5	MAC CE provides flexibility on the report content.
Observation 6	If UCI is used to carry the UE-initiated beam report, a special indication channel is needed, either a special SR or a special RACH resource.
Observation 7	Most of the NW-triggered beam reports sent by the UE will not lead to an updated TCI state.
Observation 8	Shortly after a UE-initiated beam report, it is quite likely that the NW will update/activate a TCI state.
Based on the discussion in the previous sections we propose the following:
Proposal 1	The event(s) for UE-initiated beam reporting are specified in the standard, i.e., the events are not up to UE implementation.
Proposal 2	RAN1 provides RAN2 with a high-level description of a minimum set of events by RAN2#127.
Proposal 3	RAN2 specifies a minimum set of events for UE-initiated beam reporting based on high-level input from RAN1.
Proposal 4	It should be possible to configure more than one event in parallel.
Proposal 5	RAN1 studies postprocessing of measurements used for events, and ways to control the amount of event triggering.
Proposal 6	The NW provides UL resources for the UE-initiated report dynamically.
Proposal 7	The UE requests UL resources for the transmission of the UE-initiated report using legacy mechanisms.
Proposal 8	The legacy beam report content, complemented by information about the triggering event, is the starting point for the report content.
Proposal 9	RAN1 to study how to reduce the number of spurious beam measurement reports, e.g., by measurement filtering.
Proposal 10	After sending a UE-initiated beam report, the UE would store the QCL properties of the SSB associated with the reference signal that triggered the measurement report.
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