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Introduction
In RAN1#112bis-e, there were agreements in the details of NES techniques in spatial and power domains [1]. In this contribution, we continue to discuss issues on potential enhancements of CSI mechanisms to support the spatial and power adaptation techniques.

Discussion
Enhancements on CSI-RS resource configuration
As captured below, it was agreed to support two alternatives for CSI-RS resource configuration as a means to make association with multiple spatial adaptation patterns.
	Agreement
Support configurability of NZP CSI-RS resource(s) for channel measurement within one resource setting corresponding to more than one spatial adaptation patterns with at least one of the following
· A1-1-revised: a resource set with multiple resources is configured within a resource setting, where each resource is associated with only one spatial adaptation pattern
· A1-2-revised: For a resource configured in a resource set within a resource setting, the resource can be associated with more than one spatial adaptation patterns
· One or more resources can be configured in the resource set for channel measurement.
Working Assumption
Al-1-revised and A1-2-revised are supported
· FFS: Which Type of SD adaptation A1-1-revised and A1-2-revised are applicable for



From the past discussions, there are diverging views on what is the expected UE operation that corresponds to the Type 2 SD adaptation from the specification point of view. For the sake of discussion, let’s assume that a Type 2 SD adaptation yields transition from spatial pattern X to spatial pattern Y with no change of CSI-RS ports. It is expected that depending on TX chain muting pattern, the CSI-RS reception power may be greatly affected by the Type 2 SD adaptation due to change of the CSI-RS port virtualization. If UE calculates CSI by mixing (e.g., averaging) the results obtained from multiple CSI-RS occasions, i.e., some before and the others after the adaptation, the CSI accuracy will be degraded. In the worst case, none of the spatial patterns before and after the Type 2 SD adaptation will be correctly reflected in the CSI.
Therefore, when a Type 2 SD adaptation takes place, UE should perform a new CSI measurement for spatial pattern Y, not mixing it with a priori CSI measurement for spatial pattern X. That is, CSI Y for spatial pattern Y needs to be separately generated from CSI X for spatial pattern X. This is the same as Type 1 SD adaptation except that pattern X and pattern Y have the same subset of ports. One simple approach to make it possible is to configure two CSI report sub-configurations corresponding to the same subset of ports. For example, UE can be configured with sub-configuration 0 with a codebook configuration (N1, N2) = (4, 2) and sub-configuration 1 with the same codebook configuration (N1, N2) = (4, 2). When spatial pattern X is activated, UE may report CSI based on sub-configuration 0. If spatial pattern changes to spatial pattern Y, gNB can just inform UE to report CSI corresponding to sub-configuration 1. In this way, the CSIs before and after the adaptation can be separately calculated and reported. From specification perspective, the only difference between Type 1 and Type 2 SD adaptations would be whether the sub-configurations have different CSI-RS ports subset or the same CSI-RS ports subset.
Observation 1: From specification point of view, the only difference between Type 1 SD adaptation and Type 2 SD adaptation may be that
· For Type 1 SD adaptation, two CSI report sub-configurations (one before and the other after adaptation) correspond to different CSI-RS port subsets
· For Type 2 SD adaptation, two CSI report sub-configurations (one before and the other after adaptation) correspond to the same CSI-RS port subset

According to the above observation, our view is that either A1-1-revised or A1-2-revised can solely support both Type 1 and Type 2 SD adaptations, as summarized in Table 1. In terms of the CSI report, we find no fundamental difference between A1-1-revised and A1-2-revised in the support of Type 1/2 SD adaptation.
Observation 2: Either A1-1-revised or A1-2-revised can solely support both Type 1 and Type 2 SD adaptations.

Table 1. Support of Type 1/2 SD adaptation based on A1-1-revised and A1-2-revised
	
	Type 1 SD adaptation
	Type 2 SD adaptation

	Operation
	Spatial pattern X with CSI-RS ports subset A  spatial pattern Y with CSI-RS ports subset B (same port-TXRU-antenna element virtualization)
	Spatial pattern X with CSI-RS ports subset A  spatial pattern Y with CSI-RS ports subset A (with a different port-TXRU-antenna element virtualization)

	A1-1-revised
	Two resources with different CSI-RS ports subsets A and B within a resource set are associated with two CSI report sub-configurations
	Two resources with the same CSI-RS ports subset A within a resource set are associated with two CSI report sub-configurations

	A1-2-revised
	A single resource is associated with two CSI report sub-configurations with different CSI-RS ports subsets A and B
	A single resource is associated with two CSI report sub-configurations with the same CSI-RS ports subset A



It was not decided which type of SD adaptation are applicable for A1-1-revised and A1-2-revised. For Type 1 SD adaptation, we think having only one of A1-1-revised and A1-2-revised is sufficient because they achieve the same goal. A1-2-revised seems more desirable since A1-1-revised potentially requires larger specification impact on CSI-RS resource configuration, e.g., defining nested property among resources having different number of ports while providing no benefit over A1-2-revised.
For Type 2 SD adaptation, a major difference between A1-1-revised and A1-2-revised is that A1-1-revised can support different QCL assumptions across spatial patterns as it is for FR2 frequency band. However, we think the QCL issue across spatial patterns is a separate topic and needs not be discussed as high priority considering its impact on SSB and other transmissions. If we are focusing on a single QCL-based spatial adaptation, we think A1-2-revised is sufficient for Type 2 SD adaptation as well. Even if multi-QCLs are required, a small change with A1-2-revised can support it.
It should be emphasized that applying a single scheme to both adaptation types also allows mixed Type 1 and Type 2 adaptations as well as reduces the workload. In that sense, it is preferred not to confirm the working assumption and support only one of A1-1-revised and A1-2-revised. As a second preference, support of A1-2-revised for Type 1 adaptation can be first agreed and how to treat Type 2 adaptation can be further discussed considering the necessity of FR2 optimization.
Observation 3: A1-2-revised seems sufficient to support both Type 1 and Type 2 SD adaptations.
Proposal 1: For CSI-RS resource configuration enhancements, take one of the following options:
· Option 1 (preferred): Do not confirm the working assumption. Support A1-2-revised only for both Type 1 and Type 2 SD adaptations
· Option 2: Support A1-2-revised for Type 1 SD adaptation
· FFS: which alternative(s) to apply for Type 2 SD adaptation

The following was also agreed in the last meeting with an FFS point of whether/what restriction should be imposed with respect to the number of ports.
	Agreement
For R18 NES, only legacy port configuration values (N1, N2) or (Ng, N1, N2) are supported.
· FFS: Whether/what restriction for A1-1-revised and A-1-2-revised w.r.t number of ports



In our understanding, the restriction here may be involved with the following two aspects.
· Issue 1: To allow different number of ports across multiple resources within the same resource set
· Issue 2: To restrict possible number/subset of ports configurations across multiple spatial patterns, e.g., nested manner
Issue 1 is mainly related to the case where A1-1-revised is used for Type 1 SD adaptation. Accordingly, the different number of ports in issue 1 can be supported for A1-1-revised if it is decided to support A1-1-revised for Type 1 SD adaptation. For A1-2-revised, the feature seems not needed at least in terms of the NES because a single resource in a resource set will be a baseline operation. However, at the same time there seems no clear reason to preclude it for a specific implementation option.
Proposal 2: Allow different number of ports across multiple resources within the same resource set if A1-1-revised for Type 1 SD adaptation is supported.

Meanwhile issue 2 is commonly applicable for A1-1-revised and A1-2-revised with regard to the Type 1 SD adaptation. In our view, when a CSI report configuration includes sub-configurations for NES purpose, a certain restriction should be imposed to each sub-configuration. For example, UE can be configured with a CSI-RS resource consisting of 32 ports, and an associated CSI report configuration with Type I single-panel codebook with (N1, N2) = (8, 2). The corresponding CSI-RS port structure in the spatial domain, shown in Figure 1, can serve as a “parent” port structure.



Figure 1. Nested structure between CSI report configuration and sub-configuration

The UE can also be configured with CSI report sub-configurations within the CSI report configuration. Assuming A1-2-revised, all sub-configurations within the same report configuration may correspond to the same CSI-RS resource, and each sub-configuration may correspond to a subset of ports within the “parent” 32 ports structure. Let the size of a “child” codebook a sub-configuration has be (M1, M2). Then, the possible (M1, M2) combinations under the “parent” structure (N1, N2) = (8, 2) are limited to cases highlighted as blue in Table 2, so as for the codeword length in each dimension to satisfy M1<=N1 and M2<=N2. For example, UE can be configured with sub-configuration 0 having 16 ports by indicating (M1, M2) = (4, 2) and sub-configuration 1 having 12 ports using (M1, M2) = (6, 1). As shown in Figure 1, they correspond to subsets of the parent port structure. 
However, (M1, M2) = (4, 3) would not be a valid sub-configuration under (N1, N2) = (8, 2) because it has more rows than the parent port structure. If gNB desires to obtain the CSI report based on (M1, M2) = (4, 3), it can configure to the UE another CSI report configuration with a codebook (N1, N2) = (4, 4) or (4, 3).
This nested property between a CSI report configuration and its sub-configuration can be commonly applied regardless of the CSI-RS resource configuration option. Moreover, such property seems not needed across sub-configurations.
Proposal 3: At least for Type I single panel and Type II codebook, the CSI report configuration includes information on a “parent” codebook with size (N1, N2) (as legacy), and each CSI report sub-configuration includes information on a “child” codebook with size (M1, M2), where the codeword lengths M1 and M2 in each dimension satisfies M1<=N1 and M2<=N2.

Table 2. Supported configurations of (N1, N2) and (O1, O2) [Table 5.2.2.2.1-2 in TS 38.214]
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	(4,4)
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	(4,4)

	
	(16,1)
	(4,1)



For Type I multi-panel codebook, the same principle may be applied, i.e., (Mg, M1, M2) <= (Ng, N1, N2). Another issue is how to express 2 ports sub-configuration. Although (N1, N2) = (1, 1) is not a supported configuration in the table above, one option is to allow (M1, M2) = (1, 1) from signalling perspective. UE can interpret it as 2 ports and derive a CSI based on the 2 ports codebook. Alternatively, the number of ports (= 2) can be explicitly configured as part of the sub-configuration. Another option is simply not to support 2 ports as a sub-configuration for NES.
Proposal 4: The same principle is applied to the restriction on CSI report sub-configurations for Type I multi-panel codebook, i.e., Mg<=Ng, M1<=N1, and M2<=N2.
Proposal 5: For a 2 ports CSI report sub-configuration, consider the following alternatives:
· Alt. 1: Allow to configure (M1, M2) = (1, 1) as a means to indicate 2 ports
· Alt. 2: The number of ports = 2 is explicitly configured as part of the sub-configuration
· Alt. 3: Do not support 2 ports spatial element pattern

The following was agreed regarding the CSI-RS resource pattern for Rel-18 NES.
	Conclusion
New CSI-RS resource (RE mapping) pattern is not introduced for R18 network energy savings purpose.
· Note: CSI-RS resource (RE mapping) pattern above refers to a row in TS 38.211 Table 7.4.1.5.3-1 determining CSI-RS locations within a slot.



If a SP-CSI activation/deactivation DCI or MAC CE potentially mutes a couple of CSI-RS antenna ports, only a subset of ports of a CSI-RS resource may be actually transmitted and the REs of the muted ports will be empty for a certain duration (e.g., until re-activated or deactivated). In that case, it may be inefficient to keep the port-to-RE mapping unchanged. How to map the subset of ports to the REs within the CSI-RS resource can be discussed. Several approaches are described in Figure 2. Note that even if the RE mapping partially changes for a subset of ports, it is still based on one of CSI-RS resource pattern in TS 38.211.
Proposal 6: For the case where only a subset of ports of a CSI-RS occasion is transmitted, discuss which REs are mapped to the subset of ports and which REs are muted.



Figure 2. Partial port CSI-RS resource mapping

Enhancements on CSI report configuration
For CSI report configuration, the followings were agreed. Basically, it was agreed to support N CSI report(s) corresponding to N sub-configuration(s) out of L sub-configuration(s) without applying overhead/complexity reduction scheme.
	Agreement
For a CSI report config with L sub-configuration(s), support a framework that enables a UE to report N CSI(s) in one reporting instance where the N CSI(s) are associated with N sub-configuration(s) from L (where ) and each CSI corresponds to one sub-configuration.
· For discussion purpose, N=1 refers to single-CSI while N>1 refers to multi-CSI.
· For Semi-persistent/Aperiodic CSI reporting, support gNB trigger/indicate/activate report of N≤L CSIs where N>=1
· The maximum value of N and L are subject to UE capability
· Further study how to address/minimize additional UE complexity
The following bullet was not agreed due to objection from Apple and vivo
· For Periodic CSI reporting, at least the case of N=L is supported where N>=1
Agreement
· For CSI feedback with CSI overhead/report payload reduction, further study whether/how to report a common value and/or a differential and/or joint coded value across same CSI quantity of different sub-configurations/adaptation patterns, at least for the following
· CRI
· RI
· PMI
· CQI
· FFS: L1-RSRP
· Other (new) report quantity, if any
· Further study whether/how it is feasible/possible for the UE to skip the evaluations of some sub-configurations/adaptation patterns to reduce the burden at the UE
Agreement
For CSI report configuration, if L>1 in a CSI report configuration, at least the following can be included for each sub-configuration for Type 1 SD adaptation
· N1, N2 for single-panel and N1, N2, Ng for multi-panel
· FFS: details on explicit indication or implicit derivation
· Port subset indication when A1-2 is used (if A1-2 is supported)
· FFS: details on explicit indication or implicit derivation
· FFS: rank restriction
· FFS: codebook subset restriction
· FFS: supported codebook types for PMI, e.g., Type-I or Type-II
· FFS: report quantity
· FFS: reportFreqConfiguration
· FFS: Group identity of NZP CSI-RS resource(s) in a resource set for channel measurement when A1-1 is used
For CSI report configuration for type 2 SD adaptation, further study under which cases sub-configurations may or may not be needed including sub-configuration content



For multi-CSI reporting, while the supported range of N was decided for SP-/A-CSI reporting, the periodic CSI reporting case is under discussion. In our view, it is natural to support 1<=N<=L with no overhead/complexity reduction scheme as baseline for the P-CSI reporting as well. Even for N=L>1, CSI overhead/complexity may not be problematic without increased UE capability in many cases and UE can just calculate and report the N CSIs, which would be the simplest CSI operation.
Proposal 7: For periodic CSI reporting, support 1<=N<=L where N CSI(s) are associated with N sub-configuration(s), respectively, from L sub-configuration(s).

From the UE complexity point of view, the legacy rule for the CPU occupation may be directly applied for A1-1-revised. That is, as baseline, each CSI-RS resource within a CSI-RS resource set from A1-1-revised may be counted once. In contrast, for A1-2-revised, a CSI-RS resource can be referred by N CSI report sub-configurations corresponding to different SD patterns. The complexity burden contributed by that CSI-RS resource may be larger than one. A simple method to make it comparable to the legacy or the A1-1-revised case is to regard that CSI-RS resource to occupy N CPUs.
Proposal 8: As a baseline, the number of occupied CPUs is where  is the total number of NZP CSI-RS resources for channel measurement corresponding to n-th sub-configuration for CSI reporting.
· Note: This implies that A NZP CSI-RS resource referred by multiple (e.g., N) sub-configurations can be counted multiple times (e.g., N times) within a CSI report configuration.

For the case where the CPU increase as well as CSI overhead limit the spatial/power domain NES operation, potential enhancements can be investigated. Several alternative schemes can be considered.
· Alt. 1: K best or joint CSI reporting (1<=K<N) with K configured by gNB
· K CSIs correspond to K sub-configurations (e.g., for best CSIs) or N sub-configurations (e.g., for joint CSIs)
· Alt. 2: K best or joint CSI reporting (1<=K<N) with K selected by UE
· K CSIs correspond to K sub-configurations (e.g., for best CSIs) or N sub-configurations (e.g., for joint CSIs)
· Alt. 3: Threshold-based CSI reporting
· For example, UE may report only one CSI (e.g., corresponding to the smallest number of CSI-RS ports) that meets a CQI threshold
· Alt. 4: Multi-instance CSI reporting
· For example, UE may report N CSIs distributedly over multiple CSI reporting instances (e.g., multiple periods)
Basically, Alt. 1 or Alt. 2 may reduce the CSI overhead since the amount of CSIs is roughly reduced from N to K. However, it may not contribute the reduce the occupied CPU because UE still needs to calculate N CSIs (or comparable) to derive the best K CSIs or K joint CSIs. On the other hand, Alt. 3 may allow UE to skip CSI calculation for some sub-configuration(s). As a result, both the complexity and the overhead may be decreased. Alt. 4 may resolve the CPU overbooking issue by distributing the CPU occupations to multiple time durations, thereby make UE’s CSI computational complexity manageable. In our view, while the CSI overhead is one of many factors impacting the capacity gain, the number of CPUs may act as a hard limit to restrict the applicability of the feature. Thus, the impact of the latter is considered to be more severe. In that sense, it seems desirable to focus more on Alt. 3 and Alt. 4 targeting both the complexity and the overhead issues.
Proposal 9: For multi-CSI reporting, further discuss potential enhancements in terms of the CSI calculation complexity as well as the CSI overhead.

Adaptation of number of CSI reports N
The following was agreed for adaptation of the number of CSI reports, i.e., N.
	Agreement
For Semi-persistent/Aperiodic CSI reporting with , study what enhancements to the current DCI and MAC-CE mechanisms are needed for gNB triggering/indication/activation of the N CSI(s) in a reporting instance, where the N CSI(s) are associated with N sub-configuration(s) from L in a report config.



In the current specification, SP-/A-CSI reporting can be triggered/activated/deactivated based on scheduling DCI or MAC-CE in a UE-specific manner. This is natural since details of CSI measurement and reporting should be different for different UEs depending on their situations. However, from the NES operation perspective, since the TX chain adaptation would be cell-specific, a large portion of the CSI resource/report configurations including CSI-RS resources and their periodicity, CSI reporting quantity, time property, sub-configurations, etc. would be common to UEs within a serving cell.
Therefore, it is more efficient to use a group-common signalling to trigger or activate/deactivate CSI reports for a group of UEs. For example, a group-common DCI can be used to trigger an A-CSI report or activate/deactivate a SP-CSI report. The number of CSI reports N can also be dynamically adapted using the same DCI. The contents in the DCI may be common or UE-specific considering the case where some details of the CSI report configuration are differently configured for each UE.
Proposal 10: Support a group-common DCI which can trigger/indicate/activate at least Rel-18 SP-/A-CSI reporting.
Proposal 11: The group-common DCI that triggers/indicates/activates a SP-/A-CSI reporting can also indicate the number of CSI reports N for the concerned CSI reporting instances.

Power domain enhancements
The following was agreed regarding the power domain adaptation.
	Agreement
For power domain adaptation, support the following configuration(s) for CSI-RS resource configuration, 
· A1-2-power: one or more resources can be configured in a resource set within a resource setting and each resource can be associated with one or more power offset values
· FFS: A1-1-power: a resource set with multiple resources is configured within a resource setting, where resources can have different power offset values
· FFS: Details of how the different power offset values(s) are configured/indicated.



In A1-2-power, it is not clear how a resource is associated with one or more power offset values. One possibility is that a resource can be associated with one or more CSI report sub-configurations, and each sub-configuration can include one power offset value. In that way, UE can apply different power offset values for different CSIs. More importantly, the method to associate power offset values should be the same as the method to associate spatial adaptation patterns, i.e., CSI-RS ports subset, as much as possible.
Proposal 12: For associating power offset values to a CSI-RS resource or CSI report sub-configurations, follow the same approach applied for the spatial adaptation patterns.

Conclusion
In this contribution, we discussed potential enhancements on NES techniques in spatial and power domains. Our observations and proposals are captured below:
Observation 1: From specification point of view, the only difference between Type 1 SD adaptation and Type 2 SD adaptation may be that
· For Type 1 SD adaptation, two CSI report sub-configurations (one before and the other after adaptation) correspond to different CSI-RS port subsets
· For Type 2 SD adaptation, two CSI report sub-configurations (one before and the other after adaptation) correspond to the same CSI-RS port subset
Observation 2: Either A1-1-revised or A1-2-revised can solely support both Type 1 and Type 2 SD adaptations.
Observation 3: A1-2-revised seems sufficient to support both Type 1 and Type 2 SD adaptations.

Proposal 1: For CSI-RS resource configuration enhancements, take one of the following options:
· Option 1 (preferred): Do not confirm the working assumption. Support A1-2-revised only for both Type 1 and Type 2 SD adaptations
· Option 2: Support A1-2-revised for Type 1 SD adaptation
· FFS: which alternative(s) to apply for Type 2 SD adaptation
Proposal 2: Allow different number of ports across multiple resources within the same resource set if A1-1-revised for Type 1 SD adaptation is supported.
Proposal 3: At least for Type I single panel and Type II codebook, the CSI report configuration includes information on a “parent” codebook with size (N1, N2) (as legacy), and each CSI report sub-configuration includes information on a “child” codebook with size (M1, M2), where the codeword lengths M1 and M2 in each dimension satisfies M1<=N1 and M2<=N2.
Proposal 4: The same principle is applied to the restriction on CSI report sub-configurations for Type I multi-panel codebook, i.e., Mg<=Ng, M1<=N1, and M2<=N2.
Proposal 5: For a 2 ports CSI report sub-configuration, consider the following alternatives:
· Alt. 1: Allow to configure (M1, M2) = (1, 1) as a means to indicate 2 ports
· Alt. 2: The number of ports = 2 is explicitly configured as part of the sub-configuration
· Alt. 3: Do not support 2 ports spatial element pattern
Proposal 6: For the case where only a subset of ports of a CSI-RS occasion is transmitted, discuss which REs are mapped to the subset of ports and which REs are muted.
Proposal 7: For periodic CSI reporting, support 1<=N<=L where N CSI(s) are associated with N sub-configuration(s), respectively, from L sub-configuration(s).
Proposal 8: As a baseline, the number of occupied CPUs is where  is the total number of NZP CSI-RS resources for channel measurement corresponding to n-th sub-configuration for CSI reporting.
· Note: This implies that A NZP CSI-RS resource referred by multiple (e.g., N) sub-configurations can be counted multiple times (e.g., N times) within a CSI report configuration.
Proposal 9: For multi-CSI reporting, further discuss potential enhancements in terms of the CSI calculation complexity as well as the CSI overhead.
Proposal 10: Support a group-common DCI which can trigger/indicate/activate at least Rel-18 SP-/A-CSI reporting.
Proposal 11: The group-common DCI that triggers/indicates/activates a SP-/A-CSI reporting can also indicate the number of CSI reports N for the concerned CSI reporting instances.
Proposal 12: For associating power offset values to a CSI-RS resource or CSI report sub-configurations, follow the same approach applied for the spatial adaptation patterns.
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