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1 [bookmark: _Ref114840340]Introduction
The objectives of the work item on NR mobility enhancements are shown below[1]:
1. To specify mechanism and procedures of L1/L2 based inter-cell mobility for mobility latency reduction:
· Configuration and maintenance for multiple candidate cells to allow fast application of configurations for candidate cells [RAN2, RAN3]
· Dynamic switch mechanism among candidate serving cells (including SpCell and SCell) for the potential applicable scenarios based on L1/L2 signalling [RAN2, RAN1]
· L1 enhancements for inter-cell beam management, including L1 measurement and reporting, and beam indication [RAN1, RAN2]
· Note 1: Early RAN2 involvement is necessary, including the possibility of further clarifying the interaction between this bullet with the previous bullet
· Timing Advance management [RAN1, RAN2]
· CU-DU interface signaling to support L1/L2 mobility, if needed [RAN3]

Note 2: FR2 specific enhancements are not precluded, if any.
Note 3: The procedure of L1/L2 based inter-cell mobility are applicable to the following scenarios:
· Standalone, CA and NR-DC case with serving cell change within one CG
· Intra-DU case and intra-CU inter-DU case (applicable for Standalone and CA: no new RAN interfaces are expected)
· Both intra-frequency and inter-frequency
· Both FR1 and FR2
· Source and target cells may be synchronized or non-synchronized


In Rel-17, inter-cell beam management (ICBM) was specified. ICBM enables the UE to communicate with a TRP broadcasting another PCI. During Rel-17, there was also a discussion in RAN2 if the ICBM functionality should be extended to L1/L2 mobility, implying a change of serving cell. In the end, RAN2 did not agree to support L1/L2 mobility in Rel-17.
L1/L2 mobility is the main part of the Rel-18 work item [1]. In the Rel-18 mobility WI, the serving cells of will be updated based on an indication provided on L1 or L2. 
In the LS [4], RAN2 states that the term LTM (L1/L2-triggered mobility) will be used, and we will adopt this terminology in our contributions.
In this contribution, we discuss the L1 enhancements for inter-cell beam management of the work item.
[bookmark: _Ref178064866]2	Discussion
The main motivation of L1/L2 mobility is to reduce the interruption, although there may be benefits also related to robustness. To understand how LTM would reduce the interruption, it is important to investigate what causes the interrupt for a handover.
[image: ]
[bookmark: _Ref114840128]Figure 1: Timeline of the foreseen procedure for a L1/L2 handover.
Figure 1 shows the timeline for the foreseen L1/L2 handover. The network has prepared a set of candidate configurations, and at some point in time, the network identifies a target. The NW sends a cell-switch command to the UE, which executes the reconfiguration. Before starting communication with the target, the UE must acquire DL and UL synchronization with the target. On high level, the interruption consists of three parts: 
1. UE reconfiguration
2. DL synchronization
3. UL synchronization
In the work on mobility in Rel-18, RAN2 will work on reducing the duration of the UE reconfiguration, RAN1 and RAN4 will work on reducing the DL synchronization time and RAN1, RAN2 and RAN4 will work on reducing the UL synchronization time. All three parts are important.  
Reducing the UL synchronization time, i.e., to establish timing advance to the new cell, is the topic of AI 9.12.2. The solutions for this are outlined in our paper [3]. One idea on how to reduce DL synchronization time is described in section 2.3.
We note that under some circumstances, RAN4 specified a DL synchronization time also for beam management. Hence, to reduce DL synchronization time, RAN4 involvement is crucial:
[bookmark: _Toc118454789]To reduce DL synchronization time, early RAN4 involvement is crucial.
RAN2 sent an LS to RAN1 on the initial agreements related to LTM [2]. Here we would like to highlight the following agreement: 
ICBM is one scenario considered for L1/L2 mobility, but is not the only one, and is not a prerequisite for using L1/L2 mobility.

Hence, RAN2 concluded that the ICBM functionality, which was standardized during Rel-17, is not a prerequisite for LTM. RAN2 also hints that a direct extension of ICBM is not a relevant solution for the beam indication and beam measurements of LTM. 
The background of this agreement is the following RAN2 agreement:
The design for intra-DU and inter-DU L1/L2-based mobility should share as much commonality as reasonable. FFS which aspects need to be different.

ICBM only works for intra-frequency and intra-DU, whereas LTM must work also for inter-frequency and inter-DU. At first glance, it may seem there is no RAN1 impact on inter-DU deployment. However, this may be wrong: in general, one DU is not aware of the properties of another DU. Hence, one DU (the serving DU) cannot automatically configure the UE for operation in another DU (the target DU) – or at least this would require significant RAN3 involvement. We note that ICBM relies heavily on that the serving DU provides the UE with the configuration of the target cell, which may be served by another DU. Hence, we observe
[bookmark: _Toc118454790]It is difficult to extend the Rel-17 ICBM to work across DUs.
Extending Rel-17 ICBM across DUs would require a significant amount of work for RAN3. Even if RAN3 would introduce sharing of configuration across DUs, ICBM would require that the UE is configured with many TCI states. This is a hard limitation in the UE, and enhancements were introduced in Rel-17 to reduce the number of TCI states the UE would have to be configured with.  
2.1	Beam indication
In the LS [2], RAN2 talks about the cell switch command, which is the L1/L2 command that triggers the cell switch, or reconfiguration. 
The term “beam indication” is used in beam management and represents the signaling where the UE obtains a new QCL indication for reception of DL signals, most notably the PDCCH/PDSCH. In the context of LTM, once the new QCL indication takes effect, i.e., after the beam application time, the UE would receive the DL from the new TRP. 
Conceptually, the LTM mobility trigger information has two parts: 
the beam indication – this is RAN1’s responsibility
the cell switch command – this is RAN2’s responsibility. For the purpose of the discussion in this paper, all content specified by RAN2 will be lumped into the term “cell switch command”. 
In this contribution, we will discuss the properties of the beam indication.
In RAN1#110bis-e, the following agreement was reached:
Agreement
· From RAN1 perspective, the following scenarios can be considered for Rel-18 L1/L2 mobility for beam indication timing. This will be updated depending on further RAN1 assessment and RAN2 decision on the time chart
· Scenario 1: Beam indication before cell switch command
· Scenario 2: Beam indication together with cell switch command
· Scenario 3: Beam indication after cell switch command

Scenario 1 would imply that the UE uses the configuration of the source cell for the initial communication with the target cell. This means that the target cell must support the configuration of the source cell, which is true in many cases, and is also the foundation of ICBM. However, LTM must also support cases where the source configuration cannot be supported by the target, or cases where the target configuration is unknown to the source. Hence, we propose
[bookmark: _Ref118190939][bookmark: _Toc118454798]Support scenario 2: the beam indication is transmitted together with the cell switch command.
However, scenario 1 may provide additional benefits since the beam indication can be transmitted earlier. The NW could then delay the cell-switch command when measurement reports validate that the UE is under the coverage of the target cell. Scenario 3 is supported by legacy procedures.
Based on Proposal 1, we design a solution where all the relevant information is included in the beam switch command. How to support scenario 1 can be discussed once all the relevant information has been identified.
In RAN1#110bis-e, RAN1 made the following agreement:
Agreement
· RAN1 to further study if the beam indication of candidate cell(s) L1/L2 mobility should be designed for a specific TCI framework below, and their potential RAN1 spec impact. 
· Option A:  Beam indication for Rel-18 L1/L2 mobility is designed based on Rel-17 TCI framework mechanism
· Option B: Beam indication for Rel-18 L1/L2 mobility is designed based on Rel-15 TCI framework mechanism 
· Option C: Beam indication for Rel-18 L1/L2 mobility is designed based on both Rel-15 and Rel-17 TCI framework mechanisms 

If the beam indication would contain a TCI state, the Rel-17 TCI framework would provide a more compact representation, since one TCI state contains the QCL information, and the UL properties (spatial Tx filter, power control parameters) that are needed to start the communication in the target cell. If the Rel-15 TCI framework is used in a corresponding way, the information that needs to be provided to the UE is more scattered.
On the other hand, it would be beneficial if LTM would work both for the Rel-15 and the Rel-17 framework:  the functionality would become easier to implement and deploy. We note that the Rel-15 handover functionality is independent of the TCI framework used, since it relies on reference signals directly, without using the TCI framework as a proxy:
[bookmark: _Toc118454791]The legacy handover functionality relies on reference signals directly to communicate with the new cell.
A solution that relies directly on reference signals is attractive, since it does not require that the serving DU knows the TCI state configuration of the target DU. Based on this, we propose
[bookmark: _Toc118454799][bookmark: _Ref118191138]The beam indication contains an explicit identifier of a reference signal, which is used to aid DL reception and UL transmission. 
Hence, the beam indication does not contain a TCI state identifier. This solution would be agnostic to the TCI framework, and hence we prefer Option C. Of course, this removes the need for the NW to configure TCI states of candidate cells.
The details on how the UE would use the reference signal can be further discussed. 
As mentioned in Proposal 2, the beam indication would be provided by a reference signal, i.e., an SSB oof the target cell. By providing an SSB as a QCL source, the communication in the target cell can be kickstarted. This SSB would also be used as pathloss reference signal, as a DL timing reference, and to determine the spatial Tx filter in FR2. Since the candidate configuration index most likely points to multiple serving cells, it is not straightforward to derive the beam indication from the candidate configurations, which motivates the separate QCL indication introduced in Proposal 2.
As discussed in section 2, the UL synchronization time must be reduced. In other words, the time it takes to provide the UE with a valid TA must be shortened, and this is discussed in more detail in [3]. Many of the methods in [3] imply that the NW knows the correct TA before the beam indication is sent, and includes that in the beam indication:
[bookmark: _Toc118454800]The beam indication contains a TA value for the target cell.
How the NW determines the TA value is a separate issue, which is discussed in detail in [3].
Finally, it may be beneficial to also include an explicit BWP ID in the beam indication. The main use case for BWPs is UE power saving, where the NW configures the UE with multiple BWPs, and switches the UE between the normal BWP and power-saving BWP. It would be beneficial if the UE could continue to use a BWP with the same properties before and after the LTM event:
[bookmark: _Ref115081468][bookmark: _Toc118454801]The beam indication contains ID of the active DL and UL BWPs for the target cells.
The content of the LTM mobility trigger information command is summarized in Table 1.
	Information
	Number of bits

	Cell-switch command
	10?

	RS identifier(s)
	6 (per serving cell?)

	TA
	12

	BWP IDs
	2+2 (per serving cell?)


[bookmark: _Ref118198730]Table 1: Contents of the beam indication.
Note that it is not clear if the beam indication needs to contain RS identifier for every serving cell of the candidate configuration. For sure, continuing communication on all serving cells directly after the cell switch would be beneficial, and this would require that RS identifiers are conveyed to the UE.
In [4], RAN2 provides the agreements on LTM made in RAN2#119bis-e. One of the agreements is related to the dynamic cell-switch: 
RAN2 assumes L1/2 mobility trigger information is conveyed in a MAC CE, FFS if the MAC CE or a DCI is used for the actual triggering. 

Hence, RAN2 assumes that the mobility trigger information, including the candidate configuration index, is conveyed in a MAC CE.  Since MAC CE conveys the mobility trigger information, adding a DCI trigger would simply delay the execution. Looking at the contents of the beam indication in Table 1, we realize that the ICBM approach, where a set of targets are preconfigured using MAC CE, and DCI selects one of them, is not viable: at least the TA cannot be preconfigured.
Hence, we propose 
[bookmark: _Ref118209970][bookmark: _Toc118454802]The LTM mobility trigger information is conveyed in a MAC CE, and the same MAC CE is used for the actual triggering.
2.2	Beam measurement
The inter-cell beam measurements specified in Rel-17 have one big drawback: they need to be explicitly configured, leading to complications for the NW, and high memory requirements for the UE. The reporting for LTM should be designed to avoid these issues, while at the same time addressing all the scenarios specified in the WID. 
In RAN1#110bis-e, RAN1 made the following agreements:
Agreement
· For Rel-18 L1/L2 mobility, L1 intra-frequency measurement for candidate cell is supported
· At least the following aspects are for RAN1 further study:
· RAN1 assumes Rel-17 ICBM CSI measurement as starting point.
· Whether and how to apply relaxation for the restrictions imposed on the Rel-17 intra-frequency L1 non-serving cell measurement defined in 9.13.2 of TS38.133, where RAN4 impact is foreseen, e.g.
· SFN offset alignment compared with serving cell
· BWP setting, i.e. non-serving cell SSB should be covered by serving cell active BWP
· Introduction of symbol level gap or SMTC for larger Rx timing difference (i.e. larger than CP length) 
· Commonality with intra-frequency L3 measurement
· Commonality with L1 inter-frequency measurement for measurement configuration

Agreement
· For Rel-18 L1/L2 mobility, further study the potential RAN1 spec impact of L1 inter-frequency measurement 
· The definition and scenarios of L1 inter-frequency measurement is determined by RAN4, and RAN1 assumes at least the following until receiving their confirmation
· The scenarios not included in intra-frequency are regarded as inter-frequency, which includes at least the following scenarios:
· The frequency of the measured RS not covered by any of the active BWPs of SpCell and Scells configured for a UE, but covered by some of the configured BWPs of SpCell and Scells configured for a UE.
· The frequency of the measured RS not covered by any of the configured BWPs of SpCell and Scells configured for a UE
· At least the following aspect is studied:
· Commonality with L1 intra-frequency measurement for measurement configuration

Fundamentally, RAN4 will define LTM intra-frequency and inter-frequency measurements. However, it would seem clear that from a configuration point of view, at least some inter-frequency measurements will require that a measurement frequency, i.e., an ARFCN, is configured.
Here we think that the configuration of L3 measurements is a good example: the L3 measurements only require a target frequency, and intra-frequency L3 measurements do not require any configuration at all. In particular, the UE does not need to be informed which PCIs it should measure: the UE finds the SSBs of any relevant PCI without explicit configuration. Hence, we propose
[bookmark: _Ref118203471][bookmark: _Toc118454803]The LTM intra-cell measurements on SSB do not require explicit configuration of PCIs, or SSB indices.
[bookmark: _Toc118454804]The LTM inter-cell measurements on SSB only require the configuration of a target frequency.
Note that this deviates from how measurements for ICBM are configured. On the other hand, we maximize the commonalities with the L3 measurements.
The NW will use the beam measurements to determine if there is a need to change serving cell. The NW may choose to change serving cell if a candidate cell is (significantly) better than the serving cell, but the actual quality of the serving cell may also impact the decision: if the serving cell is still good enough, it may be beneficial to stay on the serving cell, even if another candidate cell is better. Thus, to be useful as a basis for a cell switch decision, the beam measurements used for LTM must contain measurement related both to the serving cell, and potential target cells. Hence, we propose
[bookmark: _Toc118454805]The beam measurement reports to assist LTM include measurement information on serving  and target cells.
In RAN1#110bis-e, the following agreements were made:
Agreement
· For Rel-18 L1/L2 mobility,
· SSB is supported for L1 intra-frequency measurement
· SSB is supported for L1 inter-frequency measurement if inter-frequency L1 measurements are supported
· Further study the following L1 measurement RS for candidate cell
· CSI-RS for tracking, beam management, CSI and mobility, CSI-IM, which is for L1 intra-frequency and L1 inter-frequency (if supported) 
Agreement
· For candidate cell measurement for Rel-18 L1/L2 mobility, 
· L1-RSRP is supported for intra-frequency candidate cell measurement.
· Further study the following measurement quantities for candidate cell measurement
· L1-RSRP for inter-frequency (if supported)
· L1-SINR for intra-frequency and inter-frequency (if supported)
· FFS: to assess the use case and the benefit of UL measurement instead of/in addition to DL L1 measurement, which includes:
· How the UL measurement result is used, e.g. handover decision
· Signals/channels used for UL measurement, e.g. SRS
· Spec impact including other WGs, e.g. definition of gNB measurement, interface to transfer RS configuration or measurement results
· Note: The next discussion will take place based on companies’ contribution in future meeting.

Mobility relies on RSRP measurements: there are the only measurements that represent coverage. In contrast, SINR measurements are prone to error, due to fast interference variations, and must be combined with RSRP measurements to make reliable mobility decisions. Therefore, we propose 
[bookmark: _Toc118454806]L1-RSRP is supported for inter-frequency candidate cell measurements.
For mobility based on UL measurement, the RS transmission overhead and the NW processing scales with load. In addition, since the RS is used to identify the UE, the number of available RS configurations becomes limiting. Using UL measurements on a wide scale is thus problematic and specifying extensions to the standard for wide-scale applicability of UL mobility measurements are not motivated.
Note that the NW can already now trigger SRS transmissions that can be received in multiple cells. The resulting measurements the cells could be used to calculate the relative quality between the cells, at least if the UE transmission is omni-directional. Based on this, we propose
[bookmark: _Toc118454807]Do not specify enhancements to mobility based on UL measurements. 
With Proposal 6, the measurement report must include information that enables the NW to identify the target. As described by the above agreements, the target is identified by an SSB index, and a PCI. To identify each measurement target, 16 bits would be needed, and if we reuse the RSRP quantization in 38.133, each RSRP value will be represented by 7 bits, meaning that each measurement will need 23 bits. 
[bookmark: _Ref118204737][bookmark: _Toc118454792]One entry in the measurement report would need at least 23 bits.
In RAN1#110bis-e, RAN1 made the following agreement:
Agreement
· For L1 measurement report for Rel-18 L1/L2 mobility, further study the following mechanisms:
·  Report as UCI on PUCCH or PUSCH
· Periodic report on PUCCH, semi-persistent report on PUCCH/PUSCH, and aperiodic report on PUSCH
· Potential enhancements to Rel-17 ICBM report format to accommodate Rel-18 scenarios, e.g.
· Inter-frequency measurement, if supported
· Increasing the maximum number of reported beams, which is 4 for Rel-17 ICBM
· Flexible size beam report, e.g., two-part UCI (e.g., the 1st part contains the best beam/cell and the number (e.g., N) of reported beams/cells, the 2nd part contains the rest (N-1) beams/cells
· Reducing the reporting overhead by e.g. choosing beams/cells per frequency or across frequencies to report (FFS how)
· Report on MAC CE 
· Both gNB scheduled and/or UE initiated (if supported) report are studied

Since we are now performing inter-cell measurements, it would be beneficial if the UE reports more than four measurements, which was the limit in ICBM. Based on Observation 4, the size of the report could then easily be 200 bits. With such a report size, reporting over MAC would seem more appropriate. In addition, we also get the additional reliability from the retransmissions. Based on this, we propose
[bookmark: _Toc118454808]The beam reporting for LTM is performed over MAC.
Event-driven reporting was discussed during RAN1#110bis-e, but no agreement was made. It is often claimed that event-driven measurements have lower latency than NW-triggered measurements. This is incorrect: event-driven reporting does not reduce latency, since the latency is determined by the UL transmission time, which is typically larger for event-driven reporting than for NW-initiated reporting:
[bookmark: _Toc118454793]The latency of event-driven reporting is typically larger than the latency of NW-initiated reporting.
Instead, the benefits of event-driven reporting lie in lower reporting overhead. The report is only sent in the UL when certain conditions are fulfilled, i.e., when the event is triggered:
[bookmark: _Toc118454794]Provided that the event is properly designed, the reporting overhead of event-driven reporting can be lower than NW-initiated reporting.
Reducing reporting overhead can be important: if only periodic reporting is used, it is likely that the NW would need one report from each UE every 40ms, and it is not clear that the NW can handle that load. 
The framework for event-driven reporting over L3 is quite complex. Many different events are defined, and for an event to be triggered, a condition must remain true for a period, the so-called time-to-trigger (TTT).  The introduction TTT leads to that there may be several ongoing events at the same time, and that we need to define entering and leaving conditions. If RAN1 decides to introduce event-driven reporting, it should not be a copy of the L3 events, since they are far too complicated.
[bookmark: _Toc118454795]The framework for event-driven reporting over L3 is very complex and should not be copied if RAN1 decides to introduce event-driven beam reporting.
An illustration on how events is provided in Figure 2
[image: ]
[bookmark: _Ref115361508]Figure 2: An illustration how of the event framework for L3 measurements works.
The event-driven framework for L3 measurements contain several different types of events, and each is controlled by a set of parameters, as illustrated in Figure 2: multiple thresholds, hysteresis, offsets, TTT. The UE must evaluate many potential events in parallel.
Considering the significant reduction of reporting overhead and the risk of ending up with an overly complex event-scheme, we propose
[bookmark: _Toc118454809]  Study simplified event-driven reporting to assist LTM over MAC.
We note that events are a natural add-on to reporting over MAC. Additional events can be added late in the WI, or even in Rel-19. 
2.3	Operations on candidate cells before the cell switch
Before accessing the target, the UE must have acquired the DL timing of the target. In legacy, the UE does this after processing the handover command. In other words, the UE waits until for the next SSB arrives. The same type of requirement applies also for TCI state activation. To eliminate or significantly reduce the interrupt due to DL synchronization, the UE should acquire the DL synchronization before processing the handover command. 
RAN1 made the following agreement in RAN1#110bis-e:
Agreement
· RAN1 to further study the potential RAN1 enhancements and spec impact to perform at least the following procedures prior to the reception of L1/L2 cell switch command aiming at the reduction of handover delay / interruption
· DL synchronization for candidate cell(s)
· TRS tracking for candidate cell(s)
· CSI acquisition for candidate cell(s)
· Activation/Selection of TCI states for candidate cell(s), if feasible
· Note: Uplink synchronization aspect will not be discussed under this A.I.
· FFS: Whether the above procedures prior to the reception of L1/L2 cell switch command can be performed on candidate cell when it is deactivated SCell (if defined in RAN2)
· Detailed discussion will be commenced after receiving RAN2 LS.

To start the communication with the target, the UE needs to acquire DL synchronization. In fact, the UE has already acquired DL synchronization to a target to perform the measurement. In legacy, the UE discards this synchronization information when it has performed the measurement. Once the handover is executed to that target, the UE reacquires the DL synchronization:
[bookmark: _Toc118454796]In legacy, the UE discards the synchronization information it used to perform a measurement once the measurement has been performed.
If the UE could remember the synchronization information of any RSs it has reported, at least for some time, it would be possible to avoid DL synchronization delay, at least for some RS:
[bookmark: _Toc68630173][bookmark: _Toc118454797]If the UE would store the QCL properties of the RSs on which it has performed beam management measurements, the activation delay could be avoided. It would be sufficient if the UE stored the QCL properties for a small number of RSs for a limited period.
We thus propose 
[bookmark: _Ref68530815][bookmark: _Toc68630205][bookmark: _Toc118454810]The UE can be configured to store the QCL properties of a subset of the RSs it has reported for a limited period.
Of the topics in the agreement above, achieving DL synchronization prior to the cell-switch is the most important issue. For the other cases, we have the following comments:
TRS tracking: The UE uses the TRS to improve channel estimation, which improves demodulation performance. However, the UE is capable of demodulating PDCCH and PDSCH also without assistance from a TRS. In fact, the performance benefits of TRS are not huge, as shown in [5]. Hence, it would not seem important to require that the UE performs TRS tracking of the candidate before the cell-switch.
CSI acquisition: Without access to CSI measurement for the candidate, the NW would have to operate without CSI until the first report is received over the target. Here we note that the RSRP report of the candidate can be used for initial choice of MCS. If the UE can provide additional information, e.g., on the interference situation, before the cell-switch performance can be improved.
Activation/selection of TCI states: As discussed in section 2.1, the beam indication provides information corresponding to the TCI states. This implies that the NW has already selected a suitable TCI state. In our understanding, there is no specification impact of this.
2.4	Discussion of the RAN2 LS
In [4], RAN2 provides the agreements related to LTM, and some of the agreements have already been referenced in the preceding sections. Here we will provide additional comments to the agreements with RAN1 relevance: 
Terminology
RAN2 to use “LTM” as term for the L1/L2-triggered mobility. 
Use the term “cell switch” for the procedure of triggering change of cells via the LTM feature

We use this terminology in our RAN1 contributions.

Target performance enhancements
For UE processing, the following (not exhaustive) is assumed to be performed after receiving the cell switch command:
MAC/RLC reset (when configured) 
RF retuning (e.g. needed for inter-frequency), baseband retuning 
R2 assumes that the following items may be discussed by RAN1 and RAN4 (and may be scenario specific): 
- Whether to perform DL synchronization to candidate/target cell before receiving the cell switch command. R2 assumes this is feasible at least for the case that the target cell is already an active serving cell.
- Whether to support of performing TRS tracking and CSI measurement of candidate/target cell before/by cell switch command


Here we note that RF retuning for the inter-frequency case may impact the assumption of the application time of the beam indication. However, assuming that the beam indication is transmitted using MAC CE, the normal activation time of 3ms should be sufficient.
We are discussing DL synchronization of candidate/target cells before receiving the cell switch command in section 2.3. TRS tracking and CSI measurements are discussed in the same section. 
L1 measurements and beam indication
RAN2 assumes that RAN1 will drive discussions on L1 measurement enhancements, if any. If RAN1 identifies the need for e.g. event reporting, filtering etc, RAN2 can then be involved if needed. 
Inter-freq L1L2 mobility: R2 Confirms that For L1L2 mobility inter-freq scenarios in general should be supported (including mobility to inter-frequency cell that is not a current serving cell), including the support of inter-frequency L1 measurements, if feasible by R4 and R1.
RAN2 assumes that whether to use the unified TCI framework as the baseline for beam indication for L1L2 mobility is up to RAN1 (RAN2 observes that L1/L2 mobility need to support inter-freq cases). 

This is discussed in this contribution: measurements are discussed in section 2.2 and beam indication and the relation to the TCI framework is discussed in section 2.1.

Dynamic cell switching
RAN2 assumes L1/2 mobility trigger information is conveyed in a MAC CE, FFS if the MAC CE or a DCI is used for the actual triggering. 
RAN2 assumes the MAC CE for L1/2 mobility trigger contains at least a candidate configuration index. 
RAN2 assumes that both RACH-based (CFRA, CBRA) and RACH-less procedures for L1 L2 mobility switch may be supported. RACH-less if the UE doesn’t need to acquire TA during the cell switch. RAN2 understands that the feasibility of RACH-less may depend on RAN1, and expect that RAN1 is working on this. 
RAN2 assumes RACH resource for CFRA for L1 L2 dynamic switch may be provided in RRC configuration (or potentially by MAC CE FFS). 
FFS if the MAC CE can indicate TCI state(s) (or other beam info) to activate for the target Cell(s), dep on RAN1 progress.



The issues on the L1/2 mobility trigger information were discussed in section 2.1. We are using the agreements as basis for Proposal 5. We are also proposing that the MAC CE can indicate beam info, as described in conjunction with Proposal 2.
On RACH-based vs. RACH-less our view corresponds to the RAN2 assumption that both are supported. This is further discussed in [3]. Also, the assumption that the RACH resources for CFRA is provided in RRC configuration should be fine from RAN1 perspective.
3	Conclusion
In the previous sections we made the following observations: 
Observation 1	To reduce DL synchronization time, early RAN4 involvement is crucial.
Observation 2	It is difficult to extend the Rel-17 ICBM to work across DUs.
Observation 3	The legacy handover functionality relies on reference signals directly to communicate with the new cell.
Observation 4	One entry in the measurement report would need at least 23 bits.
Observation 5	The latency of event-driven reporting is typically larger than the latency of NW-initiated reporting.
Observation 6	Provided that the event is properly designed, the reporting overhead of event-driven reporting can be lower than NW-initiated reporting.
Observation 7	The framework for event-driven reporting over L3 is very complex and should not be copied if RAN1 decides to introduce event-driven beam reporting.
Observation 8	In legacy, the UE discards the synchronization information it used to perform a measurement once the measurement has been performed.
Observation 9	If the UE would store the QCL properties of the RSs on which it has performed beam management measurements, the activation delay could be avoided. It would be sufficient if the UE stored the QCL properties for a small number of RSs for a limited period.
Based on the discussion in the previous sections we propose the following:
Proposal 1	Support scenario 2: the beam indication is transmitted together with the cell switch command.
Proposal 2	The beam indication contains an explicit identifier of a reference signal, which is used to aid DL reception and UL transmission.
Proposal 3	The beam indication contains a TA value for the target cell.
Proposal 4	The beam indication contains ID of the active DL and UL BWPs for the target cells.
Proposal 5	The LTM mobility trigger information is conveyed in a MAC CE, and the same MAC CE is used for the actual triggering.
Proposal 6	The LTM intra-cell measurements on SSB do not require explicit configuration of PCIs, or SSB indices.
Proposal 7	The LTM inter-cell measurements on SSB only require the configuration of a target frequency.
Proposal 8	The beam measurement reports to assist LTM include measurement information on serving  and target cells.
Proposal 9	L1-RSRP is supported for inter-frequency candidate cell measurements.
Proposal 10	Do not specify enhancements to mobility based on UL measurements.
Proposal 11	The beam reporting for LTM is performed over MAC.
Proposal 12	Study simplified event-driven reporting to assist LTM over MAC.
Proposal 13	The UE can be configured to store the QCL properties of a subset of the RSs it has reported for a limited period.
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