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Introduction
This contribution discusses aspects related to capacity improvement enhancements for XR [1]. 

Discussion
Due to its high data rates requirements, XR imposes significant demands both for its own service and on the network as a whole. For example, for AR/VR (45 Mbps), ~4-6 UEs can be supported in a BW of 100 MHz with SU-MIMO [2]. To make XR deployments feasible for NW operators, particularly in FR1, capacity enhancements are critical as otherwise a NW would not deprioritize all other traffic/applications that generate most revenue in order to serve few XR UEs.

In RAN1#109-e, scheduling enhancements, such as for SPS/CG, multi-slot scheduling, and so on were discussed. However, DCI or SPS/CG enhancements are irrelevant to the core sources for enhancing XR capacity. DCI overhead is negligible compared to the packet sizes and DCI-based scheduling of individual TBs offers best link adaptation and maximizes capacity. For example, even for the smaller XR data rates such as for cloud gaming with 30 Mbps having a mean packet size of 62500 bytes (500,000 bits), a DCI overhead of ~60-80 bits is negligible for capacity compared to the required TB sizes. DCI-based scheduling is also always needed for TB retransmissions. Further, due to the large BW requirements, no more than 1-2 XR UEs can be scheduled per slot in FR1. The same holds for FR2. Based on the findings of the Rel-17 SI [1] and also on analytical considerations, XR capacity can be enhanced using DCI-based scheduling and considering:
a) traffic-aware scheduling and link adaptation (e.g. different scheduling for I-frames and P-frames)
b) discarding packets that cannot meet the PDB 
c) improving link adaptation to enhance spectral efficiency and reduce latency

SPS PDSCH is for serving multiple UEs/slot with periodic traffic and small TBs of fixed size for which DCI-based scheduling is not advantageous due to overhead and due to minimal gains from link adaptation. None of those conditions apply for XR. Even though XR traffic is periodically generated, due to the jitter caused by codec and networks delays, packet arrivals are not periodic. Also, due to the large and variable TB size and the short PDB, SPS/CG-based transmissions are fully inappropriate for XR. Having multiple SPS PDSCH configurations, similar to having multiple PDCCH candidates, is also detrimental for UE power consumption as, unlike DCI sizes, TB sizes for XR are hundreds of thousands of bits and would require substantial UE power consumption for blind decoding. Similar considerations apply for CG PUSCH. For pose/control, there is no jitter, the traffic period is an integer (e.g. 4 msec), and Rel-17 CG PUSCH suffices. For video traffic, using CG PUSCH is detrimental or even infeasible as it is not possible to reserve UL resources to account for jitter and variable TB sizes - reserved resources would always need to be maximum ones and possibly span multiple slots. Also, treating UL scheduling similar to SL scheduling by embedding control information in a PUSCH does not help as, similar to SL, the resources that a network needs to reserve are fixed.  

Observation 1: SPS PDSCH/CG PUSCH enhancements are not relevant to increasing XR capacity and schemes relying on multiple configurations, or on DCI-based adaptation of configurations, are detrimental to UE/network operation.

Proposal 1: Do not further consider SPS PDSCH/CG PUSCH enhancements for XR.


1.1 DL Scheduling
For video packets, traffic-aware scheduling requires differentiation of I-frames and P-frames. In the DL, Rel-17 provides the necessary tools and the gNB can schedule TBs for I-frames and P-frames with different priority values. The two priority values of Rel-17 are sufficient as TBs for P-frames can follow general eMBB traffic, and TBs for I-frames can have larger priority. There is no use-case for XR in Rel-18 that requires additional URLLC-type traffic with higher priority than for I-frames. In order to satisfy the PDB, a UE should have the capability to receive more than one PDSCHs per slot (e.g. with TBs for I-frames and TBs for P-frames) which is also supported in Rel-17. It is also possible to consider a single TB that includes slices of both I-frames and P-frames per CB or per CBG through a different coding rate. 
  
Observation 2: A network can maximize DL capacity gains for XR using traffic-aware scheduling and Rel-17 mechanisms. 

Multi-slot PUSCH/PDSCH scheduling were introduced in Rel-16/Rel-17 and multi-cell PUSCH/PDSCH scheduling is introduced in Rel-18. Both can be further considered for XR-specific aspects. Multi-slot PDSCH/PUSCH scheduling can be extended to FR1 and FR2. A potential benefit would be to reduce UE power consumption for PDCCH monitoring rather than reduce DCI overhead which is negligible for XR. One aspect that would require enhancement for multi-slot PDSCH scheduling in FR1 is the HARQ-ACK reporting latency which was not a major issue in FR2-2 due to the very short slot duration. For example, for the DDDDU configuration, PDSCH scheduling over at least 3-4 slots, and for a UE that may not be able to provide practically instantaneous HARQ-ACK for the large TBs of XR, a HARQ-ACK report as in Rel-17 would incur a latency of 10 msec (15 kHz SCS) which is too large.   

Proposal 2: If multi-slot PDSCH scheduling is supported for XR, support multiple HARQ-ACK reporting occasions.


Multi-slot PDSCH scheduling for XR would also need to support CBG-based HARQ-ACK which is not supported in Rel-17 due to associated complexities in the HARQ-ACK codebook construction. It is noted that if CBG-based retransmission for multi-slot PDSCH scheduling is not supported, multi-slot scheduling would actually be detrimental for XR capacity.

Proposal 3: If multi-slot PDSCH scheduling is supported for XR, support CBG-based HARQ-ACK reporting.


It has also been suggested to support different MCS for different PDSCHs or PUSCHs. However, that would be required only if the corresponding PDSCHs or PUSCHs of multi-slot scheduling are associated with different priorities – e.g. some provide TBs for I-frames and others provide TBs for P/B-frames; otherwise, there is no reason to have different MCS or different time-frequency resource allocation.

Observation 3: If all multi-slot PDSCHs or PUSCHs provide same type of video frames and have same priority, there is no benefit from indicating different MCS or different TDRA/FDRA. 


Link adaptation should be different for TBs with I-frames/slices and for TBs with P-frames/slices at least in terms of CQI reporting because the corresponding BLERs and the scheduling strategy including retransmissions are likely to be materially different. Rel-17 supports CQI mapping to either 10-1 or 10-5 target BLER. At least the 10-5 value is not appropriate for XR (too low and would result to poor spectral efficiency) while the 10-1 value is too large for CBs of I-frames, particularly when considering the PDB. Using an intermediate value of 10-3 target BLER can be considered because, although the network may to some extent infer that CQI from another target BLER value such as 10-1, the actual CQI for a given BLER is UE implementation dependent. 

Proposal 4: Support (a) configuration of BLER for CQI reporting and (b) CQI with multiple values for respective multiple types of video frames.


CSI reporting enhancements through reporting of “soft-ACK” or “delta-MCS” were considered in Rel-17 URLLC - discussion focused on “delta-MCS” without conclusion. The determination of a “delta-MCS” value is based on UE implementation (e.g. using estimated SINR, LLR values, LDPC decoder iterations, etc.). Therefore, due to the UE proprietary determination, testing of the feature is difficult. Main additional shortcomings are that delta-MCS is primarily useful for TB retransmissions, thereby failing to offer a benefit ~90%-99% of the time, and that the channel, the interference, the bandwidth, and the target BLER for a TB retransmission need to be identical as for the previous transmission of the TB in order for a “delta-MCS” report to be meaningful. Such requirements are not generally realistic. Also, unlike sporadic URLLC traffic, XR traffic is largely predictable within a time period (including the jitter), and performing link adaptation based on CSI reports is robust and compatible with existing UE/network implementations.

Observation 4: Use of “delta-MCS” has narrow applicability, requires conditions that may not be realistic, may not be possible to test due to UE proprietary implementation, and is not expected to result to DL capacity gains for XR. 

In order to conserve UE power given that XR traffic is quasi-periodic, the UE is likely to be configured with a short DRX ON cycle that can be adjusted to include the jitter. A problem then is the quality of link adaptation when the UE enters the DRX ON part of the cycle since the last CSI report would be outdated by ~20 msec or more (e.g. depending on the periodicity). That is not a major problem for eMBB because a long DRX cycle is typically used and capacity and spectral efficiency are not as critical as for XR since the TB sizes are smaller and PDB constraints are loose. Similar considerations apply for beam management in FR2, i.e. the IE may enter the DRX ON duration with suboptimal/failed beam and have no time for scheduling and beam management without failing the PDB and/or without the short DRX ON duration expiring.

One option is to not configure DRX operation and rely on PDCCH skipping to enable a UE to not monitor PDCCH while performing measurements and providing CSI reports. In that case, it would be beneficial for UE power consumption, interference reduction, and to enable the UE to enter a “sleep” state, to also skip CSI measurements and CSI reports except the last one before the expiration of the PDCCH skipping duration. That can be by network configuration. Another option is to configure a short DRX cycle for the UE and support measurements and CSI reports outside the DRX ON cycle. At least the first option should be supported while the second option can be discussed in conjunction with the support of DRX operation for XR UEs.   

Proposal 5: A UE indicated PDCCH skipping can be configured to also skip some CSI measurements and reports.
  

1.2 UL Scheduling
UL scheduling is generally more difficult than DL scheduling, particularly under PDB constraints. Transmission opportunities are typically fewer in the UL than in the DL, coverage is worse, and the network does not have full knowledge of the traffic characteristics at a UE.

In Rel-17, a UE needs to wait for an UL slot to transmit PUCCH with positive SR (may be generated at the UE when a slot is a DL one), wait for a next UL slot to provide BSR, and then wait for a next UL slot to be scheduled according to the BSR. For a DDDDU configuration, the delay is at least 10 msec at 15 kHz SCS and at least 5 msec at 30 kHz SCS. Those values also assume possible for a UE to provide SR in every UL slot, immediate scheduling by the gNB, and do not consider additional delays, such as 2.5 msec at 15 kHz SCS and 1.25 msec at 30 kHz SCS, to account for the average time between the generation of the positive SR at the UE and the corresponding PUCCH transmission opportunity and duration. Some of that inefficiency is inherent to the UL-DL configurations while some other is due to the information provided by the SR which is too coarse for XR. By enabling the SR to provide some information for the BSR, latency is reduced by ~50%, the PDB is easier to achieve, and capacity can improve as the first scheduled PUSCH can provide an approximate BSR value. Instead of transmitting an unmodulated signal to indicate positive SR, a UE can apply BPSK/QPSK (as for HARQ-ACK) and provide 1-2 bits of information corresponding to BSR values that can be configured by the gNB. There is no coverage issue by having a modulated SR for 1-2 bits as the UE is expected to have sufficient link quality to reliably provide thousands of bits of XR traffic, there is no additional resource overhead, and there is no impact on UE/gNB implementation as the corresponding transmission/reception is same as for 1-2 bits of HARQ-ACK.

Proposal 6: Apply BPSK/QPSK to SR to indicate 2-4 BSR values in order to reduce latency for UL scheduling.


As expected, and as also shown in [1], capacity can improve if there is traffic awareness at RAN and/or if packets that cannot meet the PDB are discarded. A UE can indicate CB/CBGs for I-frames and P-frames in a PUSCH transmission by embedding corresponding L1 control information in the PUSCH and then the gNB can schedule or skip retransmissions of CB/CBGs according to their corresponding importance and using corresponding parameters for link adaptation. The PDB can also be indicated via the L1 control information as that can directly impact scheduling decisions including for a target BLER or whether to pursue retransmissions. Alternatively, BSR can be modified/partitioned to indicate multiple buffer status and corresponding multiple PDBs (e.g. separate BSR/PDB for XR and eMBB).

Proposal 7: Apply BPSK/QPSK to SR to indicate 2-4 BSR values in order to reduce latency for UL scheduling.
   

Targeting UL video traffic via CG PUSCH transmissions is not feasible as a gNB cannot reserve the required resources (even for a single UE) and block other services. Nevertheless, while DCI-based PUSCH scheduling can be default, a UE can be provided one or more CG-PUSCH configurations and availability for transmission in corresponding resources can be indicated by the gNB. As for CG-PUSCH, that avoids the SR  UL grant  PUSCH delay. Also, as UL bandwidth utilization is often low for eMBB traffic when there is no XR, even for a DDDDU configuration, avoiding unutilized bandwidth on demand can result to increased capacity when there is XR traffic. From a network implementation perspective, the CG-PUSCH configurations can have overlapping resources for statistical multiplexing of UEs since having orthogonal resources for all UEs is not possible for video traffic. The UEs can still transmit positive SR for DCI-based scheduling (e.g. in case multiple UEs happen to transmit in overlapping resources) and subsequent UL scheduling can be as usual. 

Proposal 8: A UE can be provided CG PUSCH configurations and activation of transmission based on some of the CG PUSCH configurations can be indicated by the network.


Conclusions
This contribution considered mechanisms for XR capacity enhancements and proposes the following.

Proposal 1: Do not further consider SPS PDSCH/CG PUSCH enhancements for XR.

Proposal 2: If multi-slot PDSCH scheduling is supported for XR, support multiple HARQ-ACK reporting occasions.

Proposal 3: If multi-slot PDSCH scheduling is supported for XR, support CBG-based HARQ-ACK reporting.

Proposal 4: Support (a) configuration of BLER for CQI reporting and (b) CQI with multiple values for respective multiple types of video frames.

Proposal 5: A UE indicated PDCCH skipping can be configured to also skip some CSI measurements and reports.

Proposal 6: Apply BPSK/QPSK to SR to indicate 2-4 BSR values in order to reduce latency for UL scheduling.

Proposal 7: Apply BPSK/QPSK to SR to indicate 2-4 BSR values in order to reduce latency for UL scheduling.

Proposal 8: A UE can be provided CG PUSCH configurations and activation of transmission based on some of the CG PUSCH configurations can be indicated by the network.


In addition, the following observations are made. 

Observation 1: SPS PDSCH/CG PUSCH enhancements are not relevant to increasing XR capacity and schemes relying on multiple configurations, or on DCI-based adaptation of configurations, are detrimental to UE/network operation.

Observation 2: A network can maximize DL capacity gains for XR using traffic-aware scheduling and Rel-17 mechanisms. 

Observation 3: If the multi-slot PDSCHs or PUSCHs provide same type of video frames and have same priority, there is no benefit from indicating different MCS or different TDRA/FDRA. 

Observation 4: Use of “delta-MCS” has narrow applicability, requires conditions that may not be realistic, may not be possible to test due to UE proprietary implementation, and is not expected to result to DL capacity gains for XR. 
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