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[bookmark: _Ref178064866]In this contribution, we address the support for NR broadcast reception in RRC Inactive/Idle, following up on previous meeting outstanding issues, and considering the additional issue of reception of the same broadcast transmission by UEs in all RRC states.
Discussion
[bookmark: OLE_LINK1][bookmark: OLE_LINK2]Supported CFR Cases and Reception of the same broadcast transmission by UEs in all RRC states
Supported CFR cases for broadcast
In RAN1#104-e, the following was agreed:
	Agreement:
For broadcast reception, the same group-common PDCCH and the corresponding scheduled group-common PDSCH can be received by both RRC_IDLE/RRC_INACTIVE UEs and RRC_CONNECTED UEs when UE-specific active BWP of RRC_CONNECTED UE contains the common frequency resource of RRC_IDLE/INACTIVE UEs and the SCS and CP are the same.
· FFS: the case when UE-specific active BWP of RRC_CONNECTED UE does not contain the common frequency resource of RRC_IDLE/INACTIVE UEs.





In RAN#103-e, the following was agreed
	Agreement (Updated proposal from RAN1#106e):
For a configured/defined CFR for GC-PDCCH/PDSCH carrying MCCH and MTCH for broadcast reception with UEs in RRC IDLE/INACTIVE state.
· Support Case-C
· Support at least one of Case D and Case E. 
· Down-selection to be made at RAN1#106b-e
· Note: Case C, D and E are defined in previous agreements




Legacy use of BWPs
In NR, all data channels and reference signals used for transmission/reception between the UE and network occur in a DL/UL Bandwidth Part (BWP). In legacy NR, for UEs in RRC CONNECTED, this is the active BWP.
For the use of initial BWP in RRC Connected there are two options specified: Option#1 and Option#2:
With Option#1 the initial BWP-0 (CORESET#0 initial BWP or SIB1 initial BWP) does not receive any dedicated RRC configurations, so one or more of up to four additional BWPs, BWP-1, BWP-2, BWP-3 and BWP-4 are configured. Any of BWP-1 to BWP-4 may be used as active BWP. With Option#1 the initial BWP cannot be used as active BWP.
With Option#2 the initial BWP-0 also receives dedicated RRC configurations, and with this can be used as an active BWP. One or more of up to three additional BWPs, BWP-1, BWP-2, BWP-3 may also be configured. Any of BWP-0 to BWP-3 may be used as active BWP. Unlike Option#1, with Option#2 the initial BWP may therefore be used as an active BWP.
For UEs in RRC INACTIVE/IDLE the BWP is always the CORESET#0 initial BWP. Legacy UEs use CORESET#0 initial BWP to receive System Information and paging in RRC IDLE/INACTIVE.

The need of a BWP to receive broadcast in RRC IDLE/INACTIVE
Following the legacy principles of NR, mentioned above, the UE needs a BWP to receive broadcast in RRC IDLE/INACTIVE.
When the UE receives broadcast according to Case A, the CFR has identical frequency resources to the CORESET#0 initial BWP. The CORESET#0 initial BWP already exists from legacy, so the frequency resources of this BWP does not need to be specifically configured for broadcast – the broadcast CFR just uses the already-existing CORESET#0 initial BWP.
When the UE receives broadcast in RRC INACTIVE/IDLE according to any of Cases C, D and E, the broadcast transmission will – by definition - exceed the CORESET#0 initial BWP. This means that broadcast will then need to be transmitted in a wider BWP, which we here denote BWP-B (‘B’ for Broadcast, naming is not important now and can be changed later). From a frequency resource perspective, The CFR then needs to be contained within BWP-B, whichever the Case C, D or E. 
[bookmark: _Toc87048573]In NR, all data channels and reference signals used for transmission/reception between the UE and network occur in a DL/UL Bandwidth Part (BWP).

[bookmark: _Toc87048574]For Case A, this BWP is the CORESERT#0 initial BWP, which is configured for all UEs in RRC IDLE/INACTIVE and does therefore not need to be specifically configured for broadcast.

[bookmark: _Toc87048575]For Case C, D and E, since the CFR exceeds the CORESET#0 frequency resources, a specific BWP for broadcast needs to be configured.

[bookmark: _Toc87048589]For UEs receiving broadcast in RRC IDLE/INACTIVE, the CFR is configured within a BWP. 
· [bookmark: _Toc87048590]Note1: For Case A this BWP is the CORESET#0 initial BWP (already agreed)
· [bookmark: _Toc87048591]Note: Specific naming and configuration of the BWP is up to RAN2.

[bookmark: _Toc87048592]For UEs receiving broadcast in RRC IDLE/INACTIVE according to other Cases than Case A, a specific BWP for broadcast, different from CORESET#0 initial BWP, is configured: “BWP-B”.

With Case C, BWP-B may naturally be identical in size to the SIB1-configured initial BWP but neither BWP-B nor SIB1 initial BWP would be the initial BWP for UEs in RRC INACTIVE/IDLE, since the CORESET#0 initial BWP is still used for all UEs in RRC INACTIVE/IDLE to receive System Information and paging and also for Random Access. In addition, the SIB1 initial BWP may only, according to legacy, be used by UEs in RRC Connected.
We think that the legacy use of initial BWP should not be changed for UEs receiving broadcast in RRC IDLE/INACTIVE. The specific broadcast BWP-B would be an additional BWP, which would always contain the CORESET#0 initial BWP.

[bookmark: _Toc87048593]The legacy CORESET#0 initial BWP is used to receive System Information and paging and for Random Access also for UEs receiving broadcast in RRC IDLE/INACTIVE.

[bookmark: _Toc87048576]UEs is RRC IDLE/INACTIVE receiving broadcast will need to receive in parallel legacy type of data, such as System Information, paging and RA signaling in the CORESET#0 initial BWP and broadcast data. For Case C, D and E, the broadcast is received in a specific broadcast BWP, wider than CORESET#0 initial BWP, but containing this.

BWP for Case C
With Case C, BWP-B is larger than the CORSESET#0 initial BWP but occupies the same frequency resources as SIB1-configured initial BWP. With Case C, the frequency range of BWP-B and CFR are identical for UEs in RRC INACTIVE/IDLE.

[bookmark: _Toc87048577]With Case C, the configured broadcast BWP-B can naturally have identical frequency resources to the SIB1 initial BWP.

BWP for Case D
With Case D, the CFR is contained within (subset of) the frequency range of SIB1-configured initial BWP. The frequency resources of BWP-B may, as one alternative, again be identical to the SIB1-configured initial BWP, with a CFR being configured as a strict subset of this. However, with the current definition of Case D, the frequency resources of BWP-B and the CFR may alternatively be identical, so that BWP-B is smaller than the SIB1-configured initial BWP and instead matches the CFR. In fact, as we will see below, this is the only reasonable way of defining BWP-B for Case D.
It can be argued that with Case D, the UE anyway needs to adapt its frequency window to the CFR rather than to the BWP-B, so there is no special point on using a BWP-B that is wider than the CFR. 
If the frequency window of the Case D UE is instead according to a BWP-B equal in size to SIB1 initial BWP, i.e. exactly like in Case C, then there is no gain in defining a CFR size smaller than BWP-B – Case C could instead be used with data being scheduled – by implementation – within a smaller subset. There would be no power saving gain for the UE of having the data within the smaller part, since it would anyway need to cover the full SIB1 initial BWP/BWP-B size. It can therefore safely be assumed that, with Case D, the UE frequency window should be adapted to the CFR. With this, there is no reason to use a BWP-B equal to SIB1 initial BWP for Case D. Instead, the frequency resources of CFR and BWP-B are identical for Case D.

[bookmark: _Toc87048578]With Case D, the configured broadcast BWP-B can naturally have identical frequency resources to the configured CFR.

BWP for Case E
With Case E, the CFR may have any size larger than the CORESET#0 initial BWP, if it contains this. Again, the frequency resources of the associated BWP-B is naturally identical to the CFR.
[bookmark: _Toc87048579]With Case E, the configured broadcast BWP-B can naturally have identical frequency resources to the configured CFR.

[bookmark: _Toc87048580]For all cases C, D and E, the configured broadcast BWP-B can naturally have identical frequency resources to the configured CFR
[bookmark: _Toc87048594]For all cases, other than Case A, the configured broadcast CFR and BWP-B have identical frequency resources.
It can be noted that when SIB1 configures the initial BWP, both Case C and Case D are special cases of Case E with respect to both CFR and BWP-B. 

The difference between the three cases can be expressed as follows:
With Case E as a starting point, it supports any CFR/BWP-B size within the carrier, independently of SIB1 initial BWP, Case D adds a constraint in that the CFR/BWP-B is required to be contained within the SIB1 initial BWP frequency resources. Case C adds a further constraint in that the CFR/BWP-B needs to have identical frequency resources to SIB1 initial BWP.
It is not clear what gains there could be of introducing such Case C/D constraints, when the solution could just as well be fully flexible with Case E.

It can also be noted that when SIB1 does not configure the initial BWP, so that the CORESET#0 initial BWP is used also for UEs in RRC CONNECTED, it is only with Case E that broadcast, wider than CORESET#0 can be supported.
Case E is therefore the most general case, which can contain Case C and Case D as special cases and which also works, independently of whether SIB1 configures the initial BWP.

[bookmark: _Toc87048581]When SIB1 does not configure the initial BWP, Case C and D are not applicable. Broadcast would then be limited to Case A, unless Case E is supported.
[bookmark: _Toc87048595]Broadcast in a wider CFR/BWP than CORESET#0 initial BWP is supported when SIB1 does not configure the initial BWP. 


Analysis of possible opportunities and issues with the different options for downselection 
Before continuing the argumentation, we wish to establish two undisputable facts (F1, F2):
Fact 1 (F1)
Without considerations of broadcast, there are various reasons why a certain SIB1 initial BWP is selected. The optimum choice of SIB1 initial BWP depends on the conditions of the network and will need to vary across network implementations based on the network operator’s preferences. In some scenarios the SIB1 initial BWP is chosen to be small in comparison to the full carrier BW. 

Fact 2 (F2)
Without considerations of SIB1 initial BWP, there are various reasons why a certain broadcast CFR size is used. The optimum choice of broadcast CFR size depends on the particularities of the broadcast services, network conditions and UE considerations. The optimum broadcast CFR will need to vary across network implementations. It is foreseeable that the broadcast CFR may have a large size, potentially covering the full carrier BW.

There is no reason to expect F1 and F2 to result in the same optimum BW for both SIB1 initial BWP and Broadcast CFR in a given network implementation of broadcast. Instead, the optimum BW sizes will in general be different. 

Combining F1 and F2 we see that a single size would be inappropriate, and that the optimum solution is to allow for independent configurations of SIB1 initial BWP and broadcast CFR. This is not at all possible with Case C, partly possible with Case D and fully possible with Case E.

Considering the above, we think it is obvious that independent configurations of SIB1 initial BWP and broadcast CFR should be supported, unless it can be shown that there are significant issues related to this. We will now analyze whether there are such issues.

Possible such issues could relate to one or more of these areas:
1. Specification complexity
2. UE implementation complexity
3. Operational issues

Specification complexity
For each of Case C, D and E, a CFR/BWP-B of the same size needs to be configured for broadcast. The way this is configured is up to RAN2, but some reflections are anyway given below.
Case C allows for a simplification of the configuration of frequency resources for the CFR/BWP-B, in that the SIB1 initial BWP configuration can be reused for both CFR and BWP-B.

For both Case D and E there is a need to separately configure a CFR/BWP-B, which is different from the SIB1 initial BWP. This will require the same type of additional configuration in both cases, which is likely to be a locationAndBandwidth parameter in SIBx that will define the frequency resources of the CFR/BWP. 

As mentioned, the CFR and BWP-B will need to be the same in both cases, so there is no significant difference in the configuration of UEs for Case D and E. Other configurations for broadcast will be independent of the Case C, D or E.
It should therefore be noted that support for Case E does not imply any additional specification effort on top of those anyway required to support Case D. 

[bookmark: _Toc87048582]There is no significant difference in specification complexity between Case D and Case E.

UE implementation complexity
In both Case D and E, the UE would need to receive the same BWP-B/CFR size in RRC IDLE/INACTIVE, which is larger than the CORESET#0 initial BWP. In both cases the UE will need to receive the broadcast CFR/BWP-B in parallel with receiving System Information and paging. This is similar to the legacy requirement of the RRC CONNECTED UE to receive, in parallel, data in the active BWP and System Information and paging in the initial BWP.

When going to RRC CONNECTED, the Case D UE would necessarily have a service interruption, since it always needs to increase its BWP from the smaller BWP-B to SIB1 initial BWP after entering RRC Connected state. It can be noted again that in theory, this can be avoided by the UE using instead a frequency window corresponding to SIB1 initial BWP when receiving Case D broadcast but as mentioned above, there is no added value of Case D in that Case, since this is effectively Case C! 

In contrast to a Case D UE, when going to RRC Connected, a Case E UE could keep its broadcast frequency window (BWP-B) from RRC IDLE/INACTIVE until completion of the RRC configuration procedure. After entering RRC Connected state but before completion of RRC configuration, the UE would thus receive the broadcast CFR/BWP-B in parallel with receiving RRC signaling within the SIB1 initial BWP, which would be contained within the CFR/BWP-B. This is also easy for the UE to do.

After the completion of RRC configuration, the Case E UE may continue to receive the broadcast without service interruption if the active BWP has the same frequency resources as the CFR/BWP-B. If the active BWP is different there would be a service interruption. However, for cases where the Case E CFR/BWP-B would be larger than the SIB1 initial BWP, it is expected that the network will be able to keep the BW of the UE constant, to allow broadcast reception without service interruption (unlike Case D where this always occurs).
When service reception without interruption is targeted, there is therefore no BWP switching involved with Case E. The complexity of Case E therefore seems to be similar to the complexity of Case C and smaller than with Case D.
Observation: There is no significant difference in UE complexity between Case D and Case E.


Operational issues
One concern that has been raised at RAN1#106b-e is that, when a UE enters RRC Connected, the gNB cannot know whether this UE is currently receiving broadcast or not. The optimum active BWP may depend on whether the UE receives broadcast or not. If the UE does not receive broadcast there may be an optimum active BWP, when only aspects not related to broadcast are considered. However, when also broadcast is considered, the optimum may be to keep the broadcast BWP-B size, since this would allow seamless transition of the service into RRC Connected. 

This conflict is real but is not special to Case E – also Case C and D suffer from the same issue! It can of course happen also with Case C and D that the optimum active BWP size is different from the SIB1 initial BWP! A Case C UE would then also need to switch BW to have the optimum active BWP for unicast data. With Case D there is anyway a service interruption in connection with changing the BW size from the smaller BWP-B to SIB1 initial BWP, but there may be a second switch if the active BWP is configured to be different from SIB1 initial BWP.

In all cases C, D and E, without further information about whether the UE receives broadcast, the gNB would need to decide depending on what it finds most important, but there is no difference between the cases regarding the impact of this.

It should also be noted that since UEs are expected to signal UE capabilities to the network, this issue only happens with UEs supporting broadcast. The network will know which UEs support broadcast and if the UE entering RRC Connected is identified as a UE not supporting broadcast, the gNB need not take broadcast into account in the configuration of the active BWP. There is therefore no impact on legacy UEs. The issue is therefore restricted to UEs supporting broadcast and the impact is equal to the three cases C, D and E.
It is further expected that additional RRC signaling will in fact allow the network to know whether the UE is receiving broadcast, which would allow the gNB to make the optimum decision for each individual UE, irrespective of Case C, D or E.

[bookmark: _Toc87048583]For UEs supporting broadcast, without additional RRC signaling support, the network cannot know whether a UE entering RRC Connected state is receiving broadcast or not, so cannot make an informed choice on which active BWP is optimum to use. It can either select an optimum active BWP, without broadcast considerations, or it can let the UE keep its current BW to allow for seamless transition of the broadcast service. This issue is however identical for all Cases C, D and E.
[bookmark: _Toc87048584]There are no significant differences in operational issues between Case D and Case E.

With a potential to allow for a more optimized choice of the combination of SIB1 initial BWP and broadcast CFR/BWP-B, and with no identified issues that would affect Case E more than Case C or Case D, it is natural to support arbitrary combinations of SIB1 initial BWP and broadcast CFR/BWP-B, without imposing unmotivated constraints to limit the CFR/BWP-B to be within SIB1 initial BWP. 
The burden of proof should lie on those who are proposing such constraints to motivate these. Without convincing such motivation it is not reasonable to restrict the higher flexibility and larger potential of Case E.

[bookmark: _Toc87048596]  For UEs in RRC INACTIVE/IDLE, broadcast can be received according to Case E.
[bookmark: _Toc87048597]Note: CFRs according to Case C and D can be supported by Case E.The BWP (”BWP-B”) to receive the broadcast CFR in RRC IDLE/INACTIVE has the same frequency resources as the CFR.  
[bookmark: _Toc87048598]  When the UE state is changed from RRC INACTIVE/IDLE to RRC CONNECTED, the UE formally keeps its BWP-B used to receive Case E broadcast in RRC INACTIVE/IDLE until completion of RRC configuration. After RRC configuration, the UE releases the BWP-B but keeps the CFR, which is inherited by all configured BWPs in RRC CONNECTED, provided the CFR is contained within the respective BWP.
Note: Only using a CFR (i.e. without a BWP) in RRC INACTIVE/IDLE is not possible since a BWP always needs to be used to receive data, for consistency with legacy NR. Only using a BWP is not possible either since the BWP needs to be released after completion of RRC configuration and UEs in all RRC states need to have something in common to receive the broadcast, which is the CFR. The CFR thus stays the same when a UE moves from RRC INACTIVE/IDLE to RRC CONNECTED, but the BWP changes.
The BWP_ID numbering used by UEs in RRC INACTIVE/IDLE is independent from the numbering used by RRC CONNECTED UEs. For UEs in RRC INACTIVE/IDLE, CORSESET#0 initial BWP is used by all UEs and BWP-B is used for UEs receiving broadcast with Case C, D or E. For UEs in RRC CONNECTED, the legacy numbering is unaffected. 
When the frequency resources of the BWP, used for broadcast reception in RRC INACTIVE/IDLE, are identical to those of the active BWP in RRC CONNECTED, then no “real” BWP switching is required, since there is no change of center frequency, bandwidth, or numerology. There is however a change of logical BWP, since the configurations of the two BWPs will inevitably be different (only broadcast configurations are configured on the RRC INACTIVE/IDLE BWP-B). However, since there is no “real” BWP switching a UE should be expected to change such logical BWP without disruption of data reception. Broadcast service reception should therefore have the potential of being seamless for a UE changing RRC state.
[bookmark: _Toc87048599]  When the frequency range and numerology of the BWP to receive broadcast does not change with a change of RRC state, the UE is expected to receive the broadcast data without disruption.

Number of CFRs for broadcast   
In RAN1#106-e the following was agreed
	Agreement:
For broadcast reception, RRC_IDLE/RRC_INACTIVE UEs can use the same bandwidth configurations for the CFR of GC-PDCCH/PDSCH carrying MCCH and the CFR of GC-PDCCH/PDSCH carrying MTCH.
· FFS: use of different bandwidth configurations for the CFR of GC-PDCCH/PDSCH carrying MCCH and the CFR of GC-PDCCH/PDSCH carrying MTCH



The rational for using different CFRs for MCCH and MTCH is to possibly allow more power saving, since when only MCCH is received, or monitored for changes, a smaller bandwidth can potentially be used compared to receiving MTCH in a wider bandwidth.
For the reception of MCCH data, the bandwidth is probably not that important, since the MCCH is cyclic, and the UE only needs to receive one cycle and can then monitor for changes. It is then more important that the monitoring of change notifications of the MCCH can be done in a power efficient way, which is possible with TDM due to the sparse way the change notifications are transmitted. 
Such power saving may only be relevant when the MCCH is present but the MTCH has not yet started. Depending on DRX for MCCH and MTCH, the UE may or may not be able to perform BWP switching between the occasions of MCCH (narrow bandwidth) and MTCH (wider bandwidth).
It may be difficult to support such BWP switching in general without data disruption.
If the wider bandwidth of the UE frequency window is kept wide also for MCCH reception, there is no power saving gain of receiving MCCH in a smaller CFR.
This means that the foreseeable power saving gains of using different CFRs for MCCH and MTCH may be limited or non-existing, depending on use case.
Even with a single CFR, most part of the power saving is expected to come from the time domain DRX and change notification mechanism, which allows the UE to receive MCCH change notification using a very small percentage of all slots, once the cyclic MCCH as such as has been captured.
We also see no need to support different CFRs for different MTCH services – they can share the same CFR.
Using a single CFR for MCCH and MTCH therefore seems to provide enough opportunities for power saving and would also relieve the UE from receiving two CFRs in parallel.
[bookmark: _Toc87048600]  Only a single common CFR for both MCCH and MTCH is supported in Rel-17.

At RAN1#106b-e it was also discussed whether different configurations for MCCH and MTCH could be used on the same CFR. This could e.g. be different PDCCH-config, allowing for different Monitoring Occasions for MCCH and MTCH. We think such functionality could be useful to have, since the requirements to receive MCCH and MTCH are expected to be quite different.
[bookmark: _Toc87048601]For UEs receiving broadcast in RRC IDLE/INACTIVE, support different configurations of PDCCH and PDSCH for MCCH and MTCH within a broadcast CFR.
How to indicate frequency resources for broadcast CFR/BWP
In RAN1#106-e the following was agreed:
	Agreement:
From RAN1 perspective, the CFR for broadcast reception of RRC_IDLE/INACTIVE UEs, includes at least the following configurations:
· One set of parameters configured for PDSCH for broadcast reception with GC-PDSCH
· One set of parameters configured for PDCCH for broadcast reception with GC-PDCCH
· FFS: whether some parameters configured for PDSCH/PDCCH are optional/needed for the supported cases of CFR.
· FFS: If necessary, depending on the cases supported, starting PRB and the number of PRBs 
· The reference for starting PRB is Point A. (Following the same approach to determine reference for starting PRB as that defined in AI8.12.1.)



Regarding the second FFS we propose to exactly reuse for the broadcast CFR/BWP the way the frequency resources of a BWP is configured in legacy NR, i.e. using the combination of Point A, offsetToCarrier and locationAndBandwidth (RIV) to indicate the exact location of the BWP/CFR with respect to the carrier starting RB. This is already agreed for multicast, which would allow for a common way of indicating BWP/CFR for multicast/broadcast, which is also in line with legacy NR.

[bookmark: _Toc87048602]To define the broadcast BWP/CFR frequency resources, reuse the legacy definition of BWP frequency resources for unicast using the combination of Point A, offsetToCarrier and locationAndBandwidth to indicate the exact location of the BWP/CFR with respect to the carrier starting RB. 
Note: With Case A, the frequency resources of BWP/CFR are – by definition – equal to CORESET#0 initial BWP, which is already defined by legacy, so no dedicated configuration of the frequency resources are required for the CFR. 

Reception of the same broadcast transmission by UEs in all RRC states  
  
As discussed in paragraph 2.4 below, we think the BWPs that can be used for broadcast are restricted to the CORESET#0 Initial BWP (BWP-0) and to a configured BWP (BWP-1) that can be larger than the CORESET#0 Initial BWP but containing this. We also propose that this configured BWP/CFR can be configured according to Case E, also covering Case C and Case D as special cases.
For the case of broadcast transmitted in CORESET#0 Initial BWP, we note the legacy requirements for RRC Connected UEs to simultaneously receive unicast data in the active BWP and to monitor System Information and paging in the Initial BWP, when this is contained within the active BWP. 
We think therefore that it would be reasonable to require RRC Connected UEs to receive broadcast, transmitted with CORESET#0 Initial BWP, in parallel with unicast and multicast in the active BWP.

[bookmark: _Toc87048585]In legacy NR, RRC Connected UEs are expected to monitor System Information and paging in the Initial BWP in parallel with receiving unicast data, provided the Initial BWP is fully contained within the active BWP.

[bookmark: _Toc79185453][bookmark: _Toc87048603]RRC Connected UEs should be able to receive broadcast, transmitted with CORESET#0 Initial BWP, in parallel with unicast and multicast in the active BWP, if the active BWP overlaps with CORESET#0.

For the case of a configured broadcast CFR/BWP (e.g. according to Case E), which contains the CORESET#0 Initial BWP, we think an RRC CONNECTED UE could be expected to receive this in parallel with unicast/multicast of the active BWP, provided the frequency range of the broadcast CFR is identical to the active BWP or to its configured multicast CFR. The idea is that in all cases of NR multicast/broadcast, no more than one CFR, with frequency resources different from those of the active BWP, would be used in total to cover the cases of multicast and broadcast MCCH and broadcast MTCH.
With an active BWP and a CFRs for multicast and broadcast being a subset of this, the following variants would be supported, see also Fig.1:
1. Multicast and broadcast both have a CFR with frequency resources equal to the active BWP
2. Multicast uses a CFR equal to the active BWP and broadcast uses a CFR smaller than the active BWP
3. Multicast uses a CFR smaller than the active BWP and broadcast uses a CFR equal to the active BWP.
4. Multicast and broadcast both use CFRs with identical frequency resources and smaller than the active BWP.

[image: ]
Fig.1 – The proposed four ways the multicast and broadcast CFRs could fit into the active BWP

[bookmark: OLE_LINK26][bookmark: _Toc79185454][bookmark: _Toc87048604]RRC Connected UEs are expected to receive broadcast, transmitted on a configured broadcast CFR, in parallel with unicast/multicast of the active BWP, provided the frequency range of the broadcast CFR is identical to the active BWP or to its configured multicast CFR. If no multicast CFR is configured, the UE is expected to receive the broadcast CFR, irrespective of frequency range, as long as it is contained within the active BWP and also contains the CORESET#0 Initial BWP.
Support of Beam sweeping in RRC Inactive/Idle 
The following agreement was made during RAN1#103[4]:
	Agreements:
· For RRC_IDLE/RRC_INACTIVE UEs, beam sweeping is supported for group-common PDCCH/PDSCH.
· FFS: Details for support of beam sweeping for group-common PDCCH/PDSCH.



In RAN1#104e the following was agreed:
	Agreement:
For RRC_IDLE/RRC_INACTIVE UEs, for broadcast reception, the UE may assume that group-common PDCCH/PDSCH is QCL’d with SSB.
· It is up to UE implementation whether UE monitors monitoring occasions corresponding to all SSB indexes or monitoring occasions corresponding to a subset of all SSB indexes. 
· FFS: association rules between SSB indexes and UE monitoring occasions.
· FFS: group-common PDCCH/PDSCH is QCl’d with TRS if configured



In RAN1#105e the following was agreed:
	Agreement:
For RRC_IDLE/RRC_INACTIVE UEs, for broadcast reception, the same beam can be used for group-common PDCCH and the corresponding scheduled group-common PDSCH for carrying MCCH or MTCH.
· UE may assume that DMRS ports of the group-common PDCCH/PDSCH for MCCH is QCL’d with SSB.
· UE may assume that DMRS ports of the group-common PDCCH/PDSCH for MTCH is QCL’d with SSB.
· FFS: group-common PDCCH/PDSCH for MTCH is QCL’d with periodic TRS if configured



In RAN1#106b-e the following was agreed:
	Agreement:
For RRC_IDLE/RRC_INACTIVE UEs for broadcast reception, MTCH scheduling is associated with a window defined by the MTCH monitoring periodicity and the starting of the periodicity
· FFS: the window is associated to one or multiple or all G-RNTI.




We seek clarification how the MTCH scheduling window is related to the DRX for Multicast MBS that is part of the running CR 38.321 (R2-2108926). The DRX parameters are contained in the MCCH, therefore we assume it is relevant for reception of broadcast in RRC idle/inactive, not only for multicast in RRC connected. MTCH scheduling for broadcast must be done in accordance with the PTM-DRX scheme, which is inherited from the unicast scheme, i.e. using parameters like onDurationTimer, InactivityTimer and drx-LongCycle and drx-StartOffset. Any MTCH transmission window would have to coincide with the onDuration of the DRX cycle. We therefore think that parameters like a MTCH transmission window offset and periodicity are not needed.

We believe that different MBS services can have different latency requirements and different typical packet interarrival time. In order to avoid that UEs interested in a service with relaxed latency and long interarrivals has to monitor PDCCH as frequently as that may be necessary for other services, we propose the window can be different for different G-RNTI.

We note that the PTM-DRX scheme in the running CR 38.321 (R2-2108926) is per MBS session, which in turn is associated with a G-RNTI:

MBS-SessionInfo-r17 ::=             SEQUENCE    {
    mbs-SessionId- r17                  MBS-SessionId-r17,
    g-RNTI- r17                         RNTI-Value,
    mrb- ListBroadcast- r17                  MRB-ListBroadcast-r17,
    mtch-SchedulingInfo- r17             DRX-ConfigPTM-r17     OPTIONAL -- NEED S
}

 
[bookmark: _Toc87048605]The MTCH scheduling is associated with one G-RNTI.
In RAN1#106b-e the following was agreed:
	Agreement:
For RRC_IDLE/RRC_INACTIVE UEs for broadcast reception, at least support that within the MTCH scheduling window, the association between the PDCCH monitoring occasions and SSB is defined as:
· the [x×N+K]th PDCCH monitoring occasion(s) for MTCH in the scheduling window corresponds to the Kth transmitted SSB, where x = 0, 1, ...X-1, K = 1, 2, …N, N is the number of actual transmitted SSBs determined according to ssb-PositionsInBurst in SIB1 and X is equal to CEIL(number of PDCCH monitoring occasions in MTCH transmission window/N). 
· For the purpose of associating PDCCH monitoring occasion for MTCH and SSB, the UE assumes that, in the MTCH scheduling window, PDCCH for an MTCH scrambled by G-RNTI is transmitted in at least one PDCCH monitoring occasion corresponding to each transmitted SSB.




On the second bullet of the last agreement, wouldn't this imply the gNB has to transmit at least one PDCCH per SSB in each "window"? Why should that be enforced? If there is not MTCH traffic in a window, why should PDCCH be transmit anyway? We propose to clarify the bullet of the agreement:

[bookmark: _Toc87048606]For the purpose of associating PDCCH monitoring occasion for MTCH and SSB, the UE assumes that, in the MTCH scheduling window, if any PDCCH for an MTCH scrambled by G-RNTI is transmitted, then such a PDCCH is transmitted in at least one PDCCH monitoring occasion corresponding to each transmitted SSB. 

[bookmark: _Toc61903233][bookmark: _Toc61903884][bookmark: _Toc61905339][bookmark: _Toc61905360][bookmark: _Toc61905382][bookmark: _Toc61905395][bookmark: _Toc61905422][bookmark: _Toc61905443][bookmark: _Toc61905484][bookmark: _Toc61905751]
Semipersistent Scheduling (SPS)
For some use cases of broadcast the service data may be of a constant bit rate, which allows the service to be scheduled in a repetitive way. For broadcast it may therefore be of advantage to use SPS. A further motivation for SPS 

[bookmark: _Toc87048607]Support SPS for broadcast  

SPS for MTCH in idle/inactive (i/i) has not been widely discussed. For SPS in i/i, a one-time activation signalled in PDCCH does not make sense, because 1) UEs can "enter" the cell by cell-reselection and we believe it should be possible that SPS is active or inactive on a per-cell basis and 2) for i/i UEs there is no HARQ-ACK/NACK, so PDCCH-based activation could not use ACK/NACK either to confirm the activation.
Therefore, the SPS configuration should rather be contained in the MCCH and the SPS is activated/deactivated via MCCH. Since the MCCH is repetitive there is sufficient inherent robustness for the activation/deactivation notifications. Apart from this, SPS for broadcast can be used exactly as for multicast.

[bookmark: _Toc79185460][bookmark: _Toc87048608]For SPS broadcast to UEs in RRC-Idle/Inactive, we propose configuration and activation/deactivation is carried by the MCCH. 

The proposed SPS scheme for i/i UEs is therefore more similar to UL Configured Grant Type 1. From the perspective that the activation and deactivation of the persistent scheduling is not carrierd dynamically in PDCCH, it could be argued that the term semipersistent scheduling is somewhat misleading, however we propose to use the term SPS for this scheme anyway.
Some companies have expresed the preferrence to have the same approach for activation of group common SPS for broadcast as well as multicast and for all RRC states. However, for the above reasons we do not see how the DCI based de/activation that is defined for RRC-connected could be used for UEs in i/i. 
In SPS for RRC-Connected, the PDCCH containing the activation also implicitly specifies the "offset" of the periodically scheduled PDSCH, where the periodicity is given in SPS-Config IE, and the HARQ Process ID associated with the slot where the DL transmission starts is derived from the following equation:
HARQ Process ID = [floor (CURRENT_slot × 10 / (numberOfSlotsPerFrame × periodicity))] modulo nrofHARQ-Processes
where CURRENT_slot = [(SFN × numberOfSlotsPerFrame) + slot number in the frame] and numberOfSlotsPerFrame refers to the number of consecutive slots per frame as specified in TS 38.321.
Since we propose to not have SPS activation via PDCCH for RRC-idle/inactive, the slot offset and according HARQ Process ID needs to be defined by other means. We propose to include it in the SPS-Config IE and that this IE is carried in MCCH. 
[bookmark: _Toc79185461][bookmark: _Toc87048609]For SPS to UEs in RRC-Idle/Inactive, the slot offset and other parameters carried by the PDCCH for activation and release of SPS is included in the SPS-Config IE and this IE is carried in MCCH.

Further details on group common PDCCH for RRC Inactive/Idle
Number of CORESETs

The following was agreed during RAN1#105e:
Agreement:

For Rel-17, for broadcast reception, RRC_IDLE/RRC_INACTIVE UEs do not exceed the maximum number of CORESETs mandatorily (in the minimum capability) supported for Rel-15/Rel-16 UEs, i.e., 2 CORESETs. 
· If the CFR has the same frequency range as the initial BWP, where the initial BWP has the same frequency resources as CORESET0 or where the initial BWP has the frequency resources configured by SIB1, RRC_IDLE/RRC_INACTIVE UEs can be configured with the following options:
· CORESET#0 (default option if CFR is the initial BWP and CORESET is not configured); or
· CORESET configured by commonControlResourceSet; or
· CORESET#0 and CORESET configured by commonControlResourceSet.



During RRC IDLE/INACTIVE state, the gNB uses only CORESET#0 initial BWP, but not the SIB-1 configured initial BWP. Therefore, it is better to remove the term “or where the initial BWP has the frequency resources configured by SIB1” in the above proposal revise as follows.

[bookmark: _Toc79185472][bookmark: _Toc87048610]For Rel-17, for broadcast reception, RRC_IDLE/RRC_INACTIVE UEs do not exceed the maximum number of CORESETs mandatorily (in the minimum capability) supported for Rel-15/Rel-16 UEs, i.e., 2 CORESETs. 
· [bookmark: _Toc79185473][bookmark: _Toc87048611]If the CFR has the same frequency range as the initial BWP, where the initial BWP has the same frequency resources as CORESET0, RRC_IDLE/RRC_INACTIVE UEs can be configured with the following options:
· [bookmark: _Toc79185474][bookmark: _Toc87048612]CORESET#0 (default option if CFR is the initial BWP and CORESET is not configured); or
· [bookmark: _Toc79185475][bookmark: _Toc87048613]CORESET configured by commonControlResourceSet; or
· [bookmark: _Toc79185476][bookmark: _Toc87048614]CORESET#0 and CORESET configured by commonControlResourceSet.
DCI formats for broadcast reception
The following was agreed during RAN1#105e:
	Agreement:
For RRC_IDLE/RRC_INACTIVE UEs, for broadcast reception, DCI format 1_0 is used as baseline for GC-PDCCH of MCCH and MTCH.
· FFS details of FDRA.

Agreement:
For broadcast reception, RRC_IDLE/RRC_INACTIVE UEs can use a configured/defined CFR with the same size as the initial BWP, where the initial BWP has the same frequency resources as CORESET0 (i.e., Case A), to receive GC-PDCCH/PDSCH carrying MCCH.
· Note: GC-PDCCH/PDSCH transmission within a narrower portion of the Initial BWP (where the initial BWP has the same frequency resources as CORESET0) is possible by implementation via appropriate scheduling.

Agreement:
For broadcast reception, RRC_IDLE/RRC_INACTIVE UEs can use a configured/defined CFR with the same size as the initial BWP, where the initial BWP has the same frequency resources as CORESET0 (i.e., Case A), to receive GC-PDCCH/PDSCH carrying MTCH.
· Note: GC-PDCCH/PDSCH transmission within a narrower portion of the Initial BWP (where the initial BWP has the same frequency resources as CORESET0) is possible by implementation via appropriate scheduling.



In ran1#106, the following was agreed:
	Agreement:
The DCI format for GC-PDCCH scheduling a GC-PDSCH carrying MCCH/MTCH at least includes the following fields for broadcast reception with UEs in RRC_IDLE/INACTIVE state: 
· FDRA field
· TDRA field
· Modulation and coding scheme 
· Redundancy version
· FFS: 
· MCCH change notification (if supported and only for MCCH), 
· RB numbering starts from the lowest RB of the CFR and support of resource allocation with granularity of single or multiple RBs.
· HARQ process number and New data indicator
· VRB-to-PRB mapping
· other fields if needed.

Agreement
For broadcast reception with UEs in RRC_IDLE/INACTIVE state, the DCI size of GC-PDCCH scheduling a GC-PDSCH carrying MCCH/MTCH is aligned with DCI format 1_0 with CRC scrambled by C-RNTI in the CSS.

Agreement:
Study whether the Type-x CSS supported for multicast in RRC_CONNECTED can be reused as baseline for broadcast in RRC_IDLE/RRC_INACTIVE for GC-PDCCH scheduling MCCH and MTCH.

Agreement:
For RRC_IDLE/RRC_INACTIVE UEs with broadcast reception, if common search space other than searchSpace#0 is configured for MTCH, the mapping of PDCCH monitoring occasions to SSBs can be configured with a rule.
· The existing rule defined for OSI in TS 38.331 is used as starting point to define the above rule.



Two DCI formats have been agreed for multicast. The first DCI format, based on legacy DCI format 1_0, and the second DCI format, based on legacy DCI format 1_1. In the following we will argue for multicast and broadcast to use common DCI formats. We will therefore use the same terminology also for the broadcast DCI formats, so that both multicast and broadcast could use a common first DCI format and a common second DCI format.
First DCI format
In legacy, the number of PRBs addressed by the FDRA for DCI 1_0 depends on whether CORESET#0 is configured as the initial BWP (any RRC state). FDRA corresponds to the size of CORESET#0 if CORESET#0 is configured as the initial BWP for the cell; and the size of SIB1-configured initial DL bandwidth part if CORESET#0 is not configured for the cell (RRC CONNECTED only). 
For broadcast, a CFR can be configured with the same frequency resources as CORESET#0, as agreed previously. However, the UE could also be configured with a broadcast BWP, according to Case C and at least one of Case D and Case E. The FDRA for DCI 1_0 should thus follow the following rules:
For the FDRA field in the DCI 1_0 for broadcast (i.e. scrambled with G-RNTI):
· The FDRA field size is given by the CFR size, i.e. one of the following
· the size of CORESET#0, if there is no separately configured BWP for broadcast
· the size of the configured CFR/BWP for broadcast. 

The first DCI format used for broadcast can be the same as the first DCI format for multicast. Since the fields specific for multicast and broadcast can be made optional, there is no need to introduce a specific format for each of multicast and broadcast. The same applies for the second DCI format. We refer to our accompanying Group scheduling contribution (R1-2112346) where the common DCI formats for multicast/broadcast are presented in detail.


Further motivation of a second DCI format for broadcast. A broadcast DCI, using the same common format as the first multicast format, would have certain limitations, among which one can highlight the following two:
· Limitation to single layer transmission (i.e. broadcast cross-polar MIMO not possible)
· Limitation to Resource allocation Type 1
Although many MIMO layers are not realistic to use for broadcast, using two layers with cross-polarization MIMO would still be practical and may provide very significant gains in some scenarios. Limiting broadcast to a DCI format common with the first DCI format for multicast would therefore exclude this possibility.
NR supports two resource allocation types, Type 0 and Type 1. With Type 0, the RBs can have a large frequency distribution, thanks to a configured bit map defining the frequency distribution of RBs. This allows for a potentially large frequency diversity also with small amount of data to transmit. Since, with broadcast, the gNB does not have any knowledge of the channel conditions of individual UEs, and these conditions anyway are different across multiple UEs, there is no way for the gNB to transmit the broadcast data in a favorable part of the frequency bandwidth. Instead, the best, from a performance point of view, is to maximize frequency diversity by spreading the data as much as possible in the frequency domain, which is supported by Resource allocation Type 0.
With resource allocation Type 1, all RBs are instead transmitted as a contiguous set of RBs along the frequency axis, which means that when the amount of data is small, the transmission will be very concentrated in frequency and the frequency diversity will be very low. The risk is then higher that the UE will be in a deep frequency fade. There is of course an associated link budget cost associated with this, which it would be desirable to reduce.
For broadcast it would therefore be advantageous to support two MIMO layers (for the cross-polar MIMO use case) as well as Resource allocation Type 0, none of which is supported by legacy DCI format 1_0 but with legacy DCI format 1_1. 
With the multicast format based on the legacy DCI format 1_1, and with a general alignment between multicast and broadcast being desirable, it would therefore be natural to support also the multicast/broadcast variant of DCI format 1_1.

[bookmark: _Toc87048586]	Multicast and broadcast can share the same DCI formats, with broadcast specific and multicast-specific fields made optional. 
[bookmark: _Toc87048587]	A broadcast DCI format limited to be based on legacy DCI format 1_0 would limit the potential of NR broadcast, by not allowing for cross-polar (two layer) MIMO or frequency diversity supported by Resource allocation Type 0.

[bookmark: _Toc87048615]Support a first DCI format for broadcast, which is the same as the first DCI format for multicast, with broadcast specific and multicast-specific fields made optional. 
[bookmark: _Toc87048616]Support a second DCI format for broadcast, which is the same as the second DCI format for multicast, with broadcast specific and multicast-specific fields made optional. 

Common Search Space (CSS) types for broadcast
The following was agreed at RAN1#105-e:
	Agreement:
For broadcast reception, RRC_IDLE/RRC_INACTIVE UEs support the same CSS type for MCCH and MTCH.
· FFS support of different CSS types for MCCH and MTCH channels for broadcast reception.




Regarding the FFS we see no reason to support different CSS types. Furthermore, the CSS type should be aligned with the agreed CSS type for multicast. It has been argued that broadcast cannot use the same CSS type as multicast, due to different way of configuration (RRC vs SIBx/MCCH), but how the configuration is conveyed is a totally different question from what is configured. There is nothing that prevents the same IEs to be conveyed via either RRC or SIBx/MCCH and be used for both multicast and broadcast. This means that the same CSS type can be used for both multicast and broadcast.
[bookmark: _Toc79185477][bookmark: _Toc87048617]Different CSS types are not supported for MCCH and MTCH.
[bookmark: _Toc79185478][bookmark: _Toc87048618]The CSS type for broadcast should be the same as the CSS type for multicast.
Parameters and configuration of the CFR for MCCH/MTCH
The detailed way the UE is configured for broadcast will be finally determined by RAN2, but from RAN1 perspective our view is that the configuration to receive MCCH should be broadcast via a new SIBx. This SIBx includes e.g. the configuration of the broadcast CFR for MCCH and also for MTCH, if MTCH uses the same CFR.
The required configurations to receive MTCH is then carried in the MCCH.
Proposal x: For broadcast reception with RRC_IDLE/RRC_INACTIVE UEs:
· the set of parameters configured for PDCCH/PDSCH for broadcast reception with GC-PDCCH/PDSCH carrying MCCH can be configured by SIBx
· the set of parameters configured for PDCCH/PDSCH for broadcast reception with GC-PDCCH/PDSCH carrying MTCH can be configured by MCCH
 
PDSCH repetition/HARQ combining
In RAN1#106b-e the following was agreed:
	Agreement:
For broadcast reception with UEs in RRC_IDLE/INACTIVE states, support slot-level repetition for MTCH.



Assuming the unicast/multicast mechanism for slot-level repetition will be re-used also for broadcast, the implication is that the DCI format will need to carry the Redundancy Version (RV) and UE is expected to perform soft-combining each new RV of a TB with the HARQ buffer. The DCI format will also need to carry a HARQ process ID. This means that the DCI support for broadcast could also cover HARQ combining.

Obviously, with broadcast the UE would not send any feedback to trigger HARQ retransmissions, so these would need to be scheduled by the network without such feedback. We may call this gNB-triggered HARQ retransmission to contrast with legacy HARQ retransmission, where the UE triggers the retransmission via NACK feedback.

One purpose of gNB-triggered HARQ retransmission would be to provide sufficient coverage where beam sweeping of PDSCH using narrow beams is not desirable and wide beams do not provide enough coverage.

The main purpose of gNB-triggered HARQ retransmission would be to provide increased time diversity, similar to that provided by time interleaving in some legacy broadcast systems.

The time diversity offered by slot-level repetition is very limited. With a maximum of 16 slots in a “repetition burst” the total duration would only be 16 ms with SCS 15 kHz and half of this with SCS 30 kHz. With a more realistic repetition over e.g. four slots the duration would be only 4 ms (15 kHz SCS) or 2 ms (30 kHz SCS), which is too small values to provide any significant time diversity gain in most scenarios.

[bookmark: _Toc87048588]With gNB-triggered HARQ retransmission for broadcast, the time diversity may be very significantly extended, and be significant also for low speeds such as walking speed.

Having very large repetition factors would also be costly from the overhead point of view.
To increase time diversity, one could alternatively use HARQ retransmission, where the total time duration of a Transport Block (TB), considering all (gNB-triggered) HARQ retransmission may be much longer, which could allow for better time diversity also with low overhead. If the repetitions are e.g. spread over 100 ms, which may be feasible with broadcast applications that are not very sensitive to latency, significant time diversity gain could be gained also at walking speed.

It appears thus that both the required DCI signaling fields and the UE soft-combining capability will anyway be available for broadcast, so supporting also HARQ combining, based on gNB-triggered HARQ retransmissions, would not require any significant additional complexity, neither specification-wise, nor UE complexity-wise. Since such functionality could also provide significant gains in certain scenarios, we think this functionality should be supported in Rel-17, which can be done with almost no additional specification work.

It should be noted that for the broadcast UE, the transmission and UE operation would look like multicast, for the case when no HARQ feedback is provided.

For non-SPS, the proposed HARQ functionality should be straight-forward. One may also consider using the same type of gNB-triggered HARQ retransmission with SPS. This would however require significant specification work since, unlike regular SPS, retransmissions would need to be part of the SPS configuration, which is not currently the case for SPS for legacy unicast. The proposed HARQ functionality for broadcast therefore only applies to non-SPS in Rel-17.

[bookmark: _Toc87048619]Support gNB-triggered (not feedback based) HARQ retransmissions for broadcast
· [bookmark: _Toc87048620]Note: UE behavior is the same as with UEs receiving multicast, but with no feedback from the UE. The UE would soft-combine successive HARQ transmissions of the same G-RNTI and HARQ process. The total number of transmissions is pre-determined by the gNB.

Alignment with multicast solution
Considering both UE complexity and the limited remaining WI time, it would be advantageous to reuse as much as possible of the multicast functionality for broadcast. 
UEs would obviously be configured via different methods for broadcast (via broadcast signal, SIBx and MCCH) and unicast/multicast (UE-specific RRC configuration) but the basic way of operation of e.g. PDCCH and PDSCH can probably be directly reused from multicast (which itself is largely reused from unicast). 
As we have pointed out in earlier RAN1 and RAN2 contributions, there are technical possibilities to allow UEs in Idle/Inactive mode to receive multicast-transmitted data that are aimed primarily for RRC Connected UEs. The same PTM transmission could thus reach both Connected UEs and Idle/Inactive UEs – no need for duplication! 
Idle/Inactive UEs could thus piggy-back on PTM transmissions that are anyway going on aimed for Connected UEs. Such reception may e.g. include PDSCH repetition and/or HARQ retransmissions based on HARQ feedback from Connected UEs, resulting in PTM retransmissions. Idle/Inactive UEs would however not transmit any HARQ feedback or anything else in the UL – they would just listen to PTM.
Although this type of functionality for multicast to Idle UEs is not further discussed in Rel.17, the same type of transmission could of course also be used for broadcast, since the situation for the UE is identical, irrespective of whether the UE is a multicast or broadcast UE in Idle/Inactive – the only difference is the way the method by which the UEs are configured.
We therefore think that reusing a subset of the multicast functionality for broadcast would both save time and increase flexibility/performance of the broadcast solution, while also allow the largest possible alignment between unicast/multicast and broadcast and therefore maximize the probability of broadcast being implemented.
As an example, time diversity could be increased by using pre-scheduled retransmissions, exactly like multicast HARQ retransmissions and/or PDSCH repetitions, but not triggered by UE feedback, but pre-scheduled, as decided by the gNB to achieve a certain target broadcast coverage.
With such alignment it would also be easier in future releases to find possibilities for an even higher degree of integration of the overall MBS system solution for unicast/multicast/broadcast, allowing increased flexibility and performance with a minimized complexity footprint.
[bookmark: _Toc79185479][bookmark: _Toc87048621]The NR broadcast solution should target maximum commonality/alignment with the NR multicast solution. 
Further details on MCCH change indication
The following was agreed in RAN1#106e:
	Agreement:
Study and reach an agreement by RAN1#106b-e on whether Alt1 and Alt2 for MCCH change notification indication can accommodate at least 2 bits for the notification of MCCH configuration changes due to a session start and the notification of MCCH configuration changes of an ongoing session (including session stop).




The following was agreed at RAN1#106:
	Working assumption:
Alt 2 (from previous agreement) is supported for broadcast reception with RRC_IDLE/RRC_INACTIVE UEs for the notification of MCCH configuration changes.
· Send an LS to RAN2 with the mechanism agreed in RAN1




For robustness reasons it would be preferable if the change notification for broadcast could be transmitted with some repetition, since a single “one time” change indication may be missed with catastrophic consequences for the UE (lost service). Using repetition combined with bit toggling would allow for this.
With Alt1, a dedicated RNTI is transmitted only when there is a change to be signaled and the nature of the change is signaled in the DCI of the related PDCCH. To increase robustness, this message could be repeated over several modification periods, with identical content. To distinguish between a real change and a repetition, relative signaling via bit toggling relative to earlier change notifications would be preferable to absolute signaling of the change, i.e. it is the change of bits not the bit value itself that carries the information of change.
With Alt2, the two change notification bits are carried in the DCI of the MCCH PDCCH. As in Alt1, the change notification bits could be toggled when there is a change. With Alt2, the change notification bits will be available in every MCCH DCI, so the signaling can be extremely robust.
With measures to increase robustness, as above, both Alt1/Alt2 approaches would be reasonable. The advantage with Alt1 is that there is no overhead when no change needs to be signaled (although changes rarely happens and the overhead in each such notification is anyway very small), whereas the additional two bits are always present in the DCI in Alt2.
Regarding overhead of Alt2, taking also the necessary unicast/multicast/broadcast DCI alignment into account, there will not be any net overhead with Alt2 compared to Alt1. This is because the DCI size of broadcast is anyway smaller than the DCI size of unicast/multicast so will, with DCI size alignment, occupy the same resources.



Bit toggling
The two bits will signal MBS session activation and change of MCCH signaling data. We propose that bit toggling is used, which means that the information of the change indication lies in the change of the bit value rather than the absolute value.
The bit for MBS session activation is thus toggled each time a new MBS session is activated. If the initial value is e.g. ‘0’, this means that at the first MCCH PDCCH DCI in a Modification Period the UE will check whether the bit value has changed. If the UE detects that the value has changed to ‘1’ this implies that one MBS session is activated, and the UE will find out more by investigating the MCCH content. This bit value of ’1’ is retained in all MCCH PDCCH DCIs until there is a new MBS session activation to be notified to the UE, in which case the bit value changes back to ‘0’ and stays like that until a new change occurs etc.
If the UE misses the first MCCH PDCCH carrying the toggled bit, this is not catastrophic, since the UE can have one or more new attempts on the following MCCH PDCCH Monitoring Occasion.
The bit for change of MCCH content would work in the same way, i.e. the UE would check the first MCCH PDCCH DCI in each Modification Period whether the second bit has changed and, if so, would further investigate the MCCH content. If none of the bits are toggled, the UE can safely ignore the MCCH PDCCH until the start of the next Modification Period.
This toggling mechanism provides increased robustness thanks to the inherent repetition - one or even more missed MCCG PDCCHs would not be catastrophic – subsequent PDCCH DCIs carry the same change information.

[bookmark: _Toc87048622]Confirm the Alt2 WA from RAN1#106b-e
· [bookmark: _Toc87048623]For each of the bits indicating MBS session activation and MCCH content change: the bit value is toggled each time there is a change and the bit retains that value until the next change occurs.
Conclusion
 In the previous sections we made the following observations: 
Observation 1	In NR, all data channels and reference signals used for transmission/reception between the UE and network occur in a DL/UL Bandwidth Part (BWP).
Observation 2	For Case A, this BWP is the CORESERT#0 initial BWP, which is configured for all UEs in RRC IDLE/INACTIVE and does therefore not need to be specifically configured for broadcast.
Observation 3	For Case C, D and E, since the CFR exceeds the CORESET#0 frequency resources, a specific BWP for broadcast needs to be configured.
Observation 4	UEs is RRC IDLE/INACTIVE receiving broadcast will need to receive in parallel legacy type of data, such as System Information, paging and RA signaling in the CORESET#0 initial BWP and broadcast data. For Case C, D and E, the broadcast is received in a specific broadcast BWP, wider than CORESET#0 initial BWP, but containing this.
Observation 5	With Case C, the configured broadcast BWP-B can naturally have identical frequency resources to the SIB1 initial BWP.
Observation 6	With Case D, the configured broadcast BWP-B can naturally have identical frequency resources to the configured CFR.
Observation 7	With Case E, the configured broadcast BWP-B can naturally have identical frequency resources to the configured CFR.
Observation 8	For all cases C, D and E, the configured broadcast BWP-B can naturally have identical frequency resources to the configured CFR
Observation 9	When SIB1 does not configure the initial BWP, Case C and D are not applicable. Broadcast would then be limited to Case A, unless Case E is supported.
Observation 10	There is no significant difference in specification complexity between Case D and Case E.
Observation 11	For UEs supporting broadcast, without additional RRC signaling support, the network cannot know whether a UE entering RRC Connected state is receiving broadcast or not, so cannot make an informed choice on which active BWP is optimum to use. It can either select an optimum active BWP, without broadcast considerations, or it can let the UE keep its current BW to allow for seamless transition of the broadcast service. This issue is however identical for all Cases C, D and E.
Observation 12	There are no significant differences in operational issues between Case D and Case E.
Observation 13	In legacy NR, RRC Connected UEs are expected to monitor System Information and paging in the Initial BWP in parallel with receiving unicast data, provided the Initial BWP is fully contained within the active BWP.
Observation 14	Multicast and broadcast can share the same DCI formats, with broadcast specific and multicast-specific fields made optional.
Observation 15	A broadcast DCI format limited to be based on legacy DCI format 1_0 would limit the potential of NR broadcast, by not allowing for cross-polar (two layer) MIMO or frequency diversity supported by Resource allocation Type 0.
Observation 16	With gNB-triggered HARQ retransmission for broadcast, the time diversity may be very significantly extended, and be significant also for low speeds such as walking speed.

Based on the discussion in the previous sections we propose the following:
Proposal 1	For UEs receiving broadcast in RRC IDLE/INACTIVE, the CFR is configured within a BWP.
-	Note1: For Case A this BWP is the CORESET#0 initial BWP (already agreed)
-	Note: Specific naming and configuration of the BWP is up to RAN2.
Proposal 2	For UEs receiving broadcast in RRC IDLE/INACTIVE according to other Cases than Case A, a specific BWP for broadcast, different from CORESET#0 initial BWP, is configured: “BWP-B”.
Proposal 3	The legacy CORESET#0 initial BWP is used to receive System Information and paging and for Random Access also for UEs receiving broadcast in RRC IDLE/INACTIVE.
Proposal 4	For all cases, other than Case A, the configured broadcast CFR and BWP-B have identical frequency resources.
Proposal 5	Broadcast in a wider CFR/BWP than CORESET#0 initial BWP is supported when SIB1 does not configure the initial BWP.
Proposal 6	For UEs in RRC INACTIVE/IDLE, broadcast can be received according to Case E.
Note: CFRs according to Case C and D can be supported by Case E.The BWP (”BWP-B”) to receive the broadcast CFR in RRC IDLE/INACTIVE has the same frequency resources as the CFR.
Proposal 7	When the UE state is changed from RRC INACTIVE/IDLE to RRC CONNECTED, the UE formally keeps its BWP-B used to receive Case E broadcast in RRC INACTIVE/IDLE until completion of RRC configuration. After RRC configuration, the UE releases the BWP-B but keeps the CFR, which is inherited by all configured BWPs in RRC CONNECTED, provided the CFR is contained within the respective BWP.
Proposal 8	When the frequency range and numerology of the BWP to receive broadcast does not change with a change of RRC state, the UE is expected to receive the broadcast data without disruption.
Proposal 9	Only a single common CFR for both MCCH and MTCH is supported in Rel-17.
Proposal 10	For UEs receiving broadcast in RRC IDLE/INACTIVE, support different configurations of PDCCH and PDSCH for MCCH and MTCH within a broadcast CFR.
Proposal 11	To define the broadcast BWP/CFR frequency resources, reuse the legacy definition of BWP frequency resources for unicast using the combination of Point A, offsetToCarrier and locationAndBandwidth to indicate the exact location of the BWP/CFR with respect to the carrier starting RB.
Proposal 12	RRC Connected UEs should be able to receive broadcast, transmitted with CORESET#0 Initial BWP, in parallel with unicast and multicast in the active BWP, if the active BWP overlaps with CORESET#0.
Proposal 13	RRC Connected UEs are expected to receive broadcast, transmitted on a configured broadcast CFR, in parallel with unicast/multicast of the active BWP, provided the frequency range of the broadcast CFR is identical to the active BWP or to its configured multicast CFR. If no multicast CFR is configured, the UE is expected to receive the broadcast CFR, irrespective of frequency range, as long as it is contained within the active BWP and also contains the CORESET#0 Initial BWP.
Proposal 14	The MTCH scheduling is associated with one G-RNTI.
Proposal 15	For the purpose of associating PDCCH monitoring occasion for MTCH and SSB, the UE assumes that, in the MTCH scheduling window, if any PDCCH for an MTCH scrambled by G-RNTI is transmitted, then such a PDCCH is transmitted in at least one PDCCH monitoring occasion corresponding to each transmitted SSB.
Proposal 16	Support SPS for broadcast
Proposal 17	For SPS broadcast to UEs in RRC-Idle/Inactive, we propose configuration and activation/deactivation is carried by the MCCH.
Proposal 18	For SPS to UEs in RRC-Idle/Inactive, the slot offset and other parameters carried by the PDCCH for activation and release of SPS is included in the SPS-Config IE and this IE is carried in MCCH.
Proposal 19	For Rel-17, for broadcast reception, RRC_IDLE/RRC_INACTIVE UEs do not exceed the maximum number of CORESETs mandatorily (in the minimum capability) supported for Rel-15/Rel-16 UEs, i.e., 2 CORESETs.
	If the CFR has the same frequency range as the initial BWP, where the initial BWP has the same frequency resources as CORESET0, RRC_IDLE/RRC_INACTIVE UEs can be configured with the following options:
	CORESET#0 (default option if CFR is the initial BWP and CORESET is not configured); or
	CORESET configured by commonControlResourceSet; or
	CORESET#0 and CORESET configured by commonControlResourceSet.
Proposal 20	Support a first DCI format for broadcast, which is the same as the first DCI format for multicast, with broadcast specific and multicast-specific fields made optional.
Proposal 21	Support a second DCI format for broadcast, which is the same as the second DCI format for multicast, with broadcast specific and multicast-specific fields made optional.
Proposal 22	Different CSS types are not supported for MCCH and MTCH.
Proposal 23	The CSS type for broadcast should be the same as the CSS type for multicast.
Proposal 24	Support gNB-triggered (not feedback based) HARQ retransmissions for broadcast
-	Note: UE behavior is the same as with UEs receiving multicast, but with no feedback from the UE. The UE would soft-combine successive HARQ transmissions of the same G-RNTI and HARQ process. The total number of transmissions is pre-determined by the gNB.
Proposal 25	The NR broadcast solution should target maximum commonality/alignment with the NR multicast solution.
Proposal 26	Confirm the Alt2 WA from RAN1#106b-e
-	For each of the bits indicating MBS session activation and MCCH content change: the bit value is toggled each time there is a change and the bit retains that value until the next change occurs.
[bookmark: _In-sequence_SDU_delivery]
References
[bookmark: _Ref54297514]R2-2009953, MBS reception in Idle and Inactive mode, Ericsson, RAN2#112e, November 2020.
Chairman Notes for RAN1#102-e
3GPP TS 38.213, 3GPP NR Physical layer procedure for control, 2020
Chairman Notes for RAN1#103-e



	4/4	
image1.emf
Unicast active BWP

Multicast CFR

Broadcast CFR

Multicast CFR

Broadcast CFR

Broadcast CFR

Multicast CFR

Multicast CFR

Broadcast CFR


