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Introduction
In RAN1-106-e meeting, several agreements were made that brought significant clarity to the overall structure of TBoMS. TBoMS transmission is viewed as a collection of one or more transmissions, each spanning multiple slots. Each individual TBoMS transmission, referred to as a “single TBoMS”, could span multiple slots, but is governed by a single RV index. If TBoMS is configured with repetitions, then multiple RV indices are used.
The most critical open issue is on rate matching aspects of TBoMS and this forms the core aspect of this document. We elaborate further on our views in the next few sections.
With these agreements in mind, we present our views on TBoMS in this document.
TBoMS Transmissions 
Importance of modular transmissions
It was agreed in the previous meeting to use PUSCH repetition Type A like TDRA for TBoMS. How time domain resources spread across contiguous or noncontiguous slots are pooled together and used towards TBoMS forms the core aspect of this section.
To motivate the discussion in this section, we begin by considering a TDD system with a DDDU slot pattern. In such a setup, there are no contiguous uplink slots, and a TBoMS transmission spanning 4 uplink slots has to necessarily pool together resources that are noncontiguous. 
Two options emerge in such a scenario, as shown in Figure 1. One can either pool resources across 4 uplink slots and view them as a single contiguous resource of 56 symbols, and setup a contiguous PUSCH transmission going across all 4 slots or alternately, one may view resources across these 4 uplink slots as 4 segments of a single TBoMS transmission and take a modular approach to setting up the TBoMS transmission by viewing these as 4 separate segments of a TBoMS transmission. 
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[bookmark: _Ref68609735]Figure 1 Two approaches to pooling resources across noncontiguous slots 
The modular approach is our preferred choice since it helps TBoMS coexist with several other spec features and is also implementation friendly. We elaborate further on these aspects in the subsequent sections.
Proposal 1: Prioritize a modular approach to TBoMS transmission, i.e., when resources for TBoMS span across multiple contiguous/noncontiguous slots, view resources in each slot as one self-contained segment of a longer transmission.
Rate Matching for TBoMS
In the previous meetings, the following two options are identified for rate matching bits across a single TBoMS transmission:
· Option a: Rate-matching is performed per slot;
· Option b: Rate matching is performed continuously across all the allocated slot(s) of  a single TBoMS.
Figure 2 and Figure 3 illustrate how the two options function at a basic level. Let’s consider a TBoMS transmission spanning 4 slots, with 14 symbol/slot. Assume further that the MCS selected is such that it results in 6 CBs. For this scenario, rate matching per slot is illustrated as follows (ignores DMRS locations):
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[bookmark: _Ref84002437]Figure 2 Rate matching per slot
The following points are to be noted:
· Within each slot, resources are partitioned across all the CBs. 
· Chequered pattern is used to indicate intra-CB SBPM interleaving
· Resources for a CB are spread out across all slots.
· Legacy PUSCH Type A repetition follows a similar procedure
For this same scenario, rate matching across all four slots of a single TBoMS is illustrated as follows (ignores DMRS locations):
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[bookmark: _Ref84002445]Figure 3 Rate matching across all slots of a single TBoMS
The following points are to be noted:
· Resource partitioning across CBs takes all slots into account and is performed in a single step
· Chequered pattern is used to indicate intra-CB SBPM interleaving
· CB resources are localized and not spread out across all slots
· Some CBs can straddle slot boundaries (interleaved bits cross slot boundaries)

Note that the current coding chain has an intra-CB SBPM interleaver. An SBPM (systematic bit priority matching) interleaver aims to place systematic bits in favorable locations of a modulation symbol. This interleaver is not intended for time/freq diversity. It is a simple row-column interleaver with depth equal to modulation order. Consequently, Pi/2 BPSK modulation has no interleaving.
In our view, is desirable to perform rate matching for TBoMS on a per-slot basis. For example, consider the scenario in Figure 4 as a reference and focus on the two consecutive slots assigned to TBoMS. The mapping of the coded bits on the two slots is broken down into two steps. In the first step, the UE only performs rate matching for the first slot, i.e., using RV0 as a starting point, UE reads the number of coded bits required for the first slot from the circular buffer. UE may take note of the number of coded bits read from the circular buffer and uses this as a starting point for rate matching in subsequent slots. In the second step, the UE performs rate matching for the second slot by reading bits from the circular buffer using the last used coded bit in the first slot as a point of reference. This process is illustrated in Figure 4.
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[bookmark: _Ref71585111]Figure 4 Per-Slot Rate Matching in TBoMS
Per-slot rate matching has the advantage of being able to accommodate existing features such as UCI multiplexing and UL-CI with minimal specification impact. With these advantages in mind, we make the following proposal:
Proposal 2: Adopt per-slot rate matching for TBoMS transmission.
Rate matching across all slots of a single TBoMS is presented as a better alternative from a diversity standpoint and for better resilience against cancellation/dropping in some slots. It is mentioned that rate matching across all slots lets systematic bits be transmitted over multiple slots, just making sure the systematic bits are all not lost in the even of a cancellation/dropping.
We offer the following counterpoints to the above argument:
(a) Rate matching across slots brings no benefit to pi/2 BPSK-based transmissions as interleaver depth is dependent on modulation order and no interleaving occurs. We are introducing more complexity with nothing to gain for it.
(b) Rate matching across slots brings no benefit to some of the lowest MCS values with QPSK. Consider a 4-slot TBOMS, with 12 symbol/slot, MCS 0 (QPSK) and scale factor of 4. Its clear that a depth-2 interleaver is insufficient to distribute systematic bits across multiple slots.
(c) Certain gNBs with smart schedulers may offer additional protection to the first slot of a TBoMS transmission. For such smart schedulers, its preferable to have all/majority of systematic bits be transmitted in the first slot. A gNB scheduler that is quite consistently unable to guarantee the transmission of the first slot does not seem like a good design.
(d) Rate matching across slots is not a good option for multi-CB scenarios. It localizes the bits assigned to a single CB. Thus, dropping a single slot has a large impact on a single CB, leading to more likelihood of the entire TB not getting decoded.
(e) Rate matching across slots is incompatible with several other spec features such as UCI multiplexing, UL-CI, intra-UE prioritization, etc. Several spec features are designed around per-slot modularity and deviating from this core philosophy would mean revisiting and revising how these features operate at a basic level.
(f) Rate matching across slots requires a new hardware block to be introduced --- a new “cross-slot interleaved bit’ buffer is requires. Framework to populate and maintain this buffer across slots needs to be developed. Managing interleaved bits across non-contiguous slots is likely to be challenging.
(g) Rate matching across slots makes resuming transmissions (in the next slot) after cancellation in a slot more challenging due to intricacies around handling ‘untransmitted’ bits in a slot.
(h) Early termination of a TBoMS transmission is not possible until all slots have been transmitted as the information of the last CB is contained in the last slot. With rate matching per slot, all CBs get a portion of the resources in each slot, thus making early termination possible.
(i) Repetitions of TBOMS offer an elegant mechanism to retransmit systematic bits in case slots can be lost to cancellation/dropping.
We further present simulation results for certain 4-slot TBOMS scenarios where it is seen that (a) no appreciable diversity gains are seen between the two options. Further dropping a slot equally impacts both options for low MCS scenarios where interleaver depth is insufficient. 
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Figure 5 Performance comparison (TBER vs CINR) between rate matching per slot and rate matching across slots for a low MCS 4 slot-TBOMS scenario with and without slot dropping. No appreciate diversity gains are seen. Dropping a slot equally deteriorates performance in both cases.
Additionally, for gNB schedulers that are able to better protect the first slot of transmission (this is likely the more typical real world setting), once again no performance differences are seen between the two options.
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Figure 6 Performance comparison between rate matching per slot and rate matching across slots for a low MCS 4 slot-TBOMS scenario with and without slot dropping (first slot protected always). No appreciate diversity gains are seen. Dropping a slot equally deteriorates performance in both cases.
Observation 1: Rate matching across slots is unlikely to benefit gNB schedulers that ensure transmission of the first slot of a TBoMS. No appreciable diversity gains are noticed.
Predetermination of starting bit for each slot
When exactly a UE determines the sequence of coded bits to transmit in each slot of TBoMS transmission. Many companies have proposed an “on the fly” determination that dynamically considers the number of coded bits used in the preceding slots of TBoMS transmission. Such a process can lead to error propagation across multiple slots of a TBoMS transmission and is not desirable. 
For example, consider a 4 slot TBoMS transmission as in Figure 5. Now assume that a UCI payload needs to be multiplexed in the second transmission occasion. There could arise scenarios where the UE and gNB are not in full alignment on the UCI payload size or the resource partitioning between UCI and UL-SCH. As an example, such scenarios could arise due to UE missing some DCIs carrying downlink grant, thereby causing a mismatch in HARQ codebook size determination. A similar scenario occurs when a UE misses a grant requesting an A-CSI report. Once a misalignment occurs between the gNB and the UE on a given slot, then gNB and UE are no longer in agreement on the number of coded bits transmitted in a given slot and all subsequent slots are impacted with no means to correct for this error.  
We therefore propose that in lieu of an “on the fly” determination of the coded bits to be transmitted on a given slot, the starting bit location for each slot be predetermined prior to the start of the TBoMS transmission. 
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[bookmark: _Ref79141866]Figure 7 Predetermined start locations for TBoMS transmission
Proposal 3: For a single TBOMS, to avoid error propagation issues, the index of the starting coded bit for each slot is predetermined prior to the start of the TBoMS transmission.
On TBS Determination and TDRA Signaling
In the previous meeting the following agreements were made regarding TBS determination for TBoMS:
	Agreement 
To calculate   for TBS determination, at least the scaling factor value =N is supported, where N is the number of allocated slots for a single TBoMS.
FFS: whether further values 1<K<N are supported.
FFS: details related to the indication of .
Note: No supporting the case K=1 for a single TBoMS.



We believe it is best to not couple the scale factor  to the number of slots spanned by TBoMS. This is particularly important in the context of retransmissions of TBoMS, where the number of allocated slots may be different from the original slots assigned for the initial transmission. TBS computation must be such that the same TBS can be calculated even if the number of assigned slots changes. For example, if  for first transmission and  for first transmission, and if  for retransmission, then allow  for retransmission.
We therefore make the following proposal:
Proposal 4: For retransmissions of TBOMS, support shorter duration transmissions by also allowing values of  . This ensures the same TB size can be determined for a retransmission even if the number of slots for a single TBOMS is reduced.
Focusing on the candidate values for the scale factor, we think a set of 4 values should suffice. We make the following proposal:
Proposal 5: The scale factor  used to determine the TBS of TBoMS may take at least the following values: 2, 4, 8, 16.
We would further like to ensure that this process of scaling up the TB size via does not result in new TB sizes. We therefore make the following proposal:
Proposal 6: For TBoMS, no new TB sizes are introduced.
Finally, with regard to TDRA signaling for TBoMS, we suggest that we introduce a new column in the TDRA table to indicate the number of slots assigned to a single TBoMS. Further, we think that this new TDRA table can be shared with legacy PUSCH transmission so that the switching between the two modes is seamless. Using R16 TDRA tables is a good starting point, and the column on repetitions in these tables can be reused as is. We make the following proposal:
Proposal 7: Introduce a new R17 TDRA table that supports both legacy PUSCH transmission and TBOMS. A new column is introduced to the existing R16 TDRA table to specify the number of slots, N, of a single TBOMS. When N=1, legacy PUSCH transmission is assumed.
Restriction on TBoMS
Currently TBoMS is viewed as a general feature that can support even large TB sizes and can be used in non-coverage-limited scearios as well. Limitations on the applicability of TBoMS were not viewed favourably. However, some limitations may be beneficial to consider to facilitate the design choices we make going forward and to take UE complexity into consideration. 
For instance, it’s clear that the benefits of TBS scaling no longer apply when we need multiple codeblocks to encode a TB. In addition, as the number of allocated RBs, and MCS grow, the coding gain due to TB bundling is diminished or even non-existent. For these cases, TBS scaling brings no performance gain, but can lead to an increase in UE implementation complexity. Furthermore, it is desirable to limit TBoMS transmission over a single layer transmission (similar to PUSCH repetition type A) for the coverage use case. For these reasons, it is important for us to identify clear conditions under which TBS scaling can be applied and we make the following proposal:
Proposal 8: Restrict TBoMS transmissions to TB sizes that permit single codeblock transmissions (i.e., entire TB can be encoded as a single codeblock). Furthermore, restrict TBoMS transmission to single layer transmissions. 
Other Issues
We make the following remarks on a few additional ancillary issues.
On UCI multiplexing and collision handling
Defining a transmission occasion to span a single slot and restricting rate matching to occur on a per-slot basis ensures that the legacy rules on UCI multiplexing can be followed without any changes. A UE can continue to make UCI multiplexing decisions on a per-slot basis without any dependencies on past of future TBoMS transmissions. This motivates us to propose the following.
Proposal 9: Reuse R15/R16 framework for UCI multiplexing on PUSCH for each slot of a single TBoMS as well. 
In a similar vein, the legacy collision handling rules can also be retained.
Proposal 10: Reuse R15/R16 framework for collision handling between PUSCH and other channels/signals for collision handling between a each slot of a TBoMS and other channels/signals.
On frequency hopping:
Proposal 11: Reuse the frequency hopping framework used in PUSCH Type A repetitions for TBoMS transmissions.
TBoMS Scheduling
Since TBoMS transmissions span multiple slots and could involve additional slot-to-slot coordination and more involved circular buffer handling at the UE, it is preferred to not allow interleaving of multiple TBoMS transmissions carrying different TBs. 
Proposal 12: Interleaved TBoMS transmissions (carrying different TBs) are not permitted. A UE does not expect a TBoMS transmission in a component carrier to begin before the completion of an ongoing TBoMS transmission in the same component carrier.
Conclusion
Based on the discussion presented in the earlier sections, we have the following proposals.
Proposal 1: Prioritize a modular approach to TBoMS transmission, i.e., when resources for TBoMS span across multiple contiguous/noncontiguous slots, view resources in each slot as one self-contained segment of a longer transmission.
Proposal 2: Adopt per-slot rate matching for TBoMS transmission.
Observation 1: Rate matching across slots is unlikely to benefit gNB schedulers that ensure transmission of the first slot of a TBoMS. No appreciable diversity gains are noticed.
Proposal 3: For a single TBOMS, to avoid error propagation issues, the index of the starting coded bit for each slot is predetermined prior to the start of the TBoMS transmission.
Proposal 4: For retransmissions of TBOMS, support shorter duration transmissions by also allowing values of  . This ensures the same TB size can be determined for a retransmission even if the number of slots for a single TBOMS is reduced.
Proposal 5: The scale factor  used to determine the TBS of TBoMS may take at least the following values: 2, 4, 8, 16.
Proposal 6: For TBoMS, no new TB sizes are introduced.
Proposal 7: Introduce a new R17 TDRA table that supports both legacy PUSCH transmission and TBOMS. A new column is introduced to the existing R16 TDRA table to specify the number of slots, N, of a single TBOMS. When N=1, legacy PUSCH transmission is assumed.
Proposal 8: Restrict TBoMS transmissions to TB sizes that permit single codeblock transmissions (i.e., entire TB can be encoded as a single codeblock). Furthermore, restrict TBoMS transmission to single layer transmissions. 
Proposal 9: Reuse R15/R16 framework for UCI multiplexing on PUSCH for each slot of a single TBoMS as well. 
Proposal 10: Reuse R15/R16 framework for collision handling between PUSCH and other channels/signals for collision handling between a each slot of a TBoMS and other channels/signals.
Proposal 11: Reuse the frequency hopping framework used in PUSCH Type A repetitions for TBoMS transmissions.
Proposal 12: Interleaved TBoMS transmissions (carrying different TBs) are not permitted. A UE does not expect a TBoMS transmission in a component carrier to begin before the completion of an ongoing TBoMS transmission in the same component carrier.
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Appendix A: Agreements made in RAN1 105-e e-meeting
	Working assumption:  Agreement:
For TBS determination of TBoMS:
· NohPRB is configured by xOverhead and represents the overhead per slot.
· NohPRB is assumed to be the same for all the slots over which the TBoMS transmission is allocated. 
Note: xOverhead configuration is as per Rel-15/16.
Agreement:
The following 2 options for time domain resource determination for TBoMS are considered for down-selection during RAN1 #105-e:
· Option 1: Time domain resource determination for TBoMS can be performed only via PUSCH repetition Type A like TDRA. 
· Option 2: Time domain resource determination for TBoMS can be performed via PUSCH repetition Type A like TDRA or via PUSCH repetition Type B like TDRA.
 The use of PUSCH repetition Type B like TDRA for time domain resource determination is according to an additional UE capability for a TBoMS capable UE.
 FFS DMRS pattern for PUSCH repetition Type B like TDRA

Agreement:
Time domain resource determination for TBoMS can be performed only via PUSCH repetition Type A like TDRA. 
· FFS: details
· FFS: whether or not optimizations for time domain resource determination are necessary for allocating resource in the S slots (for the unpaired spectrum case) 

Working assumption
Allocating resources for TBoMS in the special slot in TDD is possible according to the agreed time domain resource determination for TBoMS.
Working assumption
A transmission occasion for TBoMS (TOT) is constituted of at least one slot or multiple consecutive physical slots for UL transmission 
· FFS: whether the concept of TOT will be used for designing aspects related to signal generation, e.g., rate-matching, power control, etc.
· FFS: whether such concept will be specified or not.


Agreement:
· The structure of TBoMS will be according to only one of these two options (to be down-selected in RAN1#106-e)
· Option 3, if a design based on single RV is adopted. 
· Option 4, if a design based on different RVs is adopted. 
· FFS: other details, e.g., rate-matching, TBS determination, collision handling, etc. 
· The single RV is not constrained to have only the same coded bits in each slot or in each TOT
· The concept of TOT as per the corresponding Working assumption is used to define Option 3 and Option 4 and may or may not be used to design other details, e.g., rate-matching, TBS determination, collision handling and so on. 

Agreement:
The following three options for rate-matching for TBoMS are considered for down-selection during RAN1 #106-e, where only one option will be selected:
· Option a: Rate-matching is performed per slot;
· Option b: Rate matching is performed continuously across all the allocated slot(s) per TOT;
· Option c: Rate matching is performed continuously across all the allocated slots/TOTs for TBoMS
Note: “rate-matching is performed per X” means that the time unit for the bit selection and bit interleaving is X. 
Note2: the above 3 options imply that the UL resource in the time unit may or may not be consecutive (depending on the given option)
Agreement:
Number of slots allocated for TBoMS is determined by using a row index of a TDRA list, configured via RRC.
· FFS: details.

Agreement:
The following approach is used to calculate NInfo for TBoMS:
· Approach 2: Based on the number of REs determined in the first L symbols over which the TBoMS transmission is allocated, scaled by K≥1.
· FFS: the definition of K.

L is the number of symbols determined using the SLIV of PUSCH indicated via TDRA
FFS: impacts and further details if repetitions of TBoMS is supported.
FFS: whether the symbols over which the TBoMS transmission is allocated are the same or can be different from the symbols over which the TBoMS transmission is performed, and details on how to handle such scenarios.



Appendix A: Agreements made in RAN1 106-e e-meeting

	Agreement
The number of slots allocated for TBoMS is counted based on the available slots for UL transmission. 
· The determination of available slots for PUSCH repetition type A, as defined in AI 8.8.1.1, is reused.
· Note: Available slots for FDD or SUL could be revisited according to discussion in AI 8.8.1.1

Agreement
Allocating resources for TBoMS in the special slot in TDD is possible according to the agreed time domain resource determination for TBoMS.
· No further optimization to allocate resources for TBoMS in the special slot is supported.


Agreement
TBoMS is supported for both configured grant and dynamic grant.

Working Assumption
Single TBoMS structure of Option 3 is selected
· Option 3: Multiple TOTs are determined for a TBoMS. The TB is transmitted on the multiple TOTs using a single RV. 
· FFS: how the single RV is rate matched across single or multiple TOTs, e.g., rate matched for each TOT, rate matched for all the TOTs, rate matched for each slot and so on. 

Agreement 
To calculate   for TBS determination, at least the scaling factor value =N is supported, where N is the number of allocated slots for a single TBoMS.
FFS: whether further values 1<K<N are supported.
FFS: details related to the indication of .
Note: No supporting the case K=1 for a single TBoMS.

Agreement
Repetitions of a single TBoMS are supported, where:
· The number of configured repetitions is denoted by M, i.e., the total number of allocated slots for TBoMS repetition is M*N.
· Note: M*N is no more than the max number of repetitions agreed for repetition Type A enhancement in agenda 8.8.1.1
· Available slot determination is according to existing agreements.
· The number and location of allocated symbols within an allocated slot for TBoMS transmission are the same among all repeated single TBoMS.
· FFS other aspects of TBoMS repetitions, e.g.:
· Details of time domain resource indication.
· Supported values for the number of TBoMS repetitions.
· How to indicate the number of TBoMS repetitions.
· Interactions with frequency hopping and precoder cycling across the M groups of N allocated slots for each single TBoMS repetition.
· Whether RV indices should be cycled across the M groups of N allocated slots for each single TBoMS repetition.
· Details of TBoMS retransmissions.
· Potential MAC layer impact, but should be decided by RAN2
Note: No additional dropping rule optimization will be introduced other than dropping rules for single TBoMS transmission. 
Conclusion
Bit interleaving performed per ToT is precluded, and ToT will not be used in further discussion.
Agreement
The UE determines whether or not to drop a slot determined as available for TBoMS transmission according to Rel-15/16 PUSCH dropping rules, where the dropped slot is still counted in the N allocated slots for the single TBoMS transmission.
FFS: Rel-17 PUSCH dropping rules are also applied if introduced in other WI(s)
 Conclusion
The N allocated slots for the single TBoMS are defined as the number of slots after available slot determination for a single TBoMS transmission, before dropping rules are applied.
Note: the number of final transmitted slots for the single TBoMS may be lower than N, depending on dropping rules for TBoMS transmission.
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