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Introduction
This contribution considers proposed possible enhancements to Rel-17 for XR [1].


Considerations on XR Operation
Capacity
Capacity is clearly a key metric for any application and particularly for XR due to the relatively high data rate requirements. Regardless of any evaluations, it may be argued that capacity can always be met given sufficient bandwidth. For example, taking the ITU 2020 average SE target of 7.8 bits/s/Hz for dense urban and an average source data rate of 50 Mbps, ~15 UEs can be supported over a BW of 100 MHz. The number of UEs can be scaled according to available BW, target data rate, TDD UL-DL configuration (e.g. ~10 UEs for DDDSU), and is further reduced for a strict PDB. 

It is however important to maximize spectral efficiency (SE) for XR, particularly in FR1, and exploiting the characteristics of XR traffic is the only way to do that as there is little room to improve the physical layer design in NR. As XR video traffic includes frames of variable importance, with I-frames being more important than P-frames (there also B-frames that can be discarded without creating material visual artifacts although their sizes are smaller in comparison), it would be important to (a) have IP packets that contain specific type(s) of video frames (I-frames or P-frames) and (b) identify at RAN which IP packet contains which type(s) of video frame. The first step is possible (SA4 can be consulted) but the second step is currently not possible (SA2 can be consulted). Once that information is provided at the RAN, different QoS flows can be established and XR can be supported based on Rel-17 mechanisms while optimizing SE based on the characteristics of the XR traffic as categorized by the different QoS flows. The meaning/interpretation of PDB may also need to be concluded if it is the I-frames that are most important and is acceptable to lose P-frames. In the UL, NR supports SR configurations for multiple traffic priorities/QoS flows and no further specification support is expected. 

There have also been proposals to drop IP packets of a video frame when a corresponding PDB cannot be achieved in order to improve system SE. Such approach assumes at least that IP packets of a video frame can be generated by the video codec and delivered to RAN in order, that the order of the IP packets can be identified at RAN (e.g. first/last IP packet), and that there is no harm from dropping IP packets if the network can predict that the PDB will be exceeded. Those assumptions are currently invalid and also need input from SA for feasibility/accuracy. Moreover, failing to meet PDB is expected to be an infrequent event (otherwise, XR is non-functioning) and also, when such event occurs, remaining IP packets would not typically be many. Therefore, unlike SE gains due to I-frame/P-frame differentiation, a benefit from dropping few remaining IP packets when a respective PDB cannot be met is expected to be marginal, and whether or not such benefit can even exist may depend on the codec.    

Observation 1: Material DL spectral efficiency gains for XR can be achieved by identifying separate QoS flows for I-frames and P-frames at the RAN.

Observation 2: With QoS flow differentiation, KPIs should be per QoS flow (separate KPIs for I-frames and P-frames).

Observation 3: RAN can process separate QoS flows for I-frames and Q-frames as in Rel-16.

Observation 4: Required conditions for RAN to drop IP packets of a video frame that cannot meet PDB are currently not supported, a user-experience impact from dropping such IP packets is unclear, and a SE gain is expected to be marginal.

Proposal 1: A possible Rel-18 SI on XR should include requests to SA2 and SA4 for mechanisms to provide separate QoS flows for I-frames and P/B-frames at RAN in order for RAN to identify IP packets with only respective frames.


XR KPIs (especially the PDB) will also be limited by the 5%-10% of the UEs with the smallest geometries (“cell-edge” UEs). RAN1 evaluations for XR capacity did not differentiate UEs based on SINR but that is not a realistic assumption in actual network deployments that implement data rate control as otherwise that small fraction of UEs would consume most resources. LTE supports inter-cell interference coordination (ICIC) to enhance the geometry of “cell edge” UEs and that functionality is also essential to support XR. The specification impact is modest, mostly in RAN3, and the LTE mechanisms can largely be re-used. 

Proposal 2: A possible Rel-18 SI on XR should include RAN3 and consideration of ICIC mechanisms. 


Latency
Most NR bands are TDD, and TDD operation is challenging for latency. 

For the DL, without I-frame/P-frame differentiation at RAN, latency is generally not an issue as there are enough HARQ processes and the XR KPIs are not meaningful to support is scenarios requiring DL coverage enhancements. However, with I-frame/P-frame differentiation at RAN, it is beneficial to retransmit TBs associated with I-frames as fast as possible in order to satisfy the PDB and therefore it would be beneficial to have minimum latency for associated HARQ-ACK reports. Scheduling on a (primary) cell from more than one scheduling cells is to be specified in Rel-17 DSS to offload PDCCH from the primary cell but having multiple scheduling cells for a scheduled cell can also be considered for latency reductions or for reliability enhancements in XR. The same holds for Rel-17 M-TRP support for operation in FR2 and CBG-based retransmissions that can also reduce latency and improve system SE/capacity. 
  
In Rel-17 URLLC, it has been agreed to support carrier switching for PUCCH transmissions in inter-band CA. Although reliance on CA would not be an unreasonable assumption for XR, there is no support for intra-band CA as then all cells currently use same UL-DL configurations to avoid DL-to-UL interference. There are some proposals for Rel-18 SIs aiming to extend support of carrier switching to intra-band CA, or to support simultaneous transmissions/receptions in different BWPs of a same cell, but corresponding designs are unlikely to be available early enough. A same issue may be considered for PUSCH transmissions although they would be more complex to support and corresponding carrier switching is not motivated by the UL traffic characteristics of XR. 

In general, a possible Rel-18 SI on XR should consider applicability of all Rel-17 specifications for reducing latency and potentially also consider additional mechanisms for reducing latency, at least if there is no Rel-18 SI/WI on URLLC. 

Proposal 3: A possible Rel-18 SI on XR should include latency reduction for at least DL scheduling. 


RRC-based Scheduling
1.1.1    SPS PDSCH
Enhancements to SPS PDSCH configurations have been considered in Tdocs for XR to address (a) non-integer periodicity and jitter, (b) variable data rates and large TBS, and (c) need for link adaptation. It is rather clear that those characteristics make use of SPS for XR PDSCH inappropriate and are typical reasons for use of DCI-based PDSCH scheduling. For example, for XR periodicities of 8.33 msec or 16.67 msec and with 4 msec jitter, it is rather pointless to rely on SPS PDSCH. For example, for variable data rates due to adaptive video encoding, it is again rather pointless to rely on SPS PDSCH and aim to adapt corresponding configurations (that will not be without cost). The same obviously applies for any link adaptation. For the large TBS of XR PDSCH, using DCI for scheduling is even more appropriate as the relative control overhead is marginal while any SPS PDSCH enhancement cannot possibly offer better link adaptation or scheduling flexibility. Moreover, DCI-based scheduling is preferable for UE power consumption as it is far less costly to decode few PDCCH candidates within few symbols than to decode non-existent SPS PDSCHs over slots (and transmit corresponding NACKs on PUCCH). Therefore, DCI-based PDSCH scheduling is optimal with respect to XR traffic characteristics and metrics such as capacity, latency, and flexible resource utilization, while avoiding a substantial RAN1/RAN2 specification impact from adaptations to SPS PDSCH configurations.

Observation 5: PDSCH transmissions for XR are best supported by DCI and there is no need/motivation to enhance SPS.


1.1.2    CG PUSCH
UL traffic for XR is generally periodic but the TBS can be variable. This basically enables a UE to transmit CG-PUSCH as in Rel-16 and, if needed, provide a BSR. SRS can also be transmitted for link adaptation. Then, subsequent scheduling, if needed, can be DCI-based. That approach is also favorable to a network and it enables easy management of UL resources (e.g. as in Rel-15). The latency budget is not an issue in the UL as multiple pose information receptions are filtered (including potentially discarding some) in order to determine characteristics for a next DL transmission. 

Observation 6: PUSCH transmissions for XR can be based on Rel-16 CG-PUSCH and DCI-based PUSCH. 


UE Power Savings
UE power savings for XR devices, such as AR glasses, are an important consideration as the modem would consume a significant portion of the total power (e.g. ~40%). Rel-17 provides a sound foundation for UE power savings and is currently unclear what additional UE power savings can be provided for XR applications and at a level that can make a meaningful impact to the overall UE power consumption. 

Characteristics of XR traffic that were suggested as motivations for enhancements to Rel-17 UE power savings include the non-integer periodicities of XR traffic and the presence of jitter. With jitter, whether or not C-DRX periodicities are extended to include non-integer values is of little importance – i.e. existing C-DRX periodicities suffice. To address the jitter, either Rel-17 power savings mechanisms can be used, or C-DRX can start earlier (by an amount determined by the NW). For example, for a jitter of 4 msec, starting C-DRX earlier by ~4 msec avoids any impact on PDB at the expense of the UE having its RF on for a longer time and unnecessarily decoding a few PDCCH candidates for an average of ~4 msec. For a XR traffic periodicity of 8.33 msec or 16.67 msec, the percentage of time the UE can be in sleep mode is then significantly reduced. However, such analysis can be misleading as it does not capture the full UE operation for XR or potential enhancements on other aspects. 

A UE supporting XR will need to transmit pose information every ~4 msec and therefore the time for having the RF on is not affected by the jitter. The same would apply considering UL-DL configurations and the UE having to provide HARQ-ACK/CSI reports before or after DL XR traffic. Further, the UE would have to process XR video traffic and the baseband power consumption will be dominated by corresponding data rates of tens of Mbps instead of the few kbps corresponding to decoding a few PDCCH candidates prior to arrival of DL traffic. Additionally, even if the UE wakes up before XR traffic arrives, that is not necessarily detrimental for UE power consumption as the UE may be able to provide timely CSI reports, or perform beam management, that can result to more accurate link adaptation, shorter time to deliver XR traffic, and therefore compensate or even provide gains in terms of UE power consumption and system SE.
 
Design of a “low power” WUS has been proposed to possibly improve UE power savings for XR. However, for UEs in RRC connected mode, benefits from an LP-WUS are unclear. A UE-specific WUS design, similar to WUS provided by DCI format 2_6, that is as reliable as DCI format 2_6 and does impact UE design and cost, may require a separate SI. A study would also need to evaluate relative power savings from not monitoring PDCCH over a few msec, i.e. from avoiding receptions of few kbps, with respect to the power consumption required to receive data rates of ~50 Mbps and transmit pose information or UCI every ~4-5 msec. It is also noted that Rel-17 SSSG switching/skipping is expected to be able to effectively provide dynamic adaptation of C-DRX parameters such as for drx-inactivity timer (e.g. adjust the length of a long drx-inactivity timer by indicating a corresponding PDCCH skipping duration) and even avoid the need for C-DRX configuration. Moreover, a differentiation of I-frames and P-frames at RAN (different QoS flows) should make it easier to meet the PDB and re-use of Rel-17 UE power saving designs is then default.

Observation 7: There is no need to introduce new periodicities to C-DRX operation for XR. 

Observation 8: Power consumption is an important consideration for XR but a possible Rel-18 SI on XR need not become an SI on UE power savings for new designs, models, and associated evaluations and complexity assessments. 


Mobility
XR has also been suggested as a motivation to introduce support of CA/DC and of FR2 for DAPS. Synchronization to the target cell dominates the delay budget before a handover can occur and service interruption time, even with 2-step RACH, is ~35-40 msec. That would result in loss of a few packets, depending on the periodicity of XR traffic. Whether that is significant would depend on the frequency of mobility events (e.g. percentage of packets subjected to mobility events relative to packets lost due to non-mobility event). For XR applications, that percentage is expected to be small. Nevertheless, Rel-17 DAPS can be used to offer zero interruption time as the UE maintains the ongoing link with the source cell while establishing the link to the target cell. Then, the question is whether the practically negligible number of XR packets that may be subjected to a mobility event (and not lost in case of DAPS) should further be optimized to be supported with CA. There is no apparent motivation to enhance DAPS to support CA for XR. Not only would the number of packets affected during the DAPS period be negligible (mobility is practically non-existent for indoor AR/CG/VR and is limited for dense urban [1]) but also use of CA for the low SINRs that a UE typically experiences during the DAPS handover period would be of further marginal benefit. 

Observation 9: There is no need to enhance DAPS to support CA for XR traffic (or in general). 
    
Another issue with supporting CA or FR2 for DAPS in XR is complexity. Asynchronous reception by a UE modem of signals from source and target cells results in substantial implementation complexity even in FR1 and for single-carrier. Additionally, for FR2, it is unlikely that a headset such as a head-mounted VR device or AR glasses, will be operating in mmWave bands and experiencing frequent mobility events. 

Observation 10: Support of CA or FR2 for DAPS of XR UEs will increase UE complexity and is of little relevance. 

Observation 11: Enhancements for DAPS can be omitted from a possible Rel-18 SI on XR without any meaningful impact on any KPI or on UE power consumption. 



Conclusions
This contribution considered proposed possible enhancements to Rel-17 for XR for inclusion to a possible Rel-18 SI on XR and proposes the following.

Proposal 1: A possible Rel-18 SI on XR should include requests to SA2 and SA4 for mechanisms to provide separate QoS flows for I-frames and P/B-frames at RAN in order for RAN to identify IP packets with only respective frames.

Proposal 2: A possible Rel-18 SI on XR should include RAN3 and consideration of ICIC mechanisms. 

Proposal 3: A possible Rel-18 SI on XR should include latency reduction for at least DL scheduling. 

In addition, the following observations are made. 

Observation 1: Material DL spectral efficiency gains for XR can be achieved by identifying separate QoS flows for I-frames and P-frames at the RAN.

Observation 2: With QoS flow differentiation, KPIs should be per QoS flow (separate KPIs for I-frames and P-frames).

Observation 3: RAN can process separate QoS flows for I-frames and Q-frames as in Rel-16.

Observation 4: Required conditions for RAN to drop IP packets of a video frame that cannot meet PDB are currently not supported, a user-experience impact from dropping such IP packets is unclear, and a SE gain is expected to be marginal.

Observation 5: PDSCH transmissions for XR are best supported by DCI and there is no need/motivation to enhance SPS.

Observation 6: PUSCH transmissions for XR can be based on Rel-16 CG-PUSCH and DCI-based PUSCH. 

Observation 7: There is no need to introduce new periodicities to C-DRX operation for XR. 

Observation 8: Power consumption is an important consideration for XR but a possible Rel-18 SI on XR need not become an SI on UE power savings for new designs, models, and associated evaluations and complexity assessments. 

Observation 9: There is no need to enhance DAPS to support CA for XR traffic (or in general). 

Observation 10: Support of CA or FR2 for DAPS of XR UEs will increase UE complexity and is of little relevance. 

Observation 11: Enhancements for DAPS can be omitted from a possible Rel-18 SI on XR without any meaningful impact on any KPI or on UE power consumption. 
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