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Introduction
The Rel-17 study item on Reduced Capability NR devices was approved during the RAN plenary meeting #86 [1]. The objectives have been updated in RAN plenary meeting #88e [2]. This paper contains contributions on the aspect of RedCap UE BWP operation. 
Maximum BWP bandwidth configuration of RedCap UEs 
	Decision:  In RAN1#105 no consensus could be reached on the draft LS on RF switching time to RAN4.
Agreement (R1#105): Take the following as an agreement, revised from the RAN1#104bis-e working assumption:
· A RedCap UE cannot be configured with a non-initial (DL or UL) BWP (i.e., a BWP with a non-zero index) wider than the maximum bandwidth of the RedCap UE.
· At least for FR1, FG 6-1 (“Basic BWP operation with restriction” as described in TR 38.822) is used as a starting point for the mandatory RedCap UE type capability.
· This does not preclude support of FG 6-1a (“BWP operation without restriction on BW of BWP(s)” as described in TR 38.822) as a UE capability for RedCap UEs.
Working assumption: (R1#104bis)
· During initial access, the bandwidth of the initial DL BWP for RedCap UEs is not expected to exceed the maximum RedCap UE bandwidth.
· The bandwidth and location of the initial DL BWP for RedCap UEs can be the same as the bandwidth and location of the MIB-configured initial DL BWP for non-RedCap UEs.
· This does not preclude a SIB-configured initial DL BWP for non-RedCap UEs only with a wider bandwidth than the maximum RedCap UE bandwidth.
· This does not preclude separate or additional bandwidth and location for initial DL BWP for RedCap UEs (FFS).

Agreements (R1#105): Replace the RAN1#104bis-e working assumption with the following working assumption (for option 1) and working assumption (for option 2):
· Working assumption: After initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment), for BWP#0 configuration option 1 (as in 38.331, Appendix B2), a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.
· Working assumption: After initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment), for BWP#0 configuration option 2 (as in 38.331, Appendix B2), a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.


It has been agreed that the maximum bandwidth of a RedCap UE during and after initial access can only take the following values (i.e., no higher bandwidth is supported): 
· FR1: 20 MHz (UL/DL)
· FR2: 100 MHz (UL/DL)
According to the above agreement, RedCap UE cannot be configured with a non-initial (DL or UL) BWP (i.e., a BWP with a non-zero index) wider than the maximum bandwidth of the RedCap UE. Similar constraint should apply to the initial (UL/DL) BWP as well. Such a restriction could only be circumvented by increasing the complexity of the UE or at the detriment of performance. Proper RF retuning by the UE has several issues: 
· it punctures symbols during uplink frequency hopping,
· symbols are wasted when switching from one link direction to the other, and
· extra delay constraints are introduced in the scheduling of transmissions shared between RedCap and non-RedCap UEs.
On the other hand, the alternative solution is to configure BWPs dedicated to RedCap UEs (instead of RF retuning within a BWP). This leads to a certain amount of resource fragmentation, too. However, for connected mode operation, this issue is the same as with non-RedCap UEs that use a narrow active BWP. The only scenario that presents new problems is the idle/inactive mode of operation of RedCap UEs. 
Observation 1: The coexistence and resource optimization issues of the connected mode operation of RedCap UEs is similar to the case of non-RedCap UEs using a narrow active BWP.
Based on the above considerations we propose to confirm the Work Assumptions referenced at the head of this section.
Proposal 1: Confirm the following working assumption from R1#104-bis  
Working assumption: 
During initial access, the bandwidth of the initial DL BWP for RedCap UEs is not expected to exceed the maximum RedCap UE bandwidth.
· The bandwidth and location of the initial DL BWP for RedCap UEs can be the same as the bandwidth and location of the MIB-configured initial DL BWP for non-RedCap UEs.
· This does not preclude a SIB-configured initial DL BWP for non-RedCap UEs only with a wider bandwidth than the maximum RedCap UE bandwidth.
· This does not preclude separate or additional bandwidth and location for initial DL BWP for RedCap UEs (FFS).
We also consider that Option 1 and Option 2 configuration for BWP#0 after initial access should be treated the same way. In configuration Option 1, the initial DL/UL BWP is only configured in ServingCellConfigCommon and can only be activated through RRC based switching, incurring an additional 10 ms delay. With Option 1 one may assume that a non-initial BWP is active most of the time whereas BWP#0 is only used for ordered RACH only, for instance. Whereas in configuration Option 2, dedicated UL/DL initial BWPs (in ServingCellConfig) are also configured. This Option 2 adds some flexibility to the configuration, but Option 1 is sufficient by configuring one or more non-initial BWP(s).     
Proposal 2: Confirm the work assumptions that for both BWP#0 configuration option 1 and option 2 that after initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment) a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.
Initial downlink BWP operation of RedCap UEs
	Agreements (R1#104):
· Sharing of the same SSB and CORESET#0 between RedCap and non-RedCap UEs is supported when the bandwidth is no wider than the RedCap UE bandwidth
· The initial DL BWP (derived based on MIB/SIB) for RedCap UEs can be the same as the initial DL BWP for non-RedCap UEs at least when the initial DL BWP is no wider than the RedCap UE bandwidth.

· Working assumption (R1#105): At least for TDD, an initial DL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth) can be optionally configured/defined separately from the initial DL BWP for non-RedCap UEs at least after initial access
· FFS the details of the configuration/definition
· The configuration for a separately configured initial DL BWP for RedCap UEs is signaled in SIB.
· whether to support that separate initial DL BWP for RedCap UEs can include a configuration of CORESET and CSS(s) 
· whether part of the configuration can be defined instead of signaled
· If a separate initial DL BWP for RedCap UEs is configured/defined, this separate initial DL BWP for RedCap UEs can be used at least after initial access (i.e., at least after RRC Setup, RRC Resume, or RRC Reestablishment).
· FFS during the initial access
· FFS: whether a separately configured initial DL BWP for RedCap UEs needs to contain the 
entire CORESET #0, and, if not, the Redcap UE behaviour for CORESET #0 monitoring
· FFS: supported bandwidths in the separate initial DL BWP
· FFS: whether additional SSB is transmitted in the separately configured initial DL BWP for RedCap UEs
· FFS: FDD case


According to the work assumptions discussed in the previous section, the RedCap UE should not be required to operate in a BWP wider than its maximum UE RF bandwidth. Provided that this condition can be met, according to the above agreement, RedCap UEs can share resources with non-RedCap UEs during initial access to minimize resource fragmentation, signalling overhead and scheduling complexity.  
Separate BWP#0/CORESET#0 could be motivated by the following:
1. Only in TDD case when separate UL BWP#0 is configured for RedCap UEs, for the alignment of centre frequencies between DL and UL BWP#0 during RACH procedure
· Separate CORESET#0 needed for RedCap UEs because 
· sufficient overlap with non-RedCap CORESET#0 bandwidth is unlikely,
· during initial access, UE’s initial DL BWP is CORESET#0 bandwidth
2. in the case when SIB1 configures wider DL BWP#0 than the maximum RedCap UE BW
· Note: Msg2 and Msg4 would still be scheduled in MIB-defined CORESET#0 bandwidth; hence, the RedCap UE behaviour would only need to differ after initial access.  
3. for offloading RedCap UEs:
· either: only after initial access is complete
· optionally also providing additional CORESET for paging and SI 
· or: also including the RACH procedure (Msg2, Msg4 / MsgB) and RRC configuration
· Separate CORESET#0 needed for RedCap UEs (for the reasons given previously) 
TDD alignement: In the first scenario above (i.e., in the case of misalignment of DL / UL BWP#0 centre frequencies in TDD), the use of separate BWP#0/CORESET#0 for RedCap UEs during initial access may be beneficial. Otherwise, the RF retuning between UL and DL could lead to inefficiencies. The open issues are how RedCap BWP#0 configuration is signalled/defined on one hand, and what should be the UE behaviour w.r.t. CORESET#0, on the other hand. 
Offloading: Separate RedCap-CORESET#0 could also be motivated by the need to offload RedCap UEs from CORESET#0 to another frequency region because in CORESET#0 gNB operates initial access plus broadcast scheduling in addition to unicast traffic and often with high AL, which may increase the risk of PDCCH blocking if RedCap UEs with reduced number of Rx antennae also operate there (whether in idle/inactive or in connected mode). Offloading connected-mode RedCap UEs would split the load and thereby relief the load for initial access as well. Therefore, it would be sufficient to support offloading RedCap UEs after initial access and potentially provide a separate CORESET#0 for paging and SI. RedCap and non-RedCap UEs would use the same BWP during initial access (unless TDD UL/DL BWP#0-pair frequency alignment requires otherwise). 
Signalling: For configuration/definition of separate RedCap DL-BWP#0 and RedCap-CORESET#0, RIV based signalling would be inefficient. Instead, signalling could be based on indexing a LUT, which, in turn, would be selected by rules in the standard. The other option is to entirely define the parameters by rules in the standard. In the TDD centre frequency alignment scenario alone: RedCap DL-BWP#0 is defined by the RedCap UL-BWP#0 centre frequency. Thus if separate initial DL BWP is not supported for other scenario then this parameter is given by the RedCap UL-BWP#0. In this scenario, the bandwidth could be the maximum RedCap UE RF bandwidth to maximize frequency diversity and for flexible scheduling. Spectrum fragmentation does not become worse by this choice as a wider BWP can be a viable option for scheduling non-RedCap UEs, too. Likewise size and/or position of RedCap-CORESET#0 would be defined by rule (aligned to the center or one of the edges of the initial DL BWP). 
CORESET#0 behaviour: Once RedCap-CORESET#0 can be configured, details of UE behaviour need to be further specified. SIB1 can only be scheduled in CORESET#0, but can be received infrequently. Other SI can either be scheduled through CORESET#0 or RedCap-CORESET#0, but it seems more economic to share the transmissions with non-RedCap UEs by infrequently switching back to CORESET#0. The details of this should be further studied.
SSB: R15/16 supports configuration of additional SSB, which can be used for RRM measurement by legacy UEs, too. Optimization of the SS-block for the purpose of RedCap UEs should be further studied potentially.
Proposal 3: Confirm W.A. on support of configuration/definition of separate RedCap initial DL-BWP#0 with the following:
· RedCap DL-BWP#0 / RedCap-CORESET#0 take affect during initial access in TDD when centre frequency alignment with separate RedCap UL-BWP#0 requires so.
· Also support this feature in all TDD and FDD scenarios after initial access:
· to support the case of wider non-RedCap BWP#0 after initial access 
· for offloading RedCap UEs from CORESET#0 to other frequency regions
Proposal 4: If separate RedCap DL-BWP#0 is configured/defined it does not overlap with CORESET#0.
Observation 2: For configuration/definition of separate RedCap DL-BWP#0 and RedCap-CORESET#0, the following options could be considered:
· Option 1: RedCap DL-BWP#0 and RedCap-CORESET#0 are configured explicitly by indexing a LUT.
· Option 2: In the TDD centre frequency alignment scenario alone: RedCap DL-BWP#0 is defined by the RedCap UL-BWP#0 centre frequency and the maximum RedCap UE bandwidth. 
Proposal 5: RMSI and OSI is scheduled in non-RedCap CORESET#0 even if a separate RedCap-CORESET#0 is configured/defined. 
· FFS: RedCap UE BWP behaviour supporting (infrequent) switching back to CORESET#0
Observation 3: R15/16 supports configuration of additional SSB, which can be used for RRM measurement by legacy UEs, too. Optimization of SS-block for the purpose of RedCap UEs should be further studied potentially.

Initial uplink BWP operation of RedCap UEs
	Agreements (R1#104):
· The initial UL BWP (derived based on SIB) for RedCap UEs can be the same as the initial UL BWP for non-RedCap UEs at least when the initial UL BWP is no wider than the RedCap UE bandwidth.
· FFS: during and after initial access, whether a RedCap UE is allowed to operate with an initial UL BWP wider than the maximum RedCap UE bandwidth 
· FFS whether or not to further introduce the following (e.g., for offloading purpose, for differentiation of RedCap vs. non RedCap UEs, for different BWP#0 configuration options, etc.)
· Whether an additional CORESET can be configured for scheduling of RACH (msg2 & msg4)/Paging/SI messages for RedCap UEs
· Whether the SIB-configured initial DL BWP for RedCap UEs can also be configured to be different from the SIB-configured initial DL BWP for non-RedCap UEs.
· Whether the SIB-configured initial UL BWP for RedCap UEs can also be configured to be different from the SIB-configured initial UL BWP for non-RedCap UEs.

Agreements:
· Study further how to enable/support that a RACH occasion associated with the best SSB falls within the RedCap UE bandwidth, with the following options:
· Option 1: Proper RF-retuning for RedCap
· Option 2: Separate initial UL BWP(s) for RedCap UEs
· Option 3: gNB configuration (e.g., restrictions on existing PRACH configurations, or FDM-ed ROs, or always restricting the initial UL BWP to within RedCap UE bandwidth)
· Option 4: Dedicated PRACH configurations (e.g., ROs) for RedCap UEs
· Other options are not precluded
Agreements:
· Study further whether and how to enable/support that PUCCH (for Msg4/[MsgB] HARQ feedback) and/or PUSCH (for Msg3/[MsgA]) transmissions fall within the RedCap UE bandwidth during initial access, with the following options:
· Option 1: Proper RF-retuning for RedCap (if feasible)
· Option 2: Separate initial UL BWP(s) for RedCap
· FFS more than one starting PRB position
· Option 3: Separate PUCCH/Msg3/[MsgA] PUSCH configuration/indication or a different interpretation for the same configuration/indication for RedCap (e.g., disabled frequency hopping or different frequency hopping)
· Option 4: gNB configuration (e.g., always restricting the initial UL BWP to within RedCap UE bandwidth, or restrictions on the frequency location and the amount of scheduled resource for Msg4/[MsgB] HARQ feedback and Msg3/[MsgA] PUSCH)
· As an example, with restrictions on the frequency location and the amount of scheduled resource for Msg4/[MsgB] HARQ feedback and Msg3/[MsgA] PUSCH, when the initial UL BWP is the same for RedCap and non-RedCap UEs, the PUCCH (for Msg4/[MsgB] HARQ feedback) and PUSCH (for Msg3/[MsgA]) are within the RedCap UE bandwidth
· Other options are not precluded

Agreements (R1#105):
· Both during and after initial access, the scenario where the initial UL BWP for non-RedCap UEs is configured to be wider than the maximum RedCap UE bandwidth is allowed.
· Working assumption: Both during and after initial access, for the scenario where the initial UL BWP for non-RedCap UEs is configured to be wider than the RedCap UE bandwidth, a separate initial UL BWP no wider than the RedCap UE maximum bandwidth is configured/defined for RedCap UEs.
· FFS: whether/how to avoid or minimize PUSCH resource fragmentation due to PUCCH transmission for the above case
· Support the case when the centre frequency is assumed to be the same for the initial DL and UL BWPs in TDD. 
· FFS whether or not to additionally support the case when the centre frequency is different; if so, how to minimize centre frequency retuning 

Working assumption (R1#105): Both during and after initial access, even for the scenario where the initial UL BWP for non-RedCap UEs is not configured to be wider than the RedCap UE bandwidth, a separate initial UL BWP can optionally be configured/defined for RedCap UEs.
· RO sharing between RedCap and non-RedCap is not precluded.
 
Working assumption (R1#105): For enabling/supporting that the RACH occasion (RO) associated with the best SSB falls within the RedCap UE bandwidth, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth), and this separate initial UL BWP for RedCap includes ROs for RedCap UEs.
· Note: these ROs can be dedicated for RedCap UEs or shared with non-RedCap UEs.
 
Working assumption (R1#105): 
· For enabling/supporting that PUCCH (for Msg4/[MsgB] HARQ feedback) and/or PUSCH (for Msg3/[MsgA]) transmissions fall within the RedCap UE bandwidth during initial access, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth).
· FFS: whether/how the specification also supports separate PUCCH/Msg3/[MsgA] PUSCH configuration/indication or a different interpretation of the same configuration/indication for RedCap (e.g., disabled frequency hopping or different frequency hopping)



At least in FR1, the initial UL BWP in a typical deployment is wider than the maximum RedCap UE bandwidth, e.g. 100 MHz, and it would be impractical to share BWPs for the coexistence with non-RedCap UEs. The main considerations to keep the non-RedCap UL BWP#0 wide are that (i) PUCCH frequency hopping on the edges of the BWP do not fragment PUSCH allocations if the bandwidth is wide and (ii) wide bandwidth provides maximum frequency diversity gain accounting for all network scenarios. 
Therefore, support of the configuration of a separate initial UL BWP used by RedCap UEs during and after the initial access has been agreed, opening the questions as to:
1. the signalling of the separate UL BWP#0
2. how to avoid/minimize PUSCH fragmentation for non-RedCap UEs from PUCCH frequency-hopping of RedCap UEs
3. the configuration of shared and dedicated PRACH resources
4. possible need for early identification of RedCap UEs by Msg1 or MsgA            
We address each of the above issues one by one below. 
If a separate initial UL BWP is configured for RedCap UEs it needs to be signalled in SIB1. The same UL BWP should be used by all RedCap UEs during and after initial cell search. The study on coexistence made in TR 38.875 does not justify multiple BWP for RedCap UEs during or after initial cell search. In our view, a single separate initial UL BWP for RedCap UEs can best address frequency diversity, resource utilization efficiency and coexistence aspects. 
The bandwidth and position of the separate initial UL BWP may need to take into account several aspects (such as frequency diversity, PUSCH-fragmentation, shared ROs, interference coordination) hence, the signalling should not be optimized and the BWP may be nested in the UL initial BWP configured for non-RedCap UEs.
PUSCH fragmentation would be avoided if PUCCH frequency hopping was disabled for RedCap UEs (possibly modifying the behaviour for Msg4 or MsgB HARQ feedback) and the PUCCH resources were aligned with the ones used by non-RedCap UE devices on one of the edges of their UL initial BWP. However, this would be a very significant restriction for the BWP configuration and the lack of frequency-hopping gain would require more conservative resource allocation. If we consider the example of 20 MHz and 100 MHz for the respective bandwidth of UL initial BWP configured for RedCap and non-RedCap UEs and the frequency alignment between one of the edges, then Msg4/MsgB-HARQ PUCCH frequency-hopping of RedCap UEs does not seem to be a major concern from the point of view of PUSCH fragmentation. It also needs to be mentioned that frequency-hopping of different PUCCH/PUSCH transmissions by connected-mode RedCap UEs would also restrict large PUSCH allocations for non-RedCap UEs, thus the issue cannot be circumvented by changing the behaviour for Msg4/MsgB-HARQ alone. In conclusion, we consider that flexible configuration of bandwidth and position of the separate UL initial BWP is the only requirement to address this coexistence issue, and it is not reasonable to disable Msg4/MsgB-HARQ PUCCH frequency-hopping of RedCap UEs.    
SIB1 should signal ROs dedicated for RedCap UEs separately from the generic RO’s (rach-ConfigGeneric). All other ROs that lie within the RedCap UE bandwidth are considered shared ROs. PRACH transmission on a dedicated RO identifies the UE as a RedCap UE, too. If the RedCap UE uses a shared RO then gNB will still continue to use the MIB-defined bandwidth for sending Msg2 and Msg4 or MsgB in downlink. If RedCap UEs are configured with a separate initial DL BWP that does not overlap with this region then the RedCap UE will not receive Msg2. Therefore, Msg2 needs also be scheduled in RedCap-CORESET#0 and transmitted in the separate initial DL BWP (Figure 1). Alternatively, the RedCap UE must use dedicated ROs. Either way, by Msg1 or Msg2, the RedCap UE will be identified if its DL initial BWP does not overlap with the MIB-defined BWP. In conclusion, in the scenario where a separate but nested UL initial BWP is configured for RedCap UEs only, it is possible that TDD UL/DL BWP#0 requires configuring a separate RedCap-CORESET#0 not overlapping with CORESET#0; in such a scenario Msg2 needs to be scheduled on both CORESETs if it is sent in response to Msg1 transmitted on a shared RO. Otherwise, i.e. without such feature, all RO’s need to be dedicated to RedCap or non-RedCap UEs exclusively.    
Observation 4: In the TDD scenario where a separate UL initial BWP is configured for RedCap UEs only and is nested in the UL initial BWP configured for non-RedCap UEs only, it is possible that UL/DL BWP#0 requires configuring a separate RedCap-CORESET#0 not overlapping with CORESET#0. In such a scenario two options are available:
Option 1 shared ROs are supported, and Msg1 transmitted on a shared RO triggers Msg2 scheduling on both CORESETs.
Option 2 shared ROs are not supported, and all RO’s need to be dedicated to RedCap or non-RedCap UEs exclusively.    
[image: ] 
Figure 1. Scenario of TDD UL/DL BWP#0-pair alignment and alignment between UL BWP#0 edges: 
separate Msg2 responses to shared RO. 



Proposal 6: Confirm the following W.A. 
Working assumption (R1#105): For enabling/supporting that the RACH occasion (RO) associated with the best SSB falls within the RedCap UE bandwidth, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth), and this separate initial UL BWP for RedCap includes ROs for RedCap UEs.
· Note: these ROs can be dedicated for RedCap UEs or shared with non-RedCap UEs.

Proposal 7: Msg1 transmitted on a shared RO triggers Msg2 scheduling on both CORESET#0 and RedCap-CORESET#0 if a RedCap-CORESET#0 is configured and does not overlap with the CORESET#0 in frequency.
Proposal 8: Confirm the following W.A. with removing the option of disabled frequency hopping:
Working assumption (R1#105): 
· For enabling/supporting that PUCCH (for Msg4/[MsgB] HARQ feedback) and/or PUSCH (for Msg3/[MsgA]) transmissions fall within the RedCap UE bandwidth during initial access, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth).
· FFS: whether/how the specification also supports separate PUCCH/Msg3/[MsgA] PUSCH configuration/indication or a different interpretation of the same configuration/indication for RedCap (e.g., disabled frequency hopping or different frequency hopping)
Conclusions
In this contribution we made the following observations and proposals.
Observation 1: The coexistence and resource optimization issues of the connected mode operation of RedCap UEs is similar to the case of non-RedCap UEs using a narrow active BWP.
Proposal 1: Confirm the following working assumption from R1#104-bis  
Working assumption: 
During initial access, the bandwidth of the initial DL BWP for RedCap UEs is not expected to exceed the maximum RedCap UE bandwidth.
· The bandwidth and location of the initial DL BWP for RedCap UEs can be the same as the bandwidth and location of the MIB-configured initial DL BWP for non-RedCap UEs.
· This does not preclude a SIB-configured initial DL BWP for non-RedCap UEs only with a wider bandwidth than the maximum RedCap UE bandwidth.
· This does not preclude separate or additional bandwidth and location for initial DL BWP for RedCap UEs (FFS).
Proposal 2: Confirm the work assumptions that for both BWP#0 configuration option 1 and option 2 that after initial access (i.e., after RRC Setup, RRC Resume, or RRC Reestablishment) a RedCap UE is not expected to operate with an initial DL BWP wider than the maximum RedCap UE bandwidth.
Proposal 3: Confirm W.A. on support of configuration/definition of separate RedCap initial DL-BWP#0 with the following:
· RedCap DL-BWP#0 / RedCap-CORESET#0 take affect during initial access in TDD when centre frequency alignment with separate RedCap UL-BWP#0 requires so.
· Also support this feature in all TDD and FDD scenarios after initial access:
· to support the case of wider non-RedCap BWP#0 after initial access 
· for offloading RedCap UEs from CORESET#0 to other frequency regions
Proposal 4: If separate RedCap DL-BWP#0 is configured/defined it does not overlap with CORESET#0.
Observation 2: For configuration/definition of separate RedCap DL-BWP#0 and RedCap-CORESET#0, the following options could be considered:
· Option 1: RedCap DL-BWP#0 and RedCap-CORESET#0 are configured explicitly by indexing a LUT.
· Option 2: In the TDD centre frequency alignment scenario alone: RedCap DL-BWP#0 is defined by the RedCap UL-BWP#0 centre frequency and the maximum RedCap UE bandwidth. 
Proposal 5: RMSI and OSI is scheduled in non-RedCap CORESET#0 even if a separate RedCap-CORESET#0 is configured/defined. 
· FFS: RedCap UE BWP behaviour supporting (infrequent) switching back to CORESET#0
Observation 3: R15/16 supports configuration of additional SSB, which can be used for RRM measurement by legacy UEs, too. Optimization of SS-block for the purpose of RedCap UEs should be further studied potentially.
Observation 4: In the TDD scenario where a separate UL initial BWP is configured for RedCap UEs only and is nested in the UL initial BWP configured for non-RedCap UEs only, it is possible that UL/DL BWP#0 requires configuring a separate RedCap-CORESET#0 not overlapping with CORESET#0. In such a scenario two options are available:
Option 1 shared ROs are supported, and Msg1 transmitted on a shared RO triggers Msg2 scheduling on both CORESETs.
Option 2 shared ROs are not supported, and all RO’s need to be dedicated to RedCap or non-RedCap UEs exclusively.    

Proposal 6: Confirm the following W.A. 
Working assumption (R1#105): For enabling/supporting that the RACH occasion (RO) associated with the best SSB falls within the RedCap UE bandwidth, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth), and this separate initial UL BWP for RedCap includes ROs for RedCap UEs.
· Note: these ROs can be dedicated for RedCap UEs or shared with non-RedCap UEs.

Proposal 7: Msg1 transmitted on a shared RO triggers Msg2 scheduling on both CORESET#0 and RedCap-CORESET#0 if a RedCap-CORESET#0 is configured and does not overlap with the CORESET#0 in frequency.
Proposal 8: Confirm the following W.A. with removing the option of disabled frequency hopping:
Working assumption (R1#105): 
· For enabling/supporting that PUCCH (for Msg4/[MsgB] HARQ feedback) and/or PUSCH (for Msg3/[MsgA]) transmissions fall within the RedCap UE bandwidth during initial access, support separate initial UL BWP for RedCap UEs (which is not expected to exceed the maximum RedCap UE bandwidth).
· FFS: whether/how the specification also supports separate PUCCH/Msg3/[MsgA] PUSCH configuration/indication or a different interpretation of the same configuration/indication for RedCap (e.g., disabled frequency hopping or different frequency hopping)
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