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Introduction
In this contribution, we discuss potential enhancements to enable joint channel estimation according to the coverage enhancement work item objectives [1]:
· Specify mechanism(s) to enable joint channel estimation [RAN1, RAN4]
· Mechanism(s) to enable joint channel estimation over multiple PUSCH transmissions, based on the conditions to keep power consistency and phase continuity to be investigated and specified if necessary by RAN4 [RAN1, RAN4]
· Potential optimization of DMRS location/granularity in time domain is not precluded
· Inter-slot frequency hopping with inter-slot bundling to enable joint channel estimation [RAN1]
We first consider scenarios for joint channel estimation / DMRS bundling that RAN4 can use in their work.   Different gNB and UE implementations, including where gNB can estimate relative phase over slots to facilitate joint channel estimation, are discussed next.   Performance results on the benefit of cross slot bundling in the presence of impairments and with and without different frequency hopping are given, as well as further results on the potential of gNB assisted cross slot bundling.  The need for a time domain window for joint channel estimation is also investigated. 
Discussion
[bookmark: _Hlk47539659]DMRS bundling was agreed for the coverage enhancement work item for PUSCH since channel estimation significantly degrades PUSCH performance, and cross-slot channel estimation has the potential for notable gains (as is shown in section 2.3 below). As such, it is desirable to reap the benefit of multi-slot channel estimation as often as possible. The conditions where multi-slot channel estimation is beneficial are unclear at present, as evinced by the questions to RAN4 in [2]:
Question 1: Under what conditions UE can keep phase continuity cross PUCCH or PUSCH repetitions 
Question 2: Whether back-to-back PUCCH or PUSCH repetitions is one of the conditions required to keep phase continuity cross the repetitions
Question 3: Under what conditions UE can meet the power control tolerance level cross PUCCH or PUSCH repetitions
RAN4 has responded in [3], providing an initial set of conditions where phase continuity and power control tolerance can be met. Such conditions can have impact on RAN1 specifications as discussed in section 2.4. RAN4 further asked:
RAN4 has also discussed that in order to quantify the phase discontinuity tolerance, more understanding is needed how much phase can change between two transmissions and how long gap in time between two repetitions is possible. For this issue RAN4 would like to ask RAN1 
Question from RAN4 to RAN1: For analysis for the amount of tolerable phase change between repetitions, RAN4 respectably asks RAN1 if RAN1 has specific scenario what RAN4 should focus in their study? (e.g contiguous/non-contiguous transmission, within one time slot or multiple time slots, TDD band or FDD band etc)
In the following sections, we consider the scenarios RAN4 might focus on in their study of phase discontinuity tolerance, gNB ‘assistance’ for joint channel estimation via wideband relative phase estimation, the performance of joint channel estimation under various conditions, and the specification impact of cross slot channel estimation.
Scenarios for phase discontinuity tolerance
In [1], the moderator facilitated discussion of 5 use cases, resulting in the following agreement: 
Agreement:
· Following potential use cases are considered for joint channel estimation for PUSCH:
· Use case 1: back-to-back PUSCH transmissions within one slot.
· Use case 2: non-back-to-back PUSCH transmissions within one slot.
· Use case 3: back-to-back PUSCH transmissions across consecutive slots.
· Use case 4: non-back-to-back PUSCH transmissions across consecutive slots.
· Use case 5: PUSCH transmissions across non-consecutive slots.
Note: RAN1 assumes “back-to-back PUSCH transmission” has zero gap in-between adjacent PUSCH transmissions.

Details of these scenarios are not yet agreed, and RAN4 is asking if some scenarios can be prioritized. Therefore, we discuss them further here, leading up to how we might respond to RAN4. We first consider the scenarios themselves, mostly in the context of PUSCH joint channel estimation. Since PUCCH DMRS bundling will have the same mechanism as its basis, it is considered next. Lastly, multi-slot TB transmission will also support PUSCH joint channel estimation, and so its specific considerations are discussed.
General considerations of scenarios for PUSCH joint channel estimation
1. Back-to-back PUSCH transmissions within one slot.
For this use case PUSCH transmissions of less than one slot share DMRS resources to form a joint channel estimate. Because each PUSCH occupies less than a slot, unless the PUSCH transmissions are repetitions (including different redundancy versions) or multi-slot transmissions of a transport block, the coverage will be substantially less than a full slot. Therefore, only repetitions or multi-slot TB are in scope of the coverage enhancement work item. However, even if they are repetitions, the use of fewer REs PUSCH drives up the code rate per RV, and so is likely to result in worse performance than a full slot with a single RV, especially when retransmissions or multi-slot transmission is used. Therefore, it is not clear to us why this use case is in scope of coverage enhancement, nor why it would have a performance benefit over full slot transmission.
2. Non-back-to-back PUSCH transmissions within one slot 
This use case is an extension of case 1, and so has degraded coverage. A gap of x symbols further reduces coverage, so it is further out of scope of coverage enhancement work than case 1.

3. Back-to-back PUSCH transmissions across consecutive slots
Back to back transmissions over a full slot (or as full as is practical given e.g. PDCCH overhead) is the most straightforward use case for coverage, and is clearly in scope of the work item, and are obvious for FDD. Such configurations have already been identified as feasible by RAN4.

There are two important alternatives for multi-slot transmission: where the number of slots occupied by the PUSCH is the same or is different. Requiring the same number of symbols in each slot allows for the best coverage when the maximum number of symbols is used in each slot. If a different number is used, then coverage is to some degree lost. Furthermore, if portions of an RV must be dropped (similar to Type B PUSCH repetition), performance will degrade.

One special case of back-to-back transmission is where a special slot is aggregated with a regular uplink slot. While using a special slot is a logical candidate for increasing the energy transmitted by the UE in contiguous UL symbols, as discussed further below with respect to multi-slot TB (‘TBoMS’) transmission and in [6], the specification impact, net gains, and use cases of TBoMS support for special slot should be carefully studied prior to specifying it.

Therefore, the use case that is clear at present is where each PUSCH occupies the same number of symbols in each slot, and whether use cases with different numbers of symbols per slot are beneficial in terms of performance-complexity tradeoffs should be further studied.

4. Non-back-to-back PUSCH transmissions across consecutive slots
Supporting a gap for non-back-to-back transmission seems beneficial, since cases where resources are reserved for other UEs’ transmission of SRS or PUCCH could be supported, as well as more difficult cases where the UE may transmit something other than PUSCH.

5. PUSCH transmissions across non-consecutive slots
Heavy DL:UL TDD ratios are common in real networks. Such non-back-to-back transmissions may be challenging to support, as shown by the RAN4 reply LS. Nevertheless, from a RAN1 perspective, we should strive to support these as well as possible, since TDD tends to have the greatest need for coverage enhancement.

In these use cases, having the same number of OFDM symbols per PUSCH again seems the logical starting point.
Observation 1-4:
· Multiple PUSCH transmissions within a slot will have at least some loss in coverage as compared to a single PUSCH transmission within a slot, especially if there is also one or more x-symbol gaps in the slot. Therefore, multiple PUSCH transmission does not seem to be a use case within the scope of the coverage enhancement work item.
· Back to back transmission across slots is the most straightforward use case to support, and the case where there is a multi-symbol gap also appears promising.
· Support for different numbers of symbols in a slot is more complicated, and likely to have less gain than the same number of symbols in a slot.
· From a RAN1 perspective, we should strive to support non-consecutive transmission over slots.
· This may be challenging from a RAN4 perspective, but heavy DL:UL TDD ratios are common in real networks.

PUCCH DMRS bundling
While DMRS bundling for PUCCH is a separate topic with its own agenda point, it is closely related, and in fact to be specified based on similar mechanism(s) for enabling joint channel estimation for PUSCH when applicable, according to the updated WID from RAN#91e. In order to respond to the RAN4 LS expeditiously for them to progress their work, PUCCH DMRS bundling should be considered as part of the response.

We first observe that in Rel-17, it has been agreed in URLLC discussions to support sub-slot based PUCCH repetition transmissions, as seen in the agreements below.

Agreements: Support sub-slot based PUCCH repetition for HARQ-ACK based on the Rel-16 PUCCH procedure for slot-based PUCCH applied to sub-slot based PUCCH
· Note: the intention is to take the Rel-16 slot-based PUCCH by replacing with “sub-slot” appropriately, without further optimization unless necessary
· FFS whether or not there is any restriction for the applicability of sub-slot based PUCCH repetition for HARQ-ACK
· Dynamic repetition indication is supported also for sub-slot based PUCCH in Rel-17
· FFS: if the method to be specified in Cov. Enh WI for slot-based PUCCH repetition can be directly applied to sub-slot PUCCH or if changes are needed
Agreements: Support PUCCH repetition for PUCCH formats 0 and 2 at least for sub-slot based PUCCH repetition. 
· FFS: Support for slot-based PUCCH repetition

The benefit of PUCCH repetition is different from PUSCH repetition, because PUCCH is not retransmitted, whereas PUSCH has HARQ. PUCCH repetition can therefore enhance reliability, whereas if HARQ is used for PUSCH, PUSCH repetition is generally not needed for reliability. Therefore, sub-slot repetition can be considered as a coverage enhancement for URLLC applications. By contrast, as discussed above, PUSCH repetition does not seem to be motivated for coverage as discussed above, and because PUSCH has link adaptation, and HARQ, as well as higher BLER operating points. 

Observation 5-6:
· Sub-slot repetition of PUCCH is to be specified in Rel-17
· Sub-slot repetition of PUCCH can provide coverage enhancement for URLLC applications

PUSCH joint channel estimation for multi-slot transport block processing
RAN1 also has a working assumption from RAN1#104 that TB processing over multi-slot PUSCH (‘TBoMS’) will also support joint channel estimation, as shown below. Furthermore, at least back-to-back transmission for TBoMS will be supported, and whether slots of a TBoMS transmission can have different numbers of PUSCH symbols is being further discussed.

Working assumption:
· For back-to-back PUSCH transmissions across consecutive slots, support necessary design aspects (under the condition of power consistency and phase continuity) to enable joint channel estimation for the following case:
· Over back-to-back PUSCH transmissions for one TB processed over multiple slots
· It’s subject to UE capability

Given the importance of non-back-to-back transmission discussed above (and in [6]) and the challenges of non-back-to-back transmission observed so far from RAN4, the importance of RAN4 feedback on the feasibility of non-back-to-back joint channel estimation for TBoMS seems equally high to repeated PUSCH. Therefore, in case RAN4 sees different behavior for non-back-to-back for TBoMS than for repetition, non-back to back scenarios should also be prioritized in RAN4 studies for TBoMS.

Since common TDD configurations can have only one or two contiguous UL slots, it can be of interest to increase the energy transmitted by the UE in contiguous UL symbols by including a special slot in a TBoMS transmission. If the special slot further does not have a DMRS, then there are more REs available to carry UL-SCH, and so back-to-back joint channel estimation has some potential benefit in these cases. However, if the special slot has a total of 2 or 4 symbols available, then the net gain in energy is at most (14+2 or +4)/14 ~= 0.5 or 1 dB. Gains in practice will likely be less than this, and such gains drop quickly when more uplink slots are used, since the special slot becomes a smaller fraction of the total. Given these considerations, we think that the specification impact, net gains, and use cases of TBoMS support for special slot should be carefully studied prior to specifying it.

According to RAN1#104 agreements, TBoMS time domain resource allocation can use one of two alternatives, where one is where the number of allocated symbols in all slots of a TBoMS transmission is the same and another where the number can be different. Both alternatives support where the number is the same, and so this common ground is a logical starting point for RAN4 studies. As discussions progress, RAN1 can provide further guidance if additional TDRA setups should be focussed upon.

Observation 7-8:
· The specification impact, net gains, and use cases of TBoMS support for special slot should be carefully studied prior to specifying it.
· Configurations where the number of symbols is the same in all slots of a TBoMS transmission is a logical starting point for RAN4 studies
· According to RAN1#104 agreements, at least these configurations will be specified.
· RAN1 can update RAN4 on supported TBoMS configurations as RAN1 discussions progress.

Proposed LS reply
Given the considerations above, it is proposed to reply to RAN4 according to the following, which is also captured in a draft LS provided in [5]:
· While RAN1 will wait for RAN4’s further guidance on the feasibility for non-contiguous transmission, from a RAN1 perspective for coverage enhancement, joint channel estimation or DMRS bundling are beneficial in the following conditions for both FDD and TDD, for FR1 and FR2, and RAN4 may focus their study on them:
· Both contiguous and non-contiguous repetition transmission of PUSCH in a set of symbols across slots 
· Both contiguous and non-contiguous repetition of PUCCH in a set of symbols across slots or within a slot
· RAN1 would like to further inform RAN4 that the TB processing over multi-slot PUSCH (‘TBoMS’) feature will also support joint channel estimation. While RAN1 is still discussing whether the numbers of PUSCH symbols can be different between slots of a TBoMS transmission, the scenarios for PUSCH repetition above can be a starting point for RAN4 TBoMS studies.
· RAN1 will provide further guidance if additional scenarios should be focused upon.

Proposal 1:
· Respond to RAN4 on specific scenarios that RAN4 should focus in their study according to the proposed LS response in [5].
gNB ‘assistance’ for joint channel estimation
The simplest way to enable cross-slot channel estimation is for the UE to maintain at least phase coherence across the slots. Then, presuming the channel is sufficiently static, the gNB can directly add channel estimates together to form a better channel estimate. However, if the UE can’t maintain phase continuity as discussed above, then such simple cross-slot estimation methods are precluded.

It is also possible for the gNB to estimate the relative phase of uplink transmissions in different slots. For cross slot phase estimation to work, the phase should be sufficiently stable across the PRBs of the PUSCH transmission such that a sufficiently small number of phase corrections are possible. A simplest scenario is therefore when a single wideband phase correction factor is used. As shown in more detail in section 2.3, a receiver can in a number of scenarios correct a wideband phase error between PUSCH repetitions in different slots, such that the performance is relatively close to where the ideal relative phase is known. Consequently, the use of wideband relative phase estimation to facilitate cross-slot channel estimation seems promising at least when the UE can’t adequately maintain relative phase between slots. The benefit of such techniques depends on the ability of UEs to maintain PUSCH phase across its transmission bandwidth, and so it is necessary to identify if and when such maintenance is possible in UEs that do not otherwise support control of relative phase across slots.
Observation 9-10:
· In a number of scenarios, a receiver can correct for a wideband phase error between repetitions of an uplink channel in different slots, such that the performance is relatively close to where the ideal relative phase is known.
· The use of wideband relative phase estimation to facilitate cross-slot channel estimation seems promising at least when the UE can’t adequately maintain relative phase between slots.

Proposal 2:
· Further study the benefit of gNB estimated inter-slot relative phase correction for PUSCH, addressing how frequency selective such phase corrections would need to be for UEs and/or conditions that do not sufficiently support maintaining inter-slot relative phase.

[bookmark: _Ref68535910][bookmark: _Ref61547648]Performance of joint channel estimation under different assumptions
[bookmark: _Ref68169225]Impact of a frequency offset (CFO)
It has been agreed to consider a carrier frequency offset (CFO), e.g. 0.10 ppm, in the evaluations. While the CFO may cause only a small phase change during an individual slot and hence have limited impact on channel estimation in legacy receivers, the phase change can be significant over the course of the multiple slots that are jointly estimated with joint channel estimation. 
An example of the impact of CFO on joint channel estimation performance is shown Figure 1, for a TDD VoIP scenario at 4 GHz, with a pattern 4 DL : 1 UL, 8 repetitions, 4 PRBs, MCS 4, no frequency hopping, CFO of 0.10 ppm (i.e. 400 Hz), UE speed 3 km/h, and 30 ns or 300 ns delay spread. The receiver used here does not estimate or compensate for the CFO. See Table 1 in the appendix for additional simulation details. According to Figure 1, the impact is 0.5 dB, i.e. significant in comparison to the overall gain of about 1.3 dB from joint channel estimation observed in later sections. Hence, for a fair assessment of the gains from joint channel estimation, it is important to model CFO impact.
Observation 11:
· For a fair assessment of the gains from joint channel estimation, the carrier frequency offset (CFO) should be modeled in simulations.
· The loss from an uncompensated CFO is found to be about 0.5 dB, which is significant in comparison to the overall gains of 1.3 dB observed for joint channel estimation.

Henceforth, we will in all simulations model a CFO of 0.10 ppm and use a receiver that estimates and attempts to compensate for the CFO.
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[bookmark: _Ref68091655]Figure 1. BLER performance for TDD at 4 GHz, with or without an uncompensated CFO

[bookmark: _Ref68169135]Performance with phase coherence between slots (besides CFO)
In this section we consider the case where the UE is able to maintain phase coherence between slots that are jointly estimated. Resulting gains from joint estimation are exemplified in Figure 2 for an FDD VoIP scenario at 700 MHz with 4 PRBs allocated and fixed MCS 4, 8 repetitions, no FH, 2 DMRS symbols per slot, 0.10 ppm CFO (i.e. 70 Hz), UE speed 3 km/h, and delay spreads 30 ns or 300 ns. The receiver is practical, i.e. does not know the channel parameters, frequency offset, etc. See Table 2 in the appendix for additional simulation details. As can be seen from Figure 2, the gains from joint channel estimation are about 1.3 dB. 
Analogous results for TDD at 4 GHz with the pattern 4 DL : 1 UL are shown in Figure 3 (see Table 1 for simulation details). Despite the non-back-to-back slots in this case, substantial gains are still observed.
If 4 DMRS symbols per slot are used, the gains from joint estimation decrease slightly, but can still remain in the order 1 dB, as exemplified for FDD at 700 MHz in Figure 4.
An example of performance at high speed (120 km/h) is shown in Figure 5. At the target VoIP rBLER of 2%, no significant gains are observed, but also no loss. However, further investigations of performance at different speeds are required before definite conclusions can be drawn. 
Observation 12:
· If the UE can maintain phase coherence between slots, joint channel estimation can give gains of about 1.3 dB for FDD at 3 km/h. 
· Similar gains are seen also for TDD with non-back-to-back slots.
· Further studies at higher speeds are needed.
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[bookmark: _Ref53688339]Figure 2. BLER performance for FDD at 700 MHz
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[bookmark: _Ref68024642]Figure 3. BLER performance for TDD at 4 GHz
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[bookmark: _Ref68024643]Figure 4. BLER performance for FDD at 700 MHz, with 4 DMRS symbols per slot
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[bookmark: _Ref68612351]Figure 5. BLER performance for FDD at 700 MHz, at 120 km/h
[bookmark: _Ref61547688][bookmark: _Ref68169175]Performance with fully random phase offsets between slots
To investigate the case where the UE is not able at all to maintain phase coherence across slots, simulations with a fully random wideband transmitter phase offsets between slots have been performed and compared with the case of zero phase offsets between slots. In the case of random phase offsets, the receiver is configured to estimate and compensate for them. The same TDD scenario as in Section 2.3.2 is used (i.e. VoIP scenario with TDD pattern 4 DL : 1 UL, 4 GHz carrier frequency, 4 PRBs, and no FH). Additional simulation settings are listed in Table 1. 
As shown in Figure 6, the phase offsets need not degrade performance much when they are adequately estimated and compensated for by the receiver. Hence, the gain from joint estimation still remains about 1.3 dB as shown in Section 2.3.2. 
Observation 13-14:
· Even with fully random wide-band transmitter phase offsets between slots, joint estimation was found to be able to yield similar gains as in the absence of phase offsets, as long as the receiver can estimate and compensate for the phase offsets.
· The simulations were performed using 4 PRBs and assuming a single phase offset over that bandwidth; wider bandwidths are for further study. 
· Joint channel estimation brings gains, but further study is needed on how much needs to be specified vs. what can be done in gNB implementation (e.g. by estimating wideband phase corrections to combine slots).

[image: ] 
[bookmark: _Ref68024645]Figure 6. BLER performance with joint estimation for the case of compensated random offsets between slots vs the case of no offsets and no compensation.

Performance with small or moderate uncompensated phase offsets between slots
It was shown in Section 2.3.3 that even fully random wideband phase offsets between slots can be successfully compensated for by the receiver. However, if the phase offsets between slots are not fully random, but can be kept rather small by the UE, it may be sufficient to use as simpler receiver with no compensation for random phase offset. 
In order to investigate what amount of phase offsets could be tolerated by such a simple receiver, Figure 7 shows performance for a range of different random (wideband) phase offsets between slots. For these initial evaluations, it was assumed that the phase offset angles between consecutive UL slots are Gaussian-distributed with a standard deviation as indicated in the figure legend. The phase offsets can thus be described as a one-dimensional random walk with a Gaussian-distributed step size. Other simulation settings are listed in the figure and in Table 1. According to Figure 7, a phase offset up to about 20 seems not to have a major impact on performance. For comparison, performance with phase offset estimation and compensation like in Section 2.3.3 is also shown for one case (50).
Observation 15:
· Even without explicit phase offset compensation in the receiver, joint channel estimation can perform well if the phase offsets between slots are not too large (e.g. phase offsets up to in the order of 20 between consecutive slots in the simulated scenario).
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[bookmark: _Ref68024646]Figure 7. BLER performance with small/moderate phase offsets, with 30 ns delay spread

[bookmark: _Ref68169350]Performance with inter-slot FH and intra-slot FH 
Performance with inter-slot as well as intra-slot frequency hopping (FH) is shown in Figure 8, for FDD at 700 MHz, with 2 hopping frequencies, 8 repetitions, for 30 ns delay spread and 3 km/h UE speed. For inter-slot FH, slots on the same frequency are consecutive in time. Joint estimation is performed over all allocations on the same hopping frequency, both for inter-slot FH and intra-slot FH. In the case of inter-slot FH, the UE is assumed to be able to maintain phase coherence between adjacent slots on the same frequency. In the intra-slot FH case, the UE is assumed not to be able to maintain phase coherence between transmissions on the same frequency because of the intermediate transmissions on the other frequency; the phase offset between slots is instead modelled as fully random and is estimated and compensated for in the receiver. See Table 2 for additional simulation details. 
It can be seen from Figure 8 that joint estimation gives gains, both for inter-slot FH and intra-slot FH. Additionally, it can be noted that inter-slot FH performs better than intra-slot FH both with and without joint channel estimation. However, further investigations are needed to fully establish performance differences between inter-slot FH and intra-slot FH when joint channel estimation is used. 
Observation 16:
· Joint channel estimation brings gains also in the case of frequency hopping, both for inter-slot FH and intra-slot FH. 
· Inter-slot FH was generally found to perform better than intra-slot FH under the used simulation assumptions.
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[bookmark: _Ref68024648]Figure 8. BLER performance with inter-slot and intra-slot FH
[bookmark: _Ref68520354]Specification impact of cross slot channel estimation
In NR Rel-15 and Rel-16, the UE is not required to keep phase coherency across slots on the same antenna port meaning that gNB may not be able to coherently combine channel estimates over a number of PUSCH repetitions in time domain.
In order to improve the channel estimation accuracy, as we discussed in previous sections, it is possible for the gNB to either estimate phase correction(s) to combine channel estimates across slots, or to directly combine without such an estimation when the UE is capable of maintaining phase continuity across slots. The latter case could have better performance by avoiding estimation error, although at a higher cost in UE complexity. Furthermore, various factors may affect the ability of a UE to maintain the coherent transmissions over time that are beneficial for multi-transmission channel estimation, for example, using the same allocated frequency resource, the presence of a frequency hop, and varying the UE transmit power or TX beam. Therefore, both implementation and specified mechanisms should be further considered as means to improve cross-slot estimation.
Proposal 3:
· Identify which mechanisms should be specified and which can be gNB implementation to support phase coherence across slots with multiple repetitions.
In [3], RAN4 has provided an initial answer on conditions where phase continuity can be maintained. These can be summarized as using the same modulation order, PRBs, power, and (if applicable) beam across back-to-back repetitions of PUCCH or PUSCH. In addition to these constraints, it has also been proposed to specify a window in time over which PUSCH and PUCCH joint channel estimation is possible. This is reflected by the agreement:
Agreements:
· For joint channel estimation, a time domain window is introduced to facilitate further discussion, during which UE is expected to maintain power consistency and phase continuity among PUSCH transmissions subject to power consistency and phase continuity requirements.
· FFS: whether the window should be specified
· FFS: the length of the time domain window is defined by a set of repetitions/slots/symbols
· FFS: single or multiple time domain windows
· FFS: relation with UE capability
· FFS: the time domain window may or may not be configured.
· FFS: whether the term "time domain window" is used in the specification or replaced by other technical terms
· FFS: Whether the window is determined by the power consistency and phase continuity requirements and/or by other factors is to be decided.

Our understanding of the motivation for the time domain window is to align the UE and gNB understanding of when the UE can adjust the relative phase between slots. Figure 9 illustrates the possible use of a time domain window with examples applied to TDD and FDD.
For FDD, we assume the coherence window is 5 slots long, the PUSCH is repeated over 4 consecutive symbols (shown as R0 … R3), and there is an unscheduled slot after the PUSCHs (shown with an ‘X’). The UE can adjust its phase at the start of each window, and the gNB can average slots within the window, but not across windows. If the time domain window is instead defined as spanning repetitions of the PUSCH, the same flexibility or greater flexibility is available to the UE. The UE can update the phase whenever there is not an ongoing repeated transmission, such as before or after the R0…R3 slots or during the ‘X’ slot (which would not be possible in this example for the strict time domain window case). If there is a very heavily repeated transmission, one could wonder if it should be strictly required to maintain phase coherence over the entirety of the repetitions, in which case an additional time domain window could be relevant. However, such cases are likely to be optimizations, and their need and performance gains should be further studied.
Considering the TDD example in the bottom of Figure 9, and assuming that the UE does not maintain phase whenever there is a downlink slot according to the RAN4 constraints, there the UE can update the relative phase at least during the downlink symbols and/or just prior to the first slot of PUSCH that uses repetition. Therefore, in common TDD configurations there seems to be even less of a need for an explicit time domain window given the power consistency and phase continuity requirements we have at present.
Note that while the figure shows repetitions of a PUSCH, transmission of a transport block over multiple slots (TBoMS) will have the same behavior, and the same conclusions should apply.
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[bookmark: _Ref68013723]Figure 9: Examples of time domain window for joint channel estimation
Observation 17:
· The benefit of defining a time domain window beyond the slots occupied by a PUSCH is not yet clear
· A potential use case is where the window is smaller than the number of repetitions, but the performance and need for such a case requires further study.
Proposal 4:
· The time domain window during which the UE is expected to maintain power consistency and phase continuity among PUSCH transmissions is according to slots occupied by the same PUSCH content
· When joint channel estimation is configured, power consistency and phase continuity is required over all repetitions of a PUSCH or over all slots of one TBoMS transmission that meet power consistency and phase continuity requirements 
· Power consistency and phase continuity requirements are defined according to R1-2102298 as a starting point, and can be revised according to further updates from RAN4.
· Further study the need for a time domain window spanning a portion of the PUSCH repetitions or TBoMS transmission
Summary
We considered scenarios for joint channel estimation / DMRS bundling that RAN4 can use in their work.   Different gNB and UE implementations, including where gNB can estimate relative phase over slots to facilitate joint channel estimation, were also discussed.   Performance results on the benefit of cross slot bundling in the presence of impairments and with and without different frequency hopping were given, as well as further results on the potential of gNB assisted cross slot bundling.  The need for a time domain window for joint channel estimation was also investigated. 
We have following observations based on the discussions.
Observations:
1. Multiple PUSCH transmissions within a slot will have at least some loss in coverage as compared to a single PUSCH transmission within a slot, especially if there is also one or more x-symbol gaps in the slot. Therefore, multiple PUSCH transmission does not seem to be a use case within the scope of the coverage enhancement work item.
2. Back to back transmission across slots is the most straightforward use case to support, and the case where there is a multi-symbol gap also appears promising.
3. Support for different numbers of symbols in a slot is more complicated, and likely to have less gain than the same number of symbols in a slot.
4. From a RAN1 perspective, we should strive to support non-consecutive transmission over slots.
· This may be challenging from a RAN4 perspective, but heavy DL:UL TDD ratios are common in real networks.
5. Sub-slot repetition of PUCCH is to be specified in Rel-17
6. Sub-slot repetition of PUCCH can provide coverage enhancement for URLLC applications
7. The specification impact, net gains, and use cases of TBoMS support for special slot should be carefully studied prior to specifying it.
8. Configurations where the number of symbols is the same in all slots of a TBoMS transmission is a logical starting point for RAN4 studies
· According to RAN1#104 agreements, at least these configurations will be specified.
· RAN1 can update RAN4 on supported TBoMS configurations as RAN1 discussions progress.
9. In a number of scenarios, a receiver can correct for a wideband phase error between repetitions of an uplink channel in different slots, such that the performance is relatively close to where the ideal relative phase is known.
10. The use of wideband relative phase estimation to facilitate cross-slot channel estimation seems promising at least when the UE can’t adequately maintain relative phase between slots.
11. For a fair assessment of the gains from joint channel estimation, the carrier frequency offset (CFO) should be modeled in simulations.
· The loss from an uncompensated CFO is found to be about 0.5 dB, which is significant in comparison to the overall gains of 1.3 dB observed for joint channel estimation.
12. If the UE can maintain phase coherence between slots, joint channel estimation can give gains of about 1.3 dB for FDD at 3 km/h. 
· Similar gains are seen also for TDD with non-back-to-back slots.
· Further studies at higher speeds are needed.
13. Even with fully random wide-band transmitter phase offsets between slots, joint estimation was found to be able to yield similar gains as in the absence of phase offsets, as long as the receiver can estimate and compensate for the phase offsets.
· The simulations were performed using 4 PRBs and assuming a single phase offset over that bandwidth; wider bandwidths are for further study. 
14. Joint channel estimation brings gains, but further study is needed on how much needs to be specified vs. what can be done in gNB implementation (e.g. by estimating wideband phase corrections to combine slots).
15. Even without explicit phase offset compensation in the receiver, joint channel estimation can perform well if the phase offsets between slots are not too large (e.g. phase offsets up to in the order of 20 between consecutive slots in the simulated scenario).
16. Joint channel estimation brings gains also in the case of frequency hopping, both for inter-slot FH and intra-slot FH. 
· Inter-slot FH was generally found to perform better than intra-slot FH under the used simulation assumptions.
17. The benefit of defining a time domain window beyond the slots occupied by a PUSCH is not yet clear
· A potential use case is where the window is smaller than the number of repetitions, but the performance and need for such a case requires further study.

Based on the observations and discussions, we have following proposals.
Proposals:
1. Respond to RAN4 on specific scenarios that RAN4 should focus in their study according to the proposed LS response in [5].
2. Further study the benefit of gNB estimated inter-slot relative phase correction for PUSCH, addressing how frequency selective such phase corrections would need to be for UEs and/or conditions that do not sufficiently support maintaining inter-slot relative phase.
3. Identify which mechanisms should be specified and which can be gNB implementation to support phase coherence across slots with multiple repetitions.
4. The time domain window during which the UE is expected to maintain power consistency and phase continuity among PUSCH transmissions is according to slots occupied by the same PUSCH content
· When joint channel estimation is configured, power consistency and phase continuity is required over all repetitions of a PUSCH or over all slots of one TBoMS transmission that meet power consistency and phase continuity requirements 
· Power consistency and phase continuity requirements are defined according to R1-2102298 as a starting point, and can be revised according to further updates from RAN4.
· Further study the need for a time domain window spanning a portion of the PUSCH repetitions or TBoMS transmission
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Table 1: Basic setup of LLS for joint channel estimation on PUSCH, for TDD at 4 GHz
	System
	· Carrier frequency 4 GHz
· 30 kHz SCS
· TDD
· 273 PRBs BWP size

	UE speed
	· 3 km/h

	Payload / tx scheme
	· MCS 4, 4 PRBs, 14 symbols
· 2 DMRS symbols per slot
· 8 (actual) repetitions, no re-transmissions
· No FH

	Channel
	· TDL-C (NLoS), 30 ns or 300 ns delay spread, medium correlation

	Impairments
	· 0.10 ppm CFO (400 Hz), except where otherwise indicated in Section 2.3.1
· Phase offsets between slots as/if indicated in respective section

	Antennas
	· 1T4R

	Receiver
	· Practical (delay spread, CFO, etc not known to receiver), except CFO known where explicitly indicated in Section 2.3.1.



Table 2: Basic setup of LLS for joint channel estimation on PUSCH, for FDD at 700 MHz
	System
	· Carrier frequency 700MHz
· 15 kHz SCS
· FDD
· 106 PRBs BWP size

	UE speed
	· 3 km/h or 120 km/h

	Payload / tx scheme
	· MCS 4, 4 PRBs, 14 symbols
· 2 DMRS symbols per slot, except where 4 DMRS are explicitly indicated in Section 2.3.2
· 8 repetitions (in contiguous slots), no re-transmissions
· No FH, except in Section 2.3.5 where hopping over 2 frequencies is used

	Channel
	· TDL-C (NLoS), 30 ns or 300 ns delay spread, medium correlation

	Impairments
	· 0.10 ppm CFO (70 Hz)
· Phase offsets between slots as/if indicated in respective section

	Antennas
	· 1T2R

	Receiver
	· Practical (delay spread, CFO, etc not known to receiver)
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PUSCH, 4 GHz, 3 km/h, MCS 4, 4 PRBs, no FH, 4 Rx

DS = 30 ns, no CFO

DS = 30 ns, with CFO 400 Hz

DS = 300 ns, no CFO
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PUSCH, 700 MHz, 3 km/h, MCS 4, 4 PRBs, no FH, 2 Rx

DS = 30 ns, no joint estimation

DS = 30 ns, with joint estimation

DS = 300 ns, no joint estimation

DS = 300 ns, with joint estimation
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PUSCH, 4 GHz, 3 km/h, MCS 4, 4 PRBs, no FH, 4 Rx

DS = 30 ns, no joint estimation

DS = 30 ns, with joint estimation

DS = 300 ns, no joint estimation

DS = 300 ns, with joint estimation
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PUSCH, 700 MHz, 3 km/h, MCS 4, 4 PRBs, no FH, 2 Rx

DS = 30 ns, no joint estimation

DS = 30 ns, with joint estimation

DS = 300 ns, no joint estimation

DS = 300 ns, with joint estimation
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PUSCH, 700 MHz, 120 km/h, MCS 4, 4 PRBs, no FH, 2 Rx

DS = 30 ns, no joint estimation

DS = 30 ns, with joint estimation
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PUSCH, 4 GHz, 3 km/h, MCS 4, 4 PRBs, no FH, 4 Rx

DS = 30 ns, no phase offsets

DS = 30 ns, phase offsets and compensation

DS = 300 ns, no phase offsets

DS = 300 ns, phase offsets and compensation
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PUSCH, 4 GHz, 3 km/h, MCS 4, 4 PRBs, no FH, 4 Rx

No phase offsets

Phase offset step std dev = 10°, no compensation

Phase offset step std dev = 20°, no compensation

Phase offset step std dev = 30°, no compensation

Phase offset step std dev = 40°, no compensation

Phase offset step std dev = 50°, no compensation

Phase offset step std dev = 50°, with est. and comp.
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PUSCH, 700 MHz, 30 ns, 3 km/h, MCS 4, 4 PRBs, no FH, 2 Rx

Inter-slot FH, no joint est.

Inter-slot FH, with joint est.

Intra-slot FH, no joint est.

Intra-slot FH, with joint est.


image9.emf
D D D S TDD

FDD

Coherence 

Window

R0 D D S R0 R1

R0 R1 R2 R3 X R0 R1 R2 R3 X

UE can adjust 

phase

Coherence 

Window

gNB can͛t average 

DMRS over these slots

UE can adjust 

phase

UE can adjust 

phase

x x x

gNB can 

average DMRS 

over these slots


