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Introduction
The Rel-17 WID for further enhancements on MIMO (FeMIMO) is approved [1], which includes the following objective:
2. Enhancement on the support for multi-TRP deployment, targeting both FR1 and FR2:
a. Identify and specify features to improve reliability and robustness for channels other than PDSCH (that is, PDCCH, PUSCH, and PUCCH) using multi-TRP and/or multi-panel, with Rel.16 reliability features as the baseline 

In Rel. 16 mTRP enhancements, the focus was mostly on PDSCH reliability enhancements while reliability for PDCCH, PUCCH, and PUSCH was not taken into account explicitly due to lack of time. In order to ensure overall reliability of the system, it is important to ensure that both data and control for both downlink and uplink are reliable. In this contribution, we discuss the aspects related to reliability and robustness of PDCCH, PUCCH, and PUSCH separately.
PDCCH
In this section, we discuss the following aspects for PDCCH repetition:
· Remaining issues related to linking PDCCH candidates.
· Discussions on BD limit.
· Procedural impacts and timeline issues including issues identified in the previous meeting and some new issues.
Remaining Issues for Linking PDCCH candidates
The following were agreed in the previous meeting:
Agreement
For PDCCH repetition, support linking two SS sets by RRC configuration:
· FFS: Whether MAC-CE can be used additionally
· When PDCCH repetition is monitored in two linked SS sets, the UE does not expect a third monitored SS set to be linked with any of the two linked SS sets.
· The two linked SS sets have the same SS set type (USS/CSS) 
· The two linked SS sets have the same DCI formats to monitor
· For intra-slot PDCCH repetition, 
· The two SS sets should have the same periodicity and offset (monitoringSlotPeriodicityAndOffset), and the same duration
· For linking monitoring occasions across the two SS sets that exist in the same slot: 
· The two SS sets have the same number of monitoring occasions within a slot and n-th monitoring occasion of one SS set is linked to n-th monitoring occasion of the other SS set

It is agreed that the linking between different SS sets is based on RRC configuration, and whether MAC-CE can be additionally used. If more dynamic configurations for PDCCH repetition is identified as beneficial, we think reusing SS set group switching of Rel. 16 is more appropriate for this purpose compared to MC-CE. 
In Rel. 16, DCI can dynamically switch between two groups of SS sets. Each SS set belong to one or both SS set groups, and is up to the network and based on RRC configuration. For example, network can configure the SS sets with more frequent monitoring occasions in the first group and the SS sets with sparser monitoring occasions in the second group. Hence, network can dynamically switch between frequent PDCCH monitoring and sparse PDCCH monitoring. This feature was introduced as part of Rel. 16 NRU (for different PDCCH monitoring behaviours before and after COT) but can be used also for other purposes. Explicit indication of SS set group can be via DCI format 2_0 by “search space set group switching flag” field, but implicit switching or timer-based switching are also possible in Rel. 16.
For PDCCH repetition and linking two SS sets, the following can be dynamic switching behaviours can be achieved by reusing the SS set group switching mechanisms:
· Case 1: Switching between “monitoring SS set x or y individually” and “monitoring linked SS sets x and y for PDCCH repetition”
· Case 2: Switching between “monitoring linked SS sets x and y for PDCCH repetition” and “monitoring linked SS sets x and z for PDCCH repetition”

The two cases are illustrated in Figure 1:
[image: ]
[bookmark: _Ref68364513]Figure 1: Reusing SS set group switching mechanisms for dynamic SS set linking in PDCCH repetition.
[bookmark: PDCCH1]Proposal 1: Support reusing SS set group switching mechanisms for dynamic SS set linking in the case of PDCCH repetition (applies to a UE that supports SS set group switching).
Another issue is related to the case where one of the two linked PDCCH candidates is dropped. In Rel. 15/16, there are a number of situations in which some PDCCH candidates are not monitored. For example, due to overbooking, UE does not monitor the PDCCH candidates in some of the SS sets with higher indices. Another example is when the resources of a PDCCH candidate overlap with SSB. A third example is when resources of a PDCCH candidate overlap with resources configured for rate matching (resources not available for PDSCH reception configured in RateMatchPattern). A fourth example is when PDCCH symbols overlap with semi-static uplink symbols, or when SFI is detected by does not indicate the flexible symbols as downlink symbols, or when DCI dynamically schedules UL (PUSCH/PUCCH/SRS/PRACH) in symbols that overlap with PDCCH symbols.
In all the examples mentioned above, it is possible that only of the two linked candidates is dropped. Then, the question is that how the other linked candidate (that is not dropped) should be treated. In general, there can be 3 options in this case:
· Option 1: Even the linked candidate that is not dropped (due to the reasons mentioned above) should not be monitored.
· Option 2: The candidate that is not dropped is still monitored but is not “unlinked”, i.e., the PDCCH repetition rules wrt the reference candidate should be followed (e.g. wrt PRI, DAI, timelines, etc.)
· Option 3: The candidate that is not dropped is monitored and is “unlinked”, i.e., it is considered as an individual candidate and the PDCCH repetition rules wrt the reference candidate are not followed (e.g. wrt PRI, DAI, timelines, etc.). Instead, Rel. 15/16 procedures are followed for the unlinked candidate. 

Obviously, Option 3 may have reliability issues in some of the examples above (when the reason for dropping the linked PDCCH candidate is due to DCI detection, e.g., SFI or dynamic scheduling of UL). If the DCI that triggers dropping one of the linked PDCCH candidates is missed, the interpretation of a detected DCI in the other PDCCH candidate would not be aligned between UE and gNB in Option 3. In addition to the mismatch issue, Option 3 is more complicated from UE point of view. Also, Option 1 may not be necessary and results in artificial dropping of PDCCH candidates. Hence, we propose to support Option 2 for this issue.
[bookmark: PDCCH2]Proposal 2: When a first PDCCH candidate is dropped (not monitored) and is linked with a second PDCCH candidate:
· Option 2: The second PDCCH candidate is monitored but it is still assumed to be linked (is not assumed to be an individual candidate) for the purpose of the procedures with respect to a reference PDCCH candidate.
· Note: The dropping of the first PDCCH candidate is based on existing Rel. 15/16 rules and can be due to: Overbooking, overlap with SSB, overlap with rate matching resources, overlap with semi-static uplink symbol, SFI not changing flexible symbols to downlink, or overlap with dynamically-scheduled UL channels/signals.

Another issue is the following: Assume that SS sets 1 and 2 are linked, and SS set 3 is not linked to any other SS set but overlaps with SS set 1 as shown in Figure 2. 
[image: ]
[bookmark: _Ref68554221]Figure 2: Ambiguity issue when linked and unlinked candidates overlap.
Also, assume that SS set 3 is associated with the same CORESET as SS set 1, and there is a candidate in SS sets 1 and 3 with the same CCEs, same DCI size, and same scrambling. Then, there is no way for the UE to distinguish these two candidates in SS set 1 and 3. However, if a DCI is detected using any of the two candidates, there would be the following ambiguity issue:
· If the UE assumes that the detected DCI belongs to SS set 1, the DCI is interpreted based on Rel. 17 PDCCH repetition rules (e.g. wrt PRI, DAI, timelines, etc.).
· If UE assumes that the detected DCI belongs to SS set 3, the DCI is interpreted similar to Rel. 15/16 (w/o the PDCCH repetition rules).

This discussion is also somewhat related to the note in the following agreement:
Agreement
When two SS sets are linked for PDCCH repetition, they do not contain individual PDCCH candidates. 
· Note 1: For configuration of individual PDCCH candidates, a different SS set can be configured by network.
· Note 2: When one of the linked PDCCH candidates uses the same set of CCEs as an individual PDCCH candidate, and they both are associated with the same DCI size, scrambling, and CORESET, Rel. 15 rule is followed wrt not counting an additional BD.

Note that in Rel. 15 rule mentioned above is the following:
A PDCCH candidate with index  for a search space set  using a set of CCEs in a CORESET  on the active DL BWP for serving cell  is not counted for monitoring if there is a PDCCH candidate with index  for a search space set , or if there is a PDCCH candidate with index  and , in the CORESET  on the active DL BWP for serving cell  using a same set of CCEs, the PDCCH candidates have identical scrambling, and the corresponding DCI formats for the PDCCH candidates have a same size; otherwise, the PDCCH candidate with index  is counted for monitoring. 
In order to avoid the ambiguity issue mentioned above as well as to implement the note in the agreement, the individual PDCCH candidate (in SS set 3) should not be counted for PDCCH monitoring, and the detected DCI in those CCEs should be interpreted based on Rel. 17 PDCCH rules wrt the agreed procedures.
However, this is not completely free in terms of UE complexity (even though UE does not perform additional blind decoding). This is because the UE is still required to identify “duplicate candidates”, which can change in different monitoring occasions depending on SS set configurations. In Rel. 15, the rule is simpler as it does not matter which of the two candidates is not monitored. However, the logic of identifying which candidates are not monitored requires more work in Rel. 17 as the linking / unlinking condition needs to be checked. Hence, we think there should be a limit on how many of these overlapping candidates the UE can deal with, which can be up to UE capability or a fixed maximum limit.
[bookmark: PDCCH2A]Proposal 3: When one of the two linked PDCCH candidates uses the same set of CCEs as an individual PDCCH candidate (not linked with any other PDCCH candidate), and they both are associated with the same DCI size, scrambling, and CORESET, the individual PDCCH candidate is not counted for monitoring.
· If a DCI is detected in the set of CCEs, it is interpreted based on Rel. 17 PDCCH repetition rules for the purpose of the procedures with respect to a reference PDCCH candidate.
· A limit is defined for the maximum number of such overlapping candidates, which can be fixed or up to UE capability.  

Discussions on BD Limit 
The following was agreed in the previous meeting:
Agreement
For number of BDs corresponding to two PDCCH candidates that are linked for PDCCH repetition, down-select one of the following options in RAN1 #104-bis-e
· Option 1: UE reports one or more numbers as required number of BDs for the two PDCCH candidates
· Candidate values: 2, X.
· Where X is a value larger than 2 and equal or less than 3 
· FFS: Whether a value between 1 and 2 should be added to the candidate values
· FFS: Other values
· Option 2: UE reports whether it supports soft-combining or not
· If soft-combining is supported, UE further reports one or more numbers as required number of BDs for the two PDCCH candidates
· Candidate values: 2, X. 
· Where X is a value larger than 2 and equal or less than 3 
· FFS: Whether a value between 1 and 2 should be added to the candidate values
· FFS: Other values
· Option 3: UE reports one or more decoding assumptions out of decoding assumptions 1-4
· Number of BDs for decoding assumptions 1: 
· Alt1: 2 BDs
· Alt2: A value between 1 and 2 BDs
· Number of BDs for decoding assumption 2: 2
· Number of BDs for decoding assumption 3: 2
· FFS: Other values
· Number of BDs for decoding assumption 4: 3
· FFS: Other values
· [bookmark: _Hlk68360481]Option 4: Always 2 BDs are assumed irrespective of UE’s decoding assumption 
· Option 5: Always 3 BDs are assumed irrespective of UE’s decoding assumption 
· FFS: Network configuration based on the above UE capabilities for options 1-3
[bookmark: _Hlk68359432]Note: Specification should not be designed in such a way that the UE is required to disclose it receiver implementation

In RAN1 #103-e, different assumptions (assumptions 1-4) have been discussed for decoding PDCCH repetition at the UE:
· Assumption 1: UE only decodes the combined candidate without decoding individual PDCCH candidates
· Assumption 2: UE decodes individual PDCCH candidates
· Assumption 3: UE decodes the first PDCCH candidate and the combined candidate
· Assumption 4: UE decodes each PDCCH candidate individually, and also decodes the combined candidate

Decoding Assumptions 1 and 3 are not only unnecessary for blockage scenario (as soft combining is not required in this case), but they can be even harmful in certain scenarios as discussed and evaluated in the Appendix. Hence, decoding Assumption 2 or 4 make more sense in scenarios where PDCCH reliability enhancements are the main target.
Furthermore, decoding Assumption 4 requires three blind decoding attempts and is expensive in terms of consuming UE’s blind decoding capability, which results in reduced scheduling flexibility and as a result increases PDCCH blocking probability. Also, the specification impact for three BDs requires non-trivial amount of efforts (such as per-slot or per-span BD limit and the corresponding overbooking impacts).
In addition, it is already agreed that “Specification should not be designed in such a way that the UE is required to disclose it receiver implementation”. Considering all these factors, we think Option 4 (Always 2 BDs are assumed irrespective of UE’s decoding assumption) is the simplest approach, which is anyway the default behaviour and requires less specification impact. 
[bookmark: PDCCH3]Proposal 4: For BD limit, support Option 4 (Always 2 BDs are assumed irrespective of UE’s decoding assumption). 
Procedural Impacts and Timeline Issues
In this section, we discuss issues related to scheduling info / restriction procedures when two different PDCCH candidates are utilized. The issues arise due to the fact that gNB is not aware of which PDCCH candidates are actually decoded by the UE while in current specification the corresponding scheduling info / restriction is a function of time or frequency property, or the resources of the detected DCI. 
[bookmark: _Hlk67997793]Issues Identified in the previous meeting	
Regarding PUCCH resource determination for more than 8 resources in the set, the following was agreed in the previous meeting: 
Agreement
When DL DCI is transmitted via PDCCH repetition, for PUCCH resource determination for HARQ-Ack when the corresponding PUCCH resource set has a size larger than eight, starting CCE index and number of CCEs in the CORESET of one of the linked PDCCH candidates is applied. Down-select one of the following options in RAN1 #104-bis-e
· Option 1: The one with the lowest CORESET ID is applied 
· Option 2: The one with the lowest SS set ID is applied.

With respect to which one of the linked PDCCH candidates should be used, option 2 is more reasonable since it handles the case that the same CORESET is associated with both linked SS sets. In addition, in the case of overbooking, the SS set with higher index could be dropped, and hence relying on the candidate with a lower SS set is more desirable. 
[bookmark: PDCCH4]Proposal 5: For implicit PUCCH resource determination, support Option 2 (starting CCE index and number of CCEs in the CORESET of the candidate with the lowest SS set ID is applied).
Another issue is related to rate matching PDSCH around scheduling DCI resources. To avoid ambiguity, UE needs to rate match around both PDCCH candidates irrespective of which one is actually detected. Otherwise, if the UE assumes that only the first candidate is scheduling the PDSCH based on decoding, PDSCH cannot be decoded as rate matching assumption at the UE is not correct. This is already agreed for FR1, but is FFS for FR2:
Agreement
At least for FR1, if a PDSCH is scheduled by a DCI in PDCCH candidates that are linked for repetition, and the resources in the CORESET(s) containing the PDCCH candidates overlap with the resources of the PDSCH, the PDSCH is rate matched around the union of two PDCCH candidates and the corresponding DMRS.
· Note: This does not imply that two linked PDCCH candidates can / cannot be overlapping in resources, which is a separate discussion.
· FFS: The case of FR2

The same method should be followed also for FR2. Otherwise, additional indication in the DCI is required to be able to signal the rate matching should be done around which of the two linked PDCCH candidates, which is not reasonable as it adds constant overhead to the DCI even when for the DCIs without PDCCH repetition, and/or requires TCI state-dependent rate matching rules and grouping of TCI states of PDCCH/PDSCH with significant impact to the specifications. Hence, we propose:
[bookmark: PDCCH5]Proposal 6: With respect to PDSCH rate matching when scheduled by a DCI in PDCCH candidates that are linked for repetition, follow the same behaviour for both FR1 and FR2.
Four additional issues were identified in the previous meeting:
Agreement
Study whether / how to resolve the following potential issues in the case of PDCCH repetition:
· Issue 1: Starting symbol for PDSCH mapping type B as well as reference symbol for SLIV (i.e., when ReferenceofSLIV-ForDCIFormat1_2 is configured).
· Issue 2: Determination of PDSCH beam when TCI field is not present in DCI (when scheduling offset is equal to or larger than timeDurationForQCL)
· Issue 3: When PDCCH repetitions are associated with different CORESETPoolIndex values, and the need to use one of them as reference for PDSCH scrambling / CRS rate matching / HARQ-Ack / etc. 
· Whether PDCCH repetition can be used with multi-DCI based multi-TRP.
· Issue 4: Whether single-TRP PDCCH repetition is supported by reusing the agreed framework.

With respect to Issue 1, it should be noted that in Rel. 15, the earliest time a PDSCH with mapping type B can start is the first symbol of the scheduling PDCCH as shown below the following restriction in 38.214. 
The UE is not expected to receive a PDSCH with mapping type B in a slot, if the first symbol of the PDCCH scheduling the PDSCH was received in a later symbol than the first symbol indicated in the PDSCH time domain resource allocation.
In the case of PDCCH repetition, the restriction should be modified to avoid ambiguity in case UE does not detect one of the PDCCH candidates. 
Furthermore, in Rel. 16, the reference for SLIV can be based on the first symbol of the detected DCI. This feature is introduced for DCI size reduction and is applicable when “ReferenceofSLIV-ForDCIFormat1_2” is configured and K0=0 as shown below.
if configured with ReferenceofSLIV-ForDCIFormat1_2, and when receiving PDSCH scheduled by DCI format 1_2 with CRC scrambled by C-RNTI, MCS-C-RNTI, CS-RNTI with K0=0, and PDSCH mapping Type B, the starting symbol S is relative to the starting symbol S0 of the PDCCH monitoring occasion where DCI format 1_2 is detected;
In the case of PDCCH repetition, UE needs to uniquely determine the reference symbol in order to find the starting symbol of the PDSCH. In the absence of enhancements, there can be ambiguity between UE and gNB. A simple rule is to always use the starting symbol of the later PDCCH candidate in time as illustrated in Figure 3. Note that if the two PDCCH candidates have the same starting symbol (e.g. FDM case), then there is no ambiguity. 
[image: ]
[bookmark: _Ref61560130]Figure 3: PDSCH start time for mapping Type B.
The reason to choose the later PDCCH candidate (as opposed to earlier PDCCH candidate) is that if the UE only decodes the later PDCCH candidate and PDSCH starts earlier, then there can be impact on PDSCH processing timeline, especially for CAP2 processing capability. In addition, the determination of  (additional processing time) should be clarified for PDSCH processing timeline. In current spec, for PDSCH mapping Type B,  can be a function of number of overlapping symbols of the scheduling PDCCH and the scheduled PDSCH in some scenarios (depending on the length of the PDSCH and UE processing capability 1 versus 2). When PDCCH repetition is used to schedule PDSCH with mapping Type B, the number of overlapping symbols should be defined with respect to the PDCCH candidate that starts later in time. This is illustrated in Figure 4, where UE processing capability 1 is assumed.
[image: ]
[bookmark: _Ref67911484]Figure 4: Calculation of  in the case of PDCCH repetition scheduling PDSCH with mapping Type B.
Considering the discussions above, we propose:
[bookmark: PDCCH6]Proposal 7: When a PDSCH with mapping Type B is scheduled by a DCI in PDCCH candidates that are linked for repetition:
· The UE does not expect that the first symbol of the PDSCH to start earlier than the starting symbol of the PDCCH candidate that starts later in time.
· If UE is configured with ReferenceofSLIV-ForDCIFormat1_2, and when receiving PDSCH scheduled by DCI format 1_2 with CRC scrambled by C-RNTI, MCS-C-RNTI, CS-RNTI with K0=0, the starting symbol S is relative to the starting symbol S0 of the PDCCH candidate that starts later in time.
· For PDSCH processing timeline and when  is a function of number of overlapping symbols of the scheduling PDCCH and the scheduled PDSCH, the PDCCH candidate that starts later in time is considered to determine the number of overlapping symbols.

With respect to Issue 2: In Rel. 15, when TCI field is not present in the DCI (not configured for a CORESET or DCI format 1_0 is used) scheduling the PDSCH, if scheduling offset is larger than timeDurationForQCL, the TCI state / QCL assumption of the PDSCH is determined from the TCI state / QCL assumption of the scheduling CORESET. In the case of PDCCH repetition, the two repetitions may be received on two different CORESETs. Then, the question is whether the scheduled PDSCH should be received with two TCI states (SDM/FDM/TDM) or if the TCI state of one of the CORESETs should be assumed. To be consistent with Rel. 16, when TCI field is not present and scheduling offset is larger than timeDurationForQCL, PDSCH should be single-TCI state. Hence, TCI state of one of the CORESETs (which can be the one with lower/higher index) can be selected.
[bookmark: PDCCH7]Proposal 8: If a PDSCH is scheduled by a DCI in PDCCH candidates that are linked for repetition, the TCI field is not present in the DCI, and the scheduling offset is equal to or larger than timeDurationForQCL, PDSCH QCL assumption is based on the CORESET with lower ID among the two CORESETs associated with the two PDCCH candidates. 
With respect to issue 3, we think the use case of two PDCCH repetitions being associated with different CORESETPoolIndex values is not clear. In Rel. 16 multi-DCI based mTRP, there is no joint scheduling across TRPs. In fact, multi-DCI based mTRP is design for independent / separate scheduling (even in the case of ideal backhaul). Hence, two PDCCH candidates that are linked for repetitions should be associated with the same CORESETPoolIndex value when CORESETPoolIndex value is configured. In addition, in the absence of such restrictions, most of the Rel. 16 multi-DCI based mTRP procedures require change, such as PDSCH scrambling, HARQ-Ack, CRS rate matching, out-of-order operation, BD/CCE counting (per-CORESETPoolIndex limit), interpretation of TCI field in DL DCI from a corresponding set of active TCI states, etc.
[bookmark: PDCCH8]Proposal 9: When CORESETPoolIndex value is configured for one or more CORESETs, two linked PDCCH candidates are not expected to be associated with different CORESETPoolIndex values.
Regarding issue 4, PDCCH repetition with the same TCI state should be supported given that i) extra specification effort is not needed given that the agreed framework can easily support it unless if artificial restrictions are added ii) PDCCH repetition with the same TCI state is beneficial to increase the maximum reliability level, which is useful in some use cases iii) this is similar to Rel. 16 mTRP design, where scheme 4 is supported with 2 TCI states as well as one TCI state. 
For achieving single-TRP PDCCH repetition, one way is to configure/activate the same TCI states for two different CORESETs associated with the two linked PDCCH candidates. A simpler way is to use the same CORESET for the two linked PDCCH candidates (the two corresponding SS sets are associated with the same CORESET). The latter solution is beneficial for UEs that do not support the max number of CORESETs per CC.
[bookmark: PDCCH9]Proposal 10: There is no need for restrictions with respect to CORESET(s) associated with two linked SS sets: Same CORESET as well as different CORESETs with same TCI state should be allowed.
New Issues	
For some of the timeline aspects, it is already agreed that the PDCCH candidate that ends later in time should be used as a reference:
Agreement
For Option 2, at least for the following purposes, a reference PDCCH candidate is defined as the candidate that ends later in time among the two linked PDCCH candidates in the time domain:
· To determine the scheduling offset to identify whether a default beam should be used for PDSCH / CSI-RS reception.
· To extend the definition of in-order for PDCCH-PDSCH and PDCCH-PUSCH, i.e., PDCCH ending symbol is the last symbol of the reference PDCCH candidate in at least the following restrictions in 38.214. 
· For any two HARQ process IDs in a given scheduled cell, if the UE is scheduled to start receiving a first PDSCH starting in symbol j by a PDCCH ending in symbol I, the UE is not expected to be scheduled to receive a PDSCH starting earlier than the end of the first PDSCH with a PDCCH that ends later than symbol i.
· For any two HARQ process IDs in a given scheduled cell, if the UE is scheduled to start a first PUSCH transmission starting in symbol j by a PDCCH ending in symbol I, the UE is not expected to be scheduled to transmit a PUSCH starting earlier than the end of the first PUSCH by a PDCCH that ends later than symbol i.
· For PUSCH preparation time (N2) and CSI computation time (Z): Last symbol of the PDCCH is based on the last symbol of the reference PDCCH candidate.
· FFS: If inter-slot PDCCH repetition is supported, for slot offset for scheduling the same PDSCH/PUSCH/CSI-RS/SRS: The slot of the reference PDCCH candidate is used as the reference slot.

Similar rules should be extended to the following timelines in current spec (timeline that are defined with respect to scheduling DCI): 
· When DL DCI does not schedule PDSCH but triggers HARQ-Ack transmission: Timeline N for SPS release DCI [38.213, Section 10.2], SCell dormancy indication w/o scheduling PDSCH [38.213, Section 10.3], requesting Type-3 HARQ-Ack codebook w/o scheduling PDSCH [38.213, Section 9.1.4]
· PUCCH resource overriding timeline N3 [38.213, Section 9.2.3]
· Timeline to send PRACH in response to PDCCH order [38.213, Section 8.1]
· PDSCH / AP CSI-RS reception preparation time with cross carrier scheduling with different SCS’s for PDCCH and PDSCH / AP CSI-RS, i.e., minimum scheduling delay Npdsch and Ncsirs [38.213, Section 5.5 and 5.2.1.5.1a].

[bookmark: PDCCH10]Proposal 11: For the following timelines and in the case of PDCCH repetition, the last symbol of the PDCCH candidate that ends later in time among the two linked PDCCH candidates is considered:
· When DL DCI does not schedule PDSCH but triggers HARQ-Ack transmission: Timeline N for SPS release DCI [38.213, Section 10.2], SCell dormancy indication w/o scheduling PDSCH [38.213, Section 10.3], requesting Type-3 HARQ-Ack codebook w/o scheduling PDSCH [38.213, Section 9.1.4]
· PUCCH resource overriding timeline N3 [38.213, Section 9.2.3]
· Timeline to send PRACH in response to PDCCH order [38.213, Section 8.1]
· PDSCH / AP CSI-RS reception preparation time with cross carrier scheduling with different SCS’s for PDCCH and PDSCH / AP CSI-RS, i.e., minimum scheduling delay Npdsch and Ncsirs [38.213, Section 5.5 and 5.2.1.5.1a].

Another issue is related to the following restriction in the spec with respect to causality of AP-CSI-RS resource [38.214, Section 5.2.1.5.1]: “The UE does not expect that aperiodic CSI-RS is transmitted before the OFDM symbol(s) carrying its triggering DCI.”. This condition was needed in Rel. 15 to ensure causality of CSI-RS resource and to avoid excessive buffering at the UE side (i.e., CSI-RS cannot be before its scheduling DCI). 
In the case of PDCCH repetition, it is possible that UE only decodes the later PDCCH candidate. Hence, UE should not be forced to buffer samples before the second PDCCH candidate starts. This is illustrated in Figure 5. For this purpose, the reference PDCCH candidate should be defined as the candidates that starts later in time. Note that the case of cross-carrier scheduling with different SCS requires even more relaxed condition and is captured in the proposal above (not related to this discussion).
[image: ]
[bookmark: _Ref68014477]Figure 5: Earliest time that AP-CSI can be scheduled in the case of PDCCH repetition.
[bookmark: PDCCH11]Proposal 12: For AP-CSI-RS scheduled by two PDCCH candidates that are linked for repetition, the UE does not expect that the AP-CSI-RS is transmitted before the first symbol of the PDCCH candidate that starts later in time.
The case of PDSCH mapping Type B was discussed in Section ‎2.3.1. With respect to PDSCH mapping Type A, the following restriction applies in Rel. 15 [38.214, Section 5.1.2.1]: “The UE is not expected to receive a PDSCH with mapping type A in a slot, if the PDCCH scheduling the PDSCH was received in the same slot and was not contained within the first three symbols of the slot.”. The PDSCH processing timeline is based on this assumption. Note that unlike PDSCH mapping Type B, the number of overlapping symbols between PDSCH and scheduling DCI does not play a role in determination of PDSCH processing time in PDSCH mapping Type A, but instead the location of the last symbol of the PDSCH is important. 
In the case of PDCCH repetition, both of the PDCCH candidates should be withing the first three symbols of the slot in the case of same slot scheduling. Note that the UE may only decode one PDCCH candidate and if that candidate (which can be any of the two) is not within the first three symbols of the slot, the Rel. 15 rule is effectively violated. 
[bookmark: PDCCH12]Proposal 13: If two linked PDCCH candidates schedule a PDSCH with mapping Type A in a same slot, both linked PDCCH candidates are expected to be contained within the first three symbols of the slot.
Finally, another issue is related to DL-PI (interrupted transmission indication) and UL-CI (cancelation indication) in DCI format 2_1 and 2_4, respectively. In Rel. 15, the set of symbols that the interrupted transmission indication is applied to is based on a number of symbols prior to the first symbol of the CORESET containing the DCI format 2_1. Similarly, the set of symbols that the cancelation indication is applied to starts after  from the end of the DCI format 2_4. The specification text for these procedures are copied below:
If a UE detects a DCI format 2_1 in a PDCCH transmitted in a CORESET in a slot, the set of symbols is the last [image: ] symbols prior to the first symbol of the CORESET in the slot where [image: ] is the PDCCH monitoring periodicity provided by the value of monitoringSlotPeriodicityAndOffset, as described in Clause 10.1, [image: ] is the number of symbols per slot, [image: ] is the SCS configuration for a serving cell with mapping to a respective field in the DCI format 2_1, [image: ] is the SCS configuration of the DL BWP where the UE receives the PDCCH with the DCI format 2_1.

For the serving cell, the UE determines the first symbol of the  symbols to be the first symbol that is after  from the end of a PDCCH reception where the UE detects the DCI format 2_4, where  is obtained from  for PUSCH processing capability 2 [6, TS 38.214] assuming …
In the case of PDCCH repetition, the set of symbols should be unambiguously determined irrespective of which of the two linked PDCCH candidates the UE detects in both cases of DL-PI and UL-CI. For DCI format 2_1 (DL-PI), the reference candidate should be the one that starts earlier in time for the purpose of determining the set of symbols. One the other hand, for DCI format 2_4 (UL-CI), the reference candidate should be the one that ends later in time for the purpose of determining the set of symbols. This is illustrated in Figure 6.
[image: ]
[bookmark: _Ref68263723]Figure 6: DCI format 2_1 and 2_4 with PDCCH repetition and determination of the set of symbols.
[bookmark: PDCCH13]Proposal 14: When monitoring DCI format 2_1 or 2_4 in two PDCCH candidates that are linked for PDCCH repetition, UE determines the set of symbols that interrupted transmission indication or cancelation indication is applied to based on a reference PDCCH candidate, which is
· For DCI format 2_1: The PDCCH candidate that starts earlier in time.
· For DCI format 2_4: The PDCCH candidate that ends later in time.
[bookmark: _Ref61127651]PUCCH
In this section, we discuss multi-beam PUCCH transmission for both cases of inter-slot and intra-slot. 
Three Schemes have been considered for multi-TRP PUCCH reliability enhancement. Scheme 1 is already agreed for inter-slot PUCCH repetition with different beams / powers. In addition, it is agreed that a single PUCCH resource is used, which is activated with two spatial relation info’s via MAC-CE. Scheme 3 is agreed as a Working Assumption:
Working Assumption
For PUCCH reliability enhancement, support multi-TRP intra-slot repetition (Scheme 3) for all PUCCH formats. 
· The same PUCCH resource carrying UCI is repeated for X = 2 [consecutive] sub-slots within a slot. 
· Refer the design details related to sub-slot configurations (e.g. other values of X) to Rel-17 eIIoT
Note1: The decision of supporting scheme 3 is only applicable for multi-TRP operation.

In Scheme 3, the same PUCCH resource is used in multiple sub-slots for PUCCH repetition with different beams. Rel. 17 IIoT agenda item has already agreed to support similar scheme for the single-TRP case (repetitions in different sub-slots have the same beam):
Agreements: Support sub-slot based PUCCH repetition for HARQ-ACK based on the Rel-16 PUCCH procedure for slot-based PUCCH applied to sub-slot based PUCCH
· Note: the intention is to take the Rel-16 slot-based PUCCH by replacing with “sub-slot” appropriately, without further optimization unless necessary
· FFS whether or not there is any restriction for the applicability of sub-slot based PUCCH repetition for HARQ-ACK
· Dynamic repetition indication is supported also for sub-slot based PUCCH in Rel-17
· FFS: if the method to be specified in Cov. Enh WI for slot-based PUCCH repetition can be directly applied to sub-slot PUCCH or if changes are needed

For scheme 3, the main required enhancement is the sub-slot configuration / indication, which is up to the Rel-17 eIIoT to decide. The aspects related to multi-TRP are either already agreed due to the agreements made for Scheme 1, e.g., two spatial relation info’s can be activated per PUCCH resource via MAC CE, or they can be similar to Scheme 1 depending on the sub-slot configurations, e.g., mapping sub-slots to beams. Hence, further details should be discussed only after Rel-17 eIIoT makes some progress on their design for the single-TRP case.
[bookmark: PUCCH1]Proposal 15: Confirming the working assumption and further details of PUCCH Scheme 3 should be postponed until after further details of sub-slot configuration for PUCCH repetition is agreed in Rel. 17 eIIoT.
On the other hand, Scheme 2 has not been discussed in details so far. The benefit of PUCCH Scheme 2 is low latency as the two beam hops are always back-to-back and within the same PUCCH resource. In Scheme 2, PUCCH duration of a given PUCCH resource is divided into two parts corresponding to the two beam-hops. In this case, all of the frequency-hopping procedures in Rel. 15 can be reused including number of symbols in the first / second beam-hops, and number of DMRS symbols and locations. Note that intra-slot frequency hopping is supported for all PUCCH formats in Rel. 15. Given that it is already agreed that two spatial relation info’s can be activated per PUCCH resource via MAC CE, there is no additional specification impact for scheme 2. 
Furthermore, RAN4 provided the following in response to Question 4 in R4-2103290:
Question 4: In particular to multi-TRP intra-slot beam hopping (Scheme 2), can RAN1 assume the same requirement as RB hopping with respect to transient period in current RAN4 requirements, if the two hops have different UL beams in addition to different RBs? 
Answer 4: The current RAN4 requirements for transient period are applicable when RB hopping, or power change is applied. For RB hopping, transient period is defined as 5us for FR2 UE. In case of RB hopping with different UL beams, the transient period depends on different scenarios and it is the same as the answer to Question 1 for FR2 UE.
It should be noted that the current RAN4 requirements for transient period in the case of RB hopping does not require definition of a blank symbol as copied below [38.101] 
The transmit ON/OFF time mask defines the transient period(s) allowed 
- between transmit OFF power and transmit ON power symbols (transmit ON/OFF) 
- between continuous ON-power transmissions when power change or RB hopping is applied. 
In case of RB hopping, transition period is shared symmetrically.
From the discussions above, it is clear that a blank symbol is not required, and the same assumptions as for the case of frequency hopping are applicable in PUCCH Scheme 2 when the spatial filter to transmit the beam is known.
It should be noted that by reusing frequency hopping mechanisms, we can have both cases of beam-hopping only or both beam and frequency hopping by configuring secondHopPRB to be the same as startingPRB or to be different than startingPRB per PUCCH resource as shown in Figure 7.     
[image: ]
[bookmark: _Ref61085020]Figure 7: Beam-hopping only or both beam and frequency hopping in Scheme 2.
[bookmark: PUCCH2]Proposal 16: Support intra-PUCCH resource beam-hopping (Scheme 2):
· Reuse frequency hopping mechanisms for number of symbols in the first / second beam-hops, and number of DMRS symbols and locations.
· The configured value of secondHopPRB can be the same as or different than startingPRB.


Regarding PUCCH multi-TRP enhancements in FR1, it is already agreed to support separate power control for different TRPs:
Agreement
To support per TRP power control for multi-TRP PUCCH schemes in FR1, 
· Two sets of power control parameters are used, and each set has a dedicated value of p0, pathloss RS ID and a closed-loop index. 
· FFS: details on how a PUCCH resource can be linked to one or both of the two sets of power control parameters.
· FFS: whether PUCCH resource group can be linked to power control parameter sets.

The main issue is that in existing PUCCH spatial relation info configurations, both UL beam as well as ULPC parameters are configured together as shown in Figure 8. However, for FR1, the part related UL beam is not required while ULPC parameters are still required.
[image: ]
[bookmark: _Ref61088203]Figure 8: UL beam versus ULPC parameters configured in PUCCH-SpatialRelationInfo.
One solution is to decouple activation of UL beam versus ULPC parameters, which requires new MAC-CE and RRC structures as well as other specification efforts. A simpler solution is to reuse PUCCH spatial relation info also in FR1 (including reusing exiting RRC and MAC-CE) but allow a fourth possibility (in addition to SSB/CSI-RS/SRS) equal to “null” to be added for “referenceSignal” in IE PUCCH-SpatialRelationInfo. This solution is simple and allows to use the same procedure for both FR1 and FR2, and hence, is preferred. Furthermore, the simple solution allows to change the power control parameters by MAC-CE (instead of them being semi-statically configured by RRC).
[bookmark: PUCCH3]Proposal 17: For PUCCH multi-TRP enhancements in FR1, reuse PUCCH spatial relation including reusing exiting RRC and MAC-CE.
· “referenceSignal” in IE PUCCH-SpatialRelationInfo can be configured with a “null” value in FR1.

Regarding closed-loop power control for PUCCH, i.e., TPC command when the “closedLoopIndex” values associated with the two PUCCH spatial relation info’s are not the same, different options have been identified and discussed in the previous couple of meetings:
Agreement
Further study following alternatives to support per TRP closed-loop power control for PUCCH , select  from the below options during the RAN1 #104-e-bis meeting.
· Option.1: A single TPC field (the existing TPC field) is used in DCI formats 1_1 / 1_2, and the TPC value applied for both PUCCH beams
· Option.2: A single TPC field (the existing TPC field) is used in DCI formats 1_1 / 1_2, and the TPC value applied for one of two PUCCH beams at a slot. The TPC value may be applied for the other PUCCH beam at an another slot.
· Option 3: A second TPC field (similar to the existing TPC field) is added in DCI formats 1_1 / 1_2.
· Option 4: A single TPC field is used in DCI formats 1_1 / 1_2, and indicates two TPC values applied to two PUCCH beams, respectively.

Option 3 results in constant increase in DCI overhead, i.e., the second field is present even if the indicated PUCCH resource has one beam. Option 2 complicates the power control procedures and additional rules are required to determine which slot is associated with which closedLoopIndex. Also, it is not clear whether the slot that DCI is received should be considered or the slot that that the PUCCH is transmitted. Therefore, one of options 1 or 4 are preferred. Note that in case of option 1, DCI indicating PUCCH resource with one beam or DCI format 2_2 (group-common TPC command for PUCCH) can anyway be used to control the two TPC commands of the two closed loop index values separately when needed. In the case of option 4, a mapping between TPC codepoints and a pair of TPC commands is required, but it allows for separately indicating the TPC commands (with coarser granularity) while not increasing the DCI overhead.
[bookmark: PUCCH4]Proposal 18: For TPC command in DCI formats 1_1 / 1_2, if the “closedLoopIndex” values associated with the two PUCCH spatial relation info’s are different for multi-TRP PUCCH transmission schemes, support:
· Option 4: A single TPC field is used in DCI formats 1_1 / 1_2 (2 bits), and indicates two TPC values applied to two PUCCH beams, respectively (first preference).
· Support a mapping between TPC field codepoints and a pair of TPC commands.
· Option 1: A single TPC field is used in DCI formats 1_1 / 1_2, and the TPC value applied for both PUCCH beams (second preference).

In addition, the following issues have been identified for further study:
Agreement
Further study following aspects related to beam mapping and default behaviors for multi-TRP PUCCH/PUSCH schemes,  
· Whether enhancements needed on beam mapping in case of PUCCH/PUSCH dropping due to invalid UL symbols
· Whether frequency hopping is performed among the repetitions with the same beam
· Whether defining default beam for PUSCH is needed when PUSCH scheduled by DCI format 0_0 when two spatial relation info’s are configured for a PUCCH resource
 
For the first issue, no discussion is necessary since a) PUCCH repetition counting already takes semi-static DL symbols into account and b) the case of PUSCH repetition is being discussed in coverage enhancements agenda item, and multiple solutions / parallel discussions should be avoided.
The second issue, some enhancements are needed since when inter-slot frequency hopping is enabled for inter-slot PUCCH repetition with two PUCCH-SpatialRelationInfoId’s, frequency hopping should be performed among the repetitions with the same beam to ensure that both beam diversity and frequency diversity are achieved. Otherwise, repetitions with a given beam may not go through both frequency hops, and frequency diversity may not be achieved. Figure 9 illustrates the case in which four PUCCH repetitions have different beams (for both cases of cyclic mapping and sequential mapping) and inter-slot frequency hopping is enabled.
[image: ]
[bookmark: _Ref53871159]Figure 9: Inter-slot frequency hopping for Scheme 1.
[bookmark: PUCCH5]Proposal 19: When inter-slot frequency hopping is enabled for PUCCH Scheme 1, frequency hopping is performed among the repetitions with the same beam.
Regarding the third issue, the existing rule in Rel. 15/16 is to follow the beam / PL-RS of the PUCCH resource with the lowest ID for a PUSCH that is scheduled by DCI format 0_0. Hence, in the case that PUCCH resource with the lowest ID is activated with two spatial relation info’s, the rule should be modified to avoid ambiguity. A simple rule would be sufficient to address the ambiguity issue, such as to follow the beam / PL-RS of the spatial relation info with the lowest ID among the two activated spatial relation info’s.

[bookmark: PUCCH6]Proposal 20: If the PUCCH resource with the lowest ID is activated with two spatial relation info’s in a CC, the beam / PL-RS of the spatial relation info with the lower ID among the two active spatial relation info’s is followed for a PUSCH scheduled by DCI format 0_0 in the same CC.
PUSCH
In this section, we discuss the following aspects related to single-DCI based PUSCH repetitions targeted toward different TRPs:
· SRI / TPMI signalling
· UL power control enhancements
· Frequency hopping
· PTRS-DMRS association
· Aperiodic CSI report on PUSCH
[bookmark: _Ref54104908]SRI / TPMI Signalling
For codebook-based PUSCH, the following were agreed:
Agreement
For single DCI based M-TRP PUSCH repetition schemes, in codebook based PUSCH, 
· Support two SRI fields corresponding to two SRS resource sets are included in DCI formats 0_1/0_2.
· Each SRI field indicating SRI per TRP, where the SRI field based on Rel-15/16 framework
· Support dynamic switching between multi-TRP and single-TRP operation 
· FFS: Support dynamic switching the order of two TRPs

Agreement
For single DCI based M-TRP PUSCH repetition schemes, in codebook based PUSCH,
· Two TPMI fields are indicated in DCI formats 0_1/0_2.
· The first TPMI field uses the Rel-15/16 TPMI field design (which includes TPMI index and the number of layers) of DCI format 0_1/0_2. The second TPMI field only containsindicates the second TPMI index. The same number of layers are applied as indicated in the first TPMI field.
· FFS: Details of second TPMI field interpretation including changes expected in Tables 7.3.1.1.2-2/2A/2B/3/3A/4/4A/5/5A in 38.212
· FFS: Interpreting TPMI fields when multi-TRP and single-TRP PUSCH repetition is applied.
· FFS: whether to support of PUSCH repetitions transmitting towards two TRPs sharing the same TPMI indicated by a TPMI field.
· FFS: The size of the second TPMI field can be equal to or smaller than the size of the first TPMI field

For non-codebook based PUSCH, the following was agreed:
Agreement
For single DCI based M-TRP PUSCH repetition schemes, in non-codebook based PUSCH, 
· Support two SRI field(s) corresponding to two SRS resource sets are included in DCI formats 0_1/0_2.
· Each SRI field indicating SRI per TRP, where the first SRI field based on Rel-15/16 framework, 
· Support the same number of layers applied over repetitions
· FFS: details of second SRI field including the specification change for Table 7.3.1.1.2-28/29/30/31 in 38.212.
· Support dynamic switching between multi-TRP and single-TRP operation
· FFS: whether/how to use SRI field(s) and additional details of SRI field(s) interpretations
· FFS: Minimizing the DCI overhead for PUSCH repetition Type A as a result of number of layers being limited to 1 when more than one repetition is scheduled.
· FFS: Support dynamic switching the order of two TRPs
· Companies are encouraged to provide total payload size of the two SRI fields and scheduling restriction, if any

Two SRI fields corresponding to two SRS resource sets are agreed for both codebook-based and non-codebook based mTRP PUSCH repetition. However, the details including how to achieve dynamic switching between multi-TRP and single-TRP operation are not decided while they were heavily discussed in the previous meeting. Overall, different options can be categorized into 3 options: 
· Option 1: Each SRI field has a SRI codepoint indicating whether the corresponding SRS resource set is selected or not, which is applicable to both codebook-based and non-codebook based.
· Option 2: Depending on codebook based or non-codebook based TPMI fields or SRI fields are used to indicate single-TRP or multi-TRP operation. Furthermore, different alternatives such as using both fields or only using the second fields (second TPMI fields or second SRI field) have been discussed.
· Option 3: Two bits are added to the DCI independent of SRI / TPMI fields. 

In general, Option 2 has multiple variants but what they have in common is multiple solutions are needed to address various cases such as 
a) codebook-based PUSCH for 1 antenna port (0 bit for the TPMI field in the current spec) versus more than 1 antenna port in the presence / absence of reserved entries of TPMI field, which depends on various configurations such as the number of PUSCH ports, whether transform precoding is enabled or not, ul-FullPowerTransmission, maxRank, codebookSubset. 
b) non-codebook based PUSCH for the case that number of SRS resources within a set is one or more than one (for example, when using the second SRI field only for such indication, we may not even have a first SRI field if there is only one SRS resource in the first SRS resource set). 
Clearly, the switching between multi-TRP and single-TRP should be possible in all cases above, which becomes complicated with Option 2 as multiple solutions are required and various corner cases should be addressed separately.
On the other hand, Option 1 only requires adding one codepoint to each SRI field. This solution is simple and works for both codebook-based PUSCH and non-codebook based PUSCH, in cases of 1 SRS resource is configured in a SRS resource set (since one codepoint is added regardless) as well as for one antenna port (in codebook-based). Furthermore, it addresses power control when there is only one SRS resource in each SRS resource set (as there is always SRI codepoint when multi-TRP is configured). In addition, in some cases, it does not require additional bits as a reserved codepoint is already available. 
Table 1 shows the number of additional bits required to support dynamic switching between multi-TRP and single-TRP operation in each of the Options 1-3, where the number of additional bits in all options is with respect to the optimized case that the number of layers is not indicated by the second TPMI field (for codebook-based) or by the second SRI field (for non-codebook based). Also, the following is assumed:
· In option 1 and for the case of non-codebook based, the second SRI field is not optimized to exclude the number of layers from the information. This is because each SRI field is intended to be similar to Rel. 15 except than the additional codepoint.
· In option 2, it is assumed that the indication of first TRP only, second TRP only, or multi-TRP is through the second TPMI fields (for codebook-based) or the second SRI field (for non-codebook based) by adding two additional codepoints to the second TPMI / SRI fields. At the same time, the optimization is assumed for the second TPMI / SRI field to exclude the information about number of layers. 
· In option 3, the optimization is assumed for the second TPMI / SRI field to exclude the information about number of layers, and 2 additional bits are added independent of TPMI / SRI fields.

[bookmark: _Ref67790175]Table 1: Number of additional bits required to indicate dynamic switching between single-TRP and multi-TRP operation for Options 1-3.
	
	# of SRS resources within one SRS resource set
	Option 1
	Option 2
	Option 3

	

Codebook-based
	1
	2
	2 (for 1-port PUSCH)
1 (for non-coherent UE, or partial-coherent UE when fullpowerMode1 is configured)
0 (for full-coherent UE, or partial-coherent UE when fullpowerMode1 is not configured)
	





2

	
	2
	2
	
	

	
	3
	0
	
	

	
	4
	2
	
	

	


Non-codebook based
	1
	2
	2
	

	
	2
	2 (for maxRank=1)
1 (for maxRank=2,3,4)
	1 
	

	
	3
	0 (for maxRank=1)
1 (for maxRank=2,3,4)
	1
	

	
	4
	2 (for maxRank=1)
1 (for maxRank 2, 3, 4)
	0
	



As it can be seen from the table, while Option 2 requires less number of bits compared to Option 1 in more cases, there are other cases in which Option 1 has less overhead. This is the case for both codebook-based and non-codebook based PUSCH. Hence, the Option 2 is not universally more efficient than Option 1 and is scenario dependent. Option 3 requires equal or more number of bits compared to Option 1 and Option 2 in all scenarios. It should be noted that Option 1 or Option 2 in general do not easily support dynamically switching the order of two TRPs. In our view, this may be an optimization and not absolutely necessary. However, if it is identified that such a dynamic indication is needed, Option 3 can be used to indicate one of multi-TRP, multi-TRP with a revered order, first TRP only, or second TRP only. The discussions above are captured in , where the benefit and drawback of Options 1-3 are summarized.
Table 2: Overall benefits and drawbacks of Options 1-3.
	
	Benefit
	Drawback

	

Option 1
	· Unified solution (for CB / NCB, for 1 PUSCH port, for one SRS resource in a resource set), simple, and less spec impact
· Power control naturally works even when there is only one SRS resource in a resource set
· It has smaller overhead in certain scenarios
	· In some scenarios, it has larger overhead compared to Option 2


	
Option 2
	· It has smaller overhead in relatively larger number of scenarios
	· Requires different solutions for different scenarios, and separate handling of some corner cases
· Complicated with more spec impact
· The overhead benefit is not for all scenarios

	Option 3
	· Supports dynamically switching the order of TRPs
	· Larger overhead in most scenarios compared to both Option 1 and 2



Based on the discussions and analysis above, we propose:
[bookmark: PUSCH1]Proposal 21: Support adding a codepoint to each SRI field to indicate that the corresponding SRS resource set is not selected to enable dynamic switching between multi-TRP and single-TRP operation.
· The same solution is followed for both codebook-based PUSCH and non-codebook based PUSCH.
· The SRI codepoint is added even if the corresponding SRS resource set only contains one SRS resource.
· The second SRI field is the same as the first SRI field, but both shall indicate the same number of layers when none of them indicate the new codepoint.
· For codebook-based PUSCH, when the first SRI field indicates that the first SRS resource set is not selected (second TRP only), the first TPMI field is used for indication of number of layers and TPMI index.

[bookmark: _Hlk67826677]Regarding the details of the second TPMI field for codebook-based PUSCH, a concise table can be added to specify number of bits required and mapping codepoints to the second TPMI index for a given number of layer. Note that the number of bits required is the maximum across all possible ranks since the number of layers is indicated by the first TPMI field. Table 3 and Table 4 have the details of the second TPMI field for 2 PUSCH antenna ports and 4 PUSCH antenna ports, respectively.
[bookmark: _Ref67826488]Table 3: Second TPMI field for 2 antenna ports.
	
	1 layer
	2 layers
	# of bits

	Coherent
	Codepoints 0-5 mapped to TPMI indices 0-5
	Codepoints 0-2 mapped to TPMI indices 0-2
	3

	Non-coherent, not configured with fullpowerMode1
	Codepoints 0-1 mapped to TPMI indices 0-1
	Codepoint 0 mapped to TPMI index 0
	1

	Non-coherent, configured with fullpowerMode1
	Codepoints 0-2 mapped to TPMI indices 0-2
	Codepoint 0 mapped to TPMI index 0
	2



[bookmark: _Ref67826499]Table 4: Second TPMI field for 4 antenna ports.
	
	1 layer
	2 layers
	3 layers
	4 layers
	# of bits

	Coherent
	Codepoints 0-27 mapped to TPMI indices 0-27
	Codepoints 0-21 mapped to TPMI indices 0-21
	Codepoints 0-6 mapped to TPMI indices 0-6
	Codepoints 0-4 mapped to TPMI indices 0-4
	5

	Partial-coherent, not configured with fullpowerMode1
	Codepoints 0-11 mapped to TPMI indices 0-11
	Codepoints 0-13 mapped to TPMI indices 0-13
	Codepoints 0-2 mapped to TPMI indices 0-2
	Codepoints 0-2 mapped to TPMI indices 0-2
	4

	Partial-coherent, configured with fullpowerMode1
	Codepoints 0-15 mapped to TPMI indices 0-15
	Codepoints 0-13 mapped to TPMI indices 0-13
	Codepoints 0-2 mapped to TPMI indices 0-2
	Codepoints 0-2 mapped to TPMI indices 0-2
	4

	Non-coherent, not configured with fullpowerMode1
	Codepoints 0-3 mapped to TPMI indices 0-3
	Codepoints 0-5 mapped to TPMI indices 0-5
	Codepoint 0 mapped to TPMI index 0
	Codepoint 0 mapped to TPMI index 0
	2 (maxRank=1)
3 (maxRank>1)

	Non-coherent, configured with fullpowerMode1
	Codepoints 0-4 mapped to TPMI indices 0-3 and 13
	Codepoints 0-6 mapped to TPMI indices 0-6
	Codepoints 0-1 mapped to TPMI indices 0-1
	Codepoint 0 mapped to TPMI index 0
	3



[bookmark: PUSCH2]Proposal 22: Adopt Table 3 and Table 4 for the details of the second TPMI field for 2 PUSCH antenna ports and 4 PUSCH antenna ports, respectively, in the case of codebook-based PUSCH.
Finally, regarding the FFS point “FFS: whether to support of PUSCH repetitions transmitting towards two TRPs sharing the same TPMI indicated by a TPMI field.”, we think given that the second TPMI field may require up to 5 bits as discussed above, it would be beneficial to have the option of applying the same TPMI to both set of repetitions (while the two sets of repetitions could still be targeted toward the two TRPs by using different beams / power control parameters). In this case, the TPMI may not be optimized per TRP / beam, but it can substantially decrease the DCI payload for codebook-based multi-TRP PUSCH repetition. Therefore, the presence of the second TPMI field can be RRC-configured, and the configuration can be separate for DCI format 0_1 versus DCI format 0_2.
[bookmark: PUSCH3]Proposal 23: For codebook-based multi-TRP PUSCH repetition (with two SRS resource sets), the presence of the second TPMI field can be separately configured for DCI format 0_1 and DCI format 0_2.
· When a DCI format is not configured to include the second TPMI field, the same precoding matrix is applied across all PUSCH repetitions even when the DCI format schedules two sets of repetitions.
[bookmark: _Ref54104885]Power Control Parameters
The following was agreed in the previous meeting regarding PUSCH power control:
Agreement
For single-DCI based M-TRP PUSCH repetition schemes, up to two power control parameter sets (using SRI-PUSCH-PowerControl) can be applied when SRS resources from two SRS resource sets indicated in DCI format 0_1/0_2. 
· FFS1: Details on linking SRI fields to two power control parameters, 
· Alt. 1: Add second sri-PUSCH-MappingToAddModList, and select two SRI-PUSCH-PowerControl from two sri-PUSCH-MappingToAddModList
· Alt. 2: Add SRS resource set ID in SRI-PUSCH-PowerControl, and select SRI-PUSCH-PowerControl from sri-PUSCH-MappingToAddModList considering the SRS resource set ID
· Alt. 3: Let RAN2 handle this
· Alt.4: Add second sri-PUSCH-PathlossReferenceRS-Id/sri-P0-PUSCH-AlphaSetId/sri-PUSCH-ClosedLoopIndex in SRI-PUSCH-PowerControl.
· FFS2: Enhancements on open-loop power control parameter set indication
· FFS3: Consideration on srs-PowerControlAdjustmentStates
· FFS4: Impact of multi-TRP PUSCH repetition on PHR reporting
· FFS5: Enhancement on power control parameters per TRP when SRI(s) indication of two SRS resource sets is absent.

In Rel. 15, ULPC for PUSCH is based on SRI codepoints. In particular, a list of SRI-PUSCH mapping can be configured, each member of the list has an id (e.g., sri-PUSCH-PowerControlId: 0,…,15) as well as corresponding ULPC parameters such as PL RS, P0 and alpha, and closed loop index. Then, sri-PUSCH-PowerControlId is used as a codepoint of the SRI field in the DCI. That is, SRI codepoint value indicates sri-PUSCH-PowerControlId, and hence, the set of ULPC parameters.
For single-DCI based multi-TRP PUSCH enhancements, DCI needs to indicate two sets of ULPC parameters. Since two SRS resource sets as discussed in Section ‎4.1 are used, then each “SRI-PUSCH-PowerControl” can be configured with a “sri-resource-setId” (in addition to “sri-PUSCH-PowerControlId”), as shown below and corresponds to Alt2 in the agreement above.
SRI-PUSCH-PowerControl ::=          SEQUENCE {
	sri-resource-setId					INTEGER {0,1}
	sri-PUSCH-PowerControlId            	SRI-PUSCH-PowerControlId,
	sri-PUSCH-PathlossReferenceRS-Id   PUSCH-PathlossReferenceRS-Id,
	sri-P0-PUSCH-AlphaSetId             	P0-PUSCH-AlphaSetId,
	sri-PUSCH-ClosedLoopIndex           	ENUMERATED { i0, i1 }
}

Note that the “sri-resource-setId” refers to either the first SRS resource set or the second SRS resource set. Then, a DCI that indicates two SRS resource sets (and includes two corresponding SRI fields), points to two sets of ULPC parameters by the corresponding SRI codepoints. Note that this approach does not requires additional DCI overhead beyond the overhead that is required due to indication of two UL beams as discussed in Section ‎4.1. The additional codepoint for indicating that the corresponding SRS resource set is not selected as discussed in Section ‎4.1 does not correspond to a sri-PUSCH-PowerControlId as in that case corresponding power control parameters are also not needed.
Note that Alt4 is suitable for joint SRI field design, which is not pursued based on the agreements in the previous meeting. In addition, we think RAN1 should decide this issue as this also impacts the RAN1 specification. With respect to Alt1, it basically archives the same functionality as Alt2, but we may still require distinguishing “SRI-PUSCH-PowerControl” when adding elements to the first / second list or releasing elements from the first list / second list (see the exiting RRC structure below). Between Alt1 and Alt2, it would be ok to leave the decision to RAN2.  
sri-PUSCH-MappingToAddModList	SEQUENCE(SIZE(1..maxNrofSRI-PUSCH-Mappings)) OF SRI-PUSCH-PowerControl 
sri-PUSCH-MappingToReleaseList		SEQUENCE(SIZE(1..maxNrofSRI-PUSCH-Mappings)) OF SRI-PUSCH-PowerControlId
[bookmark: PUSCH4]Proposal 24: Support Alt2, i.e., configuring each “SRI-PUSCH-PowerControl” with a “sri-resource-setId”. Alternatively, let RAN2 decide between Alt1 and Alt2.
In any case, the “PUSCH Pathloss Reference RS Update MAC CE” [38.321, Section 6.1.3.28] also requires some update. When MAC-CE indicates a PL-RS ID for one or more SRI codepoints, it should also indicate if it corresponds to the first SRI field (corresponding to the first SRS resource set) or the second SRI field (corresponding to the second SRS resource set).
[bookmark: PUSCH5]Proposal 25: When MAC-CE indicates a PL-RS ID for one or more SRI IDs, it also indicates whether the SRI IDs are associated with the first or the second SRS resource set.
Furthermore, if the two sets of ULPC parameters are associated with different closed loop index values, different options for TPC command were identified in the previous meeting:
Agreement
Further study following alternatives to support per TRP closed-loop power control for PUSCH , select from the below options during the RAN1 #104-e-bis meeting.
· Option.1: A single TPC field (the existing TPC field) is used in DCI formats 0_1 / 0_2, and the TPC value applied for both PUSCH beams
· Option.2: A single TPC field (the existing TPC field) is used in DCI formats 0_1 / 0_2, and the TPC value applied for one of two PUSCH beams at a slot.
· Option 3: A second TPC field (similar to the existing TPC field) is added in DCI formats 0_1 / 0_2.
· Option 4: A single TPC field is used in DCI formats 0_1 / 0_2, and indicates two TPC values applied to two PUSCH beams, respectively.

Similar to the discussions for PUCCH power control in Section ‎3, option 3 results in constant increase in DCI overhead, and option 2 complicates the power control procedures and additional rules are required to determine which slot is associated with which closedLoopIndex. Therefore, one of options 1 or 4 are preferred. Note that in case of option 1, DCI indicating one beam or DCI format 2_2 (group-common TPC command for PUSCH) can anyway be used to control the two TPC commands of the two closed loop index values separately when needed. In the case of option 4, a mapping between TPC codepoints and a pair of TPC commands is required, but it allows for separately indicating the TPC commands (with coarser granularity) while not increasing the DCI overhead.
[bookmark: PUSCH6]Proposal 26: For TPC command in DCI formats 0_1 / 0_2, if the “closedLoopIndex” values are different, support:
· Option 4: A single TPC field is used in DCI formats 0_1 / 0_2 (2 bits), and indicates two TPC values applied to two closedLoopIndex values, respectively (first preference).
· Support a mapping between TPC field codepoints and a pair of TPC commands.
· Option 1: A single TPC field is used in DCI formats 0_1 / 0_2, and the TPC value applied for both PUCCH beams (second preference).

In addition to the above enhancements for ULPC, the impact on “Open-loop power control parameter set indication” should be considered. This feature is introduced in Rel. 16 eURLLC for the purpose of power boosting URLLC transmissions when they collide with eMBB traffic of another UE by modifying P0 to be able to control the open-loop power in case of collision. Specifically, DCI format 0-1 or 0-2 can be configured with a field “Open-loop power control parameter set indication”, which is one bit (when SRI field is present), and when the value of the field is 1, a different P0 value for open loop power control is used (e.g. to power boost). The value of P0 is determined based on RRC-configured list of P0 values (i.e., “p0-PUSCH-SetList-r16”) with a one-to-one mapping to SRI codepoints. In the case of multi-TRP PUSCH repetitions, it is possible that the eMBB traffic creates interference only at one of the TRPs. Hence, repetitions targeted toward the other TRP do not require power boosting. It is important to note that unnecessary power boosting will not only result in additional power consumption at the UE, but also degrades the system’s performance due to introducing additional interference. This scenario is illustrated in Figure 10.
[image: ]
[bookmark: _Ref61132181]Figure 10: Power boosting for URLLC traffic in the case of multi-TRP PUSCH repetitions.
[bookmark: _Hlk61133618]Based on the above explanations, if the power boosting of the two sets of repetitions are to be controlled separately (i.e. depending on the interference at each of the TRPs), two “Open-loop power control parameter set indication” fields are required that correspond to the two SRI fields, respectively, as illustrated in Figure 11. This corresponds to one additional bit for the second field. 
[image: ]
[bookmark: _Ref61172359]Figure 11: Two SRI fields and two corresponding “Open-loop power control parameter set indication” fields are indicated in the DCI.
[bookmark: PUSCH7]Proposal 27: For multi-TRP PUSCH repetition, a DCI that includes two SRI fields also includes two “Open-loop power control parameter set indication” fields when configured.
· The first and second “Open-loop power control parameter set indication” fields are associated with the first and second SRI fields, respectively, and power-boosting are separately indicated for the two sets of repetitions. 

Finally, the impact of using multi-TRP PUSCH repetition on PHR reporting should be studied. When a reported PHR corresponds to an actual PHR, the reported value is based on the set of power control parameters that are used as described in 38.213 Section 7.7.1 for Type-1 PHR report. For multi-TRP PUSCH repetitions, there are two sets of ULPC parameters. The UE should report the PHR based on one of the two sets, and a clarification is required. One option is for the UE to always report the PHR based on ULPC parameters corresponding to the first PUSCH repetition. However, in the case of UL CA, the CC on which PHR is reported may be different than the CC corresponding to a PHR report value in the MAC-CE. In the case that actual PHR is reported (subject to timeline conditions as described in 38.213), instead of always reporting the PHR for the first repetition, the PHR for the overlapping repetition can be considered. The existing conditions for PHR reporting in case of UL CA in 38.213 is shown below:
[image: ]
[bookmark: PUSCH8]Proposal 28: For multi-TRP PUSCH repetition, an actual PHR (subject to the timeline conditions as in 38.213) is reported using the set of power control parameters for a first (earliest) repetition that overlaps with the first slot in which the PUSCH that carries the PHR MAC-CE  (which may be a different PUSCH than the multi-TRP PUSCH repetition) is transmitted.
Frequency Hopping
The mapping of repetitions to beams have been agreed before as a working assumption. Specifically, both cyclic mapping and sequential mapping have been agreed. Furthermore, it should be discussed how to apply frequency hopping in the following cases:
· PUSCH Repetition Type A with different beams
· Intra-slot (or intra-repetition) frequency hopping
· Inter-slot (or inter-repetition) frequency hopping
· PUSCH Repetition Type B with different beams
· Inter-repetition frequency hopping
· Inter-slot frequency hopping

For the case of intra-slot (or intra-repetition) frequency hopping for PUSCH repetition Type A, no changes are required as frequency hopping is performed for each repetition irrespective of the beam. Similarly, for the case of intra-slot frequency hopping for PUSCH repetition Type B, no changes are required as frequency hopping is performed for different slots irrespective of the beam of the repetitions in a given slot. However, for the case of inter-repetition beam hopping for both PUSCH repetition Type A and PUSCH repetition Type B, it should be ensured that frequency hopping is performed among the repetitions with the same beam. Otherwise, all repetitions with a given beam might be in the same frequency hop, and hence not achieving frequency diversity for a given beam. This is illustrated in Figure 12 and Figure 13.
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[bookmark: _Ref53954634]Figure 12: Inter-repetition frequency hopping for PUSCH repetition Type A with different beams.

[image: ]
[bookmark: _Ref53954641]Figure 13: Inter-repetition frequency hopping for PUSCH repetition Type B with different beams.
[bookmark: PUSCH9]Proposal 29: For inter-repetition frequency hopping with PUSCH repetition Type A or Type B, frequency hopping is performed among the repetitions with the same beam.
PTRS-DMRS Association
In Rel. 15, each PTRS port is associated with one DMRS port for both cases of one PTRS port and two PTRS ports. The reason for such association is to send PTRS on the strongest layer(s) based on the associated DMRS port(s). Tables 7.3.1.1.2-25 and 7.3.1.1.2-26 in 38.212 are used for interpretation of the field “PTRS-DMRS association”, which has 2 bits in DCI formats 0_1 and 0_2. 
In the case of multi-TRP PUSCH repetition, the strongest layer of the repetitions with the first beam may be different than the strongest layer of the repetitions with the second beam even though the number of layers is the same. For example, DMRS port 0 may corresponds to the strongest layer for the first set of repetitions while DMRS port 1 corresponds to the strongest layer for the second set of repetitions. As a result, the PTRS-DMRS association should be indicated / determined separately for the two sets of repetitions. The following was agreed in the previous meeting:
Agreement
For single DCI based M-TRP PUSCH Type B repetition schemes, 
· For maxRank = 2, the number of bits for the indication of PTRS-DMRS association is the same as Rel-15/16, MSB and LSB separately indicating the association between PTRS port and DMRS port for two TRPs. 
· FFS: the indication of PTRS-DMRS association for maxRank > 2.

If the max number of layers is not restricted for multi-TRP PUSCH transmission, e.g. when up to 4 layers can be scheduled, a second PTRS-DMRS association field is needed. At the same time, it should be noted that Repetition Type A is restricted to one-layer transmission. Hence this discussion is relevant only for Repetition Type B. 
[bookmark: PUSCH10]Proposal 30: For PTRS-DMRS association in the case of multi-TRP PUSCH repetition Type B (DCI format 0_1 / 0_2 is configured with Repetition Type B via RRC parameters pusch-RepTypeIndicatorForDCI-Format0-1 and RepTypeIndicatorForDCI-Format0-2, respectively)
· If the configured value of maxRank>2, a second PTRS-DMRS association field is included in the DCI, which consists of 2 bits and indicates the PTRS-DMRS association for the second set of repetitions.

Aperiodic CSI Report on PUSCH
In Rel. 15/16, when AP CSI is requested in the DCI scheduling multiple PUSCH repetitions, the CSI report(s) is multiplexed only on the first PUSCH repetition for both cases of Repetition Type A and Repetition Type B. For Repetition Type B, the CSI report(s) is multiplexed on the first actual repetition, and the UE does not expect that the first actual repetition has a single symbol duration. 
In the previous meeting, the following was agreed:
Agreement
For s-DCI based multi-TRP PUSCH repetition Type A and B, if the DCI schedules A-CSI, support multiplexing A-CSI on the first PUSCH repetition corresponding to the first beam and the X-th PUSCH repetition corresponding to the second beam.
· For PUSCH repetition Type A, X=1 (the first PUSCH repetition corresponding to the second beam) 
· For PUSCH repetition Type B, the first actual PUSCH repetition corresponding to the first beam and the X-th actual repetition corresponding to the second beam are considered, 
· The UE does not expect the first actual repetition corresponding to the first beam and the X-th actual repetition corresponding to the second beam to have a single symbol duration (similar restriction as in Rel-16 NR for the single TRP case).
· The first actual repetition corresponding to the first beam and the X-th actual repetition corresponding to the second beam are expected to have the same number of symbols
· FFS: X = 1 or X = the first actual repetition corresponding to the second beam that contains the same number of symbols as the first actual repetition with the first beam
· FFS: Any further restrictions/enhancements needed on supporting A-CSI multiplexing on PUSCH repetitions
· FFS: whether to support multiplexing SP-CSI/P-CSI on PUSCH repetitions towards multiple TRPs.

With respect to the value of X for PUSCH repetition type B (the actual repetition number from the second set of repetitions), the motivation for choosing X>1 is not clear. First, it is certainly possible that no actual repetition from the second set of repetitions has the same number of symbols as the first actual repetition from the first set of repetitions. Hence, this case needs to be handled anyway. Second, searching for an actual repetition within the second set with the same number of symbols as the first actual repetition from the first set increases UE complexity. Third, ensuring the same number of symbols is not the only condition that is required to ensure that A-CSI can be repeated when multiplexed on two different PUSCH repetition. It also depends on if other UCIs are multiplexed on those two PUSCH repetitions. This is because the number of coded modulation symbols per layer (i.e. number of REs) for CSI in order to determine the encoding / rate matching procedures is also a function of the presence of other UCIs on a PUSCH repetition. This can be seen below, for example, for the case of CSI Part1 rate matching, which is a function of the number of HARQ-Ack bits multiplexed on PUSCH:
[image: ]
As a result, a simple rule to handle these cases would be that if any of the following two conditions are not satisfied, then UE multiplexes the A-CSI only on the first PUSCH repetition as in Rel. 15/16:
· Condition 1: The number of symbols of the two PUSCH repetitions are the same (only relevant for PUSCH repetition Type B)
· Condition 2: UCIs other than the A-CSI are not multiplexed on any of the two PUSCH repetitions

A more complicated solution would be to determine the number of REs jointly, or using one of them as a reference for the purpose of encoding / rate matching. However, these solutions require more spec change including enhancements related to UCI rate matching. Therefore, a simpler solution as described above is preferred. 
In addition, the behavior of multiplexing A-CSI on two PUSCH repetitions for the case of multi-TRP PUSCH repetition should be configured to the UE in RRC signaling (e.g. to choose the behavior in Rel. 15/16 versus the new behavior depending on the importance of the AP CSI report in terms of the required reliability). When configured, UE multiplexes CSI report(s) on the first PUSCH repetition with the first beam and on the first PUSCH repetition with the second beam when condition 1 and condition 2 as discussed above are satisfied.
[bookmark: PUSCH11]Proposal 31: For multiplexing A-CSI on two PUSCH repetitions in the case of multi-TRP PUSCH repetition:
· X=1 is assumed also for Repetition Type B (the first actual PUSCH repetition corresponding to the first beam and the first actual repetition corresponding to the second beam are considered).
· Support RRC configuration to enable this behavior. When enabled, 
· UE multiplexes A-CSI on the two PUSCH repetitions only if
· The number of symbols of the two PUSCH repetitions are the same, and 
· UCIs other than the A-CSI are not multiplexed on any of the two PUSCH repetitions.
· Otherwise, UE multiplexes A-CSI only on the first PUSCH repetition similar to Rel. 15/16.
 
In addition, the case of PUSCH w/o TB should be clarified for this behavior. Note that in Rel. 15/16, the number of repetitions is assumed to be 1 irrespective of indicated number of repetitions when A-CSI is requested in the UL DCI that schedules PUSCH w/o TB. Furthermore, for PUSCH Type B in Rel. 16, the first nominal repetition should be the same as the first actual repetition. In the case of multiplexing A-CSI on two PUSCH repetitions for multi-TRP PUSCH repetition w/o TB (for enhancing the reliability of A-CSI), some modifications are required. First, UE should assume the number of repetitions is equal to 2 irrespective of indicated number of repetitions. Second, for PUSCH repetition Type B, both of the first nominal repetition and the second nominal repetition should be the same as the first actual repetition and the second actual repetition, respectively (i.e., no segmentation).
[bookmark: PUSCH12]Proposal 32: For multiplexing A-CSI on two PUSCH repetitions with no TB in the case of multi-TRP PUSCH repetition:
· UE assumes that the number of repetitions is 2 regardless of indicated number of repetitions numberOfRepetitions.
· For PUSCH repetition Type B, the first and second nominal repetitions are expected to be the same as the first and second actual repetitions, respectively (no segmentation).

Conclusion 
For PDCCH enhancements, we observe / propose: 
Proposal 1: Support reusing SS set group switching mechanisms for dynamic SS set linking in the case of PDCCH repetition (applies to a UE that supports SS set group switching).
Proposal 2: When a first PDCCH candidate is dropped (not monitored) and is linked with a second PDCCH candidate:
· Option 2: The second PDCCH candidate is monitored but it is still assumed to be linked (is not assumed to be an individual candidate) for the purpose of the procedures with respect to a reference PDCCH candidate.
· Note: The dropping of the first PDCCH candidate is based on existing Rel. 15/16 rules and can be due to: Overbooking, overlap with SSB, overlap with rate matching resources, overlap with semi-static uplink symbol, SFI not changing flexible symbols to downlink, or overlap with dynamically-scheduled UL channels/signals.

Proposal 3: When one of the two linked PDCCH candidates uses the same set of CCEs as an individual PDCCH candidate (not linked with any other PDCCH candidate), and they both are associated with the same DCI size, scrambling, and CORESET, the individual PDCCH candidate is not counted for monitoring.
· If a DCI is detected in the set of CCEs, it is interpreted based on Rel. 17 PDCCH repetition rules for the purpose of the procedures with respect to a reference PDCCH candidate.
· A limit is defined for the maximum number of such overlapping candidates, which can be fixed or up to UE capability.  

Proposal 4: For BD limit, support Option 4 (Always 2 BDs are assumed irrespective of UE’s decoding assumption). 
Proposal 5: For implicit PUCCH resource determination, support Option 2 (starting CCE index and number of CCEs in the CORESET of the candidate with the lowest SS set ID is applied).
Proposal 6: With respect to PDSCH rate matching when scheduled by a DCI in PDCCH candidates that are linked for repetition, follow the same behaviour for both FR1 and FR2.
Proposal 7: When a PDSCH with mapping Type B is scheduled by a DCI in PDCCH candidates that are linked for repetition:
· The UE does not expect that the first symbol of the PDSCH to start earlier than the starting symbol of the PDCCH candidate that starts later in time.
· If UE is configured with ReferenceofSLIV-ForDCIFormat1_2, and when receiving PDSCH scheduled by DCI format 1_2 with CRC scrambled by C-RNTI, MCS-C-RNTI, CS-RNTI with K0=0, the starting symbol S is relative to the starting symbol S0 of the PDCCH candidate that starts later in time.
· For PDSCH processing timeline and when  is a function of number of overlapping symbols of the scheduling PDCCH and the scheduled PDSCH, the PDCCH candidate that starts later in time is considered to determine the number of overlapping symbols.

Proposal 8: If a PDSCH is scheduled by a DCI in PDCCH candidates that are linked for repetition, the TCI field is not present in the DCI, and the scheduling offset is equal to or larger than timeDurationForQCL, PDSCH QCL assumption is based on the CORESET with lower ID among the two CORESETs associated with the two PDCCH candidates. 
Proposal 9: When CORESETPoolIndex value is configured for one or more CORESETs, two linked PDCCH candidates are not expected to be associated with different CORESETPoolIndex values.
Proposal 10: There is no need for restrictions with respect to CORESET(s) associated with two linked SS sets: Same CORESET as well as different CORESETs with same TCI state should be allowed.
Proposal 11: For the following timelines and in the case of PDCCH repetition, the last symbol of the PDCCH candidate that ends later in time among the two linked PDCCH candidates is considered:
· When DL DCI does not schedule PDSCH but triggers HARQ-Ack transmission: Timeline N for SPS release DCI [38.213, Section 10.2], SCell dormancy indication w/o scheduling PDSCH [38.213, Section 10.3], requesting Type-3 HARQ-Ack codebook w/o scheduling PDSCH [38.213, Section 9.1.4]
· PUCCH resource overriding timeline N3 [38.213, Section 9.2.3]
· Timeline to send PRACH in response to PDCCH order [38.213, Section 8.1]
· PDSCH / AP CSI-RS reception preparation time with cross carrier scheduling with different SCS’s for PDCCH and PDSCH / AP CSI-RS, i.e., minimum scheduling delay Npdsch and Ncsirs [38.213, Section 5.5 and 5.2.1.5.1a].

Proposal 12: For AP-CSI-RS scheduled by two PDCCH candidates that are linked for repetition, the UE does not expect that the AP-CSI-RS is transmitted before the first symbol of the PDCCH candidate that starts later in time.
Proposal 13: If two linked PDCCH candidates schedule a PDSCH with mapping Type A in a same slot, both linked PDCCH candidates are expected to be contained within the first three symbols of the slot.
Proposal 14: When monitoring DCI format 2_1 or 2_4 in two PDCCH candidates that are linked for PDCCH repetition, UE determines the set of symbols that interrupted transmission indication or cancelation indication is applied to based on a reference PDCCH candidate, which is
· For DCI format 2_1: The PDCCH candidate that starts earlier in time.
· For DCI format 2_4: The PDCCH candidate that ends later in time.

For PUCCH enhancements, we propose:
Proposal 15: Confirming the working assumption and further details of PUCCH Scheme 3 should be postponed until after further details of sub-slot configuration for PUCCH repetition is agreed in Rel. 17 eIIoT.
Proposal 16: Support intra-PUCCH resource beam-hopping (Scheme 2):
· Reuse frequency hopping mechanisms for number of symbols in the first / second beam-hops, and number of DMRS symbols and locations.
· The configured value of secondHopPRB can be the same as or different than startingPRB.

Proposal 17: For PUCCH multi-TRP enhancements in FR1, reuse PUCCH spatial relation including reusing exiting RRC and MAC-CE.
· “referenceSignal” in IE PUCCH-SpatialRelationInfo can be configured with a “null” value in FR1.

Proposal 18: For TPC command in DCI formats 1_1 / 1_2, if the “closedLoopIndex” values associated with the two PUCCH spatial relation info’s are different for multi-TRP PUCCH transmission schemes, support:
· Option 4: A single TPC field is used in DCI formats 1_1 / 1_2 (2 bits), and indicates two TPC values applied to two PUCCH beams, respectively (first preference).
· Support a mapping between TPC field codepoints and a pair of TPC commands.
· Option 1: A single TPC field is used in DCI formats 1_1 / 1_2, and the TPC value applied for both PUCCH beams (second preference).

Proposal 19: When inter-slot frequency hopping is enabled for PUCCH Scheme 1, frequency hopping is performed among the repetitions with the same beam.
Proposal 20: If the PUCCH resource with the lowest ID is activated with two spatial relation info’s in a CC, the beam / PL-RS of the spatial relation info with the lower ID among the two active spatial relation info’s is followed for a PUSCH scheduled by DCI format 0_0 in the same CC.

For PUSCH enhancements, we propose:
Proposal 21: Support adding a codepoint to each SRI field to indicate that the corresponding SRS resource set is not selected to enable dynamic switching between multi-TRP and single-TRP operation.
· The same solution is followed for both codebook-based PUSCH and non-codebook based PUSCH.
· The SRI codepoint is added even if the corresponding SRS resource set only contains one SRS resource.
· The second SRI field is the same as the first SRI field, but both shall indicate the same number of layers when none of them indicate the new codepoint.
· For codebook-based PUSCH, when the first SRI field indicates that the first SRS resource set is not selected (second TRP only), the first TPMI field is used for indication of number of layers and TPMI index.

Proposal 22: Adopt Table 3 and Table 4 for the details of the second TPMI field for 2 PUSCH antenna ports and 4 PUSCH antenna ports, respectively, in the case of codebook-based PUSCH.
Proposal 23: For codebook-based multi-TRP PUSCH repetition (with two SRS resource sets), the presence of the second TPMI field can be separately configured for DCI format 0_1 and DCI format 0_2.
· When a DCI format is not configured to include the second TPMI field, the same precoding matrix is applied across all PUSCH repetitions even when the DCI format schedules two sets of repetitions.

Proposal 24: Support Alt2, i.e., configuring each “SRI-PUSCH-PowerControl” with a “sri-resource-setId”. Alternatively, let RAN2 decide between Alt1 and Alt2.
Proposal 25: When MAC-CE indicates a PL-RS ID for one or more SRI IDs, it also indicates whether the SRI IDs are associated with the first or the second SRS resource set.
Proposal 26: For TPC command in DCI formats 0_1 / 0_2, if the “closedLoopIndex” values are different, support:
· Option 4: A single TPC field is used in DCI formats 0_1 / 0_2 (2 bits), and indicates two TPC values applied to two closedLoopIndex values, respectively (first preference).
· Support a mapping between TPC field codepoints and a pair of TPC commands.
· Option 1: A single TPC field is used in DCI formats 0_1 / 0_2, and the TPC value applied for both PUCCH beams (second preference).

Proposal 27: For multi-TRP PUSCH repetition, a DCI that includes two SRI fields also includes two “Open-loop power control parameter set indication” fields when configured.
· The first and second “Open-loop power control parameter set indication” fields are associated with the first and second SRI fields, respectively, and power-boosting are separately indicated for the two sets of repetitions. 

Proposal 28: For multi-TRP PUSCH repetition, an actual PHR (subject to the timeline conditions as in 38.213) is reported using the set of power control parameters for a first (earliest) repetition that overlaps with the first slot in which the PUSCH that carries the PHR MAC-CE  (which may be a different PUSCH than the multi-TRP PUSCH repetition) is transmitted.
Proposal 29: For inter-repetition frequency hopping with PUSCH repetition Type A or Type B, frequency hopping is performed among the repetitions with the same beam.
Proposal 30: For PTRS-DMRS association in the case of multi-TRP PUSCH repetition Type B (DCI format 0_1 / 0_2 is configured with Repetition Type B via RRC parameters pusch-RepTypeIndicatorForDCI-Format0-1 and RepTypeIndicatorForDCI-Format0-2, respectively)
· If the configured value of maxRank>2, a second PTRS-DMRS association field is included in the DCI, which consists of 2 bits and indicates the PTRS-DMRS association for the second set of repetitions.

Proposal 31: For multiplexing A-CSI on two PUSCH repetitions in the case of multi-TRP PUSCH repetition:
· X=1 is assumed also for Repetition Type B (the first actual PUSCH repetition corresponding to the first beam and the first actual repetition corresponding to the second beam are considered).
· Support RRC configuration to enable this behavior. When enabled, 
· UE multiplexes A-CSI on the two PUSCH repetitions only if
· The number of symbols of the two PUSCH repetitions are the same, and 
· UCIs other than the A-CSI are not multiplexed on any of the two PUSCH repetitions.
· Otherwise, UE multiplexes A-CSI only on the first PUSCH repetition similar to Rel. 15/16.

Proposal 32: For multiplexing A-CSI on two PUSCH repetitions with no TB in the case of multi-TRP PUSCH repetition:
· UE assumes that the number of repetitions is 2 regardless of indicated number of repetitions numberOfRepetitions.
· For PUSCH repetition Type B, the first and second nominal repetitions are expected to be the same as the first and second actual repetitions, respectively (no segmentation).
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2 [bookmark: _Ref47301022]Appendix I: Link-Level Simulations for PDCCH
In this section, we compare the performance of the case of no separate decoding (Assumption 1) with the case of sperate decoding in addition to soft combining (Assumption 4) for three different scenarios. It should be noted that the performance of Assumption 2 (two separate decoding) is the same as Assumption 4 in theses scenarios.
· Scenario 1: One of the repetitions is blocked by 20 dB. This represents the blockage scenario.
· Scenario 2: LLRs corresponding to one of the repetitions is replaced with random LLRs with the same distribution as true LLRs. This represents the extreme case of interference impacting one of the repetitions
· Scenario 3: A different DCI (random coded bits) are transmitted for one of the repetitions. This represents the scenario that gNB uses that candidate for sending another DCI (to the same UE or another UE) dynamically.

Figure 14 shows the performance comparison for the three scenarios above between Assumption 1 and Assumption 4 (Assumption 4 and 2 have the same performance in these scenarios). In all cases, PDCCH repetition for transmitting a DCI is assumed, where each repetition has AL=8. The detailed simulation assumption are summarized in Table 5 below.
[image: ]
[bookmark: _Ref68287377]Figure 14: Performance comparison of Assumption 1 with Assumption 4 or 2 for three different scenarios.
As it can be seen from the figure, when UE also performs separate decoding, the performance is robust under any of the three scenarios above. Without separate decoding, there is some impact in all the scenarios. The impact is smaller for Scenario 1 (blockage) as the LLRs for the repetition that is blocked are smaller not significantly impacting the decoding after soft combing. For scenario 2 or 3, the impact can be much larger as the LLRs after LLR combining become significantly noisy.
Observation: PDCCH repetition with decoding Assumption 4 or 2 (separate decoding) is slightly more robust compared to decoding Assumption 1 in scenario 1 (blockage), and significantly more robust in scenarios 2 and 3.

[bookmark: _Ref52781116][bookmark: _Ref61524801]Table 5: LLS simulation assumptions and parameters for PDCCH.
	Parameter
	Value

	Number of TRPs
	2

	Channel model
	TDL-C; 100ns RMS Delay Spread in 4GHz.

	PL delta
	0 dB

	Blockage
	For Scenario 1: Blockage model from Rel-16 (20 dB power offset with probability p=1).

	Num Tx_Ant at each TRP
	4

	Num UE Rx_Ant 
	4

	CCE-REG mapping
	nonInterleaved, REG bundle size =6.

	Channel estimation
	Practical (MMSE)

	number of symbols of the CORESET
	1 symbol

	DCI payload
	40+24(CRC)=64 bits.

	Precoding assumptions
	Precoding cycling, precoder granularity=REG bundle 
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