[bookmark: _Hlk37418177]3GPP TSG RAN WG1 #104-e-bis	R1-2102819
e-Meeting, April 12th – 20th, 2021

Agenda item:		8.3.1.1
Source:	Nokia, Nokia Shanghai Bell
Title:	HARQ-ACK Feedback Enhancements for URLLC/IIoT
Document for:		Discussion and Decision
Introduction
[bookmark: _Hlk510705081]In this contribution, we present our view on HARQ-ACK enhancements for Release 17 Industrial Internet of Things (IIoT) and URLLC building on the discussions and agreements that have taken place up to RAN1#104-e meeting, as summarized in R1-2101818.
Dropping of SPS HARQ-ACK feedback in TDD operation
In RAN1#104-e, it was agreed to support Deferring HARQ-ACK until a next available PUCCH as captured in the following agreement: 
Agreements:
· [bookmark: _Hlk62406356]Support deferring SPS HARQ-ACK dropped due to TDD specific collisions until a next available PUCCH in Rel-17 based on semi-static configuration of slot format
a. FFS: Details (including possible conditions for such a deferring, whether or not to consider semi-statically configured flexible symbols for PUCCH availability, etc.)
b. Aim for minimal standardization efforts and UE complexity in implementation

Besides, some other agreements were reached on the technical details of the deferring operation as captured in the following:  

Agreements:
Further down-select between the following two options for SPS HARQ-ACK deferral: 
· Option 1: Joint RRC configuration of the SPS HARQ-ACK deferral per PUCCH cell group 
a. Note: any SPS HARQ-ACK within a PUCCH cell group in principle is subject to deferral
1. Option 2: The SPS HARQ-ACK deferral is configured per SPS configuration
· Note: part of sps-config, only HARQ-ACK of SPS PDSCH configurations configured for deferral is in principle subject to deferral
Agreements: Rel-16 UCI multiplexing  / PUCCH overriding rules are reused for deferred SPS HARQ-ACK in the target slot, if applicable.
Agreements: For SPS HARQ-ACK, the deferral from the initial slot/sub-slot determined by k1 in the activation DCI to the target slot/sub-slot determined by k1+ k1def, the UE will check the validity of a target slot/sub-slot evaluating from one slot/sub-slot to the next sub/sub-slot (i.e. in principle k1def granularity is 1 slot/sub-slot)
· FFS: if there is a limit on the minimum deferral considered the required UE processing (k1def ≥0)  
· FFS: if there is a limit on the maximum deferral 

Agreements: For SPS HARQ-ACK deferral, for the determination of valid symbols in the initial slot/sub-slot a collision with semi-static DL symbols, SSB and CORESET#0 is regarded as ‘invalid’ or ‘no symbols for UL transmission’.

In this Section, we present our views on some of the remaining open issues listed in the following:
i) The conditions that trigger deferral within the initial slot 
ii) Determination of the target slot, including PUCCH resource determination and HARQ codebook construction
iii) Configuration per SPS configuration or per PUCCH group?
iv) Out-of-order HARQ conditions and HARQ process re-use issues

The conditions that trigger deferral in the initial slot 
Several alternatives were discussed during the RAN1#104 discussions on the conditions that would trigger deferral in the initial slot (note that, as per RAN1#104-e agreement, the PUCCH in the initial slot is ‘not valid’ if it overlaps with semi-static DL symbols, SSB and/or CORESET#0):
· Alt. 1: Defer if the SPS HARQ-ACK in the initial slot/sub-slot cannot be transmitted as the resulting PUCCH resource for transmission using the PUCCH by SPS-PUCCH-AN-List-r16, n1PUCCH-AN or multi-CSI-PUCCH-ResourceList is not valid.
· Rel. 16 UCI multiplexing behavior is kept, in the sense that if SPS HARQ-ACK is multiplexed with any other UCI / dynamic PUCCH resource then it is not deferred.
· Alt. 1A: Defer if the resulting PUCCH resource for SPS HARQ-ACK transmission provided by SPS-PUCCH-AN-List-r16,n1PUCCH-AN or multi-CSI-PUCCH-ResourceList is not valid.
· This means that the SPS HARQ is deferred even if multiplexing & transmission based on PRI in initial slot would be possible, i.e. Rel. 16 UCI multiplexing behavior is not followed.
· Alt. 2: If the resulting PUCCH resource provided by SPS-PUCCH-AN-List-r16, n1PUCCH-AN or multi-CSI-PUCCH-ResourceList is not valid and there is no dynamically indicated PUCCH resource in the initial slot, the UE looks for an alternative PUCCH resource from another PUCCH resource set (i.e. intra-slot deferral). If the PUCCH cannot be transmitted, the UE defers the SPS HARQ-ACK feedback.
· Alt. 3: Defer if there is no available symbol for an UL transmission in the initial slot/sub-slot

Starting with alternative 3, this means that the deferral only occurs in the case all the symbols in the initial slot are semi-static DL symbols and/or overlap with SSB and CORESET#0. For mixed UL/DL/flexible slots (i.e. where at least one of the symbols of the slot is valid as per the agreement above), in the case the PUCCH resource provided by SPS-PUCCH-AN-List-r16 or n1PUCCH-AN is not valid, the gNB would need to rely on dynamic signaling/PUCCH overriding (e.g. by scheduling a PDSCH with HARQ-ACK pointing to the initial slot) to be able to receive the SPS HARQ-ACK feedback from the UE; otherwise, the SPS HARQ-ACK information is lost. While this is a simple alternative from specification effort point of view, the fact that dynamic signaling may often be needed goes against our preferred direction of this deferral solution which is to have a lean (with little signaling) but still robust way to prevent the dropping of SPS HARQ-ACK feedback. Alternative 3 is therefore not preferred. 
[bookmark: _Hlk67382177]Moving to alternative 1, the deferral operation now would be triggered when the resulting PUCCH resource in the initial slot is the one provided by semi-static configuration (in SPS-PUCCH-AN-List-r16, n1PUCCH-AN, or multi-CSI-PUCCH-ResourceList) and this PUCCH resource is invalid. In the case a DCI schedules a PUCCH transmission on the same initial slot, Rel. 16 UCI multiplexing behavior is applied meaning that the dynamic PUCCH resource is used to convey the SPS HARQ-ACK feedback (i.e. the deferral operation is not applied in this case). Clearly, the probability of actually doing the deferral now increases significantly as compared to alternative 3 as it is not limited to DL-only slots but any slot formats in general. One issue raised during the RAN1#104-e was related to the UE missing the DCI triggering the PUCCH transmission: if this occurs, the UE would defer the SPS HARQ-ACK feedback to a next available slot, whereas the gNB would expect the SPS HARQ-ACK feedback in the initial slot in the PRI-indicated PUCCH resource. PUCCH resource “ambiguity” due to PRI-overriding is also a known problem in Rel15/Rel16 operation; however, here the main difference is that the SPS HARQ-ACK may now be transmitted on a different slot meaning that multiple gNB PUCCH decoding hypothesis across multiple slots may be needed (e.g. hypothesis #1: SPS HARQ-ACK multiplexed with dynamic HARQ-ACK in PRI-indicated PUCCH in the initial slot, hypothesis #2: SPS HARQ-ACK deferred to the k1def slot). We don’t think this is a much more complex issue to handle as compared to existing “intra-slot” PUCCH ambiguity (e.g. when dynamic HARQ-ACK and SPS HARQ-ACK are mapped to the same slot, and the UE may miss the DCI associated to the dynamic HARQ-ACK transmission).
Alternative 1A addresses the DCI misdetection issue by always applying the deferring if the PUCCH resource provided by SPS-PUCCH-AN-List-r16 or n1PUCCH-AN is not valid. This means that the SPS HARQ is deferred even if multiplexing & transmission based on PRI in initial slot would be possible, thus differing from existing Rel. 16 UCI multiplexing behavior. This approach will result in more deferring than generally needed and removes the possibility for the gNB to ‘retrieve’ the SPS HARQ-ACK as early as possible through PRI-overriding if this is needed (e.g. for critical IIoT/URLLC traffic, which is the focus of this WI). Due to the expected specification effort of introducing a new UCI multiplexing behavior, and limited flexibility for the gNB for controlling the timing of the HARQ-ACK feedback, this alternative is not preferred. 
Finally, alternative 2 is in our view a further enhanced version of alternative 1 where, in case the PUCCH resource provided by SPS-PUCCH-AN-List-r16 or n1PUCCH-AN is not valid (and no other dynamically indicated PUCCH is scheduled in the slot), some new rules are defined (or signaled) to the UE to determine an alternative PUCCH resource from another PUCCH resource set (i.e. intra-slot deferral). Here the main open issue is how to do the PUCCH resource determination, as well as the possible candidate set of PUCCH resources to choose from. It has been discussed that alternative PUCCH resource may be from PUCCH_ResourceSet or another (e.g. newly configured) alternative set for SPS HARQ-ACK. Clearly, a single alternative PUCCH resource set is preferred as it makes the PUCCH resource determination much simpler while still providing attractive benefits (i.e. no need for complex rules for selecting/prioritizing the PUCCH resource e.g. in case there are more than one candidate PUCCH resource with same starting or ending symbol).
Given the above discussion, Alternative 1 and 2 are our preferred solutions and thus we propose the following:

Proposal 2.1: For the conditions for deferring SPS HARQ-ACK in the initial slot, in the case no dynamic PUCCH is scheduled on the initial slot, down-select between the following two options:
· Alt. 1: Defer if the SPS HARQ-ACK in the initial slot/sub-slot cannot be transmitted as the resulting PUCCH resource for transmission using a PUCCH provided by SPS-PUCCH-AN-List-r16, n1PUCCH-AN or multi-CSI-PUCCH-ResourceList is not valid.
· Alt. 2: If the PUCCH resource provided by SPS-PUCCH-AN-List-r16, n1PUCCH-AN or multi-CSI-PUCCH-ResourceList is not valid and there is no dynamically indicated PUCCH resource in the initial slot, the UE looks for an alternative PUCCH resource from another PUCCH resource set (i.e. intra-slot deferral). If the PUCCH resource cannot be transmitted, the UE defers the SPS HARQ-ACK transmission.
· The alternative PUCCH resource is derived from a second set of SPS HARQ-ACK resources (configured by gNB) to those in sps-PUCCH-AN-List-r16/n1PUCCH-AN

Target slot determination
Once the SPS HARQ-ACK deferral is triggered, the next question is which (sub-)slot the HARQ-ACK feedback should be mapped to. In this respect, one key issue is whether to consider dynamic PUCCH (i.e. triggered by a DCI) in the determination of the target slot. Below we list possible options using Figure 2.1 as an example:
1. The target slot consists of the first upcoming slot where the PUCCH resource using SPS-PUCCH-AN-List-r16 or n1PUCCH-AN (or multi-CSI-PUCCH-ResourceList if it applies in the target slot) is valid.
· With respect to Figure 2.1, the HARQ-ACK of SPS PDSCH in slot #1 and #2 would be deferred to slot #4.
· Once the target slot (slot #4 in Figure 2.1) is determined, it is still possible to override the PUCCH resource based on the PRI of the DCI triggering a dynamic PUCCH.
2. The target slot consists of the first upcoming slot containing at least 1 (or “N”) valid UL symbol
· With respect to Figure 2.1, the HARQ-ACK of SPS PDSCH in slot #1 and #2 would be deferred to slot #3, as this one contains multiple UL symbols. 
· Nevertheless, a dynamic PUCCH transmission (as shown in figure 2.1) may be needed in the target slot in the case the resulting PUCCH using either SPS-PUCCH-AN-List-r16, n1PUCCH-AN or multi-CSI-PUCCH-ResourceList is not valid. Otherwise, the HARQ-ACK may be dropped (not further deferred).
3. The target slot consists of the first upcoming slot which has a scheduled PUCCH transmission (e.g. triggered by a DCI), or the slot where the PUCCH resource using SPS-PUCCH-AN-List-r16 or n1PUCCH-AN (or multi-CSI-PUCCH-ResourceList if it applies in the target slot) is valid.
· With respect to Figure 2.1, the HARQ-ACK of SPS PDSCH in slot #1 and #2 would be deferred to slot #3, as there is a dynamic PUCCH scheduled in the slot. 
· [bookmark: _Hlk67386666]In case the UE misses the DCI triggering the dynamic PUCCH, the UE would defer the HARQ-ACK to slot#4, whereas the gNB would expect such feedback in slot #3.
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Figure 2.1: Example of multiplexing of deferred SPS HARQ-ACK with dynamic PDSCH HARQ-ACK. k1 = 1 slot is assumed for both SPS PDSCH and dynamic PDSCH.

Option 2 is simple, but it may require a DCI triggering a dynamic PUCCH transmission in the target slot to retrieve the deferred HARQ-ACK feedback in case the semi-static configured PUCCH resource is not valid. Otherwise, the HARQ-ACK may be dropped (i.e. not further deferred). Similarly, as discussed in Section 2.1, the fact that dynamic signaling may often be needed goes against our preferred direction of this deferral solution and thus it is not preferred. 
Option 1 and 3 do not require any dynamic signaling for the solution to work; here, the main difference is that Option 3 may allow shorter deferral time (i.e. faster HARQ-ACK feedback) than Option 1 as it takes dynamically-triggered PUCCH into consideration for the target slot determination, in addition to semi-static configured PUCCH resources. The only downside of Option 3 is when the UE misses the DCI triggering the dynamic PUCCH which may result in some ambiguity between gNB and UE of the target slot where the SPS HARQ-ACK is transmitted. As also discussed in Section 2.1, we don’t think this is a major issue. 
Therefore, Option 3 above is our preferred solution for the target slot definition. From UE perspective, whenever a dynamic PUCCH transmission is triggered, the UE can simply include in the HARQ-ACK codebook the deferred SPS HARQ-ACK bits (more details on the codebook construction in Section 2.3). If there is no dynamic PUCCH transmission triggered, a SPS-only HARQ-ACK codebook may be constructed and transmitted on the first available slot where such PUCCH is valid.
Similarly as discussed in Section 2.1, for further flexibility, it could be considered to provide an additional set of (RRC-configured) PUCCH resources for the SPS HARQ-ACK feedback in case the already-existing PUCCH resources from SPS-PUCCH-AN-List-r16 or n1PUCCH-AN are not valid. Note that this possibility can be applied to any of the three options for target-slot determination discussed above.
Proposal 2.2: For SPS HARQ-ACK deferral, the target slot consists of the first upcoming slot which has a scheduled PUCCH transmission (e.g. triggered by a DCI), or the slot where the PUCCH resource using SPS-PUCCH-AN-List-r16 or n1PUCCH-AN (or multi-CSI-PUCCH-ResourceList if it applies in the target slot) is valid (whichever happens first)
· FFS: whether to provide an additional set of candidate PUCCH resources to the UE in addition to those in sps-PUCCH-AN-List-r16 or n1PUCCH-AN to increase flexibility and reduce the HARQ-ACK latency.

HARQ-ACK Codebook construction in the target slot 
Here we need to differentiate between SPS HARQ-ACK only feedback to be reported, and a mix of SPS HARQ-ACK and dynamic PDSCH HARQ-ACK. For the former case, existing SPS-only Rel-16 codebook construction procedure/pseudocode in TS 38.213 Clause 9.1.2 can be used, where HARQ-ACK bits are ordered by, first, serving cells, second, SPS configuration index, and third, by slot index (in the case there is more than 1 PDSCH of the same configuration associated to the PUCCH). Note that the current pseudocode includes all the SPS HARQ-ACK bits that are “associated with the PUCCH” (without any explicit reference to k1 or PDSCH-to-HARQ_feedback timing indicator field), thus no significant changes are envisioned to the pseudocode as such to support the deferring operation. 
Observation 2.1: For the case where the HARQ-ACK codebook only contains HARQ-ACK bits from multiple (deferred and/or non-deferred) SPS PDSCHs (i.e. no HARQ-ACK bits of PDSCH scheduled by a DCI), existing SPS-only codebook construction mechanism/pseudocode in TS 38.213 Clause 9.1.2 can be used.
For the case with a mix of SPS HARQ-ACK and dynamic PDSCH HARQ-ACK, in our view the HARQ-ACK codebook is constructed as follows:
· For Type-2 codebook, as per the Rel-16 specifications, SPS HARQ-ACK bits without associated DCI are appended at the end of the codebook and sorted according to the pseudocode in TS 38.213, Clause 9.1.2. As discussed above, existing pseudocode seems generic enough to support the inclusion of deferred SPS HARQ-ACK bits, thus no significant changes to Type-2 HARQ-ACK codebook construction mechanisms are foreseen to support the deferring operation.
· For Type-1 codebook, it is not as simple, and the following options have been discussed/proposed in previous meetings:
1. Option 1: gNB ensures that the possible HARQ-ACK timing of postponed SPS PDSCHs are included in K1 set.
2. Option 2: A new K1 set for Type-1 codebook construction is derived from the union of existing K1 set and e.g. the TDD frame configuration.
3. Option 3: One bit per postponed SPS is appended to the Type-1 codebook, in case the HARQ-ACK timing is not covered by configured K1 set.
For Type-1 codebook, Option 1 is clearly the simplest as it does not require any changes to the existing codebook construction procedure but the gNB by configuration of the K1 set will need to guarantee that the deferral of the SPS PDSCH is possible (i.e. larger K1 set may be needed). Option 2 does not seem to provide any meaningful advantage compared to Option 1, as the Type-1 codebook will be similarly large for both cases. Finally, Option 3 may bring some advantages in terms of codebook size as compared to Options 1 and 2. For instance, Option 3 gives the flexibility to the gNB to e.g. operate with relatively small K1 set for dynamic PDSCH (resulting in small Type-1 codebook) and use SPS PDSCH as the primary mechanism to serve the UE. Due to the deterministic nature of the SPS operation, it should be feasible for the gNB to avoid issues related to codebook size misalignments. The order of the appended SPS PDSCH HARQ-ACK bits to the Rel-16 Type-1 codebook could simply follow the order of SPS HARQ-ACK for the case of SPS HARQ-ACK only (as discussed in Sec. 2.2). 
Observation 2.2: For Type-2 HARQ-ACK codebook construction with a mix of SPS and dynamic PDSCH HARQ-ACK, SPS HARQ-ACK bits can be appended to the end of the codebook and sorted in the same way as for the SPS-only case. No significant changes are foreseen to support the deferring operation.
Proposal 2.3: In case the deferred SPS HARQ-ACK is multiplexed with dynamic PDSCH HARQ-ACK on a Type-1 codebook, one bit per postponed SPS PDSCH HARQ-ACK is appended to the Type-1 codebook in case the PDSCH to HARQ-ACK timing is not covered by the configured K1 set.

Other issues on SPS HARQ-ACK deferral
In this section we discuss some other issues, including some ‘FFS’ in the agreements from RAN1#104-e.
Out-of-order (OoO) HARQ-ACK 
In case a minimum deferral time is specified (k1def ≥0) or in case Option 1 is adopted for the target slot determination (see Section 2.2), there is a possibility that the HARQ-ACK feedback of another PDSCH, scheduled later than the SPS PDSCH, is to be transmitted before the deferred HARQ-ACK of the SPS PDSCH. In our view, the existing OoO rule should only be applicable to the timing of the initial HARQ-ACK (i.e. determined by k1 in the SPS activation DCI), whereas the deferred SPS HARQ-ACK should be exempted of the OoO restriction, as the main reason for having the OoO restriction is to allow the UE to use as much time of the k1-indicated time budget for the PDSCH decoding.
Proposal 2.4: For SPS HARQ-ACK deferral, the existing OoO rule is only applicable to the timing of the initial SPS HARQ-ACK feedback (i.e. determined by k1 in the SPS activation DCI), whereas the deferred SPS HARQ-ACK is exempted of the OoO restriction


Configuration per SPS configuration or per PUCCH group?
From specification effort point of view, we do not see much differences between configuring the SPS HARQ-ACK deferral per PUCCH group or per SPS configuration. Therefore, to distinguish the SPS usage for different traffic types, it is preferred that the SPS HARQ-ACK deferral can be configured per SPS configuration.
Proposal 2.5: SPS HARQ-ACK deferral is configured separately per SPS configuration.

SPS HARQ skipping & payload size reduction (for skipped & non-skipped SPS PDSCH)
During RAN1#104-e, there had been good discussions in RAN1 on the topic with trying to get some more clarity on the different options which are for study, but due to the diverse positions of different companies, no agreements to support and/or to not continue the related studies could be taken. 
For the combined skipped and ‘non-skipped’ SPS PDSCH, the following methods are still for discussion, which we below discuss a bit more in detail: 
1. NACK skipping for (‘skipped’ and ‘non-skipped’) SPS PDSCH
2. ACK skipping for SPS PDSCH
3. Dynamic indication of ‘skipped’ SPS PDSCH
4. HARQ-ACK bundling / compression for SPS PDSCH
5. HARQ-ACK disabling /skipping for certain SPS configurations

NACK skipping for SPS PDSCH
The baseline design operation of NACK skipping is to contain the following two design principles, as discussed in detail in our previous contribution to RAN1#104-e in R1-2100728: 
· The NACK skipping is to be configurable per SPS configuration, to distinguish the SPS usage for different traffic types & related requirements for a single UE.
· The skipping procedure is to be limited to the single case of only SPS NACK feedback of applicable SPS configurations is to be reported on the PUCCH, otherwise also the ‘NACK’ is to be transmitted / mapped. 
We see the NACK skipping feature as a simple and effective way to specifically address the case of skipped SPS PDSCH operation to reduce the UE power consumption for unnecessary PUCCH transmissions and the created UL interference. In contrast to the dynamic indication of skipped SPS HARQ-ACK, the operation is predictable (from both gNB and UE) side, does not increase DL overhead and the specification and implementation effort both on gNB and UE side is rather minor. So overall, we think that this method could be rather easily supported in Rel-17 without a need for plenty of follow-up discussions / decisions needed and therefore should be supported. 

ACK skipping for SPS PDSCH
The baseline design of ACK skipping is exactly the same as for NACK skipping (with ‘NACK’ instead of ‘ACK’), and therefore (if supported) should be given by: 
· The ACK skipping is to be configurable per SPS configuration, to distinguish the SPS usage for different traffic types & related requirements for a single UE.
· The skipping procedure is to be limited to the single case of only ‘ACK’ feedback of applicable SPS configurations is to be reported on the PUCCH, otherwise also the ‘ACK’ is to be transmitted / mapped.
We see less of a need for this feature compared to ‘NACK skipping’ as there the most interesting use case for us is the skipped SPS PDSCH, as in detailed discussed in our previous contribution to RAN1#104-e in R1-2100728. But if NACK skipping is to be supported (and specified), the additional effort to also support ACK skipping at the same time (based on the same baseline operation) is very minor. Therefore, we think that ACK skipping could be (conditionally) supported in Rel-17 if bundled with the support of NACK skipping. But as a separate / stand-alone feature we see less use for it.  

Dynamic indication of ‘skipped’ SPS PDSCH
Not really any new input or clarifications on the operation of dynamic indication of ‘skipped’ SPS PDSCH were available during RAN1#104-e. 
Comparing the dynamic indication with the simple NACK skipping we see the following drawbacks (as discussed in our previous contributions in R1-2008842 and R1-2100728: 
· Depending on how to perform the dynamic indication, this will increase the DL control overhead (especially for DCI or MAC-CE based signaling) or restrict the gNB DL operation flexibility in reusing the skipped SPS PDSCH resources (for DM-RS based indication). 
· Missed detection of the dynamic indication the dynamic indication may lead to wrong HARQ-ACK CB size assumptions and unwanted PUCCH transmissions (incl. PUCCH collisions) – complicating the gNB operation
· Incorrect assumption of a ‘skipped’ SPS PDSCH (e.g. wrong DM-RS detection if DM-RS based signaling is used) may lead to wrong HARQ-ACK CB size assumptions and loss of soft-channel bits. 
· Reduces the envisioned gains of the ‘skipped’ SPS PDSCH operation due to the latency of the signaling. This is especially an issue with MAC-CE based signaling but also DCI based signaling this could be an issue (e.g. if based on some group-common DCI). Moreover, based on the current SPS PDSCH overriding timelines of 14 OFDM symbols, this does not seem to be very attractive here. 
· Much higher specification and implementation effort for gNB and UE compared to simple NACK skipping. 
Thus, we still think that NACK skipping is the simpler version and if 3GPP tries to address the ‘skipped’ SPS PDSCH case, then NACK skipping should be chosen. Therefore, as indicated earlier, dynamic indication of skipped SPS PDSCH should not be supported. 

HARQ-ACK bundling / compression for SPS PDSCH
HARQ-ACK bundling / compression has been discussed in RAN1#104-e, and previous meetings. Here, ‘compression’ mainly refers to reducing the HARQ-ACK payload from X to Y>1 bits (which requires definition of the compression method), whereas bundling is a more simple variant where the HARQ-ACK payload is reduced to a single bit (i.e. Y=1, using e.g. logical AND operation). As discussed in our previous contributions, HARQ-ACK bundling / compression without any specific use case in mind seems to be not really a good thing. Bundling / compression will basically result in losing information and, in case of ambiguity of the individual HARQ-ACK status, will lead to unnecessary re-transmissions affecting the radio efficiency more than the value of the related payload size reduction. 

The only use case, that we think could be worth specifying specifically SPS HARQ-ACK bundling would be the jitter control as pointed out by several companies. But for this, it will not be sufficient to just ‘bundle’ all the SPS HARQ-ACK of a PUCCH (as suggested by some companies during RAN1#104-e) as this will again leave uncertainty of which traffic has now been successfully received and which one not. Therefore, we think, if this is to be supported, then at least the following would need to be provided: 
· The HARQ-ACK bundling for jitter control is to be configurable per SPS configuration and it will be needed to define with SPS configurations belong to one bundle in order to distinguish the SPS usage for different traffic types & related requirements for a single UE.
· To really reduce the HARQ-ACK and PUCCH overhead, we think that there is a need to provide the bundling option across more than one PUCCH slot/sub-slot (occasion). Specifically, for jitter control of certain traffic types the SPS bundle within the jitter window may not be falling into a single PUCCH transmission occasion. 
One potential option to enable the jitter-window of SPS HARQ could be the following: The gNB could associate one or multiple SPS configurations with a HARQ bundle identifier within a PUCCH cell group (e.g. provided as part of SPS-Config). In case a PUCCH contains more than one HARQ-ACK bit associated to SPS PDSCHs with the same HARQ bundle identifier, the UE bundles the corresponding HARQ-ACK bits with e.g. logical AND operation. In this way, multiple SPS ‘bundles’ can be defined by configuring SPS configurations with different HARQ bundle identifiers and/or using the pdsch-to-harq feedback timing indicator to ensure that the SPS PDSCH HARQ-ACK to be bundled are mapped to the same PUCCH. This illustrated in Figure 3.1, where gray SPS PDSCHs (with configuration index 1 and 3) are associated with e.g. HARQ bundle identifier 1, whereas blue SPS PDSCHs (with configuration index 2, 4, and 5) are associated with e.g. HARQ bundle identifier 2. One and two bits of HARQ-ACK feedback are reported in the first and second PUCCH, respectively, based on the bundle definition.
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Figure 3.1: SPS PDSCH bundling definition using a HARQ bundle identifier.
[bookmark: _Hlk67397000]In some cases, it may not be possible to map the HARQ-ACK of all the SPS PDSCHs of the bundle to the same PUCCH. This is e.g. the case when the SPS PDSCHs are scheduled on different serving cells (with potentially different SCS), or when operating with a smaller K1 set and/or with sub-slot PUCCH. Here, in addition to configuring the SPS PDSCHs with a HARQ bundle identifier, one of the SPS PDSCHs of the bundle can be configured as the anchor/reference configuration. As illustrated in Figure 3.2, the reference configuration (SPS configuration #3 in Figure 3.2) determines the start/end of the bundle as well as the timing of the transmission of the bundled HARQ-ACK feedback.
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Figure 3.2: SPS PDSCH bundle definition using one of the SPS configurations as the reference.
The HARQ-ACK bundling for jitter control requires slightly larger specification effort compared to e.g. ACK/NACK skipping or HARQ-ACK disabling / skipping for certain SPS configurations. But from UE & gNB implementation, we see this still as a rather simple solution for solving the problem of overprovisioning of SPS PDSCH resources. From gNB operation perspective in terms of ‘skipped SPS PDSCH’, this is simpler to operate compared to the NACK skipping as skipped and non-skipped SPS PDSCH will not effect on the PUCCH transmission (i.e. ‘NACK’ is still transmitted also in case all SPS PDSCH of the bundled could not be correctly decoded, no need for gNB blind detection and not any ‘DTX-to-ACK’ issues). 
So overall, Nokia is supportive of further considering SPS HARQ-ACK bundling for jitter control – but as noted above, this should really be limited to the case of ‘jitter-window’. Generic SPS HARQ-ACK bundling / compression without any ‘bundling window / group’ or similar does not seem to make too much sense and therefore should not be supported.  

HARQ-ACK disabling / skipping for certain SPS configurations
As discussed in our previous TDoc in R1-2100728, we think that such operation to enable HARQ-ACK payload size reduction and unnecessary PUCCH transmissions useful to take into account certain traffic types where either HARQ-ACK would not be needed or a re-transmission would anyhow not be possible within the latency bound. The baseline operation for this should be as discussed earlier: 
· The HARQ-ACK disabling / skipping is to be configurable per SPS configuration, to distinguish the SPS usage for different traffic types & related requirements for a single UE.
· The skipping procedure is in general applicable except for Type 1 HARQ-ACK codebook incl. DG PDSCH HARQ-ACK (where the specific bit position for the SPS PDSCH entry is anyhow available and transmitted). 
Similar as the ACK or NACK skipping, this feature is easy to specify and operate at gNB and UE side. There is no ambiguity in the operation. We think that this feature therefore should be supported. The decision could be bundled together with the support of NACK (and ACK) skipping in RAN1. 

Overall comparison and Nokia position
Based on the discussions on the individual features above, for a simple overview we try to rate the pros-cons of each of the methods in table 3.1 below: 

	Feature
	Specification effort
	gNB & UE complexity
	Usefulness
	Comments

	NACK skipping
	Very low
	UE: Very low 
gNB: Low
	High
	Simple & useful

	ACK skipping
	Very low
	UE: Very low 
gNB: Low
	Low
	Simple – but less useful as NACK skipping

	Dynamic skipping indication
	High
	UE: High
gNB: High
	Very high
	Complex and several issues identified

	Generic HARQ bundling / compression
	For bundling: Very low

For compression: High

	For bundling:
UE & gNB: 
Very low

For compression:
UE & gNB: High
	Low
	Lack of motivation (affects DL efficiency)
Large specification effort for compression schemes

	HARQ bundling for ‘jitter window’
	Medium
	UE & gNB: Medium
	Very high
	Same intention as NACK skipping, but simpler for gNB operation

	HARQ disabling
	Very low
	UE & gNB: 
Very low
	Very high
	Simple & useful for the identified use cases



Table 3.1: Simple overview and comparison of the different techniques for SPS HARQ-ACK skipping 
and payload size reduction

Based on the discussion in this section, the following overall proposal is made for the area of SPS HARQ-ACK payload size reduction for skipped and non-skipped SPS PDSCH: 

Proposal 3.1: The following on SPS HARQ skipping & payload size reduction is proposed: 
1. Support NACK skipping for SPS PDSCH, based on the following details 
· NACK skipping is separately configurable for each SPS configuration.
· The skipping procedure is to be limited to the single case of only SPS NACK feedback for applicable SPS configurations is to be reported on the PUCCH. For all other cases, such as UCI on PUSCH and a mix with other HARQ-ACK information and/or SR & CSI on PUCCH, the UE should not skip the HARQ transmission / mapping.
2. If NACK skipping is supported, support also ACK skipping for SPS PDSCH 
· Apply the same configuration and skipping procedure as for NACK skipping (i.e. just replace NACK with ACK and vice versa)
3. Do not support dynamic indication of skipped SPS PDSCH occasions.
4. Do not support generic SPS HARQ-ACK bundling / compression – but continue the discussion on SPS HARQ-ACK bundling for ‘jitter window’ control
· The gNB can associate one or multiple SPS configurations with a HARQ bundle identifier per PUCCH cell group. 
· In case a PUCCH contains more than one HARQ-ACK bit associated to SPS PDSCHs with the same HARQ bundle identifier, the UE bundles the corresponding HARQ-ACK bits. 
· Further consider HARQ-ACK bundling across PUCCH occasions for jitter window control
5. Support SPS HARQ disabling/skipping for certain SPS configurations 
· The HARQ-ACK disabling is separately configured for each SPS configuration
· The HARQ-ACK information is mapped only in case HARQ-ACK of a PDSCH scheduled by a DCI is mapped and Type-1 CB operation. Otherwise, the HARQ-ACK information is not mapped / skipped.   


PUCCH repetition enhancements for URLLC/IIoT
At RAN1#104-e, good progress on this topic has been made and the following decisions with respect to PUCCH repetition enhancements can be noted:
	Agreements: Support sub-slot based PUCCH repetition for HARQ-ACK based on the Rel-16 PUCCH procedure for slot-based PUCCH applied to sub-slot based PUCCH
· Note: the intention is to take the Rel-16 slot-based PUCCH by replacing with “sub-slot” appropriately, without further optimization unless necessary
· FFS whether or not there is any restriction for the applicability of sub-slot based PUCCH repetition for HARQ-ACK
· Dynamic repetition indication is supported also for sub-slot based PUCCH in Rel-17
· FFS: if the method to be specified in Cov. Enh WI for slot-based PUCCH repetition can be directly applied to sub-slot PUCCH or if changes are needed

Agreements: Support PUCCH repetition for PUCCH formats 0 and 2 at least for sub-slot based PUCCH repetition. 
· FFS: Support for slot-based PUCCH repetition



 
As the dynamic repetition indication is discussed as part of the Cov. Enh. WI and we try to reuse the solution from there, it seems to be not possible in the URLLC/IIoT WI to discuss more about the dynamic PUCCH repetition indication operation at this point of time. 
When looking now at the overall PUCCH repetition framework (incl. the agreed dynamic repetition), the following can be noted: 
· Even though we agreed the dynamic repetition indication (which we assume would be RRC configurable), there is still the RRC configured repetition numbers in ‘nrofSlots’ in PUCCH-config as well. In Rel-16,  the UE is not expected to be configured with ‘nrofSlots’ for a sub-slot based PUCCH configuration which in Rel-17 now is to be changed. 
· As a consequence, RAN1 would need to discuss the interaction of RRC configured repetition factor and dynamically indicated repetition factor for PUCCH (similarly, as discussed for PUSCH repetition in Rel-16 URLLC). 
A similar procedure of RRC configured and dynamic repetition factor operation could apply here, such as: 
· If the PUCCH contains UCI information for which the PUCCH repetition has been dynamically indicated, then the dynamically indicated PUCCH repetition factor applies. Otherwise, the RRC configured repetition operation is applicable. 
· For HARQ-ACK of SPS PDSCH the operation will need to be further discussed (as this may also depend on how the dynamic repetition is to be indicated).  
· As the ‘nrofSlots’ is configured per PUCCH format (independently which UCI is to be carried), at least for RRC configured PUCCH repetition factor the sub-slot PUCCH repetition should also be applicable to the same UCI types as for slot-based PUCCH repetition. For dynamic PUCCH repetition operation this will be depending on the way the repetition factor is to be indicated (which is still pending in the Cov. Enh. WI) and for which UCI types the dynamic repetition indication is actually supported. Clearly, from URLLC/IIoT WI the focus is on HARQ-ACK and it should be noted that neither SR nor CSI on PUCCH are dynamically indicated. 
· Similarly on the support of repetition of PUCCH formats 0 and 2, considering the RRC configured repetition factor ‘nrofSlots’ that would need to be supported also for PUCCH formats 0 & 2 in Rel-17, as this is part of the PUCCH configuration we don’t see a real reason to not support it. Clearly, there would be no additional specification effort when enabling this also for slot-based PUCCH configuration in addition to sub-slot based PUCCH configurations. 

Based on these discussions, the following observations and proposals are noted: 

Observation 4.1: The discussions on the details of the PUCCH repetition operation using dynamic repetition indication in URLLC/IIoT WI need to be postponed after having more clarity on the details / ways of the dynamic indication discussed in the Cov. Enh. WI. 
Proposal 4.1: For the RRC configured PUCCH repetition factor using ‘nrofSlots’ in PUCCH-config, the configured repetition factor is applicable for the same UCI types for sub-slot based PUCCH repetition as for slot-based PUCCH repetition, including HARQ-ACK, SR and CSI. 
Proposal 4.2: The RRC configured PUCCH repetition factor using ‘nrofSlots’ in PUCCH-config for PUCCH formats 0 and 2 should be applicable for sub-slot and slot-based PUCCH configurations. 
Proposal 4.3: RAN1 to discuss the interaction of RRC configured PUCCH repetition factor and dynamically indicated PUCCH repetition factor, such as: 
· If the PUCCH contains UCI information for which the PUCCH repetition has been dynamically indicated, then the dynamically indicated PUCCH repetition factor applies. 
· Otherwise, the RRC configured repetition operation using ‘nrofSlots’ is applicable. 

There had been also some discussions if the overall framework of PUCCH repetition operation should be maybe adopted to the URLLC/IIoT specific requirements:  
· According to Rel-16 specification, overlap between a PUCCH with repetitions and PUSCH of the same priority is avoided by dropping PUSCH. A question is if this rule should be maintained in Rel-17 and applied also with sub-slot PUCCH repetition and should overlap handling be different with CG and DG PUSCH. Dropping of a PUCCH repetition that overlaps with a DG PUSCH would relax PUSCH scheduling restrictions and should therefore be considered for URLLC operation. Such change of dropping behavior could e.g. be specifically limited to PHY high-priority operation.  
· In Rel-16, multiple UCI types are not multiplexed in PUCCH with repetitions but UCI that is sent is selected according to priority order HARQ ACK - SR - CSI. A straightforward enhancement could be to multiplex e.g. HARQ-ACK and SR that are to be transmitted over the same (sub-)slots to reduce the SR latency but at the same time provide higher PUCCH (HARQ-ACK) reliability.  

Proposal 4.4: RAN1 to discuss changes to the PUCCH repetition framework for URLLC/IIoT including: 
· Change of dropping behavior for PUCCH repetition: Drop a PUCCH repetition overlapping with a high-priority DG PUSCH to prevent high-priority UL-SCH data dropping. 
· Enable multiplexing of HARQ-ACK & SR (at least for PUCCH of priority index 1) to reduce SR latency. 

[bookmark: _Hlk54109260]Retransmissions of dropped HARQ-ACK
RAN1 #102e agreed that transmission of cancelled HARQ-ACK is to be studied as a possible enhancement for Rel-17:  
  
Agreements:
Study further at least the following schemes:
· SPS HARQ skipping for skipped’ SPS PDSCH
· PUCCH repetition enhancements (at least for HARQ-ACK), e.g., sub-slot based, etc.
· Retransmission of cancelled HARQ
· SPS HARQ payload size reduction and / or skipping for ‘non-skipped’ SPS PDSCH
· Type 1 HARQ codebook based on sub-slot PUCCH config 
· PUCCH carrier switching for HARQ feedback
Companies are encouraged to provide detailed analysis and comparison accordingly

Discussions on retransmissions methods were continued in the following meetings. It was noted that the existing specification for Type-3 CB is readily available for IIoT/URLLC HARQ-ACK enhancements as such. However, the presently specified Type 3 CB, including HARQ-ACK of all HARQ processes in all configured cells, has been thought by most of the companies to be too large for URLLC purposes. Many ideas for limiting the codebook size have been presented [R1-2101818], some of them closer to the idea of Type 3 CB while others introducing quite different CB construction. In addition, there were proposals that do not belong in any way under Type 3 CB enhancements. In RAN1 #104-e, a classification of the retransmission methods was discussed [R1-2101818]. The proposed classification divided methods in three groups with the following distinctions:
· CB size reductions that can be regarded maintaining the essence of the existing Type 3 CB in the sense that CB size does not depend on the actual use of HARQ processes in the history or cancellation of HARQ-ACK transmissions.
· Methods that are based on order of feedback bits according to HARQ process IDs and serving cells but with dynamic CB size that may vary depending on the use of the processes or HARQ-ACK dropping.
· One-shot triggering for transmission of dropped HARQ-ACK CB on PUCCH or PUSCH.       

Considering the complexity and benefits, we regard the first class of methods better than the second. Methods of the second class are extensions far beyond the idea of Type 3 CB and proposed for extreme reduction of the CB size but we believe the enhancements of the first class, introduced below, are enough in this respect. Below we also discuss the third class of methods that we also see feasible
Enhancements maintaining the essence of Rel-16 Type 3 CB 
The methods listed below are straightforward enhancements to Rel-16 Type 3 codebook because the codebook size does not depend on what HARQ processes have recently been active or does not vary according to cancellations of HARQ-ACK feedbacks.  
· Instead of all configured cells, only activated cells are included to reporting. This is a straightforward way to remove useless bits from the CB. If no other enhancements will be introduced at least this one should be adopted. On the other hand, other enhancements could make this one obsolete.
· Reporting is only for an RRC configured or DCI controlled group of cells.
· Reporting includes only processes of SPS HARQ-ACK for all or only active SPS configurations and/or SPS configurations of certain priority. 
· Only a fraction of HARQ processes, indicated by DCI, are included in the report. One or more fractions of the HARQ processes are configured and the triggering DCI indicates which fraction of processes the codebook is generated for. In the simplest example, network could tend to use HARQ processes up to a certain index for low priority traffic and only feedback of those processes would be included in the Type 3 codebook. 
The CB triggering DCI could request CB content according to one or combination of multiple of the above enhancements.  In Rel-16 specification the Type 3 codebook is triggered when One-shot HARQ-ACK request bit in DCI 1_1 is set to 1.  In addition, if the One-shot HARQ-ACK request bit is set to 1 and all the frequency domain resource allocation bits are set to 0 or 1 (depending on resourceAllocation), the DCI does not schedule a PDSCH but triggers only Type 3 CB transmission. In the case the DCI triggering the T3 CB does not schedule PDSCH, some existing bit fields can be reused for determining the CB content without adding new bit fields As an example, requesting enhanced Type 3 CB could happen by setting One-shot HARQ-ACK request bit to 1, all the frequency domain resource allocation bits to 0 or 1 and another field in the DCI indicating the wanted feedback. An example with two CB content bits is shown in Table 5.1 which illustrates that different ‘Type 3 CB enhancement’ configurations could be operated at the same time. One of the code points corresponds requesting Rel-16 Type 3 CB. There may be many views on what different codebook contents network should be able to request. Some companies seem to regard Type-3 CB enhancements important mainly for re-transmission of SPS HARQ-ACK. For them, a candidate scheme could be that request could be for (1) Rel-16 Type 3 CB, (2) only HARQ processes of all SPS configurations, or alternatively only HARQ processes of high or low priority SPS HARQ-ACK, (3) only for a subset of RRC configured serving cells or only of activated DL serving cells and (4) only a subset of RRC configured HARQ processes. It should be noted, that if the configuration of a subset(s) of RRC configured HARQ processes of (4) is to be supported, the gNB could by configuration of the subset(s) enable (2) by configuring the HARQ processes of all or the LP/HP SPS configurations within a subset as well as (3) by configuring the subset to only contain the HARQ processes of certain serving cells.
Table 5.1: An example of a DCI field for requesting HARQ-ACK feedback only for certain cells
	00
	Type 3 CB according to Rel-16 specification

	01
	Only HARQ processes of SPS configurations

	10
	[bookmark: _Hlk66728542]RRC configured group of serving cells

	11
	RRC configured subset of HARQ processes 



Other enhancements that we consider valuable are:
· The PHY priority of the PUCCH carrying the Type 3 codebook should be indicated, as proposed in [R1-2008057]. This indication should be independent of the priority of feedback included in the CB. If the specification will allow requesting separately feedback for SPS HARQ-ACK of certain priority, all combinations of high/low priority PUCCH and high/low (or high/any) priority SPS configurations could be possible. One should note that priority-based selection of the HARQ processes for reporting cannot be applied with the HARQ-ACK feedback for dynamically scheduled PDSCH without CB ambiguity due to lost DCIs.     
· Type 3 codebook triggering is in Rel-16 specified to happen through DCI format 1_1. Adding triggering through DCI format 1_2 would make sense to allow use of the smaller DCI format.


DCI scheduling PUSCH or PUCCH to carry dropped HARQ-ACK feedback
Compared with enhanced Type 3 CB, the benefit of re-transmitting only dropped HARQ-ACK feedback is that constructing a new codebook is not needed (the CB in the cancelled PUCCH or PUSCH is taken as it is) and unnecessary HARQ-ACK information is not sent. In addition, in special situations also DL control overhead can be saved when HARQ-ACK feedback is dropped due to dropping a PUSCH on which this HARQ-ACK was supposed to be piggybacked and if anyway an UL grant for the (re)transmission of a TB is needed. Indeed, for such cases, since there will be anyhow either a retransmission grant issued by the gNB or autonomous retransmission for retransmitting the dropped TB on CG PUSCH, then the dropped HARQ-ACK could also be piggybacked on this PUSCH. This operation could be either enabled via DCI scheduling UL grant and/or through RRC configuration e.g. for CG PUSCH.
Observation 5.1: In case that HARQ ACK multiplexed on PUSCH is dropped, triggering retransmission of dropped HARQ-ACK via DCI scheduling UL grant and/or via semi-static configuration at least for CG PUSCH could decrease the downlink control overhead.
For the above operation of retransmitting dropped HARQ-ACK, in addition to having to piggyback dropped HARQ-ACK on PUSCH, there could be another UCI of same or different type and/or priority that needs to be multiplexed on this PUSCH. Such scenarios would need to be handled based on some e.g. prioritization rules.
Retransmitting HARQ-ACK with retransmission of PUSCH (where HARQ ACK was multiplexed to) is simple because it is clear which codebook to retransmit. For retransmitting HARQ-ACK due to dropping of PUCCH, DCI should indicate which codebook is to be retransmitted on PUSCH or PUCCH as there may be multiple droppings in the past (or future). 
Specification of the content of the triggering DCI for codebook retransmission on PUCCH seems straightforward as there are many bits to reuse in DL DCI formats when PDSCH is not scheduled.  
Conclusion on the retransmission methods
Both the first and third category retransmission methods seem feasible to us. The first category methods are feasible because they are simple extension to the existing Type 3 CB specification. It should be discussed which ones of the listed ways of reducing the Type 3 CB size are most beneficial and should be supported. As noted, the operation through indication of which reduced size Type 3 CB is triggering enables to operate several re-transmissions strategies simultaneously. One-shot triggering of retransmission of a HARQ-ACK codebook on PUCCH appears also straightforward to specify although being a completely new procedure. Under the third category, we see worth considering a specification for the situation that the HARQ ACK is dropped when it is multiplexed to PUSCH and retransmitted with retransmitted PUSCH. As discussed above, with piggy-backing the initial HARQ on the re-transmitted PUSCH there is no need to signal which HARQ-ACK is to be re-transmitted and the DL control overhead is saved as no additional triggering DCI would be needed. 
Based on the above discussion, we propose the following:

Proposal 5.1: For Type 3 codebook enhancements for URLLC, RAN 1 to consider  
· Limiting the enhanced Type 3 CB to RRC configured subsets of HARQ processes / IDs or serving cells according to the first category of methods.
· Support dynamic indication of the RRC configured Type 3 CB subset in the triggering DCI. 
· Including the support for Type 3 CB triggering using DCI format 1_2. 
· Triggering DCI including a PHY priority indication for the PUCCH carrying the Type-3 CB. 

Proposal 5.2: Study one-shot HARQ-ACK codebook re-transmission on PUCCH. Study triggering the retransmission of dropped HARQ-ACK on PUSCH via DCI scheduling the PUSCH retransmission and via semi-static configuration (at least for CG PUSCH).

Type-1 HARQ-ACK Codebook enhancements 
In this section we discuss two different issues, first the support of Type 1 HARQ-ACK CB for sub-slot PUCCH as well as overall Type-1 HARQ-ACK codebook size reduction techniques.
Type-1 HARQ-ACK codebook for sub-slot PUCCH configuration
During RAN1#104-e, there had been a proposal for agreement to support Type 1 HARQ-ACK codebook in Rel-17 having large majority support with a single company objecting. 
As discussed earlier, we still think that Type 1 HARQ-ACK codebook for sub-slot PUCCH should be supported in Rel-17 and we are still supportive of the discussed FL proposal from RAN1#104-e. 
Proposal 6.1: Agree to the moderator proposal from RAN1#104-e to enable Type 1 HARQ-ACK codebook for sub-slot PUCCH in Rel-17, namely: 
Support Type-1 HARQ-ACK codebook for sub-slot based PUCCH configuration in Rel-17.
· The properties of the Type-1 HARQ-ACK codebook for sub-slot PUCCH at least includes that a PDSCH TDRA is associated with a UL /PUCCH sub-slot if the end of the PDSCH overlaps with the associated sub-slot determined by a k1 in the set of sub-slot timing values K1. 
· [bookmark: _Hlk63182198]FFS: whether or not to consider PDSCH TDRA grouping per sub-slot
· FFS: Additional properties that may need clarification 
· FFS: Other Type 1 HARQ-ACK CB enhancements (for sub-slot based &/ slot based HARQ-ACK feedback)

There had been already some further discussions on the first FFS, whether or not to consider the PDSCH TDRA grouping per slot. Overall, as discussed in our previous contribution to RAN1 in R1-2100728, we think it would be more important to define the properties and not necessarily here now on how to achieve the desired properties of the Type 3 CB in the end (with as little changes needed as possible). From this perspective, clearly redundant or unnecessary bits in the Type 3 CB should be prevented and the current loop structure of the current Type 1 CB should be reused as much as possible also for sub-slot PUCCH. From this perspective, re-using the current mechanism of handling different SCS as much as possible for the purpose of sub-slot PUCCH operation is encouraged. 

Type-1 HARQ-ACK Codebook size reduction
The Type-1 HARQ-ACK codebook is designed for predictable codebook size determination at both the UE and gNB by reflecting all possible indications for PDSCH allocations. The codebook is therefore a strong tool for detection of missed PDSCH indications and for URLLC traffic scheduling in general. The drawback of the current Type-1 HARQ-ACK codebook construction algorithm is, however, that the codebook size can become very large when used for URLLC traffic especially for slot-based PUCCH (but also 7OS sub-slot PUCCH). The Type-1 HARQ-ACK codebook size depends on several factors such as: 
· The HARQ-ACK multiplexing window, i.e. how many UL (sub-)slots are indicated in dl_dataToUL_ACK (K1). The gNB may configure multiple K1 values to satisfy various HARQ-ACK feedback latencies, e.g. when serving different traffic types of URLLC with different latency requirements and/or to prevent HARQ-ACK dropping for TDD operation.
· The configured TDRA table(s) associated with the indicated DL slot and configured DCI formats. Particularly for time critical URLLC traffic, great flexibility is desired for DL allocation options e.g. to accommodate for different arrival time and packet sizes. However, with this flexibility the likelihood that all DL assignment options will be used simultaneously decreases, and hence can cause unnecessary overhead. 

Besides, we propose to reduce the Type-1 HARQ-ACK codebook size by conduct SLIV pruning, not based on the TDRA table used for PDSCH scheduling, but based on a dedicated TDRA table used solely for the purpose of Type-1 HARQ-ACK codebook construction. By configuring such dedicated feedback TDRA table, HARQ-ACK bundling through the pruning algorithm can be achieved which results in reduced HARQ-ACK codebook size while still ensuring alignment on the payload size and the HARQ-ACK bit order between UE and gNB.
A simple example of such technique is given in Figures 6.1 to 6.4, where Figure 6.1 shows an example TDRA table with longer and shorter allocation options, and Figure 6.2 illustrates which HARQ-ACK bit entry the TDRA entries are mapped into, resulting in a codebook size of 4 bits.
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[bookmark: _Ref21525502]Figure 6.1. Example TDRA table with 6 rows.
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[bookmark: _Ref21525540]Figure 6.2. HARQ-ACK bit position after R15 pruning. For this we need a codebook of 4 bits.
If a separate TDRA table is configured (let’s call it Feedback TDRA (F-TDRA) table), such as the one illustrated in Figure 6.3, then the resulting HARQ-ACK bit number to each entry in the example TDRA table in Figure 6.1 is illustrated in Figure 6.4. 
[image: ]
[bookmark: _Ref20406320]Figure 6.3. Example of a F-TDRA table.
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[bookmark: _Ref21525563]Figure 6.4. HARQ-ACK bit position after pruning of the TDRA table of Figure 6.1 into the example F-TDRA table of Figure 6.3. With the configured example F-TDRA, the codebook size is reduced to 2 bits.
The feedback TDRA table acts as a “filter” between the TDRA tables used for PDSCH allocations and the HARQ-ACK codebook construction procedure, where it attempts to exploit that not all PDSCH allocation options will be used simultaneously in a slot. For instance, the gNB can configure the F-TDRA table in Figure 6.3, if it knows that it will need PDSCH allocation A or B (in Figure 7.1) to ensure low latency for a DL packet (e.g. sporadic URLLC), but generally will not need both of them simultaneously. Note that if a larger packet arrives, it may instead use PDSCH allocation E. The same applies with C and D, and F. 
When multiple TDRA entries are represented by the same HARQ-ACK codebook bit entry, a bundling algorithm is needed to determine the outcome of the HARQ-ACK bit. One option is that logical AND is applied on HARQ-ACK bit results from TDRA entries with an associated DL assignment or a valid SPS PDSCH allocation. This implies that entries which does not have a PDSCH mapped, are omitted. 
For instance, with respect to the earlier example of TDRA entry A, B and E mapped to HARQ-ACK CB bit #1 (Figure 6.1, Figure 6.4). In the case PDSCH allocation A is correctly decoded, and no allocation is detected for B and E, the UE will report the result of A. As we noted earlier, the gNB may only configure the F-TDRA table conditioned on knowing that e.g. PDSCH allocations A and B will not be used on the same slot (or avoided by implementation). If this is not possible to avoid, the gNB can also schedule the PDSCHs with different k1 values such that the bits are reported on separate PUCCHs to prevent errors due to missed DL assignments.
Proposal 6.2: To reduce the Type-1 HARQ-ACK codebook size, the gNB should be able to configure the UE with a special “feedback” TDRA tables used for Type-1 HARQ-ACK codebook construction. This “feedback” TDRA table is used in the Type-1 HARQ-ACK CB construction pruning process and maps the possible DL assignment for PDSCH (e.g. SPS) into the entries of the “feedback” TDRA table. 

Dynamic PUCCH carrier switching
In RAN1 #104-e the following agreements were reached on PUCCH carrier switching:
Agreements: For further study on whether and how to support PUCCH carrier switching in a PUCCH group, focus on the following three alternatives:
· Alt. 1: PUCCH carrier switching is based dynamic indication in DCI
· Alt. 2B: PUCCH carrier switching is based on certain (semi-static) rules
· Alt. 2C: PUCCH carrier switching is based on RRC configured PUCCH cell timing pattern of applicable PUCCH cells
· Note: In above alternatives, it is assumed that HARQ-ACK corresponding to PDSCH received on a Pcell/PScell or an Scell in a PUCCH group, can be sent on a PUCCH on an Scell also instead of only on Pcell/PScell/PUCCH-SCell in the same PUCCH group, as opposed to Rel-16 where HARQ-ACK corresponding to PDSCH received on a Pcell/PScell or an Scell in a PUCCH group can only be sent on Pcell/PScell/PUCCH-SCell in the same PUCCH group.
· Note: Realistic deployment scenarios including TDD configurations should be considered for the study

The main scenario of PUCCH carrier switching is inter-band TDD carrier aggregation where latency gain may be obtained if UL/DL configurations of the carriers are different. We acknowledge that TDD-FDD carrier aggregation, with PUCCH transmission on FDD carrier, could be another scenario with some latency gain potential. Other mentioned benefits, like load balancing or interference avoidance are less clear but possible with Alt. 1 and to some extend with Alt. 2C. Overall, PUCCH carrier switching has a rather limited scope of deployments compared with the other considered UCI enhancements. Furthermore, the inter-band carrier switching may be problematic if schedulers for carriers on different bands are designed to work independently. Therefore, we do not see obvious that carrier switching needs to be specified for Rel. 17, but it could be postponed if specification workload seems too high with all the discussed HARQ enhancement features.        
Some configurations for PUCCH cell switching may be similar with all the three alternatives:
· Network configures UE with more than one PUCCH cell in a PUCCH cell group.
· PUCCH-config is needed for every PUCCH cell. A full configuration may be given separately for each PUCCH cell (like it is presently given for the two PUCCH cells for the two cell groups) but the configuration could also be divided into a common and a PUCCH cell specific parts, as discussed in [MediaTek R1-210057]. HARQ-ACK feedback timing parameters could be common with all the alternatives while PUCCH resource configurations could be cell specific at least for Alt. 1. Separate PUCCH resource configurations could be useful with Alt. 1 as there would always be a DCI for indicating a resource that is optimal for the TDD slot format of the selected PUCCH carrier. 
· Power control with separate parameters and control loops per PUCCH carrier seems necessary.

In Alt. 1, gNB selects the carrier, sub-slot, and PUCCH resource considering SCS dependent processing times and the anticipated use of flexible symbols. The selection would be simplest to indicate through a new field in the DCI scheduling PDSCH. It has been mentioned that lost carrier indicating DCIs would be a problem with Alt. 1. But in case there would be multiple DCIs scheduling HARQ-ACK feedback to be sent in a (sub-)slot, the gNB could indicate the same carrier switching command in all the DL assignments (i.e. do not perform carrier switching overriding) and thereby reduce the possibility of a missed PUCCH carrier switching command. A shortcoming of Alt.1 is that it does not support carrier switching for SPS HARQ-ACK feedback without additional DL signaling (e.g. using DCI). If only HARQ-ACK feedback for SPS PDSCH is needed in a same (sub-)slot, additional DL signaling such as a DCI without PDSCH scheduling needs to be sent to trigger the PUCCH carrier switching.      
In Alt 2C, an RRC configured periodical time-domain pattern indicates the PUCCH cell to be used in each instant of the pattern. The periodicity could be e.g. up to 10ms and the pattern granularity could be a sub-slot or a slot of a reference cell. Figure 7.1 shows an example of a switching pattern with five slot periodicity and when there are three cells configured for PUCCH. The shading depicts the cell where PUCCH is transmitted. The slot/sub-slot configuration of the reference cell could be used for determining the timing from PDSCH transmission to HARQ-ACK transmission according to the timing parameter in DCI that schedules PDSCH (K1) or activates SPS PDSCH transmission. After the UE has determined the PUCCH cell, the existing procedures for UCI multiplexing, PUCCH resource selection, and PUCCH resource validity checking are done based on the PUCCH-config of the determined PUCCH cell and following the existing specification. Also, the overlap of PUCCH with PUSCH may be handled with existing specification. Handling of different sub-carrier spacings in the reference cell and PUCCH cell needs to be specified. 
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Figure 7.1: PUCCH cell determined by a time-domain switching pattern (Alt. 2C).
In Alt. 2B the rules for selecting the PUCCH cell may need fairly large specification effort. The idea is that PUCCH carriers are ordered and PUCCH is transmitted on the first carrier that has enough valid symbols for accommodating PUCCH [Qualcomm R1-2101459]. The question on resource validity is similar as with SPS HARQ-ACK deferral discussed in Section 2 and it may be possible to unify the procedures to some extent. For instance, there is a correspondence between the conditions that trigger deferral and the conditions that trigger carrier switching as well as between the target slot determination and PUCCH carrier selection. However, carrier switching should work also when the carriers have different subcarrier spacings while such complicating factor is not present with deferral. Handling different SCS may essentially complicate the PUCCH carrier selection and PUCCH resource selection compared with the same functions in deferral. Moreover, for Alt. 2B the detailed operation considering certain TDD UL/DL configurations of different serving cells are pre-determined by the specifications, leaving little room for the gNB to operate differently or keep the exact control at gNB side. For Alt. 1, as dynamically indicated, the gNB keeps control of each of the PUCCH occasions in its selection of which cell the PUCCH should be transmitted. For Alt. 2C, this is (semi-statically) RRC configured including the option to not move the PUCCH to an alternative cell or configuring a specific cell to carry the PUCCH at certain times. For Alt. 2B, this would be just determined by the TDD UL/DL configurations of different serving cells and e.g. some cell priority order (as discussed by some companies) keeping little control of the PUCCH cell (and the related UL resource utilization) at the gNB side. This specifically becomes an issue when considering different UEs with different CA capabilities (and CA operation) – as depending on the potentially varying number of PUCCH cells for different UEs different cells would be selected resulting in overall higher UL control load and related fragmentation. Planning of resource use is complex in Alt. 2B because of the coupling to carrier selection: different RRC configured or DCI indicated PUCCH resources may lead to different carrier selections. 
[bookmark: _GoBack]A question is if the carrier switching is only for HARQ-ACK feedback or also for other UCI types. Alt. 2C can support switching for all UCI without any complications. With Alt. 1, the DCI indication could apply for all UCI: once DCI is received, all UCI can be multiplexed for PUCCH switching. With 2B it is not obvious how multiplexing would work. At least it would be one more complicating factor to be taken into account in the PUCCH cell selection rules.              
In Table 8.1 we compare the different alternatives. The most important difference to us is that, while Alt. 1 and 2C allow gNB to control the carrier selection and PUCCH resource use, there are limited possibilities for those with Alt. 2B as discussed above. 
Table 7.1: comparison of the PUCCH carrier switching alternatives
	property
	Alt. 1
	Alt. 2B
	Alt. 2C

	specification effort
	Small
	high
	small

	PUCCH carrier selection flexibility
	gNB controls dynamically
	gNB has little control as selection depends on slot formats. 
	semi-statically variable in time 

	PUCCH resource handling on a PUCCH carrier
	fully on gNB control
	limited gNB control because PUCCH resource selection coupled with carrier selection 
	fully on gNB control

	SPS HARQ-ACK support
	with additional DCIs
	without control overhead
	without control overhead



Based on the expected specification effort and the wish to keep the full control on PUCCH carrier and resource selection on gNB we propose that 
Proposal 7.1: Exclude Alt. 2B (PUCCH carrier switching based on certain (semi-static) rules) from the studies on PUCCH carrier switching for HARQ-ACK feedback and focus the further discussions on the remaining Alt. 1 (indication in DCI) and Alt. 2C (RRC configured PUCCH cell timing pattern).
· Nokia has a slight preference towards Alt. 2C due to the lower DL control signaling overhead. 
  
Conclusion
In this contribution we discuss the identified issues for support or at least study based on the RAN1#102-e agreements. 
The discussions in Sec. 2 on dropping of SPS HARQ-ACK feedback in TDD operation can be summarized in the following related observations and proposals: 
Proposal 2.1: For the conditions for deferring SPS HARQ-ACK in the initial slot, in the case no dynamic PUCCH is scheduled on the initial slot, down-select between the following two options:
· Alt. 1: Defer if the SPS HARQ-ACK in the initial slot/sub-slot cannot be transmitted as the resulting PUCCH resource for transmission using a PUCCH provided by SPS-PUCCH-AN-List-r16, n1PUCCH-AN or multi-CSI-PUCCH-ResourceList is not valid.
· Alt. 2: If the PUCCH resource provided by SPS-PUCCH-AN-List-r16, n1PUCCH-AN or multi-CSI-PUCCH-ResourceList is not valid and there is no dynamically indicated PUCCH resource in the initial slot, the UE looks for an alternative PUCCH resource from another PUCCH resource set (i.e. intra-slot deferral). If the PUCCH resource cannot be transmitted, the UE defers the SPS HARQ-ACK transmission.
· The alternative PUCCH resource is derived from a second set of SPS HARQ-ACK resources (configured by gNB) to those in sps-PUCCH-AN-List-r16/n1PUCCH-AN

Proposal 2.2: For SPS HARQ-ACK deferral, the target slot consists of the first upcoming slot which has a scheduled PUCCH transmission (e.g. triggered by a DCI), or the slot where the PUCCH resource using SPS-PUCCH-AN-List-r16 or n1PUCCH-AN (or multi-CSI-PUCCH-ResourceList if it applies in the target slot) is valid (whichever happens first)
· FFS: whether to provide an additional set of candidate PUCCH resources to the UE in addition to those in sps-PUCCH-AN-List-r16 or n1PUCCH-AN to increase flexibility and reduce the HARQ-ACK latency.

Observation 2.1: For the case where the HARQ-ACK codebook only contains HARQ-ACK bits from multiple (deferred and/or non-deferred) SPS PDSCHs (i.e. no HARQ-ACK bits of PDSCH scheduled by a DCI), existing SPS-only codebook construction mechanism/pseudocode in TS 38.213 Clause 9.1.2 can be used.
Observation 2.2: For Type-2 HARQ-ACK codebook construction with a mix of SPS and dynamic PDSCH HARQ-ACK, SPS HARQ-ACK bits can be appended to the end of the codebook and sorted in the same way as for the SPS-only case. No significant changes are foreseen to support the deferring operation.
Proposal 2.3: In case the deferred SPS HARQ-ACK is multiplexed with dynamic PDSCH HARQ-ACK on a Type-1 codebook, one bit per postponed SPS PDSCH HARQ-ACK is appended to the Type-1 codebook in case the PDSCH to HARQ-ACK timing is not covered by the configured K1 set.

Proposal 2.4: For SPS HARQ-ACK deferral, the existing OoO rule is only applicable to the timing of the initial SPS HARQ-ACK feedback (i.e. determined by k1 in the SPS activation DCI), whereas the deferred SPS HARQ-ACK is exempted of the OoO restriction

Proposal 2.5: SPS HARQ-ACK deferral is configured separately per SPS configuration.


The discussions in Sec. 3 on SPS HARQ skipping & payload size reduction can be summarized in the following related observations and proposals: 
Proposal 3.1: The following on SPS HARQ skipping & payload size reduction is proposed: 
1. Support NACK skipping for SPS PDSCH, based on the following details 
· NACK skipping is separately configurable for each SPS configuration.
· The skipping procedure is to be limited to the single case of only SPS NACK feedback for applicable SPS configurations is to be reported on the PUCCH. For all other cases, such as UCI on PUSCH and a mix with other HARQ-ACK information and/or SR & CSI on PUCCH, the UE should not skip the HARQ transmission / mapping.
2. If NACK skipping is supported, support also ACK skipping for SPS PDSCH 
· Apply the same configuration and skipping procedure as for NACK skipping (i.e. just replace NACK with ACK and vice versa)
3. Do not support dynamic indication of skipped SPS PDSCH occasions.
4. Do not support generic SPS HARQ-ACK bundling / compression – but continue the discussion on SPS HARQ-ACK bundling for ‘jitter window’ control
· The gNB can associate one or multiple SPS configurations with a HARQ bundle identifier per PUCCH cell group. 
· In case a PUCCH contains more than one HARQ-ACK bit associated to SPS PDSCHs with the same HARQ bundle identifier, the UE bundles the corresponding HARQ-ACK bits. 
· Further consider HARQ-ACK bundling across PUCCH occasions for jitter window control
5. Support SPS HARQ disabling/skipping for certain SPS configurations 
· The HARQ-ACK disabling is separately configured for each SPS configuration
· The HARQ-ACK information is mapped only in case HARQ-ACK of a PDSCH scheduled by a DCI is mapped and Type-1 CB operation. Otherwise, the HARQ-ACK information is not mapped / skipped.    

The discussions in Sec. 4 on PUCCH repetition enhancements can be summarized in the following related observations and proposals: 
Observation 4.1: The discussions on the details of the PUCCH repetition operation using dynamic repetition indication in URLLC/IIoT WI need to be postponed after having more clarity on the details / ways of the dynamic indication discussed in the Cov. Enh. WI. 
Proposal 4.1: For the RRC configured PUCCH repetition factor using ‘nrofSlots’ in PUCCH-config, the configured repetition factor is applicable for the same UCI types for sub-slot based PUCCH repetition as for slot-based PUCCH repetition, including HARQ-ACK, SR and CSI. 
Proposal 4.2: The RRC configured PUCCH repetition factor using ‘nrofSlots’ in PUCCH-config for PUCCH formats 0 and 2 should be applicable for sub-slot and slot-based PUCCH configurations. 
Proposal 4.3: RAN1 to discuss the interaction of RRC configured PUCCH repetition factor and dynamically indicated PUCCH repetition factor, such as: 
· If the PUCCH contains UCI information for which the PUCCH repetition has been dynamically indicated, then the dynamically indicated PUCCH repetition factor applies. 
· Otherwise, the RRC configured repetition operation using ‘nrofSlots’ is applicable. 

Proposal 4.4: RAN1 to discuss changes to the PUCCH repetition framework for URLLC/IIoT including: 
· Change of dropping behavior for PUCCH repetition: Drop a PUCCH repetition overlapping with a high-priority DG PUSCH to prevent high-priority UL-SCH data dropping. 
· Enable multiplexing of HARQ-ACK & SR (at least for PUCCH of priority index 1) to reduce SR latency. 



The discussions in Sec. 5 on retransmissions of dropped HARQ-ACK can be summarized in the following related observations and proposals: 
Proposal 5.1: For Type 3 codebook enhancements for URLLC, RAN 1 to consider  
· Limiting the enhanced Type 3 CB to RRC configured subsets of HARQ processes / IDs or serving cells according to the first category of methods.
· Support dynamic indication of the RRC configured Type 3 CB subset in the triggering DCI. 
· Including the support for Type 3 CB triggering using DCI format 1_2. 
· Triggering DCI including a PHY priority indication for the PUCCH carrying the Type-3 CB. 

Proposal 5.2: Study one-shot HARQ-ACK codebook re-transmission on PUCCH. Study triggering the retransmission of dropped HARQ-ACK on PUSCH via DCI scheduling the PUSCH retransmission and via semi-static configuration (at least for CG PUSCH).


The discussions in Sec. 6 on Type 1 HARQ ACK Codebook for sub-slot PUCCH and related enhancements can be summarized in the following related observations and proposals: 
Proposal 6.1: Agree to the moderator proposal from RAN1#104-e to enable Type 1 HARQ-ACK codebook for sub-slot PUCCH in Rel-17, namely: 
Support Type-1 HARQ-ACK codebook for sub-slot based PUCCH configuration in Rel-17.
· The properties of the Type-1 HARQ-ACK codebook for sub-slot PUCCH at least includes that a PDSCH TDRA is associated with a UL /PUCCH sub-slot if the end of the PDSCH overlaps with the associated sub-slot determined by a k1 in the set of sub-slot timing values K1. 
· FFS: whether or not to consider PDSCH TDRA grouping per sub-slot
· FFS: Additional properties that may need clarification 
· FFS: Other Type 1 HARQ-ACK CB enhancements (for sub-slot based &/ slot based HARQ-ACK feedback)

Proposal 6.2: To reduce the Type-1 HARQ-ACK codebook size, the gNB should be able to configure the UE with a special “feedback” TDRA tables used for Type-1 HARQ-ACK codebook construction. This “feedback” TDRA table is used in the Type-1 HARQ-ACK CB construction pruning process and maps the possible DL assignment for PDSCH (e.g. SPS) into the entries of the “feedback” TDRA table. 


The discussions in Sec. 7 on dynamic PUCCH carrier switching can be summarized in the following related observations and proposals: 
Proposal 7.1: Exclude Alt. 2B (PUCCH carrier switching based on certain (semi-static) rules) from the studies on PUCCH carrier switching for HARQ-ACK feedback and focus the further discussions on the remaining Alt. 1 (indication in DCI) and Alt. 2C (RRC configured PUCCH cell timing pattern). 
· Nokia has a slight preference towards Alt. 2C due to the lower DL control signaling overhead. 
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