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1	Introduction
The updated WID [1] for the WI on extending NR to 71 GHz contains the following objective related to beam management
· Specify timing associated with beam-based operation to new SCS (i.e., 480kHz and/or 960kHz), study, and specify if needed, potential enhancement for shared spectrum operation
· Study which beam management will be used as a basis: R15/16 or R17 in RAN #91-e

In this contribution we discuss aspects related to the agreements that were made in RAN1#104. We also discuss various beam management enhancements that were identified for studying further.
[bookmark: _Ref178064866]2	Discussion
2.1	Beam Indication for Multi-PxSCH Scheduling
The following agreement was made in RAN1#104 which covers both multi-PDSCH and multi-PUSCH scheduling with a single DCI. We treat multi-PDSH first followed by multi-PUSCH.Agreement:
Further study the following:
· For multi-PDSCH scheduling with a single DCI, study whether or not it is needed to indicate a separate TCI state for each scheduled PDSCH
· For multi-PUSCH scheduling with a single DCI, study whether or not it is needed to indicate a separate SRI (indication of TCI can be further discussed) for each scheduled PUSCH
· Note: the study should take into account DCI overhead aspects
· Note: Applicability to multi-TRP can be discussed further


2.1.1	QCL Assumptions for Multi-PDSCH Scheduling
The existing specification 38.214 Section 5.1.5 contains a set of rules for the QCL assumptions that the UE applies for reception of PDSCH. For the case of QCL TypeD (spatial QCL), the rules are divided into two cases which depend on the PDSCH scheduling offset and its relation to the UE capability parameter timeDurationForQCL:
· Case 1: PDSCH scheduling offset ≥ timeDurationForQCL
· Case 2: PDSCH scheduling offset < timeDurationForQCL
The PDSCH scheduling offset is defined as the time duration between the end of the last symbol of the PDCCH containing the scheduling DCI to the beginning of the first symbol of the scheduled PDSCH. For 120 kHz in FR2, the UE can indicate one of two possible values for the capability parameter timeDurationForQCL, namely 14 or 28 symbols. The existing specifications apply to the case of single-PDSCH scheduling; hence, the defined rules need to be revisited for the case of multi-PDSCH scheduling since there will exist multiple scheduling offsets corresponding to the multiple PDSCHs scheduled by the same DCI.
In this section, we discuss the QCL assumptions for Case 1 since it relates to the first bullet in the above agreement and whether or not multiple TCI states in the scheduling DCI should be supported. In the next section we discuss Case 2 and the corresponding default QCL assumptions.
For Case 1 (PDSCH scheduling offset ≥ timeDurationForQCL), the existing (Rel-16) rules in 38.214 Section 5.1.5 are given as follows:
· Rule A-1 (TCI field present in DCI)
· QCL TypeD source(s) is(are) provided by the TCI state(s) indicated by the scheduling DCI
· One QCL source is provided both for single TRP deployments and multi-TRP deployments when multi-DCI is configured (by CORESET pools)
· Two QCL sources are provided if multi-TRP with single-DCI is configured
· If the UE is configured for multi-slot PDSCH, the same QCL source(s) as the QCL source(s) in the first slot are assumed for all subsequent slots
· Applies to Rel-15 multi-slot PDSCH: UE configured with pdsch-AggregationFactor
· Applies to Rel-16 multi-slot PDSCH: UE configured with repetitionNumber in TDRA table
· Rule B-1 (TCI field not present in DCI)
· QCLTypeD source is provided by the active TCI state associated to the CORESET corresponding to the search space set in which the UE detects the PDCCH containing the scheduling DCI
· Rule C-1 (Cross carrier scheduling when enableDefaultBeam-ForCCS not configured)
· QCL TypeD source(s) is(are) provided according to Rule A-1
· The UE expects that the TCI field is present in the scheduling DCI

According to Rule A-1, the TCI field in the scheduling DCI provides the TypeD QCL assumption(s) for the case of single-PDSCH scheduling with scheduling offset ≥ timeDurationForQCL. To extend this to multi-PDSCH scheduling, there are two alternatives. The first is that the scheduling DCI contains a single TCI field such that the UE applies the same QCL assumption (same Rx beam) for all PDSCHs scheduled by the same DCI. The second alternative is that the scheduling DCI contains multiple TCI fields such that the UE applies potentially different QCL assumptions for different PDSCHs scheduled by the same DCI. With this alternative, Rx beam switching would be supported across PDSCHs.
Clearly, the 2nd alternative increases the DCI overhead. Considering that in Rel-15/16, the TCI state field is 3 bits, and that for Rel-17, most likely 8 or more PDSCHs will be scheduled by a single TCI, the additional overhead can become prohibitive. In our view, the additional flexibility of indicating separate beams for separate PDSCHs is not worth the additional DCI overhead; hence we prefer the single TCI field option that can indicate one or two TCI states, where the latter is applicable to multi-TRP.
Furthermore, to be consistent with Rel-15/16, the UE should apply the QCL assumptions provided by the indicated TCI state(s) only if the scheduling offset for all PDSCHs scheduled by the same DCI is greater than or equal to timeDurationForQCL, and this can be applied both for same and cross-carrier scheduling (see Rule C-1). This allows the existing behavior in specifications to be reused by simply interpreting the scheduling offset as the offset corresponding to the first PDSCH. We discuss this further in the next section in the context of defining a unified rule for default QCL assumptions for the case when some PDSCHs have an offset less than the threshold and some greater. Based on this we propose the following:
[bookmark: _Toc66369529]For multiple PDSCHs scheduled with a single DCI for both same and cross-carrier scheduling, support a single TCI field in the DCI that is applicable to all scheduled PDSCHs. To support multi-TRP, the single TCI field can indicate one or two TCI states. The UE applies the QCL assumptions provided by the indicated TCI state(s) for all scheduled PDSCHs if the scheduling offset for the first PDSCH ≥ timeDurationForQCL.
As discussed above, Rule B-1 covers the case when the TCI field is not present in DCI and the scheduling offset ≥ timeDurationForQCL. We think that for the case of multi-PDSCH scheduling, this simple rule can be reused by simply interpreting the scheduling offset as the offset corresponding to the first PDSCH.
[bookmark: _Toc66369530]For all PDSCHs scheduled with a single DCI, when the DCI is not configured with the TCI field, the UE applies the same QCL assumption as specified in Rel-16 for the case when the scheduling offset ≥ timeDurationForQCL with the interpretation that the scheduling offset corresponds to the first scheduled PDSCH.
Notice that the existing Rule A-1 contains a provision for multi-slot PDSCH, either the Rel-15 version (semi-statically configured repetition) configured with pdsch-AggregationFactor or the Rel-16 version (dynamically indicated repetition) configured with repetitionNumber as part of the TDRA table. As can be seen in the Note in following agreement from RAN1#104, it was agreed that such existing aggregation/repetition schemes should not be precluded, and we agree, at least when they are configured alone, i.e., not combined with multi-PDSCH scheduling.Agreement:
· For a UE and for a serving cell, scheduling multiple PDSCHs by single DL DCI and scheduling multiple PUSCHs by single UL DCI are supported.
· Each PDSCH or PUSCH has individual/separate TB(s) and each PDSCH/PUSCH is confined within a slot.
· FFS: The maximum number of PDSCHs or PUSCHs that can be scheduled with a single DCI
· FFS: Whether multiple PDSCH scheduling applies to 120 kHz in addition to 480 and 960 kHz
· At least for 120 kHz SCS, single-slot scheduling with slot-based monitoring will still be supported as specified in Rel-15/Rel-16
· The followings will not be considered in this WI.
· Single DCI to schedule both PDSCH(s) and PUSCH(s)
· Single DCI to schedule one or multiple TBs where any single TB can be mapped over multiple slots, where mapping is not by repetition
· Single DCI to schedule N TBs (N>1) where a TB can be repeated over multiple slots (or mini-slots)
· Note: This does not imply that existing slot aggregation and/or repetition for PDSCH and PUSCH by single DCI is precluded for the serving cell.

We also observe from this agreement that following will not be considered in this WI
· Single DCI to schedule one or multiple TBs where any single TB can be mapped over multiple slots, where mapping is not by repetition
Our understanding is that this was meant to preclude multi-PDSCH scheduling where, for a PDSCH, a TB could span multiple slots (without repetition). We agree with this; however, we think further clarification is needed for the case of repetition.
One of the motivations of introducing multi-PDSCH scheduling in Rel-17 is to reduce the need for the gNB scheduler to operate on a per-slot basis and for the UE to monitor for PDCCH on a per slot basis when the slots are very short, e.g., 480/960 kHz. Since multi-slot PDSCH (as per Rel-15 or 16) already achieves this by way of scheduling a single PDSCH spanning multiple slots, we don't think the combination of multi-PDSCH and repetition is motivated. Furthermore, such a combination has the potential for unnecessarily complicating HARQ feedback. We also note that when multi-PUSCH scheduling was introduced in Rel-16, it was explicitly precluded to combine this with multi-slot PUSCH (Type A and B repetition). Based on this we propose the following:
[bookmark: _Toc66369531]Do not support scheduling of multiple PDSCHs with a single DCI where the TB(s) corresponding to one or more of the PDSCHs is(are) mapped over multiple slots by legacy TB repetition (semi-statically configured by pdsch-AggregationFactor or dynamically indicated by repetitionNumber in TDRA table). Beam indication procedures for such a combination are not needed.
2.1.2	Default QCL Assumptions for Multi-PDSCH Scheduling
The following agreement was made in RAN1#104:Agreement:
Further study the following: 
· For multi-PDSCH scheduling with a single DCI, study the QCL assumption(s) the UE should apply for each PDSCH for the case when some of the scheduled PDSCHs have scheduling offset less than timeDurationForQCL while some have scheduling offset equal to or greater than timeDurationForQCL.
· For multi-PDSCH scheduling with a single DCI, study the QCL assumption(s) the UE should apply for each PDSCH for the case when all of the scheduled PDSCHs have scheduling offset less than timeDurationForQCL 
· Note: If the current Rel-16 behavior would be extended to multiple-PDSCH scheduling, it could result in a different QCL assumption for each PDSCH due to the fact the that the CORESET with the lowest ID can be different for different slots, resulting in a potentially different TCI state for each slot
· Note: Applicability to multi-TRP can be discussed further


In the previous section, we discussed QCL assumptions for multi-PDSCH scheduling for the case when the scheduling offsets for all PDSCHs are greater than or equal to the threshold timeDurationForQCL, i.e., Case 1. In this section we discuss the default QCL assumptions for Case 2 in which some or all of the scheduling offsets are less than timeDurationForQCL which relates to the above agreement. In our view it is beneficial to adopt a simple, unified, rule for the default QCL assumptions in the same spirit as for Case 1 when the QCL assumption is governed by that for the first scheduled PDSCH. 
For Case 2 (PDSCH scheduling offset < timeDurationForQCL), the existing (Rel-16) rules in 38.214 Section 5.1.5 for default QCL assumptions are given as follows. Note that these rules apply regardless of whether or not the scheduling DCI is configured with the TCI field.
· Rule A-2 (Single TRP)
· Default QCL TypeD source is provided by the active TCI state associated with the CORESET with the lowest ID amongst those CORESETs corresponding to the search space sets the UE monitors in the most recent slot
· Rule B-2 (Multi-TRP with multi-DCI when enableDefaultTCIStatePerCoresetPoolIndex configured)
· Same as Rule A-2, but with the additional restriction that the CORESET with the lowest ID is amongst those configured with the same coresetPoolIndex as the CORESET corresponding to the scheduling DCI
· Rule C-2 (Multi-TRP with single-DCI when enableTwoDefaultTCI-States configured)
· Default QCL TypeD source is provided by the TCI states associated with the DCI codepoint with the lowest ID amongst the codepoints for which two TCI states are associated
· If the UE is configured for multi-slot PDSCH, the same default QCL sources as the QCL source(s) in the first slot are assumed for all subsequent slots
· Applies to Rel-15 multi-slot PDSCH: UE configured with pdsch-AggregationFactor
· Applies to Rel-16 multi-slot PDSCH: UE configured with repetitionNumber in TDRA table
· Rule D-2 (Cross carrier scheduling when enableDefaultBeam-ForCCS configured)
· QCL TypeD source is provided by the activated TCI state with the lowest ID amongst those TCI states applicable to the active BWP of the scheduled serving cell
· The threshold timeDurationForQCL is determined based on the subcarrier spacing of the scheduled PDSCH. If µPDCCH < µPDSCH an additional timing delay  is added to the timeDurationForQCL, where d is defined in Table 5.2.1.5.1a-1 in 38.214, and the two µ values correspond to the SCS of the scheduling and the scheduled carriers, respectively. If the SCSs are the same, then d = 0.

Clearly, for Rel-16 (single PDSCH scheduling), the UE derives different default QCL assumptions depending on whether single/multi-TRP, or single/multi-DCI, or same/cross carrier scheduling is used, and depending on  the presence/absence of additional RRC parameters. As captured in the above agreement, for Rel-17 with the introduction of multi-PDSCH scheduling, clearly the determination of the default QCL assumptions need to be revisited due to the fact that the either all or some of the PDSCHs can have scheduling offset less than the timeDurationForQCL. The case in which some or all of the offsets are less than the threshold are are illustrated in Figure 1 and Figure 2, respectively, for the example scheduling of 4 PDSCHs with SCS 480 kHz.
In Figure 1, assume that the indicated capability for timeDurationForQCL = 56 symbols, which is simply a x4 scaling of the 14 symbol capability for 120 kHz in FR2. Also assume that the scheduling DCI indicates an offset of K0 = 2 slots for the first scheduled PDSCH. With this example, the first two PDSCHs have scheduling offset less than timeDurationForQCL and the last two PDSCHs have scheduling offset greater than timeDurationForQCL. If the above Rel-15/16 rules were applied without modification for multi-PDSCH, then the UE should apply a default QCL assumption for the first two PDSCHs and a QCL assumption according to the indicated TCI state in the scheduling DCI for the last two PDSCHs. While feasible, it we don't see a benefit of the UE applying different receive beams amongst the 4 different PDSCHs, especially since the time duration spanned by the 4 PDSCHs is equivalent to one 120 kHz slot. It is not clear that such fast beam switching is needed.
[image: ]
[bookmark: _Ref64983708]Figure 1: Single DCI schedules 4 PDSCHs. The first (last) two PDSCHs have scheduling offset less (greater) than the UE capability parameter timeDurationForQCL.

In Figure 2, assume that the indicated capability for timeDurationForQCL = 112 symbols, which is simply a x4 scaling of the 28 symbol capability for 120 kHz in FR2. Clearly, all PDSCHs have scheduling offset less than timeDurationForQCL. If the above Rel-15/16 rules were applied without modification for multi-PDSCH, then the UE should apply a default QCL assumption for all PDSCHs. For example, according to Rules A-2 and B-2, the UE would determine the default QCL assumption according to the active TCI state corresponding to the CORESET with the lowest ID in the most recent slot for each PDSCH. In principle, at least, it can happen that the default QCL assumption would change from slot-to-slot if the PDCCH monitoring occasions (MOs) in some slots are associated with a different CORESET than those in other slots. While maybe not a mainstream example, this is illustrated in Figure 2 where the MOs in slots n+2 and n+4 are associated with CORESET A and the MOs in slots n+3 and n+5 are associated with CORESET B. Again, while feasible, we don't see a benefit of the UE applying different receive beams amongst the 4 different PDSCHs. It is not clear that such fast beam switching is needed. We also note that according to Rules C-2 and D-2, the default QCL assumption would be the same for all PDSCHs since those rules do not have a slot dependence.
[image: ]
[bookmark: _Ref64983716]Figure 2: Single DCI schedules 4 PDSCHs. All PDSCHs have scheduling offset less than the UE capability parameter timeDurationForQCL. The PDCCH monitoring occasions in slots n+2 and n+4 are associated with a different CORESET than the monitoring occasions in slot n+3 and n+5.

Our view is that it is desirable to have a unified rule for applying default QCL assumptions that applies to all cases whether some or all of the PDSCHs have offset less than the threshold, whether single or multi-TRP is configured, whether single or multi-DCI is configured for multi-TRP, and whether same or cross-carrier scheduling is used. It would be undesirable both from a specifications and gNB/UE implementation point of view to have a complex set of rules that are different for each case.
To this end we propose that when both some or all of the scheduling offsets are less than timeDurationForQCL, the UE applies the same default QCL assumption across all PDSCHs scheduled by the same DCI. A simple rule is to use the same default QCL assumption as for the first PDSCH. Furthermore, the default assumption for the first PDSCH can be determined in an identical manner as for the Rel-16 rules corresponding to single-PDSCH scheduling. Based on this we propose the following
[bookmark: _Toc66369532]For multiple PDSCHs scheduled by a single DCI, if the scheduling offset for any of the PDSCHs is less than timeDurationForQCL (plus additional delay  for the case of cross-carrier scheduling, if enableDefaultBeam-ForCCS is configured), the UE applies the same default QCL assumption for all scheduled PDSCHs given by  the default QCL assumption for the first PDSCH. For both single and multi-TRP, the default QCL assumption for the first PDSCH is the same as that specified in Rel-16 for the case when the scheduling offset < timeDurationForQCL.
2.1.3	Beam Indication for Multi-PUSCH Scheduling
The following agreement was made in RAN1#104 and the second bullet pertains to multi-PUSCH scheduling. The open issue is whether or not multiple SRI fields should be included in the scheduling DCI.Agreement:
Further study the following:
· For multi-PDSCH scheduling with a single DCI, study whether or not it is needed to indicate a separate TCI state for each scheduled PDSCH
· For multi-PUSCH scheduling with a single DCI, study whether or not it is needed to indicate a separate SRI (indication of TCI can be further discussed) for each scheduled PUSCH
· Note: the study should take into account DCI overhead aspects
· Note: Applicability to multi-TRP can be discussed further


In an analogous way as for PDSCH, the SRS Resource Indicator (SRI) field in the scheduling DCI indicates to the UE which beam to apply for PUSCH; however, the beam indication is indirect through indication of an SRS resource which is configured/activated with a particular spatial relation.The spatial relation for the SRS is simply another reference signal (CSI-RS, SS/PBCH block, or another SRS resource) for which beam management measurements have been performed previously.
Based on the same reasoning as in Section 2.1.1 in terms of DCI overhead, we propose that for multi-PUSCH scheduling with a single DCI, the scheduling DCI includes only a single SRI field as in Rel-16, and the single SRI field applies to all scheduled PUSCHs. Moreover, in the feMIMO work item, it has been agreed that in Rel-17, simultaneous UL transmission from two panels is not supported. Hence, there is no motivation to introduce multiple SRI fields per scheduled PUSCH.
[bookmark: _Toc66369533]As in Rel-16, for multiple PUSCHs scheduled with a single DCI support a single SRI field in the DCI that is applicable to all scheduled PUSCHs.

Analogous to the downlink, in both Rel-15 and Rel-16 multi-slot PUSCH transmission is supported. In Rel-15, the number of repetitions is configured semi-statically through the RRC parameter pusch-AggregationFactor. In Rel-16, multi-slot PUSCH was enhanced with the ability to dynamically indicate the number of repetitions through including the parameter numberOfRepetitions in the TDRA table. Two schemes are supported, namely Type A and Type B repetition. In Rel-16 when multi-PUSCH scheduling with a single DCI was introduced, it was explicitly precluded to combine Type A/B repetition with multi-slot PUSCH, and our understanding is the same for Rel-15 repetition. For Rel-16, as can be seen from 38.331, when the TDRA table is configured for multi-PUSCH scheduling, the parameters related to Type A/B repetition, namely numberOfRepetitions, startSymbol, and length are absent according to the conditions Format01-02 and RepTypeB.
[bookmark: TPUSCHAllocationr16]PUSCH-Allocation-r16 ::=  SEQUENCE {
    mappingType-r16            ENUMERATED {typeA, typeB} OPTIONAL,   -- Cond NotFormat01-02-Or-TypeA
    startSymbolAndLength-r16   INTEGER (0..127)          OPTIONAL,   -- Cond NotFormat01-02-Or-TypeA
    startSymbol-r16            INTEGER (0..13)           OPTIONAL,   -- Cond RepTypeB
    length-r16                 INTEGER (1..14)           OPTIONAL,   -- Cond RepTypeB
    numberOfRepetitions-r16    ENUMERATED {n1, n2, n3, n4, n7, n8, n12, n16}
                                                         OPTIONAL,   -- Cond Format01-02
}

	PUSCH-TimeDomainResourceAllocationList field descriptions

	k2
Corresponds to L1 parameter 'K2' (see TS 38.214 [19], clause 6.1.2.1) When the field is absent the UE applies the value 1 when PUSCH SCS is 15/30 kHz; the value 2 when PUSCH SCS is 60 kHz, and the value 3 when PUSCH SCS is 120KHz.

	length
Indicates the length allocated for PUSCH for DCI format 0_1/0_2 (see TS 38.214 [19], clause 6.1.2.1).

	mappingType
Mapping type (see TS 38.214 [19], clause 6.1.2.1).

	numberOfRepetitions
Number of repetitions for DCI format 0_1/0_2 (see TS 38.214 [19], clause 6.1.2.1).

	puschAllocationList
One or multiple PUSCH continuous in time domain which share a common k2 (see TS 38.214 [19], clause 6.1.2.1). This list only has one element in pusch-TimeDomainAllocationListDCI-0-1-r16 and in pusch-TimeDomainAllocationListDCI-0-2-r16.

	startSymbol
Indicates the index of start symbol for PUSCH for DCI format 0_1/0_2 (see TS 38.214 [19], clause 6.1.2.1).

	startSymbolAndLength
An index giving valid combinations of start symbol and length (jointly encoded) as start and length indicator (SLIV). The network configures the field so that the allocation does not cross the slot boundary. (see TS 38.214 [19], clause 6.1.2.1).



	Conditional Presence
	Explanation

	Format01-02
	In pusch-TimeDomainAllocationListForMultiPUSCH-r16, the field is absent.
In pusch-TimeDomainAllocationListDCI-0-1 and in pusch-TimeDomainAllocationListDCI-0-2, the field is mandatory present.

	NotFormat01-02-Or-TypeA
	In pusch-TimeDomainAllocationListForMultiPUSCH-r16, the field is mandatory present.
In pusch-TimeDomainAllocationListDCI-0-1, the field is optionally present if pusch-RepTypeIndicatorDCI-0-1 is set to pusch-RepTypeA, Need R. It is absent otherwise, Need R.
In pusch-TimeDomainAllocationListDCI-0-2, the field is optionally present if pusch-RepTypeIndicatorDCI-0-2 is set to pusch-RepTypeA, Need R. It is absent otherwise, Need R.

	RepTypeB
	In pusch-TimeDomainAllocationListForMultiPUSCH-r16, the field is absent.
In pusch-TimeDomainAllocationListDCI-0-1, the field is optionally present if pusch-RepTypeIndicatorDCI-0-1 is set to pusch-RepTypeB, Need R. It is absent otherwise, Need R.
In pusch-TimeDomainAllocationListDCI-0-2, the field is optionally present if pusch-RepTypeIndicatorDCI-0-2 is set to pusch-RepTypeB, Need R. It is absent otherwise, Need R.



Based on similar arguments against supporting the simultaneous combination of multi-PDSCH and multi-slot PDSCH, we propose the same for multi-PUSCH:
[bookmark: _Toc66369534]As in Rel-16, do not support scheduling of multiple PUSCHs with a single DCI where one or more of the PUSCHs is(are) mapped over multiple slots by legacy TB repetition (Type A or B repetition). Beam indication procedures for such a combination are not needed.
2.3	UE Capabilities for Beam Management
The following agreements were made in RAN1#104 related to beam switch and beam report timing, number of beam switches per slot, and beam switch gaps. These 3 aspects will be discussed in the next 3 subsections.Agreement:
· For NR operation in 52.6-71GHz with new SCSs, new parameter values for at least the following timing parameters are needed:
· timeDurationForQCL
· beamSwitchTiming
· beamReportTiming
· Companies are encouraged to provide preferred values on timeDurationForQCL, beamSwitchTiming and beamReportTiming

Agreement:
· Further study new parameter values for at least the following parameters:
· maxNumberRxTxBeamSwitchDL
· Additional beam switching time delay d for triggering AP-CSI-RS when triggering PDCCH with 120kHz or 480kHz has a smaller subcarrier spacing than AP-CSI-RS
· Study whether/how to introduce a beam switching gap between signals/channels 
· FFS: condition to apply including potential UE capability definition
· Study should account for inputs from RAN4

2.3.1	Beam Switch and Beam Report Timing
As shown in the first agreement above, new parameter values are needed for the following two Rel-15 UE capabilities related to beam-switch timing:
· FG 2-2 (timeDurationForQCL)
· This signalling enables the UE to indicate its capability on the minimum time duration between the end of the last symbol of the PDCCH containing the scheduling DCI to the beginning of the first symbol of scheduled PDSCH for applying spatial QCL information (i.e., to perform an Rx beam switch) for the case when the DCI is configured with a TCI state index field. The UE obtains the spatial QCL information via the TCI state indicated by the scheduling DCI. If the DCI is not configured with a TCI state index field and/or the PDCCH-to-PDSCH time offset is less than the capability indicated by timeDurationForQCL, a fallback mechanism is used whereby the UE obtains the spatial QCL information via a TCI state that is RRC configured for a reference CORESET.
· For 120 kHz in FR2, the UE indicates capability of either 14 or 28 OFDM symbols (1 or 2 slots, respectively).

· FG 2-28 (beamSwitchTiming)
· This signalling enables the UE to indicate its capability on the minimum time duration between the end of the last symbol of the PDCCH containing the triggering DCI for aperiodic CSI-RS and the beginning of the first symbol of the CSI-RS transmission. The UE obtains the spatial QCL information for CSI-RS reception (i.e., to perform an Rx beam switch) from the TCI state associated with the DCI codepoint that triggers the CSI-RS transmission. If the PDCCH-to-CSI-RS time offset is less than a threshold that is determined as a function of the capability indicated by beamSwitchTiming, a fallback mechanism is used whereby the UE obtains the spatial QCL information via a TCI state that is RRC configured for a reference CORESET. The threshold depends on whether or not the triggering PDCCH and the CSI-RS are on carriers with the same numerology or different.
· For 120 kHz in FR2, the UE indicates capability of 14, 28, 48, 224, or 336 OFDM symbols (1, 2, ~3.5, 16, or 24 slots, respectively). The two largest values (224 and 336) were introduced in Rel-16 and apply only to the case of a CSI-RS resource set for beam management for the case of repetition = 'on', i.e., a CSI-RS resource set configured to allow the UE to perform beam measurements while adjusting its receive beam.

For Rel-17, when operating with 480 or 960 kHz SCS, the FR2 values (expressed in symbols) will need to be revisited to account for the shorter slots. As a starting point for the discussion, an upper bound on the 14, 28, and 48 OS values can be scaled by 4 or 8, depending on if 480 or 960 kHz SCS is configured. It can be further discussed if it is feasible to tighten the capabilities, i.e., scaling values less than 4 or 8.
For the 224 and 336 OS values for beamSwitchTiming, it may be desirable to introduce a finer granularity for this UE capability since the values are quite large to start with. For example, these values could be scaled by 2 and 4 for 480 kHz and 4 and 8 for 960 kHz.
[bookmark: _Toc66369535]As a starting point for discussion of the UE capabilities, timeDurationForQCL and beamSwitchTiming, an upper bound is given by the FR2 values scaled by 4 or 8 depending on if 480 or 960 kHz SCS is used. Further discuss if this upper bound can be tightened. For the scaled capability values for beamSwitchTiming corresponding to the 224 and 336 OS values from FR2, further discuss supporting finer granularity capability indication for 480 and 960 kHz SCS.
In the second agreement above, there is an FFS point on the additional beam switching time delay d. This additional switching time is added to the indicated UE capability value beamSwitchTiming in the case that the triggering PDCCH and the triggered aperiodic CSI-RS resources are located on carriers with different numerologies. Denoting µPDCCH and µCSI-RS as the two numerologies, respectively, where µPDCCH < µCSI-RS, the total beam switch delay is given by the following (see 38.214 Section 5.2.1.5.1a):
beamSwitchTiming + d 
In Rel-16, the additional delay d is defined only for the case when the triggering PDCCH is on a carrier in FR1 with SCS up to 60 kHz and the triggered CSI-RS(s) are on a carrier in FR2 with SCS 120 kHz. According to the above agreement, this should be extended for Rel-17 to include the triggering PDCCH on a carrier with µPDCCH = 3 or 5 (120 kHz or 480 kHz, respectively). The supported values of d are listed in Table 1 along with new entries (in red) that are TBD for Rel-17. Our understanding of the additional delay d is to allow time for decoding of the PDCCH containing the ap-CSI-RS trigger. It is preferrable for this to be not more than the slot duration, hence we expect that d should not be more than 14 OFDM symbols in the triggering numerology. Hence, we think a reasonable starting point for discussion is d = 8 and 14 for µPDCCH = 3 and 5, respectively. 
[bookmark: _Ref66366987]Table 1: Additional beam switching delay defined in Rel-16. The entries in red are TBD for Rel-17.
	µPDCCH
	d [PDCCH symbols]

	0
	8

	1
	8

	2
	14

	3
	TBD

	5
	TBD



[bookmark: _Toc66369536]As a starting point for discussion of the value of the additional beam switching delay for cross-carrier triggering of aperiodic CSI-RS on carriers with different numerologies, consider d = 8 and 14 for µPDCCH = 3 and 5, respectively.

For triggering of aperiodic CSI-RS, the PDCCH-to-CSI-RS slot offset is configured as part of a CSI-RS resource set (NZP-CSI-RS-ResourceSet), and it can take values between 0 and 31 slots in Rel-16. Note that the Rel-15 parameter values 5 and 6 correspond to 16 and 24 slots, respectively. Only one of the Rel-15 or Rel-16 parameters is configured.
    aperiodicTriggeringOffset           INTEGER(0..6)   	                   OPTIONAL,   -- Need S
    [[
    aperiodicTriggeringOffset-r16       INTEGER(0..31)                         OPTIONAL   -- Need S
    ]]

Depending on what values are agreed for the UE capability parameter beamSwitchTiming for 480/960 kHz SCS, the aperiodic triggering offset parameter for a CSI-RS resource set may need to be extended above the current maximum value of 31 slots since the maximum value of beamSwitchTiming already corresponds to 24 slots for 120 kHz SCS.
[bookmark: _Toc66369542]To support 480 and 960 kHz, RAN1 needs to discuss whether or not the triggering offset for an aperiodic CSI-RS resource set (aperiodicTriggeringOffset) needs to be extended above the current maximum value of 31 slots.
As shown in the first agreement above, the UE capability parameter beamReportTiming should also be considered. This is defined in 38.306 as follows:
	beamReportTiming
Indicates the number of OFDM symbols between the last symbol of SSB/CSI-RS and the first symbol of the transmission channel containing beam report. The UE provides the capability for the band number for which the report is provided (where the measurement is performed). The UE includes this field for each supported sub-carrier spacing.
	Band
	Yes
	N/A
	N/A



As can be seen from 38.214 Section 5.4, the CSI computation delay requirement Z3 and Z3' depend on the value indicated by the UE capability parameter beamReportTiming. Clearly, this is related to the other CSI computation delay requirements Z1, Z1', Z2, Z2'. In our view all CSI computation delay requirements should be discussed together for the new subcarrier spacing values.
[bookmark: _Toc66369543]The CSI computation delay requirements Z3 and Z3' depend on the value indicated by the UE capability parameter beamReportTiming. All CSI computation delay requirements Z1, Z1', Z2, Z2', Z3, and Z3' should be discussed together.
2.3.2	Number of Beam Switches Per Slot
As shown in the second agreement listed in Section 2.3, there is an FFS point regarding the UE capability on number of Rx-Tx beam switches in a slot. This capability is signaled by the parameter maxNumberRxTxBeamSwitchDL which is defined in 38.306 as follows:
	maxNumberRxTxBeamSwitchDL
Defines the number of Tx and Rx beam changes UE can perform on this band within a slot. UE shall report one value per each subcarrier spacing supported by the UE. In this release, the number of Tx and Rx beam changes for scs-15kHz and scs-30kHz are not included.
	Band
	No
	N/A
	FR2 only



38.331 defines the candidate values for this capability parameter on a per-SCS basis for 15, 30, 60, 120, and 240 kHz. For all SCSs, the candidate values are {4, 7, 14}. Hence, a high capability UE is capable of a beam switch every OFDM symbol, and the lowest capability UE is limited to 4 beam switches per slot. In our view, this range is also suitable for 480 and 960 kHz SCS. It would be undesirable to define a capability less than 4 since this would quite severely limit the utility of triggering aperiodic CSI-RS for beam management purposes. For this use case, a set of aperiodic CSI-RS resources are configured within a slot, and the UE tests different receive beams for each CSI-RS resource in the set in the case the parameter repetition is configured as 'on.' Any fewer than 4 beam switches within a slot makes this functionality not very useful.
[bookmark: _Toc66369537]For 480 and 960 kHz SCS, support a value range of {4,7,14} for the UE capability parameter maxNumberRxTxBeamSwitchDL.
2.3.3	Beam Switch Gaps
For the new large subcarrier spacings (480 and 960 kHz), the CP duration during which a UE typically switches its receive beam can be less than the time to perform a beam switch. For example, for 960 kHz, the CP curation is 73 ns, whereas beam switch time may be on the order of 100 ns. In addition, there are other sources of errors and RF imperfections that eat into the CP, e.g., delay spread, timing errors, etc. Factoring in these sources of error as well as the beam switch time, the CP duration can be exceeded, even for 480 kHz SCS. Furthermore, while 100 ns may be an upper limit on the beam switch time, not all UEs have the same implementation. Some UEs may have longer switching times than others, e.g., due to the choice between analog, digital, or hybrid beamforming implementation.
To avoid degrading signal strength measurements on CSI-RS and SRS resources when the CP duration is too short compared to beam switch time plus other impairments, the gNB can configure a gap between successive CSI-RS or SRS resources within a CSI-RS/SRS resource set used for beam management. Such configuration is already supported in the spec today. Each reference signal resource in the set is configured with a starting symbol index within the slot, which can be chosen such that there is a gap between consecutive resources.
While gaps can easily be configured, it may be preferable not to introduce such gaps for all UEs, e.g., for those that have a capability for shorter switching times that do not exceed the CP duration. At present, there does not exist UE capability signalling that could be used to inform the network of the time it takes the UE to switch from one Rx beam to another Rx beam. If there was such signalling, it would allow the network to know whether or not to configure gaps between successive CSI-RS resources (downlink) or SRS resources (uplink) in resource set. 
While the two parameters discussed in previously in Section 2.3.1 are related to beam switching capability for the downlink, they provide a composite latency that includes the PDCCH decoding delay plus baseband and radio delays. This delay is on the order of tens of symbols (multiple slots), not on the order of tens of ns which is the beam switch component of the overall delay. Furthermore, there is no existing capability signaling indicating beam switch time in the uplink.
Based on this it can be further discussed to introduce some form of capability signalling to the network on the beam switch time, either in absolute terms, or some quantized version. Alternatively, the UE could simply indicate whether a symbol gap is needed. Such a capability is mentioned in the second agreement listed at the beginning of Section 2.3.

[bookmark: _Toc66369538]To allow efficient configuration of reference signal resource sets for beam management for 480/960 kHz SCS, RAN1 should further discuss the introduction of some form of UE capability signalling that can provide the network with knowledge related to the UE beam switch time (on the order of 10s of ns, rather than 10s of symbols).
2.4	Potential Enhancements for Beam Failure Recovery
2.4.1	On ap-CSI-RS for BFD
In the prior meeting, it was proposed to was proposed to study whether or not enhancements to the link recovery procedures, i.e., beam failure detection (BFD) and new beam identification (NBI) are needed when operating in unlicensed spectrum. One of the enhancements suggested for study is whether or not ap-CSI-RS is needed as a complement to p-CSI-RS and/or SS/PBCH blocks used for BFD. It was observed that due to LBT failure, the gNB may not be able to transmit an instance (period) of the periodic BFD RS, and it was suggested that ap-CSI-RS can be used to "patch" a missing instance. It is claimed that the benefit of this is that if the link quality is good, then the UE will measure it so, and thus not trigger a BFI (beam failure indication) from PHY to MAC. Conversely, if the link quality is poor, then the UE will measure it so, and trigger a BFI from PHY to MAC, thus causing the BFI counter to be incremented.
We propose that this enhancement is not needed since a much simpler solution already exists within the link recovery procedures specified in Rel-15 (see Clause 6 in 38.213). As part of Rel-15, a maximum value for the BFI counter is configured by RRC, namely beamFailureInstanceMaxCount in RadioLinkMonitoringConfig. Additionally, a maximum value for an associated timer is configured with the parameter beamFailureDetectionTimer. These two parameters together control how fast the UE declares beam failure before triggering the link recovery procedure. According to Rel-15, the UE indicates a BFI from PHY to MAC according to the following procedure: The physical layer informs the higher layers when the radio link quality is worse than the threshold Qout,LR with a periodicity determined by the maximum between the shortest periodicity among the SS/PBCH blocks on the PCell or the PSCell and/or the periodic CSI-RS configurations in the set [image: ] that the UE uses to assess the radio link quality and 2 msec.

In other words, the BFI indication occurs every T ms, where T is the minimum value of the periodicity of all configured BFD RSs (SS/PBCH blocks and/or CSI-RSs) or 2 ms, whichever is greater. For example, if SS/PBCH with a period of 20 ms is used, then T = 20 ms.
Each time the MAC receives a BFI from the PHY layer, the BFI counter is incremented by one. The counter is reset to zero if the configured timer expires before the maximum count is achieved. Configuring a larger value of the counter and/or a smaller value of the timer serves to delay the declaration of beam failure by the UE. A smaller timer value means the counter is reset more often in the scenario of non-consecutive BFIs. Due to this mechanism, the loss of one or more periods of the periodic BFD RS(s) due to a (rare) LBT failure at the gNB, will not cause automatic declaration of beam failure; nor should it.
If desired, one can simply configure a slightly larger value of the counter and/or slightly smaller value of the timer thus slightly "slowing down" beam failure declaration to account for (rare) LBT failures. We emphasize that this is entirely feasible since the probability of LBT failure is low when operating in the 52.6 – 71 GHz spectrum due to the combination of (1) high path, (2) highly directional transmissions, and (3) high LBT threshold leading to low probability of interference in the first place. Many companies have demonstrated this during the SI phase. Furthermore, even under a pathological condition of very high LBT failure rate, the maximum value of the BFI counter will be reached, and beam failure will be declared. One can argue that this is the correct thing to do under such a circumstance. By implementation, the gNB will understand that the beam failure indication is due to persistent LBT failure, and it can take measures to avoid such a situation, e.g., switch to a different channel that is less congested.
In summary, the introduction of ap-CSI-RS to enhance BFD procedures is not technically motivated for operation in an unlicensed band in the frequency range 52.6 – 71 GHz. The flexibility of the existing BFI counter and timer mechanism for controlling when the UE declares beam failure is sufficient for mitigating rare LBT failure at the gNB that would prevent the transmission of an instance (period) of a periodic BFD RS (SS/PBCH block and/or CSI-RS). We also point out that use of p-CSI-RS for BFD is only one option. The other option is to make use of SS/PBCH blocks for BFD, and LBT failure may be even less likely due to that SS/PBCH blocks may be exempt from LBT due to short control signaling provisions of EN 302 567. As a final note, we observe that link recovery is also supported in FR1, and it was not deemed necessary to enhance the procedures to account for LBT failure in the 5 and 6 GHz unlicensed bands where LBT failure can be more common than in the 52.6 – 71 GHz band.
[bookmark: _Toc66369539]Enhancement of existing BFD procedures by introduction of ap-CSI-RS is not needed for operation in shared spectrum. The existing BFI counter and timer can be adjusted to compensate for occasional LBT failure causing a missing instance (period) of a periodic BFD RS (SS/PBCH block and/or p-CSI-RS).
2.4.2	Number of BFD-RSs
In Rel-15, there are two mechanisms for configuring RSs (SS/PBCH blocks and/or CSI-RSs) for BFD, namely explicit and implicit. For the explicit mechanism, the Rel-15/16 spec limits the number of explicitly configured BFD RSs to 2 per BWP (see 38.331). During the prior meeting, there was some limited discussion on whether or not this value needs to be increased, with the argument being that more beams may be used in 52.6 – 71 GHz band. However, we point out that the number of SS/PBCH blocks is not increased for this band – the maximum is still 64 as in FR2.
Moreover, the implicit configuration is more useful than the implicit configuration. In the implicit configuration, the UE performs measurements for BFD on the QCL Type D RS (SS/PBCH or p-CSI-RS) in whatever TCI state is active for each CORESET. This makes sense since the goal of the BFD is to determine whether or not the BLER on a hypothetical PDCCH falls below the threshold Qout,LR. Since the TCI state is updated via MAC-CE as the UE moves, and the active TCI state is drawn from a pool of 128 RRC configured TCI states, there is sufficient flexibility to support a large number of beams. In contrast, even if the number of BFD RSs  was increased for the explicit configuration approach, it is not clear that a meaningful increase would be adopted since it increases the monitoring burden on the UE. For the implicit approach, we note that the monitoring burden is capped by the number of configured CORESETs (maximum 3).
[bookmark: _Toc66369540]Enhancement of the number of explicitly configured RSs for BFD (SS/PBCH blocks and/or p-CSI-RS) is not needed
2.4.3	On timing aspects of NBI for new SCSs
According to Rel-15/16, the UE has a processing time window of 28 OFDM symbols (2 slots) starting from the last symbol of a first PDCCH reception in the search space set provided by recoverySearchSpaceId where the UE detects a DCI format with CRC scrambled by C-RNTI or MCS-C-RNTI. After 28 OFDM symbols, the UE applies a default spatial relation for PUCCH transmissions up until it receives an updated spatial relation provided via MAC-CE or RRC. The default spatial relation used for PUCCH is the PRACH transmitted within the new beam identification (NBI) procedure. It can be further discussed whether or not the 28 symbol window is sufficient for a cell configured with 480 or 960 kHz SCS where the slot is 4 or 8 times shorter than for 120 kHz SCS.
[bookmark: _Toc66369541]For the new beam identification (NBI) procedure, the 28 symbol window for decoding PDCCH in recoverySearchSpaceId may need to be revisited for the case that a serving cell is configured with 480 or 960 kHz SCS.
Conclusion
In this paper we made the following observations: 
Observation 1	To support 480 and 960 kHz, RAN1 needs to discuss whether or not the triggering offset for an aperiodic CSI-RS resource set (aperiodicTriggeringOffset) needs to be extended above the current maximum value of 31 slots.
Observation 2	The CSI computation delay requirements Z3 and Z3' depend on the value indicated by the UE capability parameter beamReportTiming. All CSI computation delay requirements Z1, Z1', Z2, Z2', Z3, and Z3' should be discussed together.


Based on the discussion in the previous sections we propose the following:
Proposal 1	For multiple PDSCHs scheduled with a single DCI for both same and cross-carrier scheduling, support a single TCI field in the DCI that is applicable to all scheduled PDSCHs. To support multi-TRP, the single TCI field can indicate one or two TCI states. The UE applies the QCL assumptions provided by the indicated TCI state(s) for all scheduled PDSCHs if the scheduling offset for the first PDSCH ≥ timeDurationForQCL.
Proposal 2	For all PDSCHs scheduled with a single DCI, when the DCI is not configured with the TCI field, the UE applies the same QCL assumption as specified in Rel-16 for the case when the scheduling offset ≥ timeDurationForQCL with the interpretation that the scheduling offset corresponds to the first scheduled PDSCH.
Proposal 3	Do not support scheduling of multiple PDSCHs with a single DCI where the TB(s) corresponding to one or more of the PDSCHs is(are) mapped over multiple slots by legacy TB repetition (semi-statically configured by pdsch-AggregationFactor or dynamically indicated by repetitionNumber in TDRA table). Beam indication procedures for such a combination are not needed.
Proposal 4	For multiple PDSCHs scheduled by a single DCI, if the scheduling offset for any of the PDSCHs is less than timeDurationForQCL (plus additional delay  for the case of cross-carrier scheduling, if enableDefaultBeam-ForCCS is configured), the UE applies the same default QCL assumption for all scheduled PDSCHs given by  the default QCL assumption for the first PDSCH. For both single and multi-TRP, the default QCL assumption for the first PDSCH is the same as that specified in Rel-16 for the case when the scheduling offset < timeDurationForQCL.
Proposal 5	As in Rel-16, for multiple PUSCHs scheduled with a single DCI support a single SRI field in the DCI that is applicable to all scheduled PUSCHs.
Proposal 6	As in Rel-16, do not support scheduling of multiple PUSCHs with a single DCI where one or more of the PUSCHs is(are) mapped over multiple slots by legacy TB repetition (Type A or B repetition). Beam indication procedures for such a combination are not needed.
Proposal 7	As a starting point for discussion of the UE capabilities, timeDurationForQCL and beamSwitchTiming, an upper bound is given by the FR2 values scaled by 4 or 8 depending on if 480 or 960 kHz SCS is used. Further discuss if this upper bound can be tightened. For the scaled capability values for beamSwitchTiming corresponding to the 224 and 336 OS values from FR2, further discuss supporting finer granularity capability indication for 480 and 960 kHz SCS.
Proposal 8	As a starting point for discussion of the value of the additional beam switching delay for cross-carrier triggering of aperiodic CSI-RS on carriers with different numerologies, consider d = 8 and 14 for µPDCCH = 3 and 5, respectively.
Proposal 9	For 480 and 960 kHz SCS, support a value range of {4,7,14} for the UE capability parameter maxNumberRxTxBeamSwitchDL.
Proposal 10	To allow efficient configuration of reference signal resource sets for beam management for 480/960 kHz SCS, RAN1 should further discuss the introduction of some form of UE capability signalling that can provide the network with knowledge related to the UE beam switch time (on the order of 10s of ns, rather than 10s of symbols).
Proposal 11	Enhancement of existing BFD procedures by introduction of ap-CSI-RS is not needed for operation in shared spectrum. The existing BFI counter and timer can be adjusted to compensate for occasional LBT failure causing a missing instance (period) of a periodic BFD RS (SS/PBCH block and/or p-CSI-RS).
Proposal 12	Enhancement of the number of explicitly configured RSs for BFD (SS/PBCH blocks and/or p-CSI-RS) is not needed
Proposal 13	For the new beam identification (NBI) procedure, the 28 symbol window for decoding PDCCH in recoverySearchSpaceId may need to be revisited for the case that a serving cell is configured with 480 or 960 kHz SCS.
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