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[bookmark: _Toc415085486][bookmark: _Toc503902285]1	Introduction
In RAN#90-e, the new WID on NR coverage enhancement was approved [1]. Its content largely based on the results obtained during SI phase [2] and detailed in TR 38.830 [3]. The following can be noted from WID objectives:
· Specify mechanism(s) to support Type A PUSCH repetitions for Msg3 [RAN1]
In this contribution, we discuss design aspects of Type A PUSCH repetition for Msg3 in Rel-17.
[bookmark: _Hlk61449522]2		Type A PUSCH repetitions for Msg3
Several design aspects were discussed during RAN1 #104-e, when considerations were made on how to add support of Type A PUSCH repetitions for Msg3 in Rel-17. Eventually, agreements were made for the following three aspects, due to their arguable foundational role for the feature:
1. Number of configurable repetitions and its indication. This number impacts the coverage, the latency of the RACH procedure completion and the flexibility of UL resource utilization. A careful choice is necessary to ensure that a good trade-off between MCL and latency increase, and flexibility reduction. This is particularly true in TDD deployments, where DL-heavy slot structures are often preferred, e.g., number of U slots may not exceed 20% of the total. Indication of the number is also a non-trivial design aspect to consider given the existing constraints in terms of RAR payload flexibility and size.   
1. Frequency hopping (FH). So far only support of inter-slot FH has been agreed on. Technical need and use-case for intra-slot FH in the context of Msg3 repetitions is yet to be discussed. 
1. Differentiation between coverage enhanced (CE) and legacy UEs: This aspect impacts the latency of the RACH procedure completion and can also affect the flexibility and the efficiency of DL and UL resource utilization for subsequent Msg2 and Msg3 transmission. An oblivious gNB, that is a gNB which does not have access to information related to the presence of CE UEs in the cell and their number (if any), may need to allocate DL and UL resources for Msg2 and Msg3 in sub-optimal ways to ensure that CE UEs can indeed repeat Msg3 over PUSCH. On the other hand, allowing CE UEs to inform gNB of their presence in the cell, e.g., by means of implicit signalling using Msg1, would entail the reduction of available resources for legacy UEs, in turn yielding a collision probability increase for msg1 transmissions and a consequent latency increase for the completion of the RACH procedure. Additionally, one should consider that other types of Rel-17 UEs, e.g., Redcap, may need differentiation/identification during access. It is paramount to ensure that extreme resource segmentation does not occur for the sake of good system performance. This further shows how critical this design aspect is. 
A fourth aspect has not been the object of any agreement. On the other hand, its importance is evident given its impact on how UE may know if Msg3 repetitions are to be performed: 
1. Msg3 repetition trigger. Repetitions can be triggered in several ways. Both explicit and implicit mechanisms can be envisioned. In this context, the trigger could be either a standalone activation command or coupled with a dynamic indication of the number of Msg3 repetitions the CE UE should perform (the latter approach assumes multiple configuration choices).
These four aspects will be thoroughly discussed in the next sections.
[bookmark: _Toc68654285]Observation 1. Both explicit and implicit mechanisms to trigger Msg3 repetitions can be envisioned.
2.1 Number of initial Msg3 transmission repetitions and its indication
We start by considering the possible MCL/MIL/MPL increase brought by repeating initial Msg3 transmission  times, previously reported in [4]. For the sake of completeness, we extend the set of tested number of repetitions to include 12 and 16 as well. Two scenarios are considered, one for FR1, i.e., 4 GHz Urban, and one for FR2, i.e., 28 GHz Urban. NLOS O2I propagation is assumed and 10%-BLER SINR [dB] of Msg3 when no repetition is performed is used as the baseline (as per our results in [5] and [6]). Intra-slot FH hopping is considered for both cases. The SINR increase brought by different values of  is illustrated in Table 1.
	
	
	
	
	N=12
	N=16

	4 GHz Urban
	1.89
	2.82
	2.88
	1.91
	1

	28 GHz Urban
	1.8
	2.05
	2.9
	2.43
	0.88


[bookmark: _Ref53769583]Table 1. 10%-BLER SINR of Msg3 with and without repetitions.
Quantitatively, the MCL/MIL/MPL of Msg3 experiences an overall 10.5 dB and 10.06 dB increase for 4 GHz Urban and 28 GHz Urban, respectively, when going from no to 16 Msg3 repetitions. In other words, a non-negligible positive impact is shown for both FR1 and FR2 when Msg3 is repeated, with significant 10%-BLER SINR reduction at every doubling of the number of repetitions. On the other hand, it is worth observing that the relative increase at every doubling yields diminishing returns for .
[bookmark: _Toc68654286]Observation 2. Msg3 repetitions yield non-negligible coverage benefits which increase with the number of repetitions, however diminishing returns are observed for .
If analyzed as a standalone feature, the benefit of Msg3 repetitions is rather clear, and the higher the number of repetitions the larger the potential coverage increase experienced by a coverage limited UE. On the other hand, such feature may have a non-negligible impact on several other aspects of the RACH procedure, namely:
1. The overall latency for the completion of the RACH procedure. Each UE’s transmission’s latency will impact not only the duration of its RACH procedure, but also the one of other UEs. Indeed, a larger resource utilization by any CE UE would reduce the available resources for other UEs (CE or not).
1. The efficiency and flexibility of the UL resources utilization prior to RRC connection, given both the limited number of available U slots in typical slot structures and the actual number of U slots which would be occupied for Type A Msg3 repetitions.
1. The payload of other indicators/messages, for instance DCI and/or Msg2, depending on whether and how multiple repetition numbers are configurable.
For all these reasons, identifying the most meaningful number of repetitions for specification, and/or the set of supported repetition numbers (if more than one configuration is supported), is a non-trivial matter which requires further analysis and discussions.
[bookmark: _Toc68654287]Observation 3. Msg3 repetitions yield coverage benefits at the cost of higher latency, possible lower efficiency and flexibility of UL resources utilization prior to RRC connection and possible larger payload of previous indicators/messages.
[bookmark: _Toc68654288]Observation 4. Selecting the most meaningful number of repetitions for specification, and/or the set of supported repetition numbers (if more than one configuration is supported), is a non-trivial matter which requires further analysis and discussions
[bookmark: _Toc68654380]Proposal 1. The identification of the supported number(s) of Msg3 repetitions should be carried out while considering the trade-off between at least increased coverage, increased latency, reduced flexibility, and reduced efficiency of UL resource utilization. 
2.1.1 Indication of number of Msg3 repetitions for initial Msg3 transmission

In RAN1#104-e, the following agreement was made on how the number of repetitions for initial Msg3 transmission will be indicated in Rel-17.
	Agreements:
· For indication of the number of repetitions for Msg3 initial transmission, down-select one option from the options below.
· Option1: UL grant scheduling Msg3.
· FFS details.
· FFS fallbackRAR UL grant. 
· Note: Optimization specific for fallbackRAR UL grant in 2-step RACH is not considered in Rel-17 CovEnh WI, if supported.
· Option2: DCI format 1_0 with CRC scrambled by RA-RNTI
· FFS details. 
· Option3: SIB1 only
· Any modifications of RAR UL grant or DCI format 1_0 with CRC scrambled by RA-RNTI for indicating Msg3 repetitions shall not impact the legacy UE interpretation of the RAR or DCI format 1_0 with CRC scrambled by RA-RNTI respectively


Rel-17 WI aims at allowing Type A Msg3 scheduling mechanisms to trigger/configure Msg3 repetitions. Indeed, Rel-15 and Rel-16 do not support Type A Msg3 repetitions. Existing scheduling solutions for Type A PUSCH repetitions cannot be reused since UL grants for Msg3 transmission in NR are currently conveyed via PDSCH scheduled by DCI 1_0. New signaling, peculiar to Msg3 resource allocation use case, thus needs to be devised to provide the necessary support to Type A Msg3 repetitions in NR, as per Rel-17 WID. Furthermore, and according to the agreement above, this should be achieved with no impact on the operation of legacy UEs (Rel-15/16), which receive the same Msg2 in response to their successful PRACH attempts.
Discussions during RAN1 #104-e focused mostly on very general possibilities which could be considered as principles designing the Rel-17 solutions. In general, two major signaling aspects will have to be designed to support Type A Msg3 repetition in Rel-17:
1. Configuration of one or more values for the number of Msg3 repetitions that UE will have to perform.
2. Triggering of the repetition for one UE and, if applicable, to group of UEs. 
In this subsection, we will focus on the first aspect. A discussion about triggering options will be carried out in subection 2.1.2. 
The agreement made during RAN1 #104-e describes the following 3 options:
· Option 1: UL grant scheduling Msg3.
· Option 2: DCI format 1_0 with CRC scrambled by RA-RNTI
· Option 3: SIB1 only
From our perspective, the most flexible and forward-looking option is to use the UL grant scheduling Msg3 and, more generally the MAC PDU carried by Msg2.
[bookmark: _Toc68654289]Observation 5. The most flexible and forward-looking option to configure Msg3 repetitions is to use the UL grant scheduling Msg3 and, more generally the MAC PDU carried by Msg2
Option 2 requires modifications to DCI format 1_0, which are not preferred in general. First, backward compatible modifications to DCI 1_0 may not be trivial to realize. Second, it is worth observing that PDCCH transmission after Msg1, and prior to RRC connection, is often performed in a broadcast fashion given that beam management framework has not been set up yet. According to the results in TR 38.830, its coverage is lower than PDSCH. Thus, increasing the payload size of DCI 1_0. Thus, and given the “simultaneous” presence of a PDSCH transmission carrying Msg2, which by nature is more flexible, acting on PDCCH to implement a signalling structure for configuring Msg3 repetitions is not the best course of action. Option 2 is thus not preferred.
Option 3 has the advantage of relying exclusively on higher layer signalling for configuring Msg3 repetitions. Indeed, this seems the option with the smallest possible impact on current specification. On the other hand, it also the least flexible for obvious reasons, and may not offer efficient ways of configuring Msg3 repetitions differently for different UEs/Coverage needs. In this sense, even if possibly a more interesting option than Option 2, it would not be able to exploit most of the potential of the Msg3 repetition feature. For instance, and as we discussed in subsection 2.1, it would not offer simple ways of supporting more than one value of number of repetitions, without relying on additional L1 signalling, e.g., Msg2.
Option 1, on the other hand, seems to offer more flexibility if UL grant is considered as a possible way for configuring Msg3 repetitions, and even more if MAC PDU (which carries UL grant within its subPDUs) is considered. This option could still have some disadvantages:
· Possible Msg2 coverage reduction: If new content is added to UL grant, or MAC PDU, while keeping Msg2 backward compatible for preserving operations of legacy UEs, then coverage of Msg2 may decrease. On the other hand, MAC PDU’s payload size is significantly larger than the size of any small additions, if any indeed, one may want to consider for the UL grant or the PDU itself. Thus, the arguable coverage reduction would be substantially negligible, and its impact would be much smaller than its DCI 1_0 counterpart (as per Option 2).
· Possible reduction of the flexibility of configuration options in UL grant: preliminary discussions were made during RAN1 #104-e about possible directions to modify the UL grant to enable the possibility of using it to configure Msg3 repetitions. Most of such directions were targeting specific fields of the UL grant and proposing a compression/modification to make them suitable for the Msg3 repetition configuration purpose. Albeit technically interesting, this direction could reduce the flexibility of the configuration options associated to this compressed/modified fields. If an approach belonging to this category of solutions were to be selected by RAN1, priority should be given to fields which do not affect flexibility of power control and link adaptation. These two parameters/aspects have a paramount impact on the coverage of the transmission. Their configuration flexibility should be preserved.
From our perspective, the extent of the disadvantages of Option 1 is much smaller than what can be said about Option 2 and 3, especially because a good design for Option 1 would be able to make the impact of said disadvantages practically negligible (as we discuss in the following). For this reason, Option 1 is our preferred approach.
[bookmark: _Toc68654381]Proposal 2. Use UL grant or, more generally, MAC PDU for indication of the number of repetitions for Msg3 initial transmission.
Given the above discussion we identify two directions for designing how Msg3 repetitions should be configured via UL grant or MAC PDU: 
1. No impact on payload size and no impact on flexibility: according to this direction, payload size of both UL grant and MAC PDU are the same as for Rel-16/Rel-16 UL grant MAC PDU. The flexibility of configuration options of Rel-17 UL grant is the same as its Rel-15/Rel-16 counterpart. 
2. Minimum impact on payload size and no impact on flexibility: according to this direction, payload size of both Rel-17 UL grant and MAC PDU may be larger than Rel-15/Rel-16 counterparts. The difference must be kept small. Flexibility of configuration options of Rel-17 UL grant must be fully preserved.
Example of approaches to allow configuration of Msg3 repetitions via UL grant of MAC PDU, according to the directions outlined above are provided in the following.
1 - No impact on payload size and no impact on flexibility
In this case, gNB must configure Msg3 repetitions, e.g., indicate the number of Msg3 repetitions UE should perform, without altering payload size of UL grant nor the flexibility of the configuration options of the UL grant. 
From our perspective, gNB has two ways of achieving this target:
· TC-RNTI: gNB could use a specific set of values of TC-RNTI included in the UL grant to configure Msg3 repetitions for the CE UE(s) whose RAPID is included as sub-header of the MAC RAR carrying the UL grant. The 16 bits of the TC-RNTI could offer a plethora of possibilities in this sense. The impact on legacy network operations would be zero. In other words, specific meaning could be assigned to a set of TC-RNTI values in any specification-compatible way, e.g., hard-coded, higher layer signalling and so on. All UEs would keep using TC-RNTI to scramble the CRC of Msg3 as per legacy RACH procedure, however CE UE would also be able to infer implicit information about the number of Msg3 repetitions which should be transmitted by looking at the received TC-RNTI (which will then be used to scramble CRC of Msg3). Indeed, this additional meaning of the TC-RNTI would be accessible only to UEs that support CE. Legacy UEs would simply be unaware of the additional meaning and behave as before. The performance of their transmissions would also be unchanged.

It is straightforward to see why neither the payload size of the UL grant/MAC PDU nor the flexibility of the configuration options of the UL grant would be impacted by this use of the TC-RNTI (which, by itself, is not a configuration but “just” an identifier). Furthermore, this could be used regardless of whether gNB is aware or not of the capabilities of the UEs attempting access. 

· TAC: As per previous discussion, we start by excluding compression/modification/reuse of UL grant fields that are related to link adaptation and power control. Following a similar logic, it would seem reasonable to preserve maximum resource allocation flexibility at gNB as well, hence we think that FDRA/TDRA and FH bits should also be kept unchanged. This may imply that suitable alternatives to configure Msg3 repetitions must be found outside of the UL grant, but always within the MAC PDU. 

Such alternatives could be found in the RAR, more precisely in the 12 bits of the TAC field which precedes the UL grant. It could be indeed argued that this field is currently over-dimensioned, i.e., the number values which can be indicated by its number of bits is larger than the number of supported TA values in NR. To be more specific, TAC values from 3847 to 4095 are currently not used in specification and could be used to convey Msg3 repetitions configurations. Other approaches based on the use of TAC could also be envisioned, in case specific hypotheses on the cell range, based for instance on the results in TR 38.830, were made. This field could then be also used to configure Msg3 repetitions for the UE(s) whose RAPID is included as sub-header of the MAC RAR carrying the TAC.
[bookmark: _Toc68654382]Proposal 3. Use a specific set of values of TC-RNTI included in the UL grant to configure Msg3 repetitions for the UE whose RAPID is included as sub-header of the MAC RAR carrying the UL grant.
[bookmark: _Toc68654383]Proposal 4. Make use of the TAC field included in the RAR to configure Msg3 repetitions for the UE whose RAPID is included as sub-header of the MAC RAR carrying the TAC.
· FFS: details, e.g., values of the TAC field currently not used in specification.

2 – Minimum impact on payload size and no impact on flexibility
In this case, gNB must configure Msg3 repetitions, e.g., indicate the number of Msg3 repetitions UE should perform, with minimum impact on payload size of UL grant/MAC PDU, while guaranteeing no impact on the flexibility of the configuration options of the UL grant. 
We foresee one way for gNB to achieve this target.
More precisely, gNB could append signaling to configure Msg3 repetitions at the end of the last subPDU of the MAC PDU, where padding may optionally be located according to Rel-15/Rel-16. This information would then be considered as padding to be discarded by legacy UEs, whereas CE UEs, whose RAPID is included as sub-header of the MAC RAR(s) carried by the MAC PDU, could find it and use it to configure and transmit Msg3 with repetitions. In practice, this could be realized with negligible effort. As a matter of fact, gNB has full control on the amount of DL resources scheduled for the PDSCH carrying Msg2, which in turn carries the MAC PDU. Once the size of the MAC PDU plus the additional information related to Msg3 repetitions is determined, a suitable amount of resources corresponding to a valid TBS can be allocated via DCI 1_0, for the Msg2 transmission to take place. In other words, gNB can always make sure that an arbitrary amount of padding, as perceived by Rel-15/Rel-16 UEs, can be appended at the end of the MAC PDU to yield the valid TBS. It is worth observing that not only this is easily feasible but would also a practically negligible cost for DL coverage of PDSCH, which is known to be the channel whose coverage is the largest [3].
[bookmark: _Toc68654384]Proposal 5. Append signalling at the end of the MAC PDU, which CE UE(s) whose RAPID is included as sub-header of the MAC RAR(s) carried by the MAC PDU will use for Msg3 repetitions configuration determination, and which Rel-15/Rel-16 UEs would only perceive as optional padding to discard, according to specification. 
· FFS: details.

2.1.2 Interplay between Msg3 repetition number configuration and Msg3 repetition trigger: Cell-specific and UE-specific configuration
Several explicit methods could be envisioned to trigger Msg3 repetitions. All of them can be mapped to two categories, depending on how the number of Msg3 repetitions is configured by gNB:
1. A cell-specific static number of repetitions is configured by gNB for all CE UEs, e.g., via SIB1, and the trigger simply provides activation command for the UE to perform the Msg3 repetitions.
1. A UE-specific dynamic number of repetitions is configured by gNB via the trigger.
The first category provides the simplest approach from the point of view of the signaling. Indeed, only a simple trigger per UL grant would be needed to inform CE UEs to perform Msg3 transmission using the statically configured cell-specific number of repetitions. However, this approach has the disadvantage of not being able to adapt the resource allocation for the CE UE repeating Msg3 to the actual coverage condition of that CE UE. At the same time, it would offer the advantage of requiring a smaller amount of additional signaling bits, w.r.t. legacy structures, than a counterpart based on a UE-specific Msg3 configuration approach.
[bookmark: _Toc68654290]Observation 6. A cell-specific static number of Msg3 repetitions triggered via a simple activation command is the simplest approach possible from the point of view of the signaling but cannot be used to adapt the resource allocation for the CE UE repeating Msg3 to the actual coverage condition of that CE UE.
[bookmark: _Toc68654291]Observation 7. Cell-specific static configuration of the number of Msg3 repetitions supported in the cell would require a smaller amount of additional signaling bits, w.r.t. legacy structures, than the UE-specific counterpart.
The second category offers the flexibility to adapt the resource allocation for the CE UE repeating Msg3 to the actual coverage condition of that CE UE. This is arguably the most interesting approach from network perspective, given that it ensures a more efficient use of the UL resources, thanks to the UE-specific configuration. However, it may or may not come at the cost of a larger number of resources used by gNB for the trigger, e.g., a larger number of signaling bits, as compared to the cell-specific counterpart, depending on how the trigger is designed. Accordingly, suitable considerations and evaluations would have to be carried out to identify and design the solution which should be supported in Rel-17, depending on how Msg3 repetions are configured. 
[bookmark: _Toc68654292]Observation 8. UE-specific configuration offers the flexibility to adapt the resource allocation for the CE UE repeating Msg3 to the actual coverage condition of that CE UE, and comes at the cost of a larger number of resources used by gNB for the trigger, e.g., a larger number of signaling bits, as compared to the cell-specific counterpart, and regardless of how the Msg3 repetition trigger is designed.
From a specification perspective, support of both UE-specific and cell-specific approaches could be added by means of suitable modifications of the:
· MAC PDU carried by Msg2, or
· DCI format 1_0 with CRC scrambled by RA-RNTI for first Msg3 transmission, or
From our perspective, and given the larger coverage and flexibility or MAC PDU as compared to DCI during access phase, i.e., PDSCH offer a larger coverage as compared to PDCCH as shown in [3], solutions based on MAC PDU carried by Msg3 would be more robust and less expensive and are thus preferred. Remarkably this observation would hold both for cell-specific or UE-specific approach to Msg3 repetition number configuration.
[bookmark: _Toc68654385]Proposal 6. Msg3 repetition trigger shall be provided via MAC PDU carried by Msg2.
· FFS: details
2.2 Number of Msg3 re-transmission repetitions and its indication
In RAN1#104-e, the following agreement was made regarding number of repetitions for Msg3 re-transmissions:
	Agreements:
· For indication of the number of repetitions for Msg3 re-transmission, down-select one option from the options below.
· Option1: DCI format 0_0 with CRC scrambled by TC-RNTI.
· FFS details.
· Any modifications of DCI format 0_0 with CRC scrambled by TC-RNTI for indicating Msg3 repetitions shall not impact the legacy UE interpretation of the DCI format 0_0 with CRC scrambled by TC-RNTI.
· Option2: Can be determined based on the repetition number for Msg3 initial transmission



First of all, we would like to point out that supporting dynamic indication of Msg3 repetition number for the initial transmission requires modification of the RAR (i.e., the content of Msg2 over PDSCH), whereas supporting dynamic indication of Msg3 repetition number for the re-transmission requires modification of the DCI 0_0 (i.e., PDCCH). From our perspective, this non-trivial difference requires a more thorough analysis of the situation.
We start our analysis by highlighting that it is unclear why a change to the repetition number of a re-transmission w.r.t. the number configured for the initial transmission would be needed. This seems a rather fundamental question an answer should be given to, before proceeding. 
Qualitatively speaking, the paramount objective network should try achieving is that the performance of initial transmission is sufficient to yield a good coverage for Msg3. In other words, the first and foremost target should be to ensure that the repetition number of the initial transmission is suitable to meet the coverage goal, while not entailing too large costs for the network in terms of latency and flexibility of UL resource utilization. 
[bookmark: _Toc68654293]Observation 9. gNB’s first and foremost target should be to ensure that the repetition number of the initial Msg3 transmission is suitable to meet the Msg3 coverage goal, while not entailing too large costs for the network in terms of latency and flexibility of UL resource utilization.
This is indeed the most challenging problem, since a reasonable level of uncertainty could exist at gNB, before the initial Msg3 transmission is performed. It is straightforward to see that the amount of information gNB would possess after the initial transmission is larger. In other words, after the first Msg3 transmission (with repetitions), gNB would be able to realize that:
1. A certain number of Msg3 repetitions is not sufficient to decode Msg3; 
or
2. A certain number of Msg3 repetitions is not sufficient to guarantee a good Msg3 decoding performance;
or
3. A certain number of Msg3 repetitions is sufficient.
Let us ignore scenario 3, since no re-transmissions would be necessary in this case, and focus on scenarios 1 and 2. Therein, even if the observed problem is different, the solution could be found using the same approach. For the sake of simplicity, let’s assume that the initial transmission fails to meet the performance target (or fails completely, i.e., nothing is decoded). In this case, gNB does not necessarily need to configure a larger number of Msg3 transmissions, since several other parameters and dynamic configurations of the system could be now optimized differently as compared to the initial Msg3 configuration, given the available additional information available at gNB after the initial Msg3 transmission (regardless of its outcome). Example of such dynamic configurations are TDRA, FDRA, MCS, TPC and toggling of FH. Acting on those configurations, mostly related to aspects of resource allocation and link adaption, may be sufficient in a vast majority of the cases, without any need to resort to modifications and optimization of DCI 0_0 payload. The latter would in fact entail larger specification impact and, very likely coverage reduction of DCI 0_0 itself. As such they are not preferred.
[bookmark: _Toc68654294]Observation 10. Acting on configurations related to aspects of resource allocation and link adaption for Msg3 re-transmission, such TDRA, FDRA, MCS, TPC and FH triggering, may be sufficient in a vast majority of the cases, without any need to resort to modifications and optimization of DCI 0_0 payload.
From this perspective, any of the following three ways of realizing Option 2, as per above agreement, would seem more desirable: 
· Re-transmitting Msg3 using the same repetition number as initial transmission. This may also yield an easy way for gNB to combine initial transmission and re-transmission to improve Msg3 decodability in case of Scenario 2, as per above list.
· Re-transmitting Msg3 using the repetition number derived from the number used for initial transmission (according to, e.g., a fixed rule).
· Re-transmitting Msg3 using a semi-static configuration provided via higher-layer signalling, e.g., SIB1.  
[bookmark: _Toc68654386]Proposal 7. The following 3 options should be considered for determining the number of repetitions in case of Msg3 re-transmissions:
· The repetition number for Msg3 re-transmission is the same as indicated/configured for initial transmissions.
· The repetition number for Msg3 re-transmission can be derived from the number used for initial transmission (according to, e.g., a fixed rule). 
· The repetition number for Msg3 re-transmission is configured via higher-layer signalling, e.g., SIB1.  
2.3 Frequency hopping for Msg3 repetitions
In Rel-15/16, only intra-slot FH is supported for Msg3 transmission. Due to the lack of support to Msg3 repetitions, i.e., the notion of inter-slot FH would not make sense in this case. On the other hand, in the context of Rel-17 WID, where support of Msg3 repetitions is being designed, it is legit to wonder if both types of FH supported for RRC_connected PUSCH should be supported for Msg3 repetitions over PUSCH as well.

The following agreement was made during RAN1 #104-e:

	Agreements:
Support inter-slot frequency hopping for repetition of Msg3 initial and re-transmission.
FFS details, e.g., signaling etc.



We start by focusing on intra-slot FH. The main advantage of intra-slot FH is the larger flexibility gNB could enjoy when scheduling resources for PUSCH in general, and for Msg3 transmission more specifically. This gives gNB the possibility of designing more efficient hopping patterns among UEs, based for instance on a 7-symbols duration per hop, which could be very useful in case of high UL traffic.  Furthermore, intra-slot FH could be the only way to ensure frequency diversity gain for Msg3 transmissions where no repetition is triggered/configured. Indeed, only intra-slot FH could be enabled for these UEs.
[bookmark: _Toc68654295]Observation 11. Intra-slot FH provides a larger flexibility to gNB when scheduling resources for PUSCH in general, and for Msg3 transmission more specifically.
[bookmark: _Toc68654296]Observation 12. Intra-slot FH is the only way to ensure that the Msg3 transmission performed by legacy or CE UEs, not configured/triggered for transmitting Msg3 with repetitions, could experience frequency diversity gain.
During RAN1 #104-e it was argued by some companies that triggering intra-slot FH may require an additional bit in the UL grant carried by Msg2. Therefore, if a choice is to be made between the two types of FH, then it has been stated that this choice should favor intra-slot FH. Now, while the logical solution stands and has its merits, the initial argument does not seem correct. Indeed, no additional bit in Msg2 would be necessary to either trigger intra-slot or inter-slot FH if the legacy approach to PUSCH configuration were to be reused for configuring FH for Msg3 repetitions. 
In Rel-15, FH mode is higher-layer configured via the field 
frequencyHopping                        ENUMERATED {intraSlot, interSlot}
where the value intraSlot enables 'Intra-slot frequency hopping' and the value interSlot enables 'Inter-slot frequency hopping'. If the field is absent, FH is not configured. This field could then simply be introduced in SIB1, to configure which FH mode the UEs in the cell should use for performing Msg3 repetitions, and the existing FH bit in the RAR UL grant/DCI 0_0 format scrambled by TC-RNTI could be used by gNB to trigger FH or not, according the FH mode indicated via SIB1. This would guarantee a reasonable degree of flexibility to gNB and would not require UEs to support a FH mode which is not already supported by Rel-15/Rel-16 PUSCH. 
[bookmark: _Toc68654297]Observation 13. No additional bit in Msg2 would be necessary to either trigger intra-slot or inter-slot FH if the legacy approach to PUSCH configuration were to be reused for configuring FH for Msg3 repetitions. 
Other higher-layer signaling option could be considered, provided that the same 1-bit field as in Rel-16 can be used to toggle the FH mode configured by gNB for Msg3 transmission.
[bookmark: _Toc68654387]Proposal 8. Both inter-slot FH and intra-slot FH should be supported for Msg3 repetitions, where only one FH mode can be configured for the whole cell at a time, and where FH is triggered (or not) using legacy Msg2-based 1-bit signaling.    
2.4 Differentiation between CE UEs and legacy UEs
Legacy UEs, i.e., Rel-15/16 UEs, do not support Msg3 PUSCH repetitions. Conversely, a Rel-17 UE may support Msg3 repetitions and related configurations. Both categories of UEs may exist in a cell at the same time. Prior to RRC connection, gNB would likely be incapable of determining the capabilities of all UEs attempting access, unless specific mechanisms are devised for this information to be acquired before Msg2 is transmitted.  
As previously discussed, a gNB which does not have access to information related to the presence of CE UEs in the cell and their number (if any) may not know when to trigger Msg3 repetitions, i.e., which UEs could support Msg3 repetitions. Two options exist:
1. gNB is oblivious of the presence or not of CE UEs in the cell. Possibly redundant DL and UL resources are used for transmitting Msg2 and Msg3 to account for the possibility that UEs in coverage shortage may or may not support Msg3 repetitions, depending on how gNB wishes to allocate resources. 
1. CE UEs signal their enhanced capabilities during step 1 of the RACH procedure. This signaling would likely be implicit to ensure backward compatibility with existing procedures and would allow CE UEs to inform gNB of their presence in the cell. Several mechanisms could be envisioned to this end, legacy and CE UEs could for instance make use of separate PRACH configurations, different preamble groups, and/or separate RO occasions per preamble, and so on. This signalling could also be seen by gNB as a request the UE issues to trigger Msg3 repetition configuration
Relevant pros and cons of the two approaches are as follows:
1. The approach in which gNB is oblivious of the presence or not of CE UEs in the cell is arguably sub-optimal, given that it could yield a less efficient resource utilization. Indeed, gNB may or may not need to resort to decisions capable to accommodating the “more resource consuming” case, i.e., UEs experiencing coverage shortage are all CE UEs. This would clearly depend on gNb’s implementation. At the same time, this approach would preserve all UL RACH resources used prior to Msg3 transmission, which is an extremely important aspect per se, to guarantee the effectiveness and performance of PRACH.
2. The approach based on CE UEs using Msg1 to signal their presence to gNB, and/or request to be configured for Msg3 repetitions, is certainly beneficial to minimize redundancies in the subsequent operations. On the other hand, this approach would clearly cause a reduction of available resources for legacy and Rel-17 RedCap UEs, where the latter may indeed be configured via SIB1 to perform Msg1-based identification, as prescribed by the RedCap Rel-17 WID [7]. This would yield an excessive fragmentation of the overall configured preamble group, and a much larger time to ensure all UEs in the cell attempting access can have a possibility to perform Msg1 transmission, and so on. This can have several negative consequences, such as collision probability increase for Msg1 transmissions of both legacy, RedCap and CE UEs, a consequent latency increase for the completion of the RACH procedure, more complex scheduling procedures at gNB, just to name a few. The situation would be further aggravated by the fact that Msg1 can be retransmitted a certain number of times by all UEs not receiving Msg2 within the RAR window or Msg4 after the contention resolution window expires. Moreover, it should be noted that all these options would assume that some CE UEs attempting access exist in the cell, whereas this may not be the case in practice. In this context, efficiency, performance, and latency of the PRACH (and, more generally, RACH) procedure would be worse than in the legacy case with no UE experiencing coverage benefits. In other words, any signalling structure meant to be used by CE UEs to inform gNB about their presence would come at a non-negligible cost which would have to be carefully assessed, while taking into account costs and benefits of the blind approach based on oblivious gNB.
[bookmark: _Toc68654298]Observation 14. A gNB unaware of UE’s capabilities prior to Msg2 transmission may or may not need to resort to less efficient UL and DL resource utilization for Msg3 transmission.
[bookmark: _Toc68654299]Observation 15. Ensuring awareness of UE’s capabilities prior to Msg2 transmission comes at the cost of larger collisions probability, collisions and latency of PRACH (and, more generally, RACH procedure), with no guarantee that any UE attempting access in the cell would experience better Msg3 coverage.
[bookmark: _Toc68654388]Proposal 9. The cost of specifying any signalling structure meant to be used by CE UEs to inform gNB about their presence and CE capabilities prior to Msg2 transmission, is non-negligible and shall be carefully assessed by RAN1 and compared to costs and benefits of the approach based on oblivious gNB.
Stemming from the above considerations and observations, long discussions took place during RAN1 #104-e about the two approaches above, and the following agreements were made:
	Agreements:
For Msg3 PUSCH repetition, the following options are considered, aiming for down-selection in RAN1#104b-e:
· Option 1-1: For gNB scheduled Msg3 PUSCH repetition without UE request,
· A UE indicates to support of Msg3 PUSCH repetition via separate PRACH occasion or separate PRACH preamble in case of shared PRACH occasions.
· For a UE supporting Msg3 PUSCH repetition, gNB decides whether to schedule Msg3 PUSCH repetition or not. If scheduled, gNB decides the number of repetitions.
· FFS details if any.
· Option 1-2: For gNB scheduled Msg3 PUSCH repetition without UE request,
· gNB decides whether to schedule Msg3 PUSCH repetition or not. If scheduled, gNB decides the number of repetitions.
· For UE does not support Msg3 PUSCH repetition, UE transmits Msg3 PUSCH without repetition
· For UE does support Msg3 PUSCH repetition, UE transmits Msg3 PUSCH with repetition as indicated by gNB and UE uses, e.g., separate DMRS configuration or UCI multiplexing with Msg3 PUSCH (or other ways)
· Note: e.g., this can be for differentiation between UEs not supporting Msg3 PUSCH repetition and Rel-17 CE UEs supporting Msg3 PUSCH repetition or between RACH procedure with Msg3 PUSCH repetition and Msg3 PUSCH without repetition, etc.
· gNB blindly decodes Msg3 PUSCH with two different assumptions, w/ and w/o repetition.
· FFS details if any.
· Option 2-1: For UE triggered Msg3 PUSCH repetition with gNB indicating the number of repetitions,
· A UE can trigger RACH procedure with Msg3 PUSCH repetition via separate PRACH occasion or separate PRACH preamble in case of shared PRACH occasions.
· Whether a UE would trigger is based on some conditions, e.g., measured SS-RSRP threshold, which may or may not have spec impact.
· If Msg3 PUSCH repetition is triggered by UE, gNB decides the number of repetitions for Msg3 PUSCH 3 (re)-transmission.  
· FFS details if any.
· Option 2-2: For UE triggered Msg3 PUSCH repetition with gNB indicating the number of repetitions,
· gNB decides whether to schedule Msg3 PUSCH repetition or not. If scheduled, gNB decides the number of repetitions.
· If Msg3 PUSCH repetition is scheduled, UE transmits Msg3 PUSCH with or without repetition. If UE transmits Msg3 PUSCH repetition, the number of repetition follows the indication of gNB and UE uses e.g., separate DMRS configuration or UCI multiplexing with Msg3 PUSCH (or other ways)
· Whether a UE would trigger is based on some conditions, e.g., measured SS-RSRP threshold, which may or may not have spec impact.FFS details if any.
· Other options are not precluded. 


Each of the Options above have merits and drawbacks. Their analysis is certainly nontrivial. For the sake of clarity, we will organize it according to a topic-by-topic logic.
Considerations made during the SI
During the SI, a long discussion was carried out on the impact that PRACH enhancements would have had on system performance in terms of latency, collision probability and other relevant metrics to measure performance of access mechanisms. On the other hand, therein the modification to how resources for Msg1 were configured was targeting an actual coverage increase of Msg1 itself. In other words, a trade-off about Msg1 could be identified, and meaningful discussions could be had. RAN1 decided that the possible latency and collision probability increase was not worth it. 
Now, it is hard to justify why a different assessment should be made in this case, where the actual modifications to how Msg1 is transmitted would not affect Msg1 itself, but rather a possible Msg3 transmission which may not even happen in practice (assuming that CE UEs are not present in the cell, for instance, and if they are present they are not experiencing coverage shortage and so on). In other words, the likely scarce UL resource (note that DL-heavy slot structures are considered in this WI, for both FR1 and FR2, so the number of available U slots is very limited) which is to be used by RRC_inactive/RRC_connected legacy/RedCap/CE UEs (i.e., all UEs) will have to be fragmented and reduced for each category of UEs, assuming some of those UEs will support Msg3 repetitions and that the same UEs will also need to repeat Msg3.
[bookmark: _Toc68654300]Observation 16. The likely scarce UL resource (note that DL-heavy slot structures are considered in this WI, for both FR1 and FR2, so the number of available U slots is very limited) which is to be used by RRC_inactive/RRC_connected legacy/RedCap/CE UEs (i.e., all UEs) will have to be fragmented and reduced for each category of UEs, assuming some of those UEs will support Msg3 repetitions and that the same UEs will also need to repeat Msg3.
This does not seem very intuitive and deserves a more accurate analysis. There is a non-negligible risk that this could hinder performance quite significantly, especially in FR2. For instance, maybe Msg3 repetitions should be allowed only during the Msg3 re-transmission, should the initial transmission fail. From our perspective, it is not very clear why allowing Msg3 repetitions only for Msg3 re-transmissions should cause more latency than having larger latency during PRACH, due to the presence of a “UE request/signalling” and repetitions configured for Msg3 transmissions instead. We are still at an early stage of the WI and we should strive to make sure that RAN1 does not design a feature whose effectiveness is reduced by poor design. Pros and cons of each approach should be discussed in detail. 
[bookmark: _Toc68654301]Observation 17. It is not clear why allowing Msg3 repetitions only for Msg3 re-transmissions should cause more latency than having larger latency during PRACH, due to the presence of a “UE request/signalling” and repetitions configured for Msg3 transmissions instead.
From our perspective, engaging in the design of a new Msg1-based procedure to support a new feature for Msg3 which may not be needed by many UEs anyway, and to solve a problem that several companies did not even acknowledge during the SI phase is very unreasonable. This is particularly evident if we consider the significant costs this would yield in terms of higher collision probability, latency, and configuration complexity of PRACH. It could be argued that if the alternative is to allow for additional redundancy for PUSCH transmission, in terms of resource allocation, would also increase latency. However, this would depend on the specific design and implementation of the feature. Having said this, it is also worth observing that PUSCH transmission is not as structured as PRACH transmission. Indeed, when allocating resources for PUSCH, gNB does not need to respect a very rigid raster of configuration and association periods or of SSB/RO mapping (as for PRACH) and so on. In other words, the flexibility of PUSCH is much larger than the flexibility of PRACH. Several optimizations which are possible for PUSCH resource allocation are not possible for PRACH unless performance is seriously hindered.
[bookmark: _Toc68654302]Observation 18. The flexibility of PUSCH is much larger than the flexibility of PRACH. Several optimizations which are possible for PUSCH resource allocation are not possible for PRACH unless performance is seriously hindered.
Considerations about the use of PRACH resources
From our perspective, PRACH resources should be preserved as much as possible, if any usage of such resource is not targeting Msg1 coverage. Assuming they can be configured by gNB, only in case anyone needed them for signalling Msg3-related information, does not seem the wisest course of action. Conversely, striving to design a Msg3-based solution which could preserve PRACH resources, at the expense of arguably minor PUSCH resource wastage is more attractive. 

Many features and applications rely on PRACH resources and need partitioning/fragmenting PRACH resources. The choice on how to configure such partitions, and make use of them, is up to gNB. In this context, if the number of possible partitions is rather small, gNB should be able to make sure all applications and features can be operated with at least acceptable quality of service. However, this is already not the case in practice. Currently, the following applications/features should make use, or will make use in Rel-17, of PRACH resources to be operated properly:

· GroupA/B for CBRA in 4-step RACH, depending on Msg3 size and measured pathloss at UE.
· 2-step RACH.
· Multiple SSBs per RO. 
· On demand SI.
· CFRA.
· RACH based small data transmission (RA-SDT, for which if ROs for SDT and non SDT are same, preamble partitioning is needed) [8].
· UE identification for RedCap in Rel-17 [7].
All the above should be supported with up to maximum 64 preambles, and this is the major source of concerns. The practical feasibility of increasing the partitioning/fragmentation even more, and with no certainty that CE UEs will be in the cell (or will make use of the signalling), is very questionable. In this context, we would like to remark that the share of CE UEs which will experience coverage shortage during access is not expected to be large (not in FR1 deployments, for instance). In other words, further preamble space fragmentation may look like the easiest route, but clearly reality should suggest us otherwise, and other choices should be made. Now, if additional PUSCH resources were to be configured for those cases, gNB would always know what could happen, and which time/frequency resources to monitor, so many Msg3-based solutions would become possible without significant efforts (the “blind” part of the process can be minimized, if any, please see observations in the following).
[bookmark: _Toc68654303]Observation 19. The practical feasibility of increasing the preamble space partitioning/fragmentation even more, and with no certainty that CE UEs will be in the cell (or will make use of the signalling), is very questionable.
We now switch the focus on the second type of PRACH resources which could be used in alternative to or in conjunction with preambles for Msg3-related signalling, i.e., the ROs. Several approaches could be envisioned in this sense. One possibility could be to reserve some ROs for the Msg3-related signalling. Such signalling could then take place without reserving any preamble. However, this would reduce the number of ROs available for other uses (e.g., legacy/RedCap and so on), in turn significantly increasing:
· Either the amount of U slots necessary to map all SSBs to at least one RO for the same collision probability, or 
· The collision probability for the same amount of U slots used to map all SSBs to at least one RO.
Both effects would be detrimental for the performance of Msg1 transmission, and RACH in general. This problem would be further aggravated by the fact that the number of ROs (together with the number SSB mapped to each RO) is carefully configured by gNB in NR depending on how, and how many, analogue beams are implemented/used. 
[bookmark: _Toc68654304]Observation 20. Reserving some ROs for the Msg3-related signalling would reduce the number of ROs available for other uses (e.g., legacy/RedCap and so on), in turn increasing either the amount of U slots necessary to map all SSBs to at least one RO for the same collision probability, or the collision probability for the same amount of U slots used to map all SSBs to at least one RO.
An alternative that was proposed during RAN1 #104-e was to specify new usage for the ROs that are not mapped to any SSB, to allow their utilization for Msg3-based signalling transmitted by CE UEs. This would help minimizing, if not nulling completely, the impact of two issues discussed above. However, it would also require non-negligible effort both in RAN1 and RAN2 and increase the complexity of gNB’s operation significantly. 
For instance, it is unclear how gNB could know which SSB beams are the most likely to be chosen by “UEs supporting Msg3 repetitions”, prior to the first transmission by the UEs themselves. The assignment would have to be performed blindly, i.e., gNB could only blindly map SSB to ROs for the “remaining ROs” or based on educated guesses in the very best case. From our perspective this is not preferred due to heavy sub-optimality and possible significant complexity increase at gNB, with no guarantee of corresponding link performance increase.
Considerations about complexity at gNB and “blind detection”
T/F resources allocation for Msg3 transmission accounting for the presence or not or Msg3 repetitions could be performed by gNB depending, for instance, on specific features of the received Msg1, e.g., RSRP, just to name one of the possible approaches (others are obviously possible). On the other hand, an oblivious gNB may also need to resort to “blind detection/reception” strategies when receiving Msg3 repetitions, when no information on the UE capabilities related to Msg3 repetitions support exist at gNB itself. Indeed, depending on the specific implementation, gNB may or not know if UE is repeating Msg3 or not in this case. At first glance, this may seem a problem which could lead to a non-negligible increase of the complexity of gNB’s operations during Msg3 reception. However, this assessment would not be accurate, nor based on an objective analysis of the current procedures already occurring in NR (and in LTE). 
First, even if we assumed that gNB had to detect the presence of Msg3 repetitions blindly, its complexity increase is a “fake” problem in this case. Blind decoding approaches already exist at gNB, even during RACH procedure, and with a rather large number of hypotheses to be tested. Noteworthy examples in this sense are:
· 2-step RACH design. Therein gNB needs to handle up to 12 DMRS multiplexed resources (contention based) within a PUSCH transmission, with no TA (due to absence of Msg2).
· EDT (early data transmission) design. Therein gNB needs to blindly detect the TBS and T/F resource UE might use for Msg3 transmission, out of several candidates.
· Normal PUSCH or MsgA PUSCH. Therein gNB is already able to detect different DMRS resources/ports.
· LTE PUR. Therein base station also needs to blindly detect the DMRS with two hypotheses, whenever two UEs using PUR share the same T/F resource [9].
· All designs/approaches relying on energy detection, in general.
In this context, the reason why resorting to blind detection at gNB for supporting Msg3 repetitions would entail significant complexity increase is unclear. This statement is not accurate, and more evidence would be needed to substantiate it, given all the considerations above. In fact, gNB would not need to provide a new support from scratch, but rather extend/apply an already existing feature (the blind decoding during RACH, for instance) to a different application (Msg3 repetitions). Not only this is something gNB knows how to realize since LTE, but it is also something gNB already does in NR during access (for 2-step RACH). More importantly, the complexity of supporting the new application would be lower in terms of number of hypotheses to be tested, as compared to what gNB already does. No complexity issue would practically exist.
[bookmark: _Toc68654305]Observation 21. The reason why resorting to blind detection at gNB for supporting Msg3 repetitions would entail significant complexity increase is unclear. Complexity of supporting the new application would be lower in terms of number of hypotheses to be tested, as compared to what gNB already does, thus no complexity issue would practically exist.
Considerations on actual coverage shortage we can expect for Msg3 transmission
According to TR 38.830, Msg3 can display coverage shortage in some cases, however it is not expected to be the channel/message which suffers the most in NR. Now, considering that all CE UEs which support Msg3 repetitions should signal this to gNB “just in case this information becomes useful for gNB” goes beyond the scope RAN1 should have when designing this feature. Indeed, any smart gNB would configure Msg3 repetitions only to UEs which may need to use Msg3 repetitions to ensure coverage target is met and keep the link active. Therefore, even if RAN1 decided to design a Msg1-based signalling to support Msg3 repetitions, this should be made available only for UEs which expect that Msg3 repetitions would be needed. This yields the following evident paradox:
· Why would any CE UE supporting Msg3 repetition not use this possibility to signal its support and obtain a benefit, regardless of whether such UE is experiencing coverage shortage? Any rational UE would use this possibility, i.e., all UEs supporting Msg3 repetitions would do it. Consequently, the problem of increased collision/latency would be large and a reality, not a simple possibility.
· Assuming RAN1 wanted to address this problem, how would a UE behaviour be mandated (which is not a good practice, in general) and, more importantly, enforced? This does not seem realistic, and it is very impractical. 
From our perspective, this further shows why the Msg1-based approach creates more problems than the ones it solves. 
[bookmark: _Toc68654306]Observation 22. Any smart gNB should configure Msg3 repetitions only to UEs which may need to use Msg3 repetitions to ensure coverage target is met and keep the link active.
Considerations on the 4 options considered by RAN1 #104-e agreements
Major high-level differences between the 4 options, whose detail is given at the beginning of the section follow:
· Option 1-1. According to this option, gNB has full control on whether Msg3 repetitions should be triggered for a given UE. A UE can report that Msg3 repetitions are supported, via separate PRACH preamble/resource. Given all the previous observations and considerations, it is evident that this option may result in PRACH congestion, higher latency, and collision probability. It is not future proof.  
· Option 1-2. According to this option, gNB has full control on whether Msg3 repetitions should be triggered and configured for a given UE. No Msg3-related signaling is performed by UE during PRACH transmission, thus no information UE capability related to Msg3 is available at gNB prior to resource allocation for Msg3 repetitions. UE then responds to UL grants provided by gNB by repeating Msg3, whenever capable and configured to do so. This option fully preserves PRACH resources. It may or may not require gNB to adopt an approach in which the presence of Msg3 repetitions over the allocated resources has to be detected blindly. If blind approach is required, then redundant PUSCH resources may be allocated. Several approaches to enable blind detection at gNB are possible, if needed. Examples are given in Options 2-2, but others are possible (see below). This option seems to be the more future proof and the one with the lowest potentiation negative impact on the performance of RACH. As such it is our preferred option.
· Option 2-1. According to this option. UE requests to be allocated resources for Msg3 repetitions and gNB indicates the number of repetitions. gNB does not need to resort to blind detection/reception strategies, if applicable (this depends on the implementation of other Options), on the other may lose full control on UL resource allocation. This option has several drawbacks: 
· It assumes assessments UE may do based on measurements of a downlink signal are valid to infer how a different uplink signal would be received by gNB. This may be subject to several errors and miscalculations.
· gNB loses full control on UL resource allocations, unless the possibility “no Msg3 repetitions” is configurable, i.e., legacy Msg3 transmission is one possibility for configuration. This constrains gNB’s scheduler and link adaptation algorithms significantly.
· Like Option 1-1, it is evident that this option may result in PRACH congestion, higher latency, and collision probability. 
              Given all the above, this solution is not future proof.  
· Option 2-2. This option is very similar to option 1-2. gNB is oblivious of UE’s capability concerning Msg3 repetitions and does not receive any request/signal from UE in this sense. gNB autonomously decides if Msg3 repetitions are to be triggered/configured for the UE and issues the corresponding signalling. Upon reception of the signalling, UE decides if repeating Msg3 or not depending, for instance, on actual channel measurements or other assessments at the UE. Consequently, blind detection/reception of Msg3 repetitions may be need at gNB, depending on the specific implementation. Examples of approaches to allow for the blind detection to take place, if needed, are different DMRS configurations used by the two Msg3 transmissions (with or without repetitions) or UCI multiplexing to signal support to Msg3 repetitions together with Msg3 transmission itself. In case the former approach is adopted, gNB could then differentiate the two types of transmission, by checking the DMRS configuration of each potential first instance of Msg3 repetition over the time-frequency resources indicated via UL grant. If UCI multiplexing is used by UE, gNB could then decode UCI content, if present, and know that further instances of Msg3 repetitions are to be expected over the configured time/frequency resource. In this case, detection of the UCI would be blind at gNB, and the coverage of the first instance of Msg3 transmission would be lower, but differentiation between the two types of transmissions would be simpler. This option seems more future proof than Option 1-1 and 2-1, but more complex than Option 1-2. In particular, the impact of letting UE decide how to react to UL grants provided by gNB is not clear. 

In summary, three major aspects are considered by the four options above, as agreed during RAN1 #104-e, where two alternatives are considered for each aspect. If we look closely at the details of each of the four options, we observe that they all include a different combination of alternatives for the three aspects, whose high-level details are provided in the following list: 
1. Msg3 repetition request:
a. UE requests to be configured for repeating Msg3.
b. UE does not perform any explicit request.
2. Msg3 repetition trigger:
a. gNB triggers Msg3 PUSCH repetition autonomously.
b. UE triggers configuration of Msg3 PUSCH repetition by gNB.
3. Available information at gNB on UE capability during first Msg3 instance transmission:
a. gNB configures Msg3 repetitions obliviously as to capability of UEs of repeating Msg3. When receiving the first instance of Msg3 over a resource configured for Msg3 repetitions, gNB may not yet know if further instances of Msg3, i.e., the configured repetitions, will take place or not.
b. gNB configures Msg3 repetitions as per 1.a/2.b, thus always knows if Msg3 repetitions are occurring over the configured resources for Msg3 repetitions. 
From our perspective, and given all the considerations and observations above, a sensible design for this feature should include aspects 1.b, 2.a and 3.a. Out of the four options agreed during RAN1 #104-e, the one more closely related to aspects 1.b, 2.a and 3.a, is Option 1-2 which is, as a consequence, the preferred approach.
We acknowledge that, depending on the implementation of Option 1-2, it may incur a cost in terms of designing approaches to let gNB blindly detect if Msg3 repetitions are to be expected or not, after the first instance of Msg3 transmission is received by gNB over the allocated T/F resource. As we discussed previously, this cost is possibly negligible, given what LTE/NR base stations are already capable of (and features they already support/provide). If according to some implementations this cost is not negligible, it is certainly affordable, especially given the evident advantages it yields for preventing PRACH congestion and performance reduction for Msg1, and RACH procedure in general.
[bookmark: _Toc68654307]Observation 23. The cost Option 1-2 may incur in terms of blind detection of Msg3 repetitions, if applicable, is likely negligible, given what LTE/NR base stations are already capable of (and features they already support/provide), and given the evident advantages it yields for preventing PRACH congestion and performance reduction for Msg1, and RACH procedure in general.
Switching the focus on the approaches, which could be considered to realize what has been referred to as “blind detection”, examples of approaches that could be taken into consideration during upcoming RAN1 discussions are the following (but not limited to):
· Different DMRS configuration: used for the two types of Msg3 transmission (with or without repetitions). This approach already exists in NR for other applications/features, e.g., 2-step RACH. It is a rather straightforward approach, which does not come with significant complexity increase.
· UCI multiplexing: used in case Msg3 repetitions are performed. An additional signalling is piggybacked with Msg3 to inform gNB either that Msg3 repetitions are occurring, or that they are supported should any re-transmission be necessary. This approach does not seem very intuitive, given that the presence of the UCI would require specific T/F resources to be allocated for this UCI to be transmitted, and that this would reduce Msg3 coverage (which goes against the purpose of the repetition itself). Blind detection of UCI would also be necessary.
· Shifting allocated frequency resources: used in case Msg3 repetitions are performed. CE UE could apply a suitable pre-defined shifting to the frequency domain resources allocated by gNB for Msg3 transmission in case repetitions are configured and triggered. Legacy UEs, or CE UEs not configured for Msg3 repetitions, would not apply any shift. gNB would then only need to detect the received signal using two hypotheses, where a simple energy detector may suffice to detect which hypothesis is true. Subsequent Msg3 repetitions, if any, may or may not be transmitted by the CE UE using the shift, depending on how the feature is designed. The extent of the shift, i.e., how many kHz should be applied and with which “sign”, is a detail which could be decided depending on the design goals. It should be noted that support of 7.5 kHz shift (to the LTE raster) already exists in Rel-15/Rel-16 for the NR UL transmission, in case of NR-LTE UL sharing scenario. In this sense, similar considerations as the ones made for the different DMRS configurations apply.
· RE(s) blanking/avoidance: used in case Msg3 repetitions are performed. CE UE could avoid transmitting non-zero power over a set of REs to signal that Msg3 repetitions will occur. Such blanking/avoidance operation could be realized in several ways, depending on how the feature is designed, For instance, UE may rate-match around the blanked REs, or transmit using zero power over such REs without rate-matching (this may slightly reduce effective code-rate, but the reduction would be negligible if the RE blanking occurs only for the first repetition and not for the subsequent ones). The gNB would discriminate between a UE which will/may repeat Msg3 (e.g., a CE UE configured/triggered for repeating Msg3) and a UE performing only a single Msg3 transmission instance, or repetition (e.g., a legacy UE or a CE UE not configured/triggered for repeating Msg3) distinguishes the legacy UE from CE UE (who repeats Msg3), by determining whether the blanking is applied or not. 
· No differentiation: another simple alternative would be to let gNB allocate PUSCH resources according to any of the approaches above, i.e., possibly with some redundancy, and then simply perform energy detection over the T/F resources which could be used by a UE repeating Msg3, if applicable. In practice, gNB would know which resources have been allocated to UE to perform the potential Msg3 repetitions. If Msg3 repetitions are being performed or not can then be detected by gNB by checking the presence, or not, of a Msg3 repetition in the allocated resources after the first instance of Msg3 transmission (i.e., the first repetition).
[bookmark: _Toc68654389]Proposal 10. Option 1-2 should be used as basis to design triggering and configuration mechanisms for Msg3 repetitions in Rel-17.
[bookmark: _Toc68654390]Proposal 11. In case approaches are to be designed, to let gNB blindly detect if Msg3 repetitions are to be expected or not, after the first instance of Msg3 transmission is received by gNB over the allocated T/F resource, the following options should be considered:
· Different DMRS configuration used by UEs which repeat Msg3.
· UCI multiplexing performed by UEs which repeat Msg3.
· Shifting allocated frequency resources performed by UE which repeat Msg3.
· REs blanking/avoidance performed by UE which repeat Msg3.
· No differentiation, all is left to gNB’s implementation, e.g., energy detection.
2.5 Other considerations on Type A Msg3 repetition design
Other design aspects discussed during RAN1 #104-e seem to be less foundational to the feature design, as compared to what we have discussed so far. In this sense, we believe that priority should be given to stabilize discussion and discussion on the aspects discussed in Sections 2.1 to 2.5. 
[bookmark: _Toc68654391]Proposal 12. Discussion on the following design aspects of Msg3 repetitions should be prioritized:
· Indication of the number Msg3 repetitions and triggering of repetitions for Msg3 initial/re- transmission.
· Frequency hopping for Msg3 repetitions.
· Differentiation between legacy and CE UEs.    
The same logic applies to the introduction, or not, in the Msg3 repetitions framework of enhancement discussed in other agenda items such as: 
· Joint channel estimation 
· TB processing over multi-slot 
It could indeed be argued that such enhancements could have a positive impact on the performance of Msg3 repetitions. On the other hand, their design is far from stable and will not be stable for a number of upcoming meetings. Thus we think they can be safely labelled as non-essential design aspects for Msg3 repetitions, which may or may not be discussed, depending on available time resources, when work and discussions in the context of AI 8.8.1.2 and AI 8.8.1.3 achieve stability.  
[bookmark: _Toc68654392]Proposal 13. Discussion on joint channel estimation and TB processing over multi-slot for Msg3 repetitions should be de-prioritized. 

3	Conclusions
In this contribution, we discussed aspects related to the normative work necessary to provide support to Type A PUSCH repetition for Msg3 in Rel-17. The following observations have been made:
Observation 1. Both explicit and implicit mechanisms to trigger Msg3 repetitions can be envisioned.
Observation 2. Msg3 repetitions yield non-negligible coverage benefits which increase with the number of repetitions, however diminishing returns are observed for .
Observation 3. Msg3 repetitions yield coverage benefits at the cost of higher latency, possible lower efficiency and flexibility of UL resources utilization prior to RRC connection and possible larger payload of previous indicators/messages.
Observation 4. Selecting the most meaningful number of repetitions for specification, and/or the set of supported repetition numbers (if more than one configuration is supported), is a non-trivial matter which requires further analysis and discussions
Observation 5. The most flexible and forward-looking option to configure Msg3 repetitions is to use the UL grant scheduling Msg3 and, more generally the MAC PDU carried by Msg2
Observation 6. A cell-specific static number of Msg3 repetitions triggered via a simple activation command is the simplest approach possible from the point of view of the signaling but cannot be used to adapt the resource allocation for the CE UE repeating Msg3 to the actual coverage condition of that CE UE.
Observation 7. Cell-specific static configuration of the number of Msg3 repetitions supported in the cell would require a smaller amount of additional signaling bits, w.r.t. legacy structures, than the UE-specific counterpart.
Observation 8. UE-specific configuration offers the flexibility to adapt the resource allocation for the CE UE repeating Msg3 to the actual coverage condition of that CE UE, and comes at the cost of a larger number of resources used by gNB for the trigger, e.g., a larger number of signaling bits, as compared to the cell-specific counterpart, and regardless of how the Msg3 repetition trigger is designed.
Observation 9. gNB’s first and foremost target should be to ensure that the repetition number of the initial Msg3 transmission is suitable to meet the Msg3 coverage goal, while not entailing too large costs for the network in terms of latency and flexibility of UL resource utilization.
Observation 10. Acting on configurations related to aspects of resource allocation and link adaption for Msg3 re-transmission, such TDRA, FDRA, MCS, TPC and FH triggering, may be sufficient in a vast majority of the cases, without any need to resort to modifications and optimization of DCI 0_0 payload.
Observation 11. Intra-slot FH provides a larger flexibility to gNB when scheduling resources for PUSCH in general, and for Msg3 transmission more specifically.
Observation 12. Intra-slot FH is the only way to ensure that the Msg3 transmission performed by legacy or CE UEs, not configured/triggered for transmitting Msg3 with repetitions, could experience frequency diversity gain.
Observation 13. No additional bit in Msg2 would be necessary to either trigger intra-slot or inter-slot FH if the legacy approach to PUSCH configuration were to be reused for configuring FH for Msg3 repetitions.
Observation 14. A gNB unaware of UE’s capabilities prior to Msg2 transmission may or may not need to resort to less efficient UL and DL resource utilization for Msg3 transmission.
Observation 15. Ensuring awareness of UE’s capabilities prior to Msg2 transmission comes at the cost of larger collisions probability, collisions and latency of PRACH (and, more generally, RACH procedure), with no guarantee that any UE attempting access in the cell would experience better Msg3 coverage.
Observation 16. The likely scarce UL resource (note that DL-heavy slot structures are considered in this WI, for both FR1 and FR2, so the number of available U slots is very limited) which is to be used by RRC_inactive/RRC_connected legacy/RedCap/CE UEs (i.e., all UEs) will have to be fragmented and reduced for each category of UEs, assuming some of those UEs will support Msg3 repetitions and that the same UEs will also need to repeat Msg3.
Observation 17. It is not clear why allowing Msg3 repetitions only for Msg3 re-transmissions should cause more latency than having larger latency during PRACH, due to the presence of a “UE request/signalling” and repetitions configured for Msg3 transmissions instead.
Observation 18. The flexibility of PUSCH is much larger than the flexibility of PRACH. Several optimizations which are possible for PUSCH resource allocation are not possible for PRACH unless performance is seriously hindered.
Observation 19. The practical feasibility of increasing the preamble space partitioning/fragmentation even more, and with no certainty that CE UEs will be in the cell (or will make use of the signalling), is very questionable.
Observation 20. Reserving some ROs for the Msg3-related signalling would reduce the number of ROs available for other uses (e.g., legacy/RedCap and so on), in turn increasing either the amount of U slots necessary to map all SSBs to at least one RO for the same collision probability, or the collision probability for the same amount of U slots used to map all SSBs to at least one RO.
Observation 21. The reason why resorting to blind detection at gNB for supporting Msg3 repetitions would entail significant complexity increase is unclear. Complexity of supporting the new application would be lower in terms of number of hypotheses to be tested, as compared to what gNB already does, thus no complexity issue would practically exist.
Observation 22. Any smart gNB should configure Msg3 repetitions only to UEs which may need to use Msg3 repetitions to ensure coverage target is met and keep the link active.
Observation 23. The cost Option 1-2 may incur in terms of blind detection of Msg3 repetitions, if applicable, is likely negligible, given what LTE/NR base stations are already capable of (and features they already support/provide), and given the evident advantages it yields for preventing PRACH congestion and performance reduction for Msg1, and RACH procedure in general.
In addition, the following proposals have been made:
Proposal 1. The identification of the supported number(s) of Msg3 repetitions should be carried out while considering the trade-off between at least increased coverage, increased latency, reduced flexibility, and reduced efficiency of UL resource utilization.
Proposal 2. Use UL grant or, more generally, MAC PDU for indication of the number of repetitions for Msg3 initial transmission.
Proposal 3. Use a specific set of values of TC-RNTI included in the UL grant to configure Msg3 repetitions for the UE whose RAPID is included as sub-header of the MAC RAR carrying the UL grant.
Proposal 4. Make use of the TAC field included in the RAR to configure Msg3 repetitions for the UE whose RAPID is included as sub-header of the MAC RAR carrying the TAC.
· FFS: details, e.g., values of the TAC field currently not used in specification.
Proposal 5. Append signalling at the end of the MAC PDU, which CE UE(s) whose RAPID is included as sub-header of the MAC RAR(s) carried by the MAC PDU will use for Msg3 repetitions configuration determination, and which Rel-15/Rel-16 UEs would only perceive as optional padding to discard, according to specification.
· FFS: details
Proposal 6. Msg3 repetition trigger shall be provided via MAC PDU carried by Msg2.
· FFS: details
Proposal 7. The following 3 options should be considered for determining the number of repetitions in case of Msg3 re-transmissions:
· The repetition number for Msg3 re-transmission is the same as indicated/configured for initial transmissions.
· The repetition number for Msg3 re-transmission can be derived from the number used for initial transmission (according to, e.g., a fixed rule). 
· The repetition number for Msg3 re-transmission is configured via higher-layer signalling, e.g., SIB1.  
Proposal 8. Both inter-slot FH and intra-slot FH should be supported for Msg3 repetitions, where only one FH mode can be configured for the whole cell at a time, and where FH is triggered (or not) using legacy Msg2-based 1-bit signaling.
Proposal 9. The cost of specifying any signalling structure meant to be used by CE UEs to inform gNB about their presence and CE capabilities prior to Msg2 transmission, is non-negligible and shall be carefully assessed by RAN1 and compared to costs and benefits of the approach based on oblivious gNB.
Proposal 10. Option 1-2 should be used as basis to design triggering and configuration mechanisms for Msg3 repetitions in Rel-17.
Proposal 11. In case approaches are to be designed, to let gNB blindly detect if Msg3 repetitions are to be expected or not, after the first instance of Msg3 transmission is received by gNB over the allocated T/F resource, the following options should be considered:
· Different DMRS configuration used by UEs which repeat Msg3.
· UCI multiplexing performed by UEs which repeat Msg3.
· Shifting allocated frequency resources performed by UE which repeat Msg3.
· REs blanking/avoidance performed by UE which repeat Msg3.
· No differentiation, all is left to gNB’s implementation, e.g., energy detection.
Proposal 12. Discussion on the following design aspects of Msg3 repetitions should be prioritized:
· Indication of the number Msg3 repetitions and triggering of repetitions for Msg3 initial/re- transmission.
· Frequency hopping for Msg3 repetitions.
· Differentiation between legacy and CE UEs.    
Proposal 13. Discussion on joint channel estimation and TB processing over multi-slot for Msg3 repetitions should be de-prioritized.
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