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1. Introduction
In the Rel-17 SI for the support of reduced capability NR devices [1], one objective is to study reduced PDCCH monitoring to support UE power saving:
Study UE power saving and battery lifetime enhancement for reduced capability UEs in applicable use cases (e.g. delay tolerant) [RAN2, RAN1]: 
· Reduced PDCCH monitoring by smaller numbers of blind decodes and CCE limits [RAN1].
· Extended DRX for RRC Inactive and/or Idle [RAN2]
· RRM relaxation for stationary devices [RAN2]

In this document, based on our simulation-based evaluations to support the post-RAN1#102-e “Phase 1 on templates for evaluation“ effort to collate comparable simulation results, we present our views regarding the use of reduced blind decode and CCE limits to obtain UE power savings.

2. 	Discussion
2.1   	Evaluation of Power Consumption savings
For the RAN1 effort to collate comparable power consumption simulation results, we generated the results listed below in tables 1, 2 and 3.  The results presented in these tables were obtained using a slot-by-slot based simulation that:

1. Generated packets according to the traffic model
2. Determined the UE active slots given DRX and inactivity timers
3. For each UE active slot, determined the impact of incoming traffic on UE power used for PDCCH processing 
4. Did not account for other UE procedures such as ACK/NACK feedback and RRM/RLM measurements and reporting.


	Instant Messaging Traffic Model – FR1, TDD, 2 Rx
  
Traffic Model:                    IM case, FTP Model 3, 2s inter-arrival time, 0.1 MBytes
UE Configuration:             320ms DRX cycle,  80ms inactivity timer,  10ms ON Duration


	
	BASELINE CASE
	Reducing Inactivity timer RELATIVE to baseline case ←
	Applying the WUS 
RELATIVE to baseline case ←

	Configuration
	Relative energy 
Settings from RedCap Excel
	Relative energy 
Inactivity Timer is 10 ms
	Relative energy 
WUS is applied, 80 ms Inactivity timer

	36 candidates (=all)
	100 %
	66.3 % (100 %)
	73.3 % (100 %)

	18 candidates (50 %)
	89.8 %
	61.3 % (92.3)
	67.4 % (92.0 %)

	9 candidates (25 %)
	84. 7 %
	58.7 % (88.5)
	64.5 % (88.0 %)

	TABLE 1:    Instant Messaging Traffic Model,  FR1, TDD, 2Rx, baseline, reduced Inactivity timer and WUS




	Heartbeat Traffic Model – FR1, TDD, 2 Rx
  
Traffic Model:                    FTP Model 3, 60s inter-arrival time, 100 Bytes
UE Configuration:             640ms DRX cycle,  {200} ms inactivity timer,  10ms ON Duration


	
	BASELINE CASE
	Reducing Inactivity timer from 80ms (baseline) to 10ms
	Applying the WUS compared to not using the WUS (baseline)

	Configuration
	Relative energy 
Settings from RedCap Excel
Inactivity timer is 200 ms
	Relative energy 
Settings from RedCap Excel
Inactivity Timer is 80 ms
	Relative energy 
WUS is applied, Inactivity Timer is 80 ms

	36 candidates (=all)
	100 %
	92.6 % (100 %)
	60.5 % (100 %)

	18 candidates (50 %)
	93.2 %
	86.9 % (93.9 %)
	60.0 % ( 99.2%)

	9 candidates (25 %)
	89.8  %
	84.1 % (90.8  %)
	59.8 % (98.8 %)

	TABLE 2:    Heartbeat Traffic Model,  FR1, TDD, 2Rx, baseline, reduced Inactivity timer and WUS



	VoIP Traffic Model – FR1, TDD, 2 Rx
  
Traffic Model:                    VoIP, 20ms periodicity, 50% activity factor
UE Configuration:             40ms DRX cycle,  10 ms inactivity timer,  4ms ON Duration


	
	BASELINE CASE
	Applying the WUS compared to not using the WUS (baseline)

	Configuration
	Relative energy 
Settings from RedCap Excel
Inactivity timer is 200 ms
	Relative energy 
WUS is applied, Inactivity Timer is 80 ms

	36 candidates (=all)
	100 %
	89.8 % (100 %)

	18 candidates (50 %)
	90.4 %
	82.7 % ( 92.1%)

	9 candidates (25 %)
	85.6  %
	79.1 % (88.1 %)

	TABLE 3:    Heartbeat Traffic Model,  FR1, TDD, 2Rx, baseline and WUS



From the results in tables 1, 2 and 3, at least for these scenarios the maximum power savings relative to the 36 BD case, will be of the region of:

· 7-10% with a reduction of 50% of candidates from the maximum available


[bookmark: _Hlk53684577]Observation 1:  	Reducing the number of blind decoding candidates by 50% (from 36 to 18) for the 3 traffic models evaluated with the FR1, TDD, 2Rx configuration, yield a power saving in the range of 7-10%.

A key point to note about these results, are that they are based on a simple simulation that does not attempt to model additional procedures (listed below).  These procedures will cause the UE to use power even when no PDCCH is being monitored for.  These procedures include:

•	RRM/RLM measurement and reporting
•	Uplink ACK/NACK responses

It should also be noted that in many cases, due to the UE being required to  monitor multiple overlapping PDCCHs during their ON periods, the actual gains because of reduced BD/CCE limits are probably closer to the 3-5% gains gained from dropping from the 50% to 25% of maximum blind decodes, rather than the 7-10% gains from dropping from 100% to 50%. 

Observation 2:  	In the real world, power savings are likely to be less than 5% due to other ongoing UE processes (e.g. RRM measurements) and other overlapping search spaces, reducing the actual maximum number of usable blind decodes.

Also presented in tables 1 and 2, are the same scenarios but with reduced inactivity timers.  For these scenarios, significant power saving gains can be potentially made by the optimisation of the inactivity timer without increased blocking probability.  

Observation 3:   	In the real deployments, optimisation of existing configuration options, like the inactivity timer, can yield significant UE power savings without the drawback of increased blocking probability.

Finally, for all the baseline cases presented in tables 1 to 3, we provide additional results to illustrate the power savings from using a WUS with a power consumption set equal to PDCCH-only (same-slot) and the delay between WUS and DRX On Duration set to 3 slots.  What can be seen, is that even when using the full number of blind decode candidates, using the WUS can yield power savings of between 10 to 40% (depending on the configuration) without increasing the blocking probability.

Observation 4:   	Using the WUS with the maximum number of blind decodes (36) for the 3 traffic models evaluated with the FR1, TDD, 2Rx configuration, yields a power saving in the range of 10-40% without the drawback of increased blocking probability.


2.2   Evaluation of Blocking Probability

For the RAN1 effort to collate comparable blocking probability simulation results, we generated the results illustrated in figures 1, 2, 3 and 4.  For the scenarios simulated, we assumed no more than half the maximum number of CCEs were available for the monitored PDCCH, due to other CCEs being needed to monitor other overlapping PDCCHs. In the figures, the probabilities of the smallest aggregation level (AL) to be scheduled and the number of configured PDCCH candidates of the SS set are denoted as vectors related to AL [1, 2, 4, 8, 16].

Figure 1 shows the blocking probability experienced by a REDCAP device monitoring a single slot 2-symbol 16 CCE coreset PDCCH in good SINR conditions, operating within the FR1 range using 20MHz with a SCS of 30KHz.  


Figure 1:  Baseline “good coverage” Scenario, FR1, 2 symbol 16 CCE coreset

Observation 5:     	For the “good coverage” AL probability distribution evaluation with the FR1 and 16 CCE configuration and with 8 or more UEs sharing the same search space, reducing the blind decode candidates from 18 to 9, will approximately double the blocking probability.

Figure 2 shows the blocking probability experienced by a REDCAP device monitoring a single slot 2-symbol 16 CCE coreset PDCCH in average SINR conditions, operating within the FR1 range using 20MHz with a SCS of 30KHz.  


[bookmark: _Hlk53685856]Figure 2:  “Poor coverage” scenario - FR1, 2 symbol 16 CCE coreset
Observation 6:     	For the “poor coverage” AL probability distribution evaluation with the FR1 and 16 CCE configuration and with 4 or more UEs sharing the same search space, the blocking probability can reach and exceed 50% with 18 blind decode candidates.

Figure 3 shows the blocking probability experienced by a REDCAP device monitoring a single slot expanded 3-symbol 24 CCE coreset PDCCH in poorer SINR conditions, operating within the FR1 range using 20MHz with a SCS of 30KHz.  


Figure 3:  Expanded Coreset Scenario. FR1, 3 Symbol 24 CCE coreset, Good coverage (compare with figure 1)
Observation 7:     	Expanding the number of CCEs available using a 3rd symbol for the coreset, reduces the blocking probability significantly.

Figure 4 shows the blocking probability experienced by a REDCAP device monitoring a single slot 2-symbol 22 CCE coreset PDCCH in good SINR conditions, operating within the FR2 range using 100MHz with a SCS of 120KHz.  


Figure 4:  FR2 scenario.   FR2, 2 Symbol 22 CCE coreset, Good coverage

Observation 8:     	For the “good coverage” AL probability distribution evaluation with the FR2 and 22 CCE configuration and between 2 and 8 users, reducing the blind decode candidates from 10 to 5, will more than double the blocking probability.

2.3  Overall view on reducing CCEs/BDs
Given the observations stated in the previous sections regarding the impacts of using reduced BD/CCE limits, specifically the:
· relatively low power savings that can be made 
· significantly increased blocking probability
· availability of existing configuration options (e.g. inactivity timer) and features (e.g. WUS) that can yield similar if not greater power savings with fewer drawbacks

We suspect that in real world conditions, reduced BD/CCE limits are unlikely to be used.  For that reason, we believe that that the PDCCH and CCE limits should remain unchanged for REDCAP UEs.

[bookmark: _Hlk53689651]Proposal 1:     	The maximum CCE and BD limits for all REDCAP devices remain the same as those for non-REDCAP devices.

If the majority of RAN1 do support reduced CCE and BD limits for power saving, then we would like to ensure that all REDCAP UEs can be configured by the network to apply the normal the current CCE and BD limits.   Note, that the complexity saving to be obtained from mandating REDCAP devices with reduced limits is in our view, negligible and not an aim of this specific WI objective.
3. Conclusion
In this document, we have presented our views regarding the use of reduced blind decode and CCE limits to obtain UE power savings and have the following observations ns and proposals.

Observation 1:  	Reducing the number of blind decoding candidates by 50% (from 36 to 18) for the 3 traffic models evaluated with the FR1, TDD, 2Rx configuration, yield a power saving in the range of 7-10%.

[bookmark: _GoBack]Observation 2:  	In the real world, power savings are likely to be less than 5% due to other ongoing UE processes (e.g. RRM measurements) and other overlapping search spaces, reducing the actual maximum number of usable blind decodes.

Observation 3:   	In the real deployments, optimisation of existing configuration options, like the inactivity timer, can yield significant UE power savings without the drawback of increased blocking probability.

Observation 4:   	Using the WUS with the maximum number of blind decodes (36) for the 3 traffic models evaluated with the FR1, TDD, 2Rx configuration, yields a power saving in the range of 10-40% without the drawback of increased blocking probability.

Observation 5:     	For the “good coverage” AL probability distribution evaluation with the FR1 and 16 CCE configuration and with 8 or more UEs sharing the same search space, reducing the blind decode candidates from 18 to 9, will approximately double the blocking probability.

Observation 6:     	For the “poor coverage” AL probability distribution evaluation with the FR1 and 16 CCE configuration and with 4 or more UEs sharing the same search space, the blocking probability can reach and exceed 50% with 18 blind decode candidates.

Observation 7:     	Expanding the number of CCEs available using a 3rd symbol for the coreset, reduces the blocking probability significantly.

Observation 8:     	For the “good coverage” AL probability distribution evaluation with the FR2 and 22 CCE configuration and between 2 and 8 users, reducing the blind decode candidates from 10 to 5, will more than double the blocking probability.

Proposal 1:     	The maximum CCE and BD limits for all REDCAP devices remain the same as those for the non-REDCAP devices.
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