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1	Introduction 
This document summarizes the companies’ views and captures the agreements related to the following email discussion:
Email Discussion #3 by 5/29 and corresponding TP (if any) by 6/5 – Kianoush (Qualcomm):
· Issue #1: CPU release with uplink interruption
· Issue #2: priority of A-SRS 
Companies are encouraged to share their initial feedback by 05/26. 
The summary of the companies’ proposals is available in [1]
2         CPU Release with Uplink Interruption
[bookmark: OLE_LINK2][bookmark: OLE_LINK1]In the current specification, the occupied CPUs are assumed to remain occupied until the last symbol of PUCCH/PUSCH that carries the CSI report. However, in Rel. 16, and for a UE that supports the intra-UE prioritization capability or uplink cancellation indication, the channels that carry CSI may need to be cancelled. Hence, to make the UE operation clear, [2] proposes to keep this behaviour unchanged even in cases when the uplink channels are interrupted. 
Note: Partial cancellation for a channel carrying a CSI report can happen in Rel. 15 too, e.g., due to dynamic SFI. However, from the current specification, it is not clear whether the CPUs have to remain occupied until the end of the channel before cancellation or the last symbol of the channel transmitted by the UE. 

FL comment: The following proposal is related to Section 5.2.1.6 of 38.214. 
[bookmark: OLE_LINK3]Proposal: If PUCCH/PUSCH carrying the CSI report is partially transmitted, the occupied CPUs are assumed to remain occupied until the last symbol of PUCCH/PUSCH carrying the report before cancellation. 

	Company 
	Comment

	ZTE
	Agree, if we don’t agree, there is an extra standardization work to re-computer the CPU for the remaining symbols after cancellation in this case. 

	Samsung
	Before we discuss proposal, it is preferable to clarify what RAN1 common understanding in Rel-15 behavior. There are two interpretations as follows. 
· Case 1: until the last symbol of (scheduled) PUCCH/PUSCH (regardless of transmission)
· Case 2: until the last symbol of (actual transmitted) PUCCH/PUSCH
If case 1 is common RAN1 understanding, the proposal seems a kind of optimization. If case 2 is common RAN1 understanding, the proposal seems already covered by Rel-15 UE behavior.

	vivo
	We share similar view with Samsung, it is better to clarify RAN1 common understanding in Rel-15 behavior. In addition, it is not clear what’s the meaning of ‘partially transmitted’, how about the case of ‘If PUCCH/PUSCH carrying the CSI report is not transmitted at all’. More accurate formulation may be needed.

	Nokia, NSB
	We agree with Samsung, further clarifications on the Rel-15 behavior may be helpful to see if any specific agreement is required here. 

	OPPO
	We agree with Samsung, Rel-15 behavior is clarified firstly.

	Ericsson
	We agree with Samsung suggestion to clarify the common understanding of Rel-15 behavior. Additionally, if the proposal ends up to be an optimization we recommend to spend the time on remaining essential issues.

	Qualcomm
	Support. Clarifying a UE behavior cannot be considered as an optimization; the gNB needs to know when a certain number of CPUs can be considered unoccupied. Considering the other discussions on relaxing the cancellation time, i.e., to let the UE cancel an ongoing transmission at any given point, with no clarification, the behavior remains vague. Hence, this cannot be considered as an optimization.

	DOCOMO
	We agree with Samsung. It is better to clarify the Rel-15 behavior first.

	Apple
	Support in principle. If something is unclear for Rel-15, it does not mean that we should not clarify in Rel-16. In this sense, whether the clarification is done for Rel-15 should not prevent us from discussing it here for Rel-16. As QC said, this is a necessary clarification to ensure common understanding between gNB and UE. 
But we also wonder what is the assumption on CPU for the PUCCH/PUSCH carrying CSI report that is completed cancelled. Especially if we allow the UE to cancel earlier (as discussed in one of the UCI email threads), the gNB may not know whether a PUCCH/PUSCH is partially or completely cancelled. Therefore, we think it is better to extend the proposal to cover the case for complete cancellation as well.
With this said, we would be supportive of clarifying Rel-15 behavior as well if it is possible to reach consensus. But again that should be handled separately.

	Intel
	As commented earlier, such cancelations already occur in Rel-15, and thus, should be discussed first (and as part of maintenance). However, our views are elaborated below since we are anyway discussing the issue.
Further, the proposal itself seems subject to different interpretations and further clarifications would be necessary. The proposal says “…until the last symbol of PUCCH/PUSCH carrying the report before cancellation”. Here, how to interpret the last part (“before cancelation”)? Is it:
· Interpretation A: until the last symbol of PUCCH/PUSCH carrying the report until the last transmitted symbol (i.e., last symbol preceding the dropped symbols); or
· Interpretation B: until the last symbol of the originally scheduled/configured PUSCH/PUCCH without account for any cancelation. 
Our understanding is Interpretation B (and this can also cover the full cancelation case raised by Apple), however, this would be good to clarify. 
If it is Interpretation B, then the handling seems precisely same as for other cases involving UL cancelations (triggered by a variety of reasons across R15 and R16), and at most we may need to have a conclusion in RAN1 on this.

	Spreadtrum
	We support the proposal. And it should be Interpretation B provided by Intel. It is good to clarify for Rel-16.
We agree with Samsung and many companies mentioned, Rel-15 behaviors should be clarify too. We support Case 1 provided by Samsung.

	HW/HiSi
	We support the proposal. 

	Sony
	We support the proposal.



2.1   Summary of the Discussions and Next Steps  
As pointed out by the companies, the cancellation of PUCCH/PUSCH carrying CSI report can already take place in Rel. 15, e.g., due to SFI. Hence, as a first step, it is better to ensure that RAN1’s understanding of the Rel. 15 behavior is aligned. In addition, it should be pointed out that even under the assumption that in Rel. 15, the CPUs are occupied only up until the last transmitted symbol, this assumption may not be suitable in Rel. 16 as some cancellation time relaxations might be specified.

Hence, the feature lead suggestion is to continue the discussions by answering the question in the subsequent section.

2.2   Stage 2 of the Discussions  
Regarding the CPU release time, the following is captured in Section 5.2.1.6 of TS 38.214:
“For a CSI report with CSI-ReportConfig with higher layer parameter reportQuantity not set to 'none', the CPU(s) are occupied for a number of OFDM symbols as follows:
-	A periodic or semi-persistent CSI report (excluding an initial semi-persistent CSI report on PUSCH after the PDCCH triggering the report) occupies CPU(s) from the first symbol of the earliest one of each CSI-RS/CSI-IM/SSB resource for channel or interference measurement, respective latest CSI-RS/CSI-IM/SSB occasion no later than the corresponding CSI reference resource, until the last symbol of the PUSCH/PUCCH carrying the report.
-	An aperiodic CSI report occupies CPU(s) from the first symbol after the PDCCH triggering the CSI report until the last symbol of the PUSCH carrying the report. 
-	An initial semi-persistent CSI report on PUSCH after the PDCCH trigger occupies CPU(s) from the first symbol after the PDCCH until the last symbol of the PUSCH carrying the report.”
Question: Which of the following two assumptions should be adopted by RAN1?
· Option 1: The occupied CPUs are remained occupied until the last “transmitted” symbol of PUCCH/PUSCH carrying the report
· Option 2: The occupied CPUs are remained occupied until the last symbol of the scheduled/configured PUCCH/PUSCH

	Company 
	Option 1 or Option 2
	Additional comments


	Spreadtrum
	Option 2
	Option 2 for Rel-15, and can be adopted in Rel-16

	HW/HiSi
	Option 2
	

	Sony
	Option 1
	

	Samsung
	Option 2
	There are two cases. First case is CSI report without DCI triggering, the second case is CSI report with DCI triggering. In Rel-15, second case has no problem since gNB cannot cancel dynamically scheduled PUSCH, while cancellation would happen in first case. If option 1 is assumed in Rel-15, UE will maintain CPU occupancy until actual PUSCH/PUCCH transmission. Since PUSCH or PUCCH should be configured periodically for first case, CPU occupancy window (from the first symbol ~ to last symbol of actual PUSCH transmission) would be different according to PUSCH/PUCCH cancellation, which incurs unexpected UE implementation issue considering that there is the maximum number of CPUs that UE supports by capability. In this sense, option 2 seems to provide less UE implementation impact in view of CSI processing budget. Having said that, we tend to think that this issue should be moved in MIMO session because they are aware of this issue well rather than the group in URLLC session as this issue would be related to other (unknown) related CSI reporting prioritization rule or CPU processing criteria. 

	Nokia, NSB
	Option 2 
	Option 2 is Rel-15 behavior, no need to change this as seen needed here. 

	ZTE
	Option 2
	Option 2 is our understanding on Rel-15 behavior.



2.3   Updated Proposal  
Proposed agreement: If a PUCCH/PUSCH carrying a CSI report is cancelled, the occupied CPUs are remained occupied until the last symbol of “configured/scheduled” PUCCH/PUSCH.
Also, if the proposed behavior is agreeable, please share your preference about (1) to adopt the changes in the Rel. 16 specification by adding “configured/scheduled” or (2) draw a RAN1 conclusion.
	Company
	(1) Or (2)
	Comments

	Intel
	Option 2
	It would be better to make a conclusion here for Rel16, and then we need to see how we address this for R15. The reason here is if we make an agreement to spell out the behavior in specs for R16, this can cause further confusion for interpretation for R15 cases involving PUSCH/PUCCH cancelations, as nothing is explicitly said in the specs for R15. 
On the other hand, if the proposal is indeed common understanding for R15 as well, then we may not need to say anything beyond noting the conclusion(s) for R15 (and R16 would follow current conclusion) in Chiarman’s notes.

	Samsung
	Option 2
	We also share similar view with Debdeep’s view. We haven’t seen that Rel-16 agreement affects Rel-15 CR instead of having RAN1 conclusion for Rel-15 with RAN1 common understanding that we have done so far in this agenda in maintenance phase. So, we would prefer it as RAN1 conclusion, not agreement. If Rel-15 CR should be necessary to change specification, this should be discussed under RAN1 Rel-15 CR phase.

	Apple
	Option 2 for Rel. 15 and Option 1 for Rel. 16
	It seems that now at least we agree on the intention of the proposal for both R15 and R16. It would be fine to have a conclusion for Rel-15, given that we are not changing R15 specs. But for Rel-16, I don’t see why we cannot make an agreement. Whether we need to capture anything in the specs or not, we can further discuss (we have a preference to capture it). I don’t see why we should prevent clarification in R16 specs if something is not 100% clear in R15 (as long as the understanding is the same), especially that we are also covering new cases introduced in R16.

	Qualcomm
	Option 2 for Rel. 15 and Option 1 for Rel. 16
	For Rel. 15, it would be sufficient to draw a conclusion. However, we think that the proposed agreement should be captured in the Rel. 16 specification to avoid any misunderstanding between the UE and the gNB specially due to the relaxed cancellation time defined for intra-UE prioritization. 

	ZTE
	Option2 
	We share similar view with Debdeep. Conclusion only is sufficient.

	vivo
	Option2
	We share similar view with Debdeep. Conclusion only is sufficient.



2.4   Agreement
RAN1 made the following agreement:  
Agreement:
If a PUCCH/PUSCH carrying a CSI report is cancelled, the occupied CPUs are remained occupied until the last symbol of “configured/scheduled” PUCCH/PUSCH.
2.5   Proposed Conclusion and TP
The feature lead proposal is to draw a conclusion for Rel. 15 specification, and to adopt the following TP for Rel. 16 specification:
Proposed Conclusion: In Rel. 15, if a PUCCH/PUSCH carrying a CSI report is cancelled, the occupied CPUs are remained occupied until the last symbol of “configured/scheduled” PUCCH/PUSCH.
Proposed Text Proposal: Adopt the following TP for Section 5.2.1.6 of TS 38.214 
	Modified clause (Section 5.2.1.6 of TS 38.214)
For a CSI report with CSI-ReportConfig with higher layer parameter reportQuantity not set to 'none', the CPU(s) are occupied for a number of OFDM symbols as follows:
-	A periodic or semi-persistent CSI report (excluding an initial semi-persistent CSI report on PUSCH after the PDCCH triggering the report) occupies CPU(s) from the first symbol of the earliest one of each CSI-RS/CSI-IM/SSB resource for channel or interference measurement, respective latest CSI-RS/CSI-IM/SSB occasion no later than the corresponding CSI reference resource, until the last symbol of the configured PUSCH/PUCCH carrying the report.
-	An aperiodic CSI report occupies CPU(s) from the first symbol after the PDCCH triggering the CSI report until the last symbol of the scheduled PUSCH carrying the report. 
-	An initial semi-persistent CSI report on PUSCH after the PDCCH trigger occupies CPU(s) from the first symbol after the PDCCH until the last symbol of the scheduled PUSCH carrying the report.
End



[bookmark: _GoBack]2.3   Endorsed Text Proposal and Conclusion
RAN1 drew the following conclusion and endorsed the following TP:
Proposed Conclusion: In Rel. 15, if a PUCCH/PUSCH carrying a CSI report is cancelled, the occupied CPUs are remained occupied until the last symbol of “configured/scheduled” PUCCH/PUSCH.
	Modified clause (Section 5.2.1.6 of TS 38.214)
For a CSI report with CSI-ReportConfig with higher layer parameter reportQuantity not set to 'none', the CPU(s) are occupied for a number of OFDM symbols as follows:
-	A periodic or semi-persistent CSI report (excluding an initial semi-persistent CSI report on PUSCH after the PDCCH triggering the report) occupies CPU(s) from the first symbol of the earliest one of each CSI-RS/CSI-IM/SSB resource for channel or interference measurement, respective latest CSI-RS/CSI-IM/SSB occasion no later than the corresponding CSI reference resource, until the last symbol of the configured PUSCH/PUCCH carrying the report.
-	An aperiodic CSI report occupies CPU(s) from the first symbol after the PDCCH triggering the CSI report until the last symbol of the scheduled PUSCH carrying the report. 
-	An initial semi-persistent CSI report on PUSCH after the PDCCH trigger occupies CPU(s) from the first symbol after the PDCCH until the last symbol of the scheduled PUSCH carrying the report.
End



3         Priority of A-SRS 
Regarding the priority of SRS, RAN1 reached the following agreement:
RAN1 made the following agreement regarding the priority of SRS:
Agreement:
P/SP-SRS and A-SRS triggered by DCI format 2_3 are treated with low priority.
· FFS the priority of A-SRS triggered by other DCI formats

To determine the priority of A-SRS, two options have been discussed so far:
· Option 1: Priority of A-SRS follows the priority indicator included in the triggering DCI
· Supported by: Samsung [3], DOCOMO [4], InterDigital [5], Ericsson [6]
· Option 2: A-SRS is always of low priority
· Supported by: ZTE [7], vivo [8], CATT [9], LGE [10], Panasonic [11], Nokia/NSB [12], Intel [13], MediaTek [14]

Please provide your views on Option 1 and Option 2 in the table below.
	Company
	Preferred Option
	Comments

	ZTE
	Option 2
	[bookmark: OLE_LINK44]Option 1 can enable high priority A-SRS by introducing an artificial linkage with the priority indication in the scheduling DCI. Such linkage is unreasonable since the priority of A-SRS has nothing to do with the priority of the scheduled PUSCH or priority of HARQ-ACK associated with the scheduled PDSCH. This would either complicate gNB’s scheduling in order to avoid the mismatch of these priorities or make unnecessary dropping of other low priority transmissions due to artificially prioritizing a transmission from low priority to high priority. On the other hand, if gNB would like to have a quick A-SRS triggering to improve link adaptation, it is much easier for gNB to adopt option 2 just avoiding the collision with other UL transmissions. Therefore, Option 2 is preferred.

	Samsung
	Option 1
	To avoid repeating past discussions, we think there is only one question to be answered. Why should a network be prohibited from triggering A-SRS using an UL grant that schedules priority 1 PUSCH if that A-SRS would collide with a priority 0 PUSCH/PUCCH? The timelines and the UE behavior are already defined and there is no UE impact. We would like to have this capability in our networks and would like to know why we should be prevented. 

	Vivo
	Option 2
	For option 1, if a UE has only high priority traffic, then gNB can’t trigger A-SRS with low priority via DL or UL DCI. 
For option 2, A-SRS is treated as low priority. If gNB doesn’t want to cancel the A-SRS transmission, then gNB can choose not to schedule a high priority UL transmission collided with the A-SRS transmission.

	Nokia, NSB
	Option 2
	We do not see a need for high priority SRS overall and there is no reason to couple the A-SRS priority and the PUSCH (resp. HARQ-ACK) priority indicated in the UL grant (resp. DL assignment), as these are different channels. – as laid out in our contribution. 

	OPPO
	Option 2
	No reason to couple the A-SRS priority and the PUSCH priority. A-SRS priority and PUSCH priority do not always stay the same. No strong reason to support high priority A-SRS, A-SRS dropping could be avoided by gNB reasonable scheduling.

	Ericsson
	Option 1
	Minimum specification impact where the Rel-15 and Rel-16 rules can be used.
If gNB would regard A-SRS to be low priority when scheduling high-priority PUSCH or PDSCH, it could just not trigger A-SRS if there is a possibility of collision. The gNB could wait until a low-priority PUSCH or PDSCH is scheduled. In fact, if SRS is regarded as low priority it is not clear the need to trigger a low-priority A-SRS when high-priority PUSCH or PDSCH is scheduled for transmission, especially considering that low-priority data likely account for the vast majority of data.
Enabling priority indication by DCI for A-SRS, would provide the functionalities obtained assuming A-SRS as a low priority transmission. While in addition, it would enable transmission of a high priority A-SRS at a minimum cost which can be used if needed. Since gNB is in control of both setting the priority index in DCI as well as triggering an SRS transmission, there is no additional complexity for a gNB to utilize this mechanism to control the priority of A-SRS. 
As the use case, one can mention for example fast channel acquisition in URLLC application or positioning based SRS in industrial solutions. Nevertheless, considering the various use cases for NR deployments, a decision based on excluding possible use cases at present or future, is quite unjustified specially where the required signaling us already in place to enable the functionality and the operation has minimum complexity.


	DOCOMO
	Option 1
	Option 1 can provide more flexibility. gNB is able to trigger the A-SRS transmission by DCI with any priority. In addition, it has been agreed that the priority of A-CSI on PUSCH follows the priority indicator carried in the triggered DCI, A-CSI has similar functions with A-SRS. The potential problem is that when A-SRS with high priority is triggered by DCI earlier, the high priority PUSCH overlapped with the A-SRS in time domain will not be scheduled. It can be controlled by gNB to configure the low priority of A-SRS if the UE frequently transmits PUSCH.

	Apple
	Option 2
	We think Option 2 is sufficient. Don’t see the need to indicate A-SRS as high priority because the gNB should be able to avoid the collision with other low priority transmission anyway as in Rel-15.

	Panasonic
	Option 2
	The priority indication in DL DCI is for PUCCH with HARQ-ACK and the priority indication in UL DCI is for PUSCH. Our view is these priorities are not required to be one to one relation. Therefore, to use the same priority indication to SRS is also not reasonable. Although there might be linkage between PUSCH and SRS, there should be no linkage at least between PUCCH with HARQ-ACK and SRS. Considering above concerns to Option 1, we prefer Option 2.

	Intel
	Option 2
	This has been discussed many times, and thus, we shall try to be succinct here. 
· There is absolutely no use case that could justify prioritizing an SRS over another UL transmission. 
· An SRS can be easily multiplexed without facing intra-UE collisions, while the opposite is not true in general (see bullet below).
· On the other hand, assigning HP to the A-SRS would lead to reduced flexibility in scheduling since, now, the A-SRS becomes “invincible”, and thus, another PUCCH/PUSCH (irrespective of priority) needs to be scheduled around the SRS that could mean having to delay the PUCCH/PUSCH (because of an SRS) to a later slot, etc.

	Spreadtrum
	Option 2
	We think Option 2 is sufficient for A-SRS. The priority indication in UL DCI is for PUSCH. We do not want joint priority indication for two UL transmissions.

	HW/HiSi
	Option 1
	Slight preference for Option 1 because of more scheduling flexibility.

	Sony
	Option 2
	Unclear the benefit of a high priority A-SRS.  

	CATT
	Option 2
	We do not think we should couple the priority of A-SRS with priority of PUSCH/PUCCH.



3.1   Summary of the Discussion and Next Steps
	Companies Supporting Option 1
	Samsung, Ericsson, DOCOMO,HW/HiSi (34)

	Companies Supporting Option 2
	ZTE, vivo, Nokia/NSB, OPPO, Apple, Panasonic, Intel, Sony, CATT (789)



	Main reasons for supporting Option 1
	· Providing scheduling flexibility by enabling triggering A-SRS via a DCI scheduling a high priority channel
· Enables the network to decide the priority of A-SRS as compared to low priority PUCCH/PUSCH transmissions
· Minor specification impact

	Main reasons for supporting Option 2
	· Assigning a high priority level to SRS reduces the chance for scheduling high priority PUCCH/PUSCH
· Priority of A-SRS should not be tied to PUCCH/PUSCH
· gNB can already ensure that A-SRS does not collide with other channels; hence, A-SRS does not need to be of a high priority.



3.1   Agreements
During the online session, the following agreement was made:  
Agreement:
· A-SRS is always of low priority.

3.2   Proposed TP
To capture the above agreement, the following TP is proposed:

[bookmark: _Hlk40473008]-------------------------------------------- Text proposal starts for TS 38.214, Section 6.2.1 ------------------------------
[image: ]
-------------------------------------------- Text proposal ends for TS 38.214, Section 6.2.1 -------------------------------
Please share your comments in the table below:
	Company
	Suggested changes

	Nokia, NSB
	Maybe a question of clarification here: 
For the second paragraph, ‘a PUSCH or PUCCH transmission with priority index 1’, is the priority index for PUSCH & PUCCH, or PUSCH of any priority and PUCCH of high priority here?

Why to ask: as we laid out in our contribution R1-2003578, Sec. 3.2 – there is some relation to positioning, where only the non-overlapping SRS is transmitted when colliding with PUSCH. Just the argument from there: 
“The agreement under Positioning is captured by the following text in TS 38.214-g10, subsection 6.2.1.4: If an SRS configured by the higher parameter [SRS-for-positioning] collides with a scheduled PUSCH, the SRS is dropped in the symbols where the collision occurs.”
Therefore, we think we should support this also for a UE capable for intra-UE prioritization to have SRS partially overlapping with PUSCH of priority 0 and only transmit the non-overlapping symbols. 

	Intel
	To the question from Nokia, the intention is to say priority index 1 for both PUCCH and PUSCH. A UE may support symbol-level overlaps between PUSCH (irrespective of priority level) and SRS if it indicates capability of the feature on [SRS-for-positioning]. 
We prefer not to extend the decision in another WI for a different feature to be applied here directly, simply because these need not be the same UEs; instead, we prefer to consider R15 as the baseline behavior if a PUSCH is not associated with priority level 1. Since this is about UEs supporting R16 intra-UE prioritization, for a PUSCH that may need to be prioritized over an SRS, the PUSCH could still be scheduled with priority index 1.

	Apple
	Wonder how the two paragraphs come together for a UE reporting the capability of [IntraUEPrioritization]. The first paragraph should be applicable to such a UE because there is no condition attached, which suggests that PUSCH and SRS should not overlap. Then the second paragraph would not be applicable at all, because PUSCH and SRS would never overlap.
One way to solve this is to add “with the same priority” for the 1st paragraph. That is, it is applicable when PUSCH and SRS have the same priority. This also aligns with our previous agreement that the handling of same priority channels follows Rel-15.



The proposed TP is updated as follows:
Proposed Text Proposal: Adopt the following TP for Section 6.2.1 of TS 38.214 
	Modified clause (Section 6.2.1 of TS 38.214)
If a UE is not configured with [intraUEPrioritization] and a PUSCH with a priority either not provided or set to 0 and SRS configured by SRS-Resource are transmitted in the same slot on a serving cell, the UE may only be configured to transmit SRS after the transmission of the PUSCH and the corresponding DM-RS. 
If a UE is configured with [intraUEPrioritization] and a PUSCH transmission with a priority set to 1 or a PUCCH with a priority set to 1 would overlap in time with an SRS transmission on a serving cell, the UE does not transmit the SRS in the overlapping symbol(s).
End



Please share your comments in the table below:
	Company
	Comment

	Intel
	The version from Nokia/CATT may be preferred (copied below):
If a UE is not configured with [intraUEPrioritization] and PUSCH with a priority index 0 and SRS are transmitted in the same slot on a serving cell, the UE may only be configured to transmit SRS after the transmission of the PUSCH and the corresponding DM-RS. 
If a UE is configured with [intraUEPrioritization] and a PUSCH transmission with a priority index 1 or a PUCCH transmission with a priority index 1  would overlap in time with an SRS transmission on a serving cell, the UE does not transmit the SRS in the overlapping symbol(s).


	CATT
	“priority” in the proposal can be interpreted as the higher layer configured parameter for configured grant configuration.
According to section 9 of 38.213 following statements, a PUSCH/PUCCH of priority index 0 includes the case when a priority index is not provided.
A PUSCH or a PUCCH, including repetitions if any, can be of priority index 0 or of priority index 1. If a priority index is not provided for a PUSCH or a PUCCH, the priority index is 0.
Proposal as follows based on the latest specification.
If a UE is not configured with [intraUEPrioritization] and PUSCH with a priority index 0 and SRS configured by SRS-Resource are transmitted in the same slot on a serving cell, the UE may only be configured to transmit SRS after the transmission of the PUSCH and the corresponding DM-RS. 
If a UE is configured with [intraUEPrioritization] and a PUSCH transmission with a priority index 1 or a PUCCH transmission with a priority index 1 would overlap in time with an SRS transmission on a serving cell, the UE does not transmit the SRS in the overlapping symbol(s).

	Apple
	It appears that Nokia/Intel’s versions are the same, and we are fine with it.

	Nokia, NSB
	As CATT, Intel & Apple, we prefer the version that Intel & CATT copy/pasted here – based on the reasons noted by CATT. 



Updated TP:
Proposed Text Proposal: Adopt the following TP for Section 6.2.1 of TS 38.214 
	Modified clause (Section 6.2.1 of TS 38.214)
If a UE is not configured with [intraUEPrioritization] and a PUSCH with a priority index 0 and SRS are transmitted in the same slot on a serving cell, the UE may only be configured to transmit SRS after the transmission of the PUSCH and the corresponding DM-RS. 
If a UE is configured with [intraUEPrioritization] and a PUSCH transmission with a priority index 1 or a PUCCH transmission with a priority index 1 would overlap in time with an SRS transmission on a serving cell, the UE does not transmit the SRS in the overlapping symbol(s).
End



3.2   Endorsed Text Proposal
The following text proposal is endorsed by RAN1:
	Modified clause (Section 6.2.1 of TS 38.214)
If a UE is not configured with [intraUEPrioritization] and a PUSCH with a priority index 0 and SRS are transmitted in the same slot on a serving cell, the UE may only be configured to transmit SRS after the transmission of the PUSCH and the corresponding DM-RS. 
If a UE is configured with [intraUEPrioritization] and a PUSCH transmission with a priority index 1 or a PUCCH transmission with a priority index 1 would overlap in time with an SRS transmission on a serving cell, the UE does not transmit the SRS in the overlapping symbol(s).
End



4         Re-transmission of CBG Based PUSCH with Cancellation  
In R1-2004733, the issue of calculating TB CRC for a CBG-based PUSCH in case of cancellation of the initial PUSCH transmission is explained as follows:
The UL processing interruption due to intra-UE or inter-UE prioritization may have an impact on the minimum processing timeline of CBG based retransmissions.  When the initial transmission of a PUSCH is interrupted due to intra-UE prioritization or ULCI, the UE may stop the processing of PUSCH.
The TB CRC is calculated sequentially, i.e., one code-block is taken from the buffer and the state of the TB CRC encoder is updated. The UE then works on the given code-block before it takes another one from the buffer. When the UE has to stop the processing, it will not be able to calculate the TB CRC. Hence, if the CBG-level re-transmission is configured, and only a set of CBGs are requested for re-transmission, e.g., including the last CBG that has the last CB (note that TB CRC is part of the last CB), the UE processing timeline is stressed. 
As an example, assume that each CBG is one CB. After processing the first two CBs, the processing was interrupted. Now, for re-transmission, the gNB only requests the last CB. Hence, to calculate the TB CRC, the UE has to work on all the unprocessed CBs until it can obtain the TB CRC. The impact on the timeline is shown in the figure below.


An illustration of the timeline impact due to CBG-level re-transmission for an interrupted PUSCH.

To address the issue, the following proposal is made: 
Proposed Agreement: If a UE is configured with a CBG based PUSCH, the UE is not expected to be scheduled with a PUSCH transmission including the last CBG until all the previous CBGs are scheduled and transmitted by the UE. 
Please share your comments in the table below:
	Company
	Comment

	ZTE
	We are fine with the proposal. NW can avoid such case and no additionally UE capability is needed.

	Samsung
	This is a reasonable suggestion, but, as we mentioned before, we would still like to understand difficulty with only CB13 retransmission mentioned in the example compared with the case in which this is hypothetically replaced by another initial transmission. In our view, the latter would be strictly more difficult for a UE for which a UE anyway needs to be prepared. This does not seem to be a crucial issue frankly speaking. Also, a similar situation can happen in SFI-cancelled CG PUSCH retransmission in rel-15 if my understanding is correct. We do not see a huge value of this correction if the problem (or not ) still remains in rel-15.
· FL comment: If the UE is scheduled with another initial PUSCH, it has more than N2 symbols for calculating the TB CRC as the UE can continue the processing as it transmits the symbol; in other words, some of the processing timelines are hidden behind the transmissions. However, for the scenario shown above, the UE only has N2 symbols to (1) process all the cancelled CBGs and (2) process the last CBG and determine the TB CRC.

	Nokia, NSB
	Maybe the issue raised by Samsung would need to be sorted out first (i.e. is there an absolute need for restriction or not). 
In case the group thinks a restriction is needed, Proposal 4 seems to the address the issue without being unnecessarily restrictive (as discussed also in UE capability call). 

	vivo
	It is not clear to us how does this scheduling restriction work for gNB since gNB does not know whether a CBG is transmitted or not by UE.
For example, if a UE is configured with CBG based PUSCH with number of CBG = 4. For initial transmission, PUSCH with low priority carrying all CBGs are scheduled for the UE by gNB. After that, CBG #3 and CBG #4 are to be cancelled due to the overlapping of high priority channel. According to the agreement of cancellation timeline, UE may start the cancellation at any time before the first symbol of overlapping part, which means CBG#2 may be also cancelled. Besides, CBG #2 is not mapped on the symbols including DMRS. In such case, during the receiving at gNB side, gNB cannot tell whether CBG#2 is not decoded or CBG #2 is not transmitted by UE, since UE may or may not transmit CBG #2. Then to get the last CBG reTx e.g. CBG#4, it is ambiguous for the gNB on whether it should firstly schedule the CBG#3 ReTx or CBG#2 Re Tx.
In addition, we share Samsung’s views on how much problematic the issue it is

	MediaTek
	We agree with the intention of the proposal.
In Rel-15, the initial Tx of a TB can’t be partial CBG transmission (all CBGs should be transmitted). Relevant text from 38.214 is below.
	[bookmark: _Toc11352155][bookmark: _Toc20318045][bookmark: _Toc27299943][bookmark: _Toc29673217][bookmark: _Toc29673358][bookmark: _Toc29674351][bookmark: _Toc36645581]6.1.5.2 UE procedure for transmitting code block group based transmissions
If a UE is configured to transmit code block group based transmissions by receiving the higher layer parameter codeBlockGroupTransmission in PUSCH-ServingCellConfig, 
-	For an initial transmission of a TB as indicated by the New Data Indicator field of the scheduling DCI, the UE may expect that the CBGTI field indicates all the CBGs of the TB are to be transmitted, and the UE shall include all the code block groups of the TB.
-	For a retransmission of a TB as indicated by the New Data Indicator field of the scheduling DCI, the UE shall include only the CBGs indicated by the CBGTI field of the scheduling DCI. 


The figure below (from R1-1800609) shows an illustration of the UE impact if partial TB transmission is allowed for the initial Tx.
[image: ]
For Rel-16, as the PUSCH transmission can be fully/partially cancelled, the re-Tx of the same TB need to be treated as an initial Tx (possibly with less restrictions given that some of the CBGs may have been transmitted).
Regarding the wording of the proposal, we think there might be ambiguity between the UE and the gNB on “all the previous CBGs are scheduled and transmitted by the UE”. We are not sure how this could be defined given that:
· the cancelation could happen at any symbol of the PUSCH. 
· there could be different understanding between the gNB and the UE on what symbol the UE started the cancelation
So, we believe it is safer to extend the restriction from 38.214 (included above) to the case of a retransmission of canceled TB.
Feature lead comment: Enforcing the same constraint as for the initial transmission would solve the issue; however, it would, effectively, remove the CBG based PUSCH functionality. With all the cancellations supported, the usefulness of CBG based PUSCH is more critical. Hence, it would be desirable if we can adopt a solution that addresses the UE complexity issue, while also allows the network to benefit from the CBG based PUSCH feature. 

	Intel
	We understand there could be challenges to UE implementation, but agree with MediaTek that the wording in the Proposal may be a bit problematic. 
However, more importantly, unlike the R15 case, now, the impact is much more pronounced to the usefulness of CBG-based retransmissions. 
Specifically, in R15 case of initial transmission of the TB, there is not a significant impact to scheduling efficiency with the restriction quoted by MediaTek above since the typical mode of scheduling would involve all CBGs in the TB being scheduled for initial transmission. 
However, for the case of cancellation events, it is highly likely that the gNB receives the initial CBGs and can decode them successfully. Forcing a retransmission of these CBGs as well significantly impacts the system spectral efficiency when large “eMBB” PUSCH TBs are canceled. 
Given that the fundamental challenge arises from potential processing time limitation for TB CRC generation, we think a much more appropriate solution to the issue could be to simply allow for additional margin in the PUSCH preparation time for a retransmission of a PUSCH that may be canceled partially. Thus, an additional margin of D symbols may be provisioned to the UE configured with CBG for PUSCH, in defining the minimum PUSCH preparation time, where D is the difference in the lengths of the initial PUSCH (that was cancelled) and the PUSCH scheduled for reTx. 
This can ensure that the processing demands on the UE is not increased for calculation of the TB CRC, and at the same time, the entire PUSCH with all the CBGs need not be retransmitted. The gNB simply ensures that the UE has sufficient time to prepare the TB CRC between the end of the UL grant and start of the PUSCH retransmission.
Feature lead comment: The proposed solution would work; however, it enforces the worst-case latency for retransmissions; this is because, in theory, D is a function of what portion of a PUSCH is cancelled. However, since D cannot be variable, the network assumption should be the worst-case value. Instead, the proposal allows for solving the issue by network implementation, while not impacting the latency.

	Samsung 
	To be clearer, in an apple-to-apple situation in which a UE deals with multiple CB's with multiple PUSCH symbols, initial transmission would spread out CB's in time, and TB CRC will only be needed at later time when the last CB is processed. However, in the exemplary situation in the discussion, encoder/mapper output depending on TB CRC of all those CB's needs to be ready by the first PUSCH symbol. This technically creates a unique situation, and puts more stress to a UE although such overhead is just for the amount of TB CRC processing. Can you confirm if this is what you described?
Feature lead comment: Correct. If the transmission is not cancelled, the UE has at least N2 + additional symbols (equal to the number of symbols from the beginning of the PUSCH to the first symbol that carries the last CBG) for calculating TB CRC. However, if the initial transmission is cancelled, and only a subset of cancelled CBGs including the last CBG are requested for re-transmission, UE has much smaller amount of time for calculating TB CRC.

Also, the assumption should then be that a UE typically stores TB CRC from initial transmission although this is a bit implementation specific. Otherwise, a UE would anyway need to do what is required in the exemplary situation. Is my understanding correct?
Feature lead comment: Correct.

I would also like to know if this can be super beneficial in terms of UE implementation if a similar situation can still happen in rel-15 due to SFI-cancelled CG PUSCH retransmission. It would still benefit if a UE does not support SFI, but that would not be the preferred route in terms of implementation.
Feature lead comment: One approach could be to solve the issue in Rel. 16 specification, and also draw a conclusion for Rel. 15.

	vivo
	On the issue of the TB CRC calculation for the CBG based re-transmission, we are still not sure whether the problem exist.
In current spec 214, it says “The UE is not expected to be scheduled to transmit another PUSCH by DCI format 0_0, 0_1 or 0_2 scrambled by C-RNTI or MCS-C-RNTI for a given HARQ process until after the end of the expected transmission of the last PUSCH for that HARQ process”. So even if the a few number of last CBGs are cancelled, the UL grant for scheduling the re-transmission need to be after the time when originally scheduled last CBG is transmitted. As shown in figure below, CBG#3 and #4 are cancelled, but the UL grant for re-scheduling need to be after the time when CBG #4 is transmitted. Although CBG #3 and #4 are cancelled, UE can continue the TB CRC calculation in order to prepare potential scheduling for re-transmission. The time duration as shown in Fig below T should be sufficient for TB CRC calculation in our understanding.

[image: ]
Feature lead comment: The issue is not related to the points raised above. Let us consider the following scenario:


Top figure shows how much time a UE has for calculating TB CRC assuming the transmission is not cancelled. Since CRC is a linear function, the UE can take one CB at a time, update the state of TB CRC encoder and work on the processing and transmission. So, some operation times are hidden under X symbols, which gives the UE additional X symbols for transmission.
Now, let us consider the top figure again, but assume that for the initial transmission of a TB, CBG1 was sent, but the rest are cancelled. So, TB CRC encoder state is updated by processing CBG1. But, for re-transmission, the gNB does not request the transmission of CBG2 and CBG3, but asks for CBG4, which requires the final state of the TB CRC encoder. TO do this, the UE has to still process CBG2 and CBG3 (even though they are not going to be sent) before it can derive the final state of the TB CRC encoder. However, as shown in the bottom figure, the UE has much less amount of time now. In particular, it does not get the additional X symbols for this case. 

In addition, based on your proposal, if UE cancels CBG#2,#3,#4, is it possible to allow the gNB schedule firstly CBG #3, CBG#2, and lastly CBG#4? Or is it allowed for gNB to schedule all cancelled CBGs at the same time (CBG #2, CBG#3, CBG#4)?
Feature lead comment: Any order is possible; It is just that before the gNB asks for the last CBG, it should ask for all the previous CBGs once. As an example, if there are 4 CBGs, and CBG2,3,4 of the initial transmission are cancelled, in the first re-transmission, the gNB may only ask for CBG2 or CBG3; in the second re-transmission, it may ask for CBG3 or CBG2; finally, it may ask for the last CBG (This is just one example; any order and combination, as long as the constraint above is satisfied is feasible.)


	HW/HiSi
	For partial cancellation, there is an issue with the TB-CRC generation if the TB-CRC has not been generated during the initial transmission. 
Several solutions have been discussed to address this issue:   
Approach 1:
The easiest way would be as MTK has proposed, that the re-TX in treated as an initial transmission if the original initial TX has been cancelled partially. However, this results into low spectral efficiency.  
Approach 2:
Another approach would to set the TB-CRC to all zeros. The performance impact of this is very small and especially for eMBB transmissions, it is negligible.
Approach 3:
A third possibility would be that that the last CBG can only be transmitted if all other CBGs have been scheduled and transmitted in their sequence before. It should be noted that the TB-CRC is updated sequentially, encoded bits from previous CBGs and the corresponding intermediate TB-CRC should be available when the new CBG is generated and TB-CRC is updated.
Example: Assume that 8 CBGs are configured. In the initial TX CBG5-CBG8 get cancelled.
It is ok if the first re-TX includes CBG5 and CBG6, and the second re-TX includes CBG7 and CBG 8. But it is not ok, if the first re-TX includes CBG 6 and CBG 7 and the second re-TX included CBG 5 and CBG 8. The reason is that CBG 6 would need the bits from CBG5 to further update the intermediate TB-CRC.
This means, in order to obtain the correct TB-CRC and to still satisfy the processing time line requirements, a CBG with a lower index should be transmitted before a CBG with larger index. 
To clarify this, we propose to update the proposal as follows:
Proposed Agreement: If a UE is configured with a CBG based PUSCH, the UE is not expected to be scheduled with a PUSCH transmission including the last CBG until all the previous CBGs are scheduled and transmitted in ascending order by the UE. 
Regarding this approach, some concerns have been raised by MTK and vivo about a possible ambiguity between the gNB and UE (for intar UE multiplexing). The concern is that the gNB does not know if a CBG prior to the cancellation deadline also has been cancelled or not. We think that this ambiguity can be overcome, because:
· After the cancellation deadline everything has to be cancelled. After the deadline, there is no ambiguity by default.
· From the first cancelled symbol, it is for sure that the whole rest of the transmission also is cancelled. That means if a CBG has been received with correct CRCs, no earlier scheduled CBG has been cancelled. 
· For the re-TX, the gNB can schedule all CBGs starting from the CBGs after the last correctly decoded CBGs. If any of the subsequent CBGs was a canceled CBG or the CBG has not been received correctly by the gNB doesn’t matter.  
Approach 4:
Extend the UE processing time for the re-TX. It might be complicated for the gNB scheduler to handle different UE processing times. Also the evaluation how long to extend the processing time might not be that straight forward. Intel proposed to extend the processing time by “D is the difference in the lengths of the initial PUSCH (that was cancelled) and the PUSCH scheduled for reTx”. I think it is possible that the initial TX and re-TX can have the same duration. Even if less data is transmitted in the re-TX, it might get fewer PRBs but would still span a whole slot. 
In our view approaches 1-3 above can work. The first option, results in degraded network performance. The second approach i.e. to set TB-CRC to all zero, has negligible impact on the performance, is very easy for the UE implementation and does not require gNB scheduling restrictions. We prefer that Approach 2 over Approach 3.



4.1   Updated Proposal
Based on the discussions, the proposed agreement is updated as follows:
Proposed Agreement 1: If a UE is configured with a CBG based PUSCH and the initial transmission of a TB is cancelled, the UE is not expected to be scheduled for a re-transmission of the TB including the last CBG if all the cancelled CBGs (except for the last one) has not been transmitted at least once. 
Please share your comments in the table below.
	Company
	Comment

	HW/HiSi
	I think that the proposal has two issues that we need to discuss further.
The first one is that the TB-CRC is updated sequentially, encoded bits from previous CBGs and the corresponding intermediate TB-CRC should be available when the new CBG is generated and TB-CRC is updated. 
Example: Assume that 8 CBGs are configured. In the initial TX CBG5-CBG8 get cancelled.
It is ok if the first re-TX includes CBG5 and CBG6, and the second re-TX includes CBG7 and CBG 8. But it is not ok, if the first re-TX includes CBG 6 and CBG 7 and the second re-TX included CBG 5 and CBG 8. The reason is that CBG 6 would need the bits from CBG5 to further update the intermediate TB-CRC.
A second issue is to discuss the ambiguity between gNB and UE. I think it can be overcome as explained in our comment above, but it should be discussed. 
If a fractional re-TX is supported in case the initial TC is partially cancelled, then in general, we would prefer to the set TB-CRC to all zeros instead of the proposal agreement. That would be simpler for the UE implementation and the performance impact would be very small. The proposed agreement, on the other hand would incur some scheduling restrictions for the gNB and has higher UE implementation complexity.
For the solution proposed by Intel, to extend the processing time by D, there is some impact to the gNB scheduler to deal with different processing times and it is difficult to value. I think the proposed value from Intel does not work: “D is the difference in the lengths of the initial PUSCH (that was cancelled) and the PUSCH scheduled for reTx”. I think it is possible that the initial TX and re-TX can have the same duration. Even if less data is transmitted in the re-TX, it might get fewer PRBs but would still span a whole slot. 

	Samsung
	1. I think what Vivo mentioned makes sense in some cases. In my understanding, what they tried to say is that a UE can still continue generating TB CRC even after cancellation gets effective since it will not have any other task corresponding to that resource. This would be true except for intra-UE prioritization. In that case, a UE has something else to do there. Also, continuing generating TB CRC in other cases may work in terms of processing time, but it would introduce some processing exception, which may not be desirable. Having said that, we do not see a huge issue if no treatment is made for this issue. 
2. Regarding HW’s comment about sequential processing of TB CRC, I agree that it is a typical approach, but I think it is also possible to have implementation handling such OoO generation although I am not sure if we can assume such implementation. Anyways, this issue itself already assumes certain implementation which stores TB CRC processed before. Because of that, we do not see a huge issue if no treatment is made for this issue.

	Nokia, NSB
	We agree with the comment by Samsung in 1. above (this is what I had been wondering), why the UE could not continue the TBC CRC calculation (which is the least complicated / processing heavy of any UL TX processing). 
FL comment: The UE has to go through the processing pipeline; hence, it is not possible to bypass a portion of processing.
Now if we really need this (conditional), the update proposal would basically require that all except the last CBGs have been transmitted already – when the last CBG is scheduled. Please note that this condition is not even fulfilled for the initial transmission without cancelation, and therefore goes a bit too far. Or to take the example from Thorsten above, in the first transmission CBG0-3 are transmitted. So based on the restriction it would not be possible to schedule all the remaining CBGs at once (i.e. CBG5-8), as it is required that CBG5-7 would have needed to be transmitted once before you can scheduled CBG8 – meaning: you need 3 transmission cycles at least (initial canceled CBG0-4, re-tx all except last one as required CBG5-7 – and the last one). 
So maybe some change in the proposal would be needed – how about the following: 
If a UE is configured with a CBG based PUSCH and the initial transmission of a TB is cancelled, the UE is not expected to be scheduled for a re-transmission of the TB including the last CBG if all the cancelled each of the other CBGs (except for the last one) have either not been transmitted at least once before or are scheduled for a re-transmission in the same UL grant as the last CBG. 
FL comment: The proposed changes make sense. The proposal is updated below.

	Intel
	An issue with the updated proposal is still what has been asked by vivo and MediaTek – as to the ambiguity between UE and gNB on which CBGs have been “cancelled” and which of these CBGs have “not been transmitted at least once”. While Nokia’s update avoids the first ambiguity, the second (more critical one) remains.
“Feature lead comment: The proposed solution would work; however, it enforces the worst-case latency for retransmissions; this is because, in theory, D is a function of what portion of a PUSCH is cancelled. However, since D cannot be variable, the network assumption should be the worst-case value. Instead, the proposal allows for solving the issue by network implementation, while not impacting the latency.”
In response to the FL’s observation above on the option of extending the min processing time for such reTx cases such that the UE is ensured at least the same time as for the initial PUSCH with all CBGs, yes, it is true that the tradeoff is a bit of latency increase for the reTx, but this should not be an issue for a traffic that is being deprioritized because it can tolerate the latency hit. In this case, as against the “baseline” option (if we are to address this issue at all) which is the one suggested by MediaTek, this option allows for use of CBG-based reTx without necessarily aiming to optimize the operation or requiring changes to the implementation from the UE.  
“For the solution proposed by Intel, to extend the processing time by D, there is some impact to the gNB scheduler to deal with different processing times and it is difficult to value. I think the proposed value from Intel does not work: “D is the difference in the lengths of the initial PUSCH (that was cancelled) and the PUSCH scheduled for reTx”. I think it is possible that the initial TX and re-TX can have the same duration. Even if less data is transmitted in the re-TX, it might get fewer PRBs but would still span a whole slot.”
For the above response from Huawei, we do not think there is any significant additional complexity for gNB considering the numerous timeline margins we have already – the gNB has full control and knowledge based on its prior scheduling decision and can simply ensure that the reTx does not start “too soon”. If initial Tx and reTx have same durations, then there is no need for any additional margin that needs to be budgeted – irrespective of the number of CBGs requested for reTx. What matters is the time available at the UE for the processing and in this case, they will be the same for the initial and reTx. We do not see any issue in the first place with the proposal when reTx and initial Tx have same durations.


	vivo
	Samsung’s understanding of our views is correct. While based on the status for intra-UE prioritization between data and data, UE expects one MAC PDU will be delivered to the PHY, in other words, even for intra-UE prioritization, the UE will not have anything to do on the cancelled resource. 
FL comment: For intra-UE prioritization, that is not always the case. 
So, we also share Nokia’s view that the simplest way is UE should continue the TB CRC calculation for potential re-transmission. 
FL comment: An alternative question to ask is that why would the gNB requests the transmission of the last CBG before it asks for all other CBGs? The proposal is aligned with any reasonable network implementation.
In addition, as Intel observed, our concern on the ambiguity for gNB to know from which CBG UE starts cancellation is still not solved. The point is gNB does not know when UE starts the cancellation. The reason that gNB dose not detect one CBG e.g. CBG#2 maybe because of miss detection since the CBG#2 may not have the DMRS, or maybe because UE cancels the CBG#2 that is earlier than the intended cancelled CBGs, e.g. CBG#3 and #4. 
FL comment: For CBG#2 in the above example, the gNB anyways has to request for re-transmission. Is there any reason that the gNB asks for CBG4 first and not CBG2? 
So we are still not convinced that it is really necessary to have such proposal.   

	Apple
	On the proposal, it is still not clear to us if it is a good idea not to impose the order of the CBGs. This is very likely not possible based on the existing implementation, i.e., may need some changes in UE implementation.
I also wonder how important it is to do too much optimization here. Given that we have agreed that a UE may cancel any time in advance for intra-UE, the claimed gain on any optimization may not materialize at all eventually. In this sense, we have a slight preference to go with MTK’s suggestion.



Proposed Agreement 2: If a UE is configured with a CBG based PUSCH and the initial transmission of a TB is cancelled, adopt one of the following options:
· Option 1: the UE is not expected to be scheduled for a re-transmission of the TB including the last CBG if all the cancelled each of the other CBGs (except for the last one) have either not been transmitted at least once before or are not scheduled for a re-transmission in the same UL grant as the last CBG.
· Option 1a: The UE is not expected to be scheduled for a re-transmission of a CBG #N in a given TB unless CBG #N-1 has been transmitted before or is scheduled in the same UL grant that includes CBG#N.
· Option 2: the TB CRC for the retransmission of the same TB is set to all zeros.
·  Option 3: It is up to UE implementation to determine which values to use as the TB CRC (which may not be the actual TB CRC) for the retransmission of the same TB.
· Option 4: the minimum processing time for PUSCH scheduled for re-transmission is extended by D symbols.
· Option 5: The UE is not expected to be scheduled with partial TB for the retransmission.

Please share your views in the table below:
	Company
	Comment

	vivo
	We are still not convinced that the issue is essential to address. If it has to be resolved, we think that it can be up to UE implementation to generate the TB CRC for the retransmission of the same TB. There is no need to mandate UE to always set TB CRC for the retransmission of the same TB as all zeros. If UE is capable to generate, the correct TB CRC can be sent. So, we propose to add option 2a as following.
[bookmark: _Hlk42182828]Option 2a: It is up to UE implementation to generate the TB CRC for the retransmission of the same TB.

	HW/HiSi
	From the options in the Proposed agreement, our preference would be Option 2, it is very simple for the UE implementation.
Option 1 in its current form is a bit complicated since it would allow scheduling of previously cancelled CBGs out of sequence in case of multiple re-transmissions. It would be better if the data could be processed in the right sequence. Therefore we want to include Option 1a:
Updated Proposed Agreement 2: If a UE is configured with a CBG based PUSCH and the initial transmission of a TB is cancelled, adopt one of the following options:
· Option 1: the UE is not expected to be scheduled for a re-transmission of the TB including the last CBG if all the cancelled each of the other CBGs (except for the last one) have either not been transmitted at least once before or are not scheduled for a re-transmission in the same UL grant as the last CBG.
· Option 1a: The UE is not expected to be scheduled for a re-transmission of a CBG #N in a given TB unless CBG #N-1 has been transmitted before or is scheduled in the same UL grant that includes CBG#N.
· Option 2: the TB CRC for the retransmission of the same TB is set to all zeros.
· Option 2a: It is up to UE implementation to generate the TB CRC for the retransmission of the same TB.
· Option 3: the minimum processing time for PUSCH scheduled for re-transmission is extended by D symbols.

	MediaTek
	We would like to add the following option, which is an extension of Rel-15 restriction to the case of the re-Tx of a canceled PUSCH.
Option 5: The UE is not expected to be scheduled with partial TB for the retransmission.
Our first preference is Option 5, but we are fine with Option 1a as second preference. 

	Apple
	We support adding Option 5 as MediaTek suggested. Overall we do not feel this issue deserves any complicated optimization. We would also be open to consider other simple options such as Option 1a/2 or even 3, if there is no unexpected complication. For Option 1/1a, with the potential ambiguity issue companies raised earlier, is it the correct understanding that the gNB should only move on schedule the next CBG after it receives the ACK for the previous CBG? For Option 1, our concern is that the in-order transmission of the CBGs should be guaranteed, otherwise it creates issues for UE implementation.

	HW/HiSi
Update June 5th 
	One comment on Option 3. According to the feedback from Xieming I would like the following note should be added for clarification 

Proposed Agreement 2: If a UE is configured with a CBG based PUSCH and the initial transmission of a TB is cancelled, adopt one of the following options:
· Option 1: the UE is not expected to be scheduled for a re-transmission of the TB including the last CBG if all the cancelled each of the other CBGs (except for the last one) have either not been transmitted at least once before or are not scheduled for a re-transmission in the same UL grant as the last CBG.
· Option 2: the TB CRC for the retransmission of the same TB is set to all zeros.
· Option 1a: The UE is not expected to be scheduled for a re-transmission of a CBG #N in a given TB unless CBG #N-1 has been transmitted before or is scheduled in the same UL grant that includes CBG#N.
· Option 3: It is up to UE implementation to generate the TB CRC for the retransmission of the same TB.
· Option 4: the minimum processing time for PUSCH scheduled for re-transmission is extended by D symbols.
· Option 5: The UE is not expected to be scheduled with partial TB for the retransmission.
· Note: Option 3 means that, if the UE is not able to calculate correct TB CRC (due to partial retransmission), UE can set whatever value to the TB-CRC, all zero is also allowed but not mandated.

	Ericsson
	We don’t think anything needs to be done. Existing specification works fine. The reasonable gNB will schedule a retransmission that makes sense. No new behavior is expected of the UE.
· Set TB CRC to all zero or other incorrect bit sequence is not acceptable. We cannot accept such change to 38.212. It requires two different behavior (correct TB CRC and incorrect TB CRC) on UE and gNB. It also makes the TB CRC useless, thus destroying the TB-level error detection.
· It is not right to mandate that retx has to be a full TB. The gNB can schedule partial TB in retransmission if the resources are not sufficient. The gNB is fully aware of this, and can follow up with further partial or full TB retransmission(s). When all (re-)transmissions are soft combined, the TB can be correctly received.
Thus, our proposal is: 
· The gNB and UE implementation will ensure proper operation of the system. No specification change is necessary. 

	Intel
	To us, Option 3 as written above means no changes to specs – and UE has to generate *the* TB CRC (i.e., “the TB CRC as specified in 212”). If the intention is to say what you quote from Xueming’s statement, then Option 3 should be modified – just adding the note does not help as it makes things more confusing due to the contradiction between description of Option 3 and the note. 

Also, we are not against either interpretation of Option 3 at this point. Our comment is just to avoid future misunderstanding. As you may have noticed, we spend a significant amount of time just clearing up misunderstandings from previous decisions, so, it’d be good if we can use clarity from the very beginning as much as possible. 

In short, the note changes the meaning of Option 3 and thus, cannot be a “clarification” to Option 3. Better to capture it then as an Option 3a and then add the note, so we have:
· Option 3: It is up to UE implementation to generate the TB CRC for the retransmission of the same TB.
· Option 3a: It is up to UE implementation to generate the a TB CRC for the retransmission of the same TB. 
· Note: Option 3 means that, if the UE is not able to calculate correct TB CRC (due to partial retransmission), UE can set any value to the TB-CRC, including all zeros.

	HW/HiSi
	Proposed Agreement 2: If a UE is configured with a CBG based PUSCH and the initial transmission of a TB is cancelled, adopt one of the following options:
· Option 1: the UE is not expected to be scheduled for a re-transmission of the TB including the last CBG if all the cancelled each of the other CBGs (except for the last one) have either not been transmitted at least once before or are notscheduled for a re-transmission in the same UL grant as the last CBG.
· Option 1a: The UE is not expected to be scheduled for a re-transmission of a CBG #N in a given TB unless CBG #N-1 has been transmitted before or is scheduled in the same UL grant that includes CBG#N.
· Option 2: the TB CRC for the retransmission of the same TB is set to all zeros.
· Option 3: It is up to UE implementation to generate the TB CRC for the retransmission of the same TB.
· Option 3a: It is up to UE implementation to determine which values to use as the TB CRC (which may not be the actual TB CRC) for the retransmission of the same TB.
· Option 4: the minimum processing time for PUSCH scheduled for re-transmission is extended by D symbols.
· Option 5: The UE is not expected to be scheduled with partial TB for the retransmission.

	Samsung
	I understand that the proposed agreement is discussed here to down-select in next meeting with proposed options. But, although I'm not sure what options are could be added more in the proposal, it would be safer to add one sentence "other options are not precluded" that's what we have done in SID/WID phase. 
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