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1	Introduction and summary
We discuss and share our view on topics for a Rel.19 work item on MIMO evolution (MIMOevo). The contribution is well summarized in Section 4 Conclusions. 
[bookmark: _Ref178064866]2	Motivations for a MIMO work item in Release 19
In this Section 2 we discuss problems and shortcomings of the current specifications (without discussing the proposed solutions) in seven different areas. The section 2 should thus be seen as the motivation, and in Section 3 we will propose the specification-based solutions and some initial evaluation results that are demonstrating the benefits in each of the seven areas. 
It should be noted that some of the proposed areas are not strictly MIMO enhancements, but they could be handled by other WI in Rel-19 if better suited (e.g., in an XR WI). 
2.1	The coverage challenge of new “higher” FR1 frequency bands 
The licensed n104 band (6.425-7.125 GHz) is gaining attraction for deployments in China and EU. The use of this “high” FR1 band comes with coverage challenges. This motivates the introduction of large antenna arrays, where “large” means an increase in the number of antenna elements (AE) by roughly 4 times, from ~200 AE to ~800 AE or possibly even more. A larger antenna array provides an opportunity to better maintain the uplink and downlink coverage on par with the lower bands, allowing MNOs to reuse existing site grids. Note that the antenna array for band n104 may not be physically larger than the typical deployed massive MIMO antenna at e.g., 3-4 GHz, but electrically larger (in terms of wavelengths). 
[bookmark: _Toc136275272]Electrically larger antenna arrays (increased number of antenna elements) are motivated for the n104 band (6.425-7.125 GHz) to maintain coverage and existing site grids as frequency is increased
A straightforward implementation solution when increasing the number of AE is to increase the antenna subarray size. However, this reduces the angular range coverage of the antenna array (outside this range the received signal power reduces), see Figure below.  Good angle coverage in elevation is particularly important in urban areas with small ISD where users are to a great extent distributed in elevation as seen from the antenna array. 
[image: ]
Figure 1: Angular range coverage V when using a 3x1 and 6x1 subarray respectively. In this example, the 3x1 subarray requires 64 antenna ports while the 6x1 subarray requires 32 ports.
In addition, in band n104 there are challenges related to interference to non-3GPP systems such as fixed links and various satellite services. To be able to steer the transmission away from victim systems in an efficient way while simultaneously maintaining the signal strength towards the desired user, it is required to increase the number of baseband controllable antenna ports when the number of AE is increased. 
[bookmark: _Toc136275273]Increasing the subarray size as a standard transparent solution for larger antenna arrays has several drawbacks in terms of limited vertical angle range and difficulties of controlling grating lobes towards victim systems, including non-3GPP systems 
In Section 3.1, simulation results are shown describing the performance with different subarray sizes. 
It is noted that for the current 24 and 32 port codebooks, it is possible to configure CSI report for a 12 and 16 column antenna array respectively, but there is no possibility in those cases for simultaneous elevation steerability, hence, the full dimensional MIMO (FD-MIMO) with elevation and azimuth joint precoding as introduced in LTE Rel.13 (TR 36.897), is currently not supported for large antenna arrays with more than 8 antenna columns. 
In this new band, it is likely that more than 8 columns will be implemented for band n104 since this can be done without extending the size beyond existing products. Hence, extending specification to FD-MIMO for 12 and 16 column antenna arrays is important. Likewise, for hybrid beamforming, the current specification supports up to 4 elevation beams (selected by the UE and reported using CRI), but only 8 horizontal ports for a selected elevation beam. The limit to 8 ports for the horizontal precoding means in practice a limitation to 4 antenna columns only, which is a small antenna array.  
[bookmark: _Toc136275274]Current NR specifications do not support the large antenna array advancements as it lacks support for FD-MIMO for antenna arrays with 24 and 32 ports and only support hybrid beamforming with 4 column antenna arrays
A valid question to ask is that given this new band is for TDD, why not utilize channel reciprocity (i.e., SRS) to determine the MIMO precoder? This is certainly possible for a single carrier system, but since the n104 band is rather wide, it will likely utilize carrier aggregation (CA) in the downlink. This means a need to implement SRS carrier switching solutions in gNB and UE, which will interrupt traffic on the serving cell while the UE switches to an SCell to perform an SRS transmission.  With multiple carriers configured in CA, the traffic interruption and delay in obtaining reciprocity channel estimates becomes prohibitively long. In addition, these higher carrier frequencies have challenging uplink coverage, and it is expected that most UEs will use this band as DL only, with its uplink on lower frequency FDD bands with better UL coverage
Hence, for TDD systems with CA, it is crucial to support CSI reporting for carriers which do not have an uplink. 
In summary, there are solid motivations to enhance the 3GPP specifications to support massive MIMO antenna solutions for the higher frequency bands within FR1 to allow development of large antenna arrays. Since this band is not used by 3GPP technologies yet, there is no issue with legacy terminal support if an enhancement is introduced in Rel.19 even though the feature itself is band agnostic in the specifications. 
The implementation of large antenna arrays requires development of new building practice and different approaches can be taken. Multiple different solutions are needed in parallel depending on vendor choice. Hence, it’s important that a standardized enhancement in Rel.19 doesn’t limit the massive MIMO implementation freedom and thus both fully digital (increasing the number of CSI-RS ports and associated precoder codebook beyond the current 32 ports limitation) as well as hybrid approaches (e.g., time domain elevation beamforming and frequency domain horizontal precoding) needs to be included.  
In Section 3.1, the suggested specification impact and associated performance benefits of these enhancements are presented. 
2.2	Addressing uplink MIMO coverage and capacity
Uplink coverage and capacity are key metrics in network designs, and enhancements have been of interest to operators in each release of NR.  However, UE RF complexity and power limitations tend to make such enhancements challenging from a technical viewpoint, potentially limiting their appeal to UE vendors. Therefore, it is important to target solutions that address use cases that are of sufficient interest to UE vendors.  
2.2.1	Multi-layer UL MIMO coverage
The NR uplink has two waveforms: precoded (DFT-S-) and non-precoded (CP-) OFDM. DFT-S-OFDM has a lower peak to average power ratio than CP-OFDM, which allows the UE to operate its power amplifier closer to its maximum output power (theoretically ~3 dB closer for QPSK as measured by the cubic metric). This higher output power can be used to improve uplink coverage, especially for higher modulation orders. It also enables more efficient PA operation, and consequently reduced current drain in the UE.
In Rel-18 discussions of the UL-MIMO and the coverage enhancement work items, both multi-layer DFT-S-OFDM and fast DFT-S-OFDM to CP-OFDM switching were considered.  However, the scope of Rel-18 work items was large, especially for MIMO, and the need to specify both multi-layer DFT-S-OFDM and dynamic switching between DFT-S-OFDM and CP-OFDM was questioned, which led to only dynamic switching between DFT-S-OFDM and CP-OFDM being specified in Rel-18.  
Since Release 10, LTE supports up to rank 4 for DFT-S-OFDM, and so there was no question on the feasibility of multi-layer DFT-S-OFDM in the Rel-18 work item discussions.  One reason why multi-layer CP-OFDM was preferred for NR in Rel-15 was that some UL MIMO schemes and codebooks that can improve system capacity tend to increase PAPR on the UE’s Tx chains, and so CP-OFDM was a more natural first choice to maximize flexibility of the supported multi-layer schemes.  However, such schemes are naturally not coverage-enhancing schemes for MIMO given this increased PAPR, and so alternatives exploiting DFT-S-OFDM should be considered.
Given that dynamic switching between DFT-S-OFDM and CP-OFDM is supported in Rel-18, it is possible to improve coverage with single layer DFT-S-OFDM while retaining the ability to dynamically select multi-layer transmission with CP-OFDM when channel conditions improve.  However, dynamic switching does obviously not improve the coverage of multi-layer MIMO transmission. 
[bookmark: _Toc136275275]Dynamically switching to DFT-S-OFDM from CP-OFDM can improve coverage in rank 1 channel conditions, and therefore its performance benefit is primarily for cell edge throughput.  This dynamic switching doesn’t provide a benefit when channel conditions allow for rank 2 or more, which is common in large portions of cells in NR deployments.
As is discussed further in section 3.2.1, it turns out that rank 2 or higher transmission can be quite common in a cell, and that multi-layer transmission can be a mechanism to deliver higher power and therefore higher throughput also for coverage limited UEs, especially for non-coherent UL MIMO UEs.   We therefore believe it is motivated to specify multi-layer DFT-S-OFDM transmission in Rel-19, as a further enhancement beyond fast DFT-S/CP-OFDM switching.
[bookmark: _Toc136275277]DFT-S-OFDM can allow higher power transmission of UL MIMO with multiple, as well as single, layers, thereby increasing capacity as well as cell edge throughput.
2.2.2	Uplink network capacity loss due to blocking by a narrowband SRS transmission
[bookmark: _Ref133953723]In FR2, only PUSCH frequency-domain resource allocation type 1 is supported (contiguous set of PRBs). A UE near cell edge need to transmit a narrowband SRS that will render unused RBs for other UEs’ PUSCH. An illustration is provided in Figure 2, where two UEs scheduled in the same slot and a narrowband SRS transmission (e.g., for SRS configured with inter-slot FH and repetition factor 4) occupies a small set of PRBs in the middle of the BWP. This result in poor spectrum utilization and thus network capacity loss in FR2. 
[bookmark: _Ref133953715][image: ]
[bookmark: _Ref133953729]Figure 2: An example of PRB allocation for two UEs in the same UL slot and where one of the UEs is transmitting narrowband SRS with inter-slot frequency hopping.
[image: ]
Figure 3: An example of PRB allocation for two UEs in the same UL slot and where one of the UEs is transmitting narrowband SRS with intra-slot frequency hopping.
For CP-OFDM in FR1, both type 0 (bitmap-based) and type 1 frequency-domain resource allocation are supported for PUSCH. In this case, it is possible to schedule PUSCH around a narrowband SRS transmission if the SRS transmission occupies the same PRBs over all OFDM symbols. However, with intra-slot FHs, the PRB allocation for SRS varies over OFDM symbols, which, again, may lead to inefficient spectrum utilization (an example is shown in Figure 3). Indeed, only SRS resources configured with the same FH pattern but with a different starting position can occupy unused PRBs within the configured SRS bandwidth and, hence, depending on the number of active UEs, the NW may not be able to utilize all UL resources.
[bookmark: _Toc136275278]Narrowband SRS transmissions may result in poor spectrum utilization in both FR1 and FR2 if intra-slot SRS FH is configured.
Based on the above observations, there is motivation for enhancing PUSCH scheduling to support better spectrum utilization in the UL when narrowband SRS transmissions are present. In Section 3.2.2, the related specification impact to achieve such enhanced PUSCH scheduling is discussed.
2.2.3	Uplink limitations for UEs with antenna switching
Currently in NR, UEs equipped with less than half the number of TX ports compared to the number of RX ports (i.e., for t1r4, t1r6, t2r6, t2r8, t1r8), antenna selection for PUSCH is to a large extent up to UE implementation. The reason for this is that these antenna switching schemes requires more than 2 SRS resources, while there is a limit of maximum 2 SRS resources for codebook-based UL transmission (except for the Rel-16 full power mode 2, where up to 4 SRS resources can be configured). Antenna selection for PUSCH based on UE implementation can in many cases become sub-optimal since the UE is not aware of the current UL interference situation, both between different UEs in the same cell (i.e., intra-cell interference for UL MU-MIMO) and due to interference from UEs belonging to different cells (i.e., inter-cell interference for UL SU/MU-MIMO), which will deteriorate the UL performance. In addition, UE implementation based PUSCH antenna selection may in some case not be fast enough, which could deteriorate the UL performance even further due to aging of the UL channel.
In addition, for UL codebook-based operation with multi-port SRS resources, the network can indicate one out of the two configured SRS resources (using the single-bit SRI in DCI), and the corresponding PUSCH transmission will then be transmitted over the SRS ports (and hence corresponding UE antennas) associated with the selected SRS resource. Since it is up to UE implementation to determine the “SRS-port to UE-antenna”-mapping, it is also up to the UE to determine which UE antennas that belongs to which SRS resources, which limits the PUSCH UE antenna selection flexibility for the network. For example, assume that a 2t4r UE is configured with two SRS resources for codebook-based UL transmission; SRS resource 1 consisting of SRS port 1 and SRS port 2, and SRS resource 2 consisting of SRS port 3 and SRS port 4. In this case, the SRI can either select PUSCH transmission over SRS port 1 and SRS port 2 (by indicating SRS resource 1 in the SRI) or over SRS port 3 and SRS port 4 (by indicating SRS resource 2 in the SRI), which might be sub-optimal for example if the network has determined that the best PUSCH performance will be attained if the UE transmit over e.g. SRS port 1 and SRS port 3.
[bookmark: _Hlk136352282]2.2.4	Uplink capacity for Fixed Wireless Access (FWA)
There have been some discussions in previous pre-release preparations to increasing the uplink SNR using subband precoding for PUSCH but it has never been realized in standards. From a network perspective, we believe increasing SINR is more important than increasing SNR, and UL MU-MIMO should be considered as the primary assumption, especially for FWA applications where the channels are less time selective compared to the mobile use case. Hence, there is a potential to improve the uplink by improving SINR by interference aware transmissions. 
It should be noted as well that UL MU-MIMO is a key feature of LTE, and indeed was crucial to meeting IMT-Advanced requirements for uplink capacity.  
Interference-aware UL transmission may require a higher UE complexity, however, FWA applications are now well established in NR and LTE, and of growing importance and NR Rel-18 assumes advanced UEs targeting FWA use cases, where UL transmission was extended to 8 Tx with 8-layer codebook-based and non-codebook-based transmission. Such UEs can be highly capable from an RF standpoint, supporting fully coherent transmission across all 8 Tx ports, which requires more robust power amplifiers due to the greater PAPR of such transmission schemes.  Another Rel-18 feature targeting FWA was simultaneous transmission of multiple panels (STxMP). 
NR UL MIMO schemes are either codebook-based or non-codebook-based, and so their corresponding enhancements to use interference-aware transmission will naturally differ.  The specification impact and use cases for such UEs can therefore also vary, and so the suitability of interference-aware enhancements to codebook-based versus non-codebook-based transmission should be considered.
Codebook-based transmissions allow more precise control of transmission, which in turn requires greater control signalling overhead. However, if codebook like solutions are directly considered for the uplink, hundreds of bits or more could be needed in DCI, which could have substantial impact on PDCCH design, as well as PDCCH capacity limitations. 
Non-codebook-based transmission relies on the ability of the UE to form its own antenna patterns, beams and/or precoding, and generally has less control signalling overhead.  UEs using advanced non-codebook-based transmission may exploit reciprocity from CSI-RS measurements, which can further improve performance with little additional control signalling overhead.  Lastly, non-codebook-based UE transmits at their full rated power regardless of the number of layers transmitted, which makes their RF implementations more amenable to schemes requiring higher PAPR.
In current NR specifications, the UE has limited channel knowledge to perform interference aware non-codebook-based precoding. While a UE can be configured with a single CSI-RS resource with non-codebook-based transmission, the UE has only this CSI-RS to form its precoder and hence has limited knowledge about, for example the UL interference at serving gNB caused by co-scheduled UEs (for MU-MIMO) and/or by UEs in other cells (for SU/MU-MIMO). The UE also does not know how much UL interference a particular SRS beamforming/virtualization causes at a victim gNBs, which may deteriorate system throughput. 
[bookmark: _Toc136275279][bookmark: _Toc133955483][bookmark: _Toc133955484]The use of CSI-RS with non-codebook-based transmission can be a starting point on which to build interference-aware transmission schemes for the uplink that improves SINR
2.3	The exploding QCL complexity issue for multi-TRP and D-MIMO 
The UE can be configured to perform the various types of multi-TRP communication. The configuration provides the UE with TCI states, which contain the QCL source for the PDCCH/PDSCH reception. The QCL source for the PDCCH/PDSCH reception is the TRS, which the UE uses to derive the QCL TypeA properties of the PDCCH/PDSCH DMRS. Hence, QCL signalling of TRS sources via TCI states is central in the multi-TRP framework.  
[bookmark: _Toc136275280]Procedures and signalling for configuring and reconfiguring of multiple QCL relations between DMRS and TRS is central in the multi-TRP framework
The latest addition to the multi-TRP transmission modes is coherent joint transmission (CJT). With CJT, the same data and same DMRS is transmitted from multiple TRPs, and the UE only sees one received signal. In principle, which TRPs take part in the transmission could be transparent to the UE in such CJT transmission case. However, the UE relies on the TRS to estimate the delay and Doppler spread of the DL channel, and to estimate these parameters for the combined channel from several TRPs, the UE must know which TRSs take part in the communication:
[bookmark: _Toc136275281]Even with CJT, when the same DMRS is transmitted from multiple TRPs, the UE must implicitly be informed which TRPs are involved in the communication to facilitate estimation of the QCL-Type A properties relevant for the PDCCH/PDSCH DMRS.
In Rel-18, this led to a discussion on how many TCI states the UE could be provided with. In the future, we may see larger numbers due to the densification of network deployments to cope with ever increasing capacity demands, in particular when reciprocity-based transmission is used. With larger number of TRPs defined as candidates for the multi-TRP transmission, it becomes even more important that the NW can select which TRPs are used for a particular transmission on the fly.
[bookmark: _Toc136275282]NR doesn’t scale to an increasing number of TRPs involved in PDSCH transmission, since the NW need to explicitly provide the UEs with information on which TRSs to use for the QCL TypeA estimation. This leads to limitations on how fast the NW may turn on and off TRPs and limitations on how many TRPs may be involved in C-JT transmission. 
Also, in academia there is considerable research on D-MIMO, which assumes a dense deployment of TRPs and thus data transmissions involve a larger number of TRPs (>>2). Current NR framework with QCL signalling doesn’t scale to D-MIMO as the complexity for QCL signalling in this case would explode.  
In section 3.3, an enhancement is described that would facilitate a more dynamic way for the UE to estimate the QCL properties of the PDCCH/PDSCH DMRS. This enhancement would enable arbitrary large CJT clusters (arbitrarily many TRPs), where the NW could instantly determine which TRPs are involved in the current communication. Such functionality would pave the way for an evolution towards D-MIMO, where antenna elements that are separated by several wavelengths are used to transmit data to one or multiple UEs. 
In the longer term, the suggested enhancement would also reduce the NW energy consumption: Since the UE would use only the DMRS to estimate the QCL-TypeA channel properties, the NW would not have to transmit any TRS.
2.4	Shortcomings of current NR link adaptation procedures
Link adaptation aims to adjust the coding and modulation of a transmission to the channel quality. In DL, the NW selects the modulation and coding based on CSI measurement reports from the UE, which were performed on CSI-RS received in the past. In addition, HARQ is also a tool to perform link adaptation since the effective coding rate decreases when multiple retransmissions are performed. 
Link adaptation is based on reported measurements on sparse transmission of CSI-RS depicted in Figure 4.
[image: ]
[bookmark: _Ref133933766]Figure 4: Transmission of PDSCH and CSI-RS over several slots. Note that the channel quality can only be estimated from the sparse CSI-RS transmission.
Just looking at Figure 4, it seems challenging to estimate the transmission quality of the dense PDSCH transmissions only based on the sparse CSI-RS transmissions: for example, how can we ensure that the interference situation in the sparse CSI-RS resources is representative of the interference situation over all the PDSCH transmissions between each CSI-RS occasion? In addition, since the CSI-RS measurements are performed separately from the PDSCH reception, receiver impairments, DMRS channel and interference estimation errors, frequency offsets and phase noise impairments may not be captured. In addition, the CSI-RS based CSI does not consider any advanced PDSCH receiver. 
[bookmark: _Toc136275283]The CSI feedback on measurements on CSI-RS are inaccurate since, the CSI-RS transmissions are sparse in time and even if the CSI-RS is configured densely in time, the UE may receive the CSI-RS and the PDSCH using different receiver algorithms which leads to inaccuracies in CSI reporting. 
The link adaptation resulting from the HARQ retransmission operates on the actual PDSCH receptions directly and thus avoids many of the issues related to the feedback based on CSI-RS. On the other hand, it may suffer from long latency: if the initial selection of modulation and coding scheme is off, it may take many retransmissions to recover from that, causing a large delay, since the retransmissions are separated by at least a few ms. For some services, e.g., XR, this delay may be too long to be useful. Since the feedback is binary (a transmission is either right or wrong), there is very little information available in one HARQ feedback for the MW to adapt the retransmission according to this feedback:
[bookmark: _Toc136275284]Performing link adaptation based on HARQ retransmissions is slow and may be unable to reflect fast variations in channel or interference.
Despite these problems, the link adaptation solution has not been enhanced during the NR specification – in fact, it is the same solution that was implemented during the early LTE releases. There has been attempts to improve the support in the URLLC work, but due to a lack of focus, these attempts have been unsuccessful. 
We believe it is time to address these problems and in section 3.4, suggested enhancements are detailed. In addition, the proposed enhancements would in the long run also reduce energy consumption and open up for early CSI reporting solutions after e.g., handover or initial access. 
2.5	Revisiting Coherent-JT but assuming realistic T/F sync
Coherent-JT in Rel.18 MIMO work item considered only ideal time/frequency synchronization, i.e., the DL timing and carrier frequency at multiple TRPs were assumed to be perfectly aligned. This is not the case in practice and there will be some DL timing and carrier frequency differences among TRPs.  
There are a number of challenges in supporting CJT in practice.  Firstly, propagation delays between different TRPs and a UE can be different. Furthermore, the DL timing difference between TRPs will add on top of these propagation delay differences.  These combined effects lead to large delay differences that result in a very frequency selective composite channel. In type II CJT CSI feedback currently being specified in Rel-18, a precoding matrix per PMI subband is reported.  The PMI subband size can vary between 2 RBs to 32RBs as specified in TS38.214. 
For type II CJT CB based on Rel-16 Type II extension, there is an inherent upper limit on the amount of delay spread that can be handled for a given PMI subband size.  Table 1 shows the maximum delay spreads that can be handled/tolerated as a function of PMI subband size and SCS. The maximum delay spread that can be handled is 2.78us with SCS =15kHz and PMI subband size =2RBs. The tolerable delay spread decreases quickly as PMI subband size increases and/or SCS increases. 
[bookmark: _Ref136303849]Table 1: Maximum channel delay spreads that can be handled by Rel-18 CJT.
(a) 15kHz SCS
(b) 30kHz SCS


[bookmark: _Toc136275285][bookmark: _Toc136275286]The maximum channel delay spread that can be handled by type II CB based CJT is a function of PMI subband size and SCS. Even at the minimum PMI subband size, the maximum delay spread that can be tolerated by Rel-18 CJT is rather small. 
Figure 5 shows a simple toy example where a UE receives a signal transmitted from two TRPs with various delay differences between the two TRPs and with an ideal co-phasing being applied to the signals for the following cases:
· co-phasing applied per PMI subband of 2 RBs
· SFN (i.e., no co-phasing) 
Only 2 subbands or 48 subcarriers are shown. The maximum combined signal amplitude should be 2 in this example. However, with presence of delay difference between two TRPs, a linear phase change across subcarriers occurs. When the co-phasing is per PMI subband, the signals would not be phase aligned on some subcarriers and a notch would appear at some subcarriers as shown in the figure in the combined signal amplitude. As the delay difference increases, the notch becomes deeper.  It can be seen that for a given delay difference, larger signal degradations occur . When the delay difference is large enough (2.78us in this example with 15kHz SCS), signal cancellation (zero signal amplitude) occurs at some subcarriers.  CJT does not work at all when the delay difference approaches 2.78us in this example. 

[bookmark: _Ref133941801]Figure 5: An example of CJT performance with per PMI subband co-phasing and without co-phasing (SFN) for various delay differences between two TRPs.
[bookmark: _Toc136275287]CJT does not work well in presence of some modest delay differences between TRPs even with the minimum PMI subband size of 2RBs.
Secondly, even though a same nominal transmit frequency may be assumed at multiple TRPs, due to local oscillator stability, there will be some actual transmit frequency difference between the multiple TRPs.  In 3GPP RAN4, the maximum transmit frequency error for a base station is specified in TS38.104 and the most stringent requirement is +/-0.05ppm. 
Even with +/-0.05ppm, there will be some residual frequency errors.  These frequency errors means that the relative phase of the signal received from different TRPs will change over time. Table 2 shows phase variations over 5ms time period with +/-0.05ppm at different nominal carrier frequencies. It can be seen that even at 1GHz carrier frequency, the relative phase can change up to 180 degrees over 5ms time period. In other words, the time between when a CSI is measured and the time at which the CSI is applied needs to be much less than 5ms. This is not practical in most cases. 
[bookmark: _Toc136275288]Practical gNB hardware for sure needs to be better than the RAN4 minimum specification, but still any frequency difference between TRPs can cause CJT performance degradation if it results in a large phase rotation between two consecutive feedback instances.  Therefore, some further investigation is needed.  With existing RAN4 BS frequency error minimum requirement, CJT may not be achieved even at 1GHz carrier frequency due to phase change over time as a result of frequency error
[bookmark: _Ref136303906]Table 2: Max phase change at different carrier frequencies
[image: ]
Furthermore, for CJT to work, base station needs to maintain phase coherency over time.  
The above issues were raised during Rel-18 CJT discussion.  Although companies acknowledged the need for considering realistic T/F sync when evaluating CJT, these issues were not considered in Rel-18 due to workload and lack of time.  
2.6	The higher layer pains of switching FR2 QCL indication 
The QCL source for the PDCCH/PDSCH reception is the TRS, and since a TRS always is associated with an SSB via QCL association (‘QCL-Type-C’ and ‘QCL-TypeD’ where applicable), it is preferred to configure a TRP at FR2 with a one-to-one mapping between an SSB and a TRS (i.e., for each transmitted SSB, a TRS is transmitted in the same beam as the SSB). 
However, for TRPs at mmWave frequencies with many beams and carriers, it is not possible to configure the UE with one TRS per SSB per carrier due to that UEs support a limited number of TRSs across all configured carriers (indicated by maxConfiguredResourceSetsAllCC in 38.306). 
This means that when a UE moves to a new SSB beam which is not associated with an TRS (for one or more of the DL carriers), the TRP needs to update the QCL of a TRSs such that it is associated with the new SSB. The QCL update of the TRS requires RRC signaling, which introduces additional latency and overhead signaling in the system.  
[bookmark: _Toc136275289]For TRPs in FR2 with many beams and DL carriers, the QCL source of TRS need to be updated when a UE moves around in the cell. This requires RRC signalling, which introduces additional latency, overhead and NW side processing complexity. 
For mmWave base stations, SSB beams are typically transmitted in semi-wide TRP beams, while the data is transmitted/received in narrower beams. One simplified schematic example of this is illustrated in Figure 6, where the TRP is configured with two SSB beams, and where there are three narrow beams per SSB beam. To ensure that the TRP uses a suitable narrow beam for a UE, the TRP can configure the UE to frequently report the best SSB beam and trigger the UE to transmit a multi-symbol SRS resource based on the received report., The TRP can then sweep through the narrow beams within the best reported SSB beam while receiving the multi-symbol SRS resource, and in this way determine a suitable narrow TRP beam. To achieve good performance, the spatial relation of the SRS resource must be equal to the reported SSB. 
However, updating the spatial relation of an SRS resource requires MAC-CE signaling, which leads to significant latency and overhead signaling in the system. 
[bookmark: _Toc136275290]For TRPs in FR2 where SRS transmissions are used to evaluate narrow TRP beams within a new best reported SSB beam, MAC-CE signalling is required to update the spatial relation of the SRS transmission, which introduces additional latency, overhead and NW side processing complexity 

[image: ]
[bookmark: _Ref134003659]Figure 6: A schematic simplified example of a TRP that is configured with two SSB beams, and where there are three narrow beams per SSB beam, which is communicating with a UE with two panels in opposite directions. 
2.7	Issues with reciprocity-based DL SU/MU-MIMO
Reciprocity based DL MIMO precoding has many advantages over CSI feedback-based precoding at least in TDD systems and is widely used in current 5G systems (although there are limitations on when reciprocity can be utilized which also is discussed in Section 2.1).  Here we point out two issues (and discussed below) with how current NR impose limitations on massive MIMO utilizing channel reciprocity:
· Link adaptation since CQI needs to be predicted
· SRS power imbalance

To obtain an accurate CQI for reciprocity-based MIMO, the non-PMI based CSI feedback is supported in specifications. It could be used to precode CSI-RS with multiple rank hypotheses and let the UE to determine and report a preferred rank and an associated CQI. However, using non-PMI based reporting would introduce additional delays between the measurement of the uplink channel and to the point in time when CQI has been obtained. This is causing a CQI inaccuracy due to channel aging. 
In addition, since the precoding is UE specific, large feedback overhead and scheduling complexity can occur when there are many UEs.
[bookmark: _Toc136275292]Non-PMI based CSI feedback introduces extra latency and overhead for reciprocity-based downlink precoding schemes.
Another complication of reciprocity-based DL precoding relying on SRS antenna switching is that the current RAN4 requirements allow quite large SRS output power differences at different UE antenna ports. This can result in large channel estimation errors in the reciprocity-based DL channel estimation, leading to degraded DL MIMO performance. SRS power differences are largely caused by different insertion losses (IL) associated with sounding  UE antennas using  Tx chains by configuring TR antenna switching. Since such antenna switching take place only in the UL (Rx chains are directly connected to UE antennas and, hence, does not experience the same IL), there is a mismatch between the reciprocity-based DL channel estimate and true DL channel due to SRS power imbalances. 
[bookmark: _Toc136275293]SRS power imbalances deteriorates the quality of the reciprocity-based CSI.
This SRS power imbalance issue has been discussed in RAN4 and in RAN1 as a TEI-18 and there was a common view in RAN4 that some RAN1 enhancements are needed. A number of possible solutions have been identified by RAN4 in a LS sent to RAN1 in RAN1#112e-bis. In Section 3.7, we discuss potential specification enhancements to address the above issues with reciprocity-based DL SU/MU-MIMO and provide simulation results to evaluate the performance gains with said enhancements.
3	Possible solutions and initial performance evaluations
Based on the seven areas identified in Section 2, we introduce the corresponding potential solution areas, and their performance.  
3.1	Enhancements for large antenna arrays
As discussed in Section 2.1 there are multiple motivations why enhancements of MIMO for the development of electrically larger antenna arrays are necessary for Rel-19. The enhancements are for CSI-RS resource and CSI reporting enhancements for both digital and hybrid implementation choices of massive MIMO advanced antenna systems. 
What we see is important for standardization of large arrays is to support the following ranges of larger antenna arrays to provide the necessary flexibility in gNB implementation of massive MIMO. Any combination of rows and columns from these two bullets should be supported:
· gNB with 8,12 and 16 antenna columns
· gNB with 2,3 and 4 vertical subarrays

We thus propose the following: 
[bookmark: _Toc136275301]Introduce support for NZP CSI-RS and CSI reporting for large antenna arrays with 8, 12 and 16 columns including simultaneous vertical and horizontal (FD-MIMO) precoding, by
· [bookmark: _Toc136275302]Extension of NZP CSI-RS resource beyond 32 ports (48, 64, 72, 96, 128 ports) 
· [bookmark: _Toc136275303]Extension of the PMI reporting/codebook for the associated extended NZP CSI-RS resource including support for FD-MIMO, i.e., (N1,N2)={(8,3),(8,4),(12,2),(12,3),(12,4),(16,2),(16,3),(16,4)}
· [bookmark: _Toc136275304]Enhancement in specifications for hybrid beamforming implementations (e.g., time domain elevation beamforming and frequency domain horizontal precoding) to support 8,12 and 16 antenna columns
In the following, we will present simulation results of networks using large antenna arrays comparing the performance difference between using existing specifications (for the large antenna array) and the suggested Rel-19 standard enhancements.
The 3GPP UMi scenario with 200m ISD and FTP traffic model was assumed. The carrier frequency was 6 GHz and UE had 4 isotropic RX antennas. Type I codebook CSI was reported every 5 slots with a 4-slot delay. 
The investigated large antenna array has 16 antenna columns and 4 antenna element rows and was evaluated with 1, 2 or 4 vertical subarrays. The total number of antenna elements (and the antenna area) was thus the same for all evaluations, i.e., 64 dual polarized antenna elements. 
Hence the port layouts were (N1, N2) =(16,1), (16,2) and (16,4) where (16,1) use the legacy 32 port codebook. The UPT gain over legacy CSI reporting is shown in the tables below. 
Table 3: User Perceived Throughput (UPT) gain over legacy for large antenna array with 16 columns and 4 rows of dual polarized antenna elements, using vertical subarrays
	UPT gain
	64 ports (16,2) vs 32 ports (16,1)
	128 ports (16,4) vs 32 ports (16,1)

	RU
	20%
	50%
	70%
	20%
	50%
	70%

	Mean
	5%
	12%
	11%
	5%
	3%
	9%

	Cell-edge
	15%
	26%
	22%
	16%
	8%
	20%

	50-perc.
	5%
	15%
	17%
	5%
	4%
	13%

	95-perc.
	3%
	6%
	4%
	4%
	3%
	4%
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In a second evaluation, a different and larger antenna array implementation with 16 antenna columns and 16 antenna rows were evaluated with 4, 8 or 16 horizontal subarrays. The total number of antenna elements (and the antenna area) was thus the same for all evaluations, hence (N1, N2)=(4,4), (8,4) and (16,4) port layout cases were evaluated where (4,4) use the legacy 32 port codebook. The UPT gain over legacy CSI reporting is shown in the tables below. 
Table 4: User Perceived Throughput (UPT) gain over legacy for large antenna array with 16 columns and 16 rows of dual polarized antenna elements, using horizontal subarrays
	UPT gain
	64 ports (8,4) vs 32 ports (4,4)
	128 ports (16,4) vs 32 ports (4,4)

	RU
	20%
	50%
	70%
	20%
	50%
	70%

	Mean
	9%
	19%
	31%
	17%
	35%
	54%

	Cell-edge
	17%
	39%
	71%
	36%
	81%
	116%

	50-perc.
	12%
	25%
	43%
	20%
	44%
	76%

	95-perc.
	5%
	11%
	11%
	8%
	20%
	26%



Supporting large antenna arrays in the specification and associated Type I codebook can enhance the performance significantly over existing specifications where gains in the given examples was as large as 116% in user throughput (depending on resource utilization and large antenna array design in terms of rows and columns).  

In a third evaluation, the need for specification enhancements for hybrid beamforming with large arrays is illustrated for an array with 16x16 dual-polarized antenna elements. Hybrid beamforming with enhanced support for large arrays is compared with three different legacy approaches. 
In the enhanced scheme we assume four 32-port CSI-RS resources where the different resources are transmitted in different elevation beams and the port layout within each CSI-RS resource is (N1, N2) =(16,1). Note that current NR does not support four 32-port CSI-RS resources, only four 8 port CSI-RS resources. 
We compare this scheme with three different baseline cases that could be implemented with the current standard:
1. Hybrid beamforming using four CSI-RS resources transmitted in different elevation beams. Each CSI-RS resource has eight ports with layout (N1,N2)=(4,1)
2. Hybrid beamforming using four CSI-RS resources transmitted in different azimuth beams. Each CSI-RS resource has eight ports with layout (N1,N2)=(4,1)
3. Non-hybrid beamforming using one 32-port CSI-RS resource transmitted in a single elevation beam with a fixed tilt and port layout (N1,N2)=(16,1)
The UPT gain over these three legacy baseline cases is shown in the table below. It can be seen that introducing enhanced support for hybrid beamforming with large arrays can give significant performance improvement of at least 80%. 
The problems with hybrid beamforming with this array layout and the current standard (Case 1 and 2) are that the angular range coverage is poor in azimuth or elevation and that it is not possible to do full horizontal precoding over the 16 columns. Case 3 enables full horizontal precoding over the 16 columns but suffers from a narrow elevation range coverage. With enhanced specification support for hybrid beamforming it would be possible to perform full horizontal precoding over the 16 columns with sufficient elevation range coverage.
Table 5: User Perceived Throughput (UPT) gain over legacy for large antenna array with 16 columns and 16 rows of dual polarized antenna elements
	UPT gain
	Case 1 baseline: 4x8 ports with different elevation beams 
	Case 2 baseline: 4x8 ports with different azimuth beams
	Case 3 baseline: 1x32 ports with a single elevation beam

	RU
	20%
	50%
	70%
	20%
	50%
	70%
	20%
	50%
	70%

	Mean
	13%
	31%
	51%
	9%
	14%
	22%
	9%
	9%
	14%

	Cell-edge
	38%
	86%
	142%
	41%
	51%
	80%
	39%
	35%
	54%

	50-perc.
	13%
	38%
	69%
	8%
	17%
	28%
	7%
	11%
	17%

	95-perc.
	7%
	13%
	22%
	4%
	6%
	9%
	5%
	4%
	7%



Current NR specification significantly limits the performance of hybrid beamforming implementations for large antenna arrays. 
In addition, with electrically very large antenna arrays, users close to the gNB could be within the radiating near-field of the gNB antenna array. Channel models and several codebooks in 3GPP are based on the usual far-field approximation that relies on, e.g., planar wavefront propagation. Therefore, near-field effects could have some impact on both modeling and performance in some cases. 
Scenarios and use cases for which near-field effects may need to be considered should be investigated. As an example, for a rectangular antenna array with 800 AEs the boundary between the near- and far-field regions is roughly 30 m at 7 GHz. Therefore, the near-field effect is expected to be significant only in quite rare cases. Whether this warrants specification changes needs further analysis until the December plenary. 
Near field effects will play some role for large antenna arrays at the upper FR1 frequencies, but it’s unclear to us at present time whether there is a need to modify the specifications to cope with these effects.  
3.2	NR UL MIMO Coverage and Capacity enhancements
In this section, we consider methods to improve the coverage of multi-layer UL MIMO via DFT-S-OFDM, and methods to increase the capacity of UL-MIMO via PUSCH rate matching and closed-loop antenna selection.
3.2.1	DFT-S-OFDM for Multi-layer UL MIMO Coverage 
As discussed in Section 2.2.1, Rel-18 supports dynamic DFT-S/CP-OFDM switching, which allows low PA backoff for single layer DFT-S-OFDM transmission in rank 1 channel conditions, and multi-layer CP-OFDM transmission when channel conditions improve. In general, the benefit of higher PA power for multi-layer DFT-S-OFDM for capacity may not be obvious, and so we study its performance in this section.
A first observation is that that rank 2 or higher transmission can be quite common in a cell, and that multi-layer transmission can be a mechanism to deliver higher power especially for non-coherent UL MIMO UEs. The figure below shows a histogram of the UL MIMO rank in a cell when the gNB has 4 or 32 Rx antennas.  Rel-15 non-coherent UL MIMO transmission is used, and FTP model 1 traffic is used. Resource utilization is roughly 40%. The details of the simulation setup and further discussion can be found in [3]. 
It can be seen that very few UEs transmit only with rank 1. In the 4 Rx case, less than 1% of the UEs transmit rank 1, while for 32 gNB Rx antennas, rank 2 is always used. One major reason for the use of high rank is that non-coherent UEs gain 3 dB more power by transmitting two layers.
Therefore, the increased available power from DFT-S-OFDM can be reaped over the vast majority of the cell since channel conditions are suited to multi-layer transmission. 
Current specifications prevent access to these benefits since rank is restricted to one for DFT-S-OFDM. Switching to CP-OFDM gives rank 2 possibility but this implies that the power boosting benefit is lost. 
[image: ]
[bookmark: _Ref133855264][bookmark: _Ref47688724][bookmark: _Ref47609359]Figure 7	UL MIMO rank histograms for 4 and 32 Rx gNB
In order to quantify the relative gains of fast DFT-S/CP-OFDM switching and multi-layer DFT-S-OFDM, we considered 3 scenarios where the two first ones are possible in today’s specifications: 
1. Rel-15 codebook-based UL MIMO using CP-OFDM, 
2. Rel-18 fast switching between CP-OFDM and DFT-S-OFDM for rank 1, but CP-OFDM for rank 2, and 
3. Proposed Rel-19 DFT-S-OFDM for both rank 1 and rank 2.  

The non-coherent codebook is used in all cases with Rel-16 UL full power ‘mode 0’ (where each PA is capable of full power).  We note that this full power mode will reduce the gains from rank 2 DFT-S-OFDM relative to rank 1 DFT-S-OFDM, since the full power will be available for rank 1 non-coherent operation.  The 500m UMa scenario is used, given its relevance to coverage.
Observing that there is 1 and 3 dB MPR in 38.101 in section 6.2.2 for QPSK with DFT-S-OFDM and CP-OFDM, respectively, in the edge and outer bands, and a similar difference in power (of 1.5 dB) for the inner bands, in these simulations we model DFT-S-OFDM transmission maximum power as 22 dBm, while CP-OFDM is 20 dBm.  We expect these differences are conservative given that 38.101 captures minimum performance requirements and given the higher amounts of cubic metric observed as discussed above. Furthermore, techniques to further reduce MPR for DFT-S-OFDM are being studied in Rel-18, and if these are specified, there may be additional coverage benefits of DFT-S-OFDM, and therefore multi-layer DFT-S-OFDM.
The system level simulations further use FTP model 1 traffic, and link adaptation selection between rank 1 and 2. Results from both 4 Tx and 2 Tx are given Table 6 and Table 7 below, respectively, for 20, 50, and 70% cell load, as gains over the CP-OFDM baseline. Detailed simulation assumptions are given in the Appendix.



[bookmark: _Ref136239555]Table 6: System throughput gains over legacy for fast switching and multi-layer DFT-S-OFDM: 2Tx, xpol.
	
	Mean Throughput Gain
	Cell Edge Throughput Gain

	
	20%
	50%
	70%
	20%
	50%
	70%

	Rel.15 CP-OFDM
	0%
	0%
	0%
	0%
	0%
	0%

	Rel.18 Fast-Switching
	4%
	2%
	1%
	17%
	27%
	34%

	Rel.19 DFT-S-OFDM
	11%
	14%
	17%
	31%
	33%
	34%



[bookmark: _Ref136239627]Table 7: System throughput gains over legacy for fast switching and multi-layer DFT-S-OFDM: 4Tx, directional.
	
	Mean Throughput Gain
	Cell Edge Throughput Gain

	
	20%
	50%
	70%
	20%
	50%
	70%

	Rel.15 CP-OFDM
	0%
	0%
	0%
	0%
	0%
	0%

	Rel.18 Fast-Switching
	5%
	8%
	9%
	68%
	63%
	59%

	Rel.19 DFT-S-OFDM
	12%
	16%
	19%
	70%
	78%
	81%



Examining the results, we see that the main gains from fast switching are for cell-edge throughput, especially at low loads.  The 2 Tx gains range from 17—34%, while the 4 Tx gains are 59—68%.  However, the mean throughput gains from fast switching are more modest: up to 4% and 9% with 2 and 4 Tx, respectively.
By contrast, while multi-layer DFT-S-OFDM further improves cell edge gains, it additionally provides strong mean throughput gains, especially at high load and with 2 Tx.  Mean throughput gains of 11—17% and 12—19% are found for 2 and 4 Tx, respectively, which are up to 16% and 10% better than fast switch for 2 and 4 Tx (at 70% resource utilization). Cell edge gains for 2 Tx with multilayer DFT-S-OFDM range from 31% to 34% and up to 14% better than fast switching (at 20% resource utilization), while for 4 Tx they are 70—81%, and up to 12% better than fast switching (at 70% resource utilization.) These higher mean throughputs from rank 2 DFT-S-OFDM as compared to fast switching are natural since the higher throughput from rank 2 is available over more of the cell.  Similarly, since rank 2 is commonly used in the cell, multi-layer DFT-S-OFDM can even improve cell edge performance.
[bookmark: _Toc136275294]The Rel.18 fast DFT-S/CP-OFDM switching has strong cell edge gains over configured DFT-S- & CP-OFDM waveforms, but less benefit to mean cell throughput.
[bookmark: _Toc136275295]The proposed Rel.19 multi-layer DFT-S-OFDM has substantial mean throughput gains (e.g., ~15% or ~20% for 2 or 4 Tx) at the system level, as well as for cell edge (e.g., up to ~35 or ~80% for 2 or 4 Tx).
[bookmark: _Toc136275296]Because it improves coverage of rank 2+ UL MIMO, multilayer DFT-S-OFDM improves mean throughput substantially over fast DFT-S/CP-OFDM switching, by up to, e.g., 16% and 10% for 2 Tx and 4 Tx, respectively.  Multi-layer DFT-S-OFDM also improves cell edge throughput over fast switching by up to, e.g., ~14% or ~12% for 2 or 4 Tx.
Based on these observations, we propose
[bookmark: _Toc136275305]Specify multi-layer DFT-S-OFDM for PUSCH.
3.2.2	PUSCH rate matching for improved spectrum utilization
As discussed in Section 2.2.2, current PUSCH scheduling mechanisms may result in poor spectrum utilization, which, reduces UL capacity. In particular, contiguous-only PUSCH allocation in FR2 may lead to inefficiencies when a narrowband SRS transmission occupy PRBs somewhere in the interior of the carrier with empty PRB on both sides. Furthermore, the fact that PUSCH frequency-domain allocation cannot be rate matched around the SRS FH pattern may lead to inefficiencies in both FR1 and FR2. Based on this, we propose:
[bookmark: _Toc136275306]Introduce FDM-based rate matching of PUSCH to avoid collision with an SRS transmission.
In FR2, such FDM-based rate matching of PUSCH may involve supporting non-contiguous PRB allocation for PUSCH. To support PUSH rate matching around SRS configured with intra-slot FH and/or when SRS transmissions from different UEs are in the same slot but occupy different PRBs, there may be additional UL capacity gains by introducing reserved resources on a per OFDM symbol level (e.g., “zero-power SRS”) together with PUSCH rate matching to adjust the coded data rate to match the allocated resources. Since SRS transmissions occupy only a subset of REs within the configured SRS bandwidth (transmission comb 2, 4, and 8 is supported in NR Rel-17), the additional benefit from supporting RE-level rate matching can also be investigated.
3.2.3	Enhanced closed-loop antenna selection for PUSCH
As discussed in Section 2.2.3, there is a need to enhance the flexibility of network-sided antenna selection for PUSCH to improve UL performance. Hence, we propose
Study, and if beneficial, specify enhanced closed-loop antenna selection for PUSCH.
[bookmark: _Ref133849374]3.3	Multi-TRP dynamic point selection enhancement
As explained in section 2.3, the need to continuously configure and reconfigure the QCL relation between the PDCCH/PDSCH DMRS and the TRS complicates the use of multi-TRP solutions and prohibits the evolution towards D-MIMO. 
However, the results in the figure below show that TRS is only useful for demodulation with SNR<-5 dB and 2 RB scheduling BW, where PDSCH performance with 2RBs and 4RBs are shown for different frequency offsets (FOs). Hence, DMRS only based demodulation without relying on TRS or SSB performs equally good for SNR above -5dB. There is only some small performance degradation for SNR below -5dB and with 2RB scheduled BW. Hence, performance is not critically dependent on the presence of a TRS, or on that the TRS is transmitted from the same set of TRPs as the PDSCH. 
This greatly simplified multi-TRP and D-MIMO operations since the network can dynamically switch the set of TRPs in DPS, NC-JT or C-JT without informing the UE which TRPs are involved in the transmission thanks to the fact that the UE can always synchronize on the DMRS which is always received together with data. Hence, for this type of reception, the UE would still be provided with a single TRS, transmitted from one of the TRPs, but the network would add additional TRPs to the transmission without informing the UE.  
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[bookmark: _Ref136172155]Figure 8: Performance of DMRS only synchronization. 
For PDSCH scheduling bandwidths greater than 2 RB and SNR above -5dB, the TRS doesn’t provide any synchronization benefits since synchronization can be made using DMRS. 
Multi-TRP transmissions without the need to reconfigure TRS will greatly simplify Multi-TRP operation and paves the way for D-MIMO in the future without complicated QCL framework and associated signaling
The above results indicate that TRS is not critically important, but to further improve DMRS based channel estimation performance for the UE, it would be desirable if the UE could use multiple slots for to estimate QCL parameters.  In current specifications, the UE cannot use the DMRS in adjacent slots, since the precoder may have changed, which makes it impossible for the UE to determine the channel variations: a change in the channel may be the result of a changed precoder:
However, if the UE would know that the precoder did not change between slots, it could use the DMRS in adjacent slots to determine the channel variations. Essentially, the UE could use the DMRS exactly as it uses the TRS today. Note that the precoder rarely changes between slots: the NW typically has no new information that would motivate a precoder change. Only when the NW gets a new CSI report (without prediction), or received an SRS, the NW would update the precoder. The information that the precoder is constant could be provided to the UE in DCI. If the UE knows the precoder is constant, it could estimate the Doppler shift and Doppler spread from the DMRSs in adjacent slots. Only in the rare cases when the precoder has changed, the UE would reset the estimation of the Doppler spread. Hence, we propose
[bookmark: _Toc136275307]Introduce signaling to the UE that the PDSCH precoder has not changed from the last PDSCH reception.
The PRG provides the same functionality in the frequency domain: the PRG tells the UE that the precoder is the same in a set of consecutive PRBs hence this is an extension to the same concept to time domain. 
For example, in C-JT, once a TRP is added or removed to the set of TRPs that are communicating with the UE, the NW would signal to the UE that the precoder has changed, and that the UE could not use adjacent slots to estimate Doppler and delay spread. 
Although this shows a great potential, for an introduction in NR Rel-19, some aspects need to be further addressed in the work item:
· Are there any restrictions on the CJT deployment? For example, can the properties of the channels to the different TRPs be significantly different?
· How would the dynamic indicator work with intermittent traffic?
· How would the dynamic indicator work in cases where the precoder changes very frequently?
· Would the dynamic indicator signal information per layer, or per UE?
· Are there more ways the UE can use the dynamic indicator? 

The proposed functionality would bring significant simplification of Multi-TRP deployment and operation in FR1. It is a step towards more self-contained PDSCH reception, where the UE performs fine sync and demodulation using the DMRS only, aided by the proposed dynamic signaling. From the network side, the TRP to be used for PDSCH transmission is transparent to the UE and there is no need to indicate the associated TRS that is transmitted from that TRP. This means TRP switching and thus load balancing, interference management can be used, without invoking the QCL framework. 
3.4	Richer and faster CSI reporting
In section 2.4, the shortcomings of the NR link adaptation solutions were described. In summary, the link adaptation based on CSI reports is inaccurate, since the resources where the measurement is made are sparse and separated from the resources where the PDSCH is transmitted. On the other hand, the (implicit) link adaptation based on HARQ feedback leads to long delays, since multiple retransmissions may be needed to reduce the effective coding rate.
To avoid these issues, we propose to introduce additional CSI feedback, which is determined from the actual received PDSCH quality of a previous scheduling. Such feedback can be tagged on along with the HARQ-ACK. When a gNB receives this new information, it can directly adjust the MCS for the next, similar, transmission, without the need for outer-loop LA adjustments based only on ACK NACK feedback. Hence, the UE informs the gNB of a CQI computed post-decoding of PDSCH. Moreover, if the PDSCH could not be decoded, the gNB can use the post-decoding CQI to improve the re-transmission: the gNB can compare the CQI used to select the modulation and coding scheme with the CQI measured at the PDSCH reception. If the CQI used for the initial selection is much higher than the CQI measured at the PDSCH reception, the gNB could adjust the time- and/or frequency-domain allocation and modulation of the retransmission, to increase the chance for successful reception already at the next retransmission. Note that the specification supports changing the time/frequency allocation of a retransmission, but the feedback does not provide sufficient information to the gNB to make an intelligent use of this freedom.
Similar ideas have been floated, for example DMRS based CQI and soft-HARQ-ACK in previous releases. The DMRS based CQI is yet another approximation for the “true” CQI for the received PDSCH. The soft-HARQ-ACK is on the other hand a better representation of such. 
The benefit of the proposed CSI feedback is thus twofold: 
· to select the modulation and coding scheme for the initial PDSCH transmission, and 
· to adjust the number of retransmissions in case the PDSCH could not be decoded. 

We will now present evaluation results for DMRS-based CSI, demonstrating the latter benefit only: the link adaptation for the initial transmission still relies on the baseline link adaptation. 
We compare the DMRS-CQI scheme with two baseline schemes: 
· TB-based transmission (denoted as “TB-tx”)
· CBG-based transmission (denoted as “CBG-tx”), where CBG (Codeblock group) HARQ-ACK is enabled, and UE is configured with 8 CBGs. 

Figure 9 shows simulation results in Urban macro (UMa) scenario, respectively, with the different link adaptation schemes: 
· TB-based (“TB-tx”)
· CBG-based with CBG HARQ-ACK (“CBG-tx”) 
· TB-based with DMRS-CQI reporting (“TB-tx, DMRS-CQI”) for different BLER target settings. 

All schemes are simulated with outer loop (OL) or without outer loop (no OL):
· “noOL” means that the target BLER is 10% and that the outer loop is disabled
·  “OL 10%” means that the target BLER is 10% and that the outer loop is enabled
·  “OL 22%” means that the target BLER is 22% and that the outer loop is enabled. 

Reciprocity-based precoding and proportional fair scheduling is used in this system level simulation. More details can be found in [1].
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[bookmark: _Ref133949923][bookmark: _Toc136275299][bookmark: _Toc115468116]Figure 9 Urban macro (UMa) DL capacity evaluation for LA schemes for AR/VR (left figure) and cloud gaming (right figure). 

[bookmark: _Toc136275300]For comparable BLER targets in link adaption, DMRS-based CQI gives a significant downlink XR capacity improvement compared to a baseline TB- or CBG-based scheme.
We will also illustrate the performance benefits of soft-HARQ-ACK, for which results are shown in the Figure 10 below. The following scenarios were simulated and presented in the figure:
· A baseline case, where the outer loop LA adjustment is triggered on NACKs,
· Three cases where the outer loop LA adjustment is triggered on both NACK and ACK_low_margin, where the ACK_low_margin means PDSCH pass with low decoding margin. ACK_low_margin is reported if the LDPC decoder succeeded, but not within a limited number of iterations of:
· “3 iterations”
· “5 iterations”
· “3/4/5 iterations” with 3 iterations for QPSK, 4 for 16QAM and 5 for 64QAM
The simulation uses an outer loop target rate of 1%, a value that is chosen smaller than for the MBB case, but not so small that convergence will be impossible. 
The resulting BLER will then be lower than the outer loop target rate since the decoder is allowed to run several additional iterations even after ACK_low_margin is reported. The actual resulting BLER value will depend on where the event threshold is set. A smaller number of iterations before reporting an ACK_low_margin will lead to a lower BLER but will, due to the larger resulting back-off, also reduce the resulting throughput, which can be seen comparing the curves for 3 and 5 iteration thresholds. 
As is visible from the figure, to reach a low resulting BLER also at lower SNR, a lower threshold may be used. The curve marked “3/4/5 iterations” uses different thresholds for different modulations. In this way the BLER is further reduced on lower SNR; while on higher SNR, excessive backoff is avoided. More details can be found in [4].
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[bookmark: _Ref133949943]Figure 10 Resulting BLER and throughput after triggering outer loop on decoding success after a limited number of decoding iterations. 52 PRB allocation. Outer-loop target rate of 1%. If the outer loop is triggered before the decoder is finished decoding, the resulting BLER will decrease.
We have shown that both DMRS-CQI and soft-HARQ-ACK provide significant performance benefits. Based on these results, we propose
[bookmark: _Toc136275308]Study, and if beneficial, specify CQI reporting based on actual received PDSCH quality (e.g., PDSCH DMRS or PDSCH decoding based CQI).
3.5	Enhancements for Coherent-JT assuming realistic time/frequency synchronization
Section 2.5 describes the impact of realistic time/frequency synchronization among TRP on the performance of CJT, and it was concluded that delay and/or frequency differences between TRPs need to be compensated in order to preserve the performance benefits of CJT.  One potential solution is for the UE to measure and report the delay and/or frequency differences between TRPs by the UE so that the gNB can perform delay and/or frequency pre-compensation to preserve the performance benefits of CJT. Since delay and frequency pre-compensation may also be needed for reciprocity based CJT, the report should be a standalone report and may not be coupled with any codebook based CJT CSI (e.g., Type II) feedback.  
Figure 11 shows the impact of frequency drift and timing error for a MU-MIMO system level simulation with CJT using the Rel-18 CJT Type II codebook and full buffer traffic. The simulation is conducted in Dense Urban scenario and UEs that are served by more than one TRPs are filtered for illustrating the performance loss. The frequency drift is set to 10 ppb (parts per billion) at 4GHz, which corresponds to 40 Hz frequency offset, or 144 degrees of phase drift over a CSI reporting periodicity of 10 ms. The timing error for different TRPs are assumed to be uniformly distributed between 0 and 1 cyclic prefix, which is between 0 and 4.69 us for 15 kHz subcarrier spacing. For the simulated case, we can see that the frequency drift alone and the timing error alone can cause 6% and 12%, while having both frequency drift and timing error can cause 26% performance loss. Hence, the impact of frequency and timing error can be significant and have to be considered. 
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[bookmark: _Ref136336546]Figure 11: Impact of frequency drift and/or timing error for CJT with Type II codebook
Therefore, we have the following proposal:

[bookmark: _Toc136275309]Introduce enhancements that enable C-JT under realistic time/frequency synchronization among TRPs by reporting
· [bookmark: _Toc136275310]delay difference(s) between TRPs, and
· [bookmark: _Toc136275311][bookmark: _Toc136275312]frequency difference(s) between TRPs.
3.6	QCL related enhancements in FR2
As described in section 2.6, a TRP with many beams and DL carriers will require QCL updates of TRS using RRC signaling when a UE moves around in the cell, which introduces additional latency and overhead signaling in the system. To mitigate this issue, it would be beneficial to introduce a more dynamic QCL source indication for TRSs, hence we propose:
[bookmark: _Toc136275313]Introduce dynamic switching for QCL source of TRS.
In practice, this would imply that we allow that a semi-persistent TRS is used as QCL source for PDCCH/PDSCH DMRS. The UE would use this semi-persistent TRS also for radio link monitoring and beam failure detection. As the QCL source for semi-persistent CSI-RS can be updated using MAC CE, RRC reconfigurations are avoided. Note that the proposals in section 3.3 cannot be used, since in FR2, an RS that provides the QCL-TypeD properties must be provided.
As also described in section 2.6, for TRPs in FR2 where SRS transmissions are used to evaluate candidate narrow TRP beams within a new best reported SSB beam, MAC-CE signalling is needed to update the spatial QCL of the SRS transmission, which introduces additional latency and overhead signalling. To mitigate this issue, it would be beneficial to introduce a more dynamic update of the spatial QCL source of an SRS resource. Such a possibility exists in legacy: each SRS resource can be configured with a different spatial relation/UL TCI state. However, the number of SRS resources are too small to make it possible to configure one SRS resource per SSB. Hence, we propose
[bookmark: _Toc136275314]Enhance the DCI-based spatial relation/TCI state indication for SRS.
Note that we still want to avoid excessive RRC configuration overhead.
3.7	CSI enhancements for reciprocity-based DL SU/MU-MIMO
As discussed in Section 2.7, it is desirable to further improve link adaptation for reciprocity-based DL MIMO transmission. One area that may be enhanced is a noise plus interference covariance matrix feedback by UEs with MMSE-IRC type receivers. This would help the gNB to have a more accurate DL CQI estimation. 
[bookmark: _Toc136275315]Introduce a CSI report of interference and noise covariance information.
Furthermore, to improve the quality of the reciprocity-based channel estimate, UE should report the SRS power imbalance such that the gNB can compensate for these effects when making DL scheduling decisions.
The Table below summarizes the system level performance loss for UEs with SRS power imbalance compared to UEs with no SRS power imbalance for reciprocity-based DL MU-MIMO transmission and for 4 RX and 8 RX UEs. The simulation is conducted in UMa scenario with non-full buffer traffic with MU-MIMO scheduling. 
The SRS power imbalance is modelled as x dB power offset relative to the first SRS port. For UEs with 4 RX, the SRS power imbalance for the four SRS ports is 0, -3, -6, and -9 dB, while for UE with 8 RX the SRS power imbalance for the eight SRS ports is 0, 0, -3, -3, -6, -6, -9, and -9 dB.  
From Table 8, it can be seen that a considerable performance drop can occur in the presence of SRS power imbalance, for both 4 RX and 8 RX UEs. The performance loss is in general larger at the cell edge and for higher resource utilization.
[bookmark: _Ref136335737]Table 8: Performance loss due to SRS TX power imbalance for 4 and 8 RX UE. 
	
	Mean throughput loss
	Cell edge throughput loss

	Resource utilization
	20%
	50%
	70%
	20%
	50%
	70%

	4 RX UE with TX power imbalance
	-10%
	-17%
	-25%
	-16%
	-26%
	-36%

	8 RX UE with TX power imbalance
	-3%
	-11%
	-28%
	-7%
	-20%
	-38%



Based on the above, we propose the following:
[bookmark: _Toc136275317]Support the gNB to obtain information of per SRS port imbalance to enable gNB side CSI correction.
4	Conclusion
The coverage of the new frequencies in the higher FR1 bands is challenging. At the same time, with the smaller wavelengths in these bands, the number of antenna elements can be increased without increasing the physical antenna size. However, for antennas with hundreds of antenna elements, the current support of up to 32 antenna ports is insufficient: the angular coverage of the subarray becomes small, and due to the lack of steerability, the performance will be degraded.  
The current link adaptation is based on measurements of sparse CSI-RS transmissions. This makes link adaptation sensitive to interference variations since the reception quality at the CSI-RS transmissions may not be representative of the reception quality during the PDSCH transmissions. Using HARQ retransmissions to adjust the effective coding rate is too slow, due to the feedback delay, which makes HARQ ineffective for new services, such as XR.
In many deployments, a large part of the UEs can transmit with two or more layers. This means that the performance of UL multi-layer transmission is still below potential, since only CP-OFDM can be used for multi-layer transmission. 
Narrowband SRS transmissions lead to a capacity loss since they effectively block the entire carrier. In FR2, the PUSCH allocation must be continuous in the frequency domain, and in FR1, the intra-slot frequency hopping makes it impossible to reuse the remainder of the carrier.
Current UL transmission schemes will cause interference in neighboring cells. There is no possibility to avoid transmitting towards neighboring base stations, since all the UL transmission schemes are aiming to improve the received signal strength at the targeted cell.
mTRP specification support is rigid: it relies on signaling to instruct the UE which TRSs it can use to estimate the QCL properties of the subsequent PDCCH/PDSCH transmissions. The UE relies on this information also for CJT, which makes it very challenging to change which TRPs are involved in the transmission. This also places stringent limitations on how many TRPs can take part in CJT, making larger optimized D-MIMO deployments infeasible.
The CJTs specified in Rel-18 relies on ideal frequency and time synchronization which is clearly unrealistic. Let’s go for realistic CJT!
In FR2 deployments with many carriers and SSB beams, the number of TRSs that can be RRC configured to the UE is not large enough, leading to undesirable RRC configurations to handle intra-cell UE movement. 
To instruct a UE to transmit SRS in a certain direction, MAC CE signaling is required. Since a common scenario is to just transmit one probing SRS, using MAC CE is inappropriate.
Based on the above motivations, this list is proposed for Rel.19 MIMO
1. Introduce support for NZP CSI-RS and CSI reporting for large antenna arrays with 8, 12 and 16 columns including simultaneous vertical and horizontal (FD-MIMO) precoding:
a. Extension of NZP CSI-RS resource beyond 32 ports (48, 64, 72, 96, 128 ports) 
b. Extension of the PMI reporting/codebook for the associated extended NZP CSI-RS resource including support for FD-MIMO, i.e., (N1,N2)={(8,3),(8,4),(12,2),(12,3),(12,4),(16,2),(16,3),(16,4)}
c. Enhancement in specifications for hybrid beamforming implementations (e.g., time domain elevation beamforming and frequency domain horizontal precoding) to support 8,12 and 16 antenna columns
2. Further enhanced uplink coverage and capacity by specifying 
a. Support for multi-layer DFT-S-OFDM for PUSCH and
b. Support for PUSCH rate matching around SRS transmissions of another user
c. Introduce enhanced closed loop antenna selection for PUSCH
3. Introduce dynamic signaling to inform the UE that the PDSCH precoder has not changed, enabling the UE to estimate QCL-TypeA properties for a CJT transmission from the PDSCH DMRS only.
4. Study, and if beneficial, specify CQI reporting based on actual received PDSCH quality (e.g., PDSCH DMRS or PDSCH decoding based CQI)
5. Support UE reporting of delay difference(s) and frequency difference(s) between TRP motivated by C-JT in non-ideally synchronized networks
6. Support dynamic switching of QCL source for TRS and enhance the DCI-based spatial relation/TCI state indication for SRS
7. Support a new CSI report from UE of interference and noise covariance information.
8. Support UE reporting of information related to SRS power imbalance
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Appendix
[bookmark: _Ref133954977]Table 9: System-level simulation parameters for multi-layer DFT-S-OFDM  and fast DFT-S/CP-OFDM switching.
	Metric
	DL mean and cell-edge user throughput

	Traffic model
	FTP Model 1

	Number of sites
	7

	UE distribution
	80% indoor and 20% outdoor

	Handover margin
	3 dB

	Carrier frequency
	3.5 GHz 

	Bandwidth
	100 MHz 

	Subcarrier spacing
	30 kHz

	Channel model
	38.901

	Scenario
	UMa with 500m ISD

	Packet size
	100 kB

	gNB antenna configuration
	(, , , , , , ) = (8, 8 ,2, 1, 1, 4, 8) with (, ) = (0.5, 0.8)


	UE antenna configuration
	4 Tx: Directional elements, each with different a boresight and with cross polarized antenna elements
2 Tx: Two cross polarized antenna elements


	MIMO scheme
	UL SU-MIMO, with non-coherent codebook and Rel-16 power scaling (‘mode 0’)

	gNB antenna height
	25 m 

	gNB noise figure
	5 dB

	UE antenna height
	According to 36.873

	UE transmit power
	At most 22 dBm and 20 dBm, for DFT-S-OFDM and CP-OFDM, respectively

	Power control
	, SNR target=10 dB

	gNB noise figure
	5 dB

	Modulation
	Up to 64 QAM
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