3GPP TSG RAN Meeting #101
RP-231989
Bangalore, India, September 11-15, 2023
Agenda Item:
8A.2.8
Source:
InterDigital Inc.
Title:
Views on Rel-19 XR Evolution
Document for:
Discussion

1. Introduction
Rel-18 XR enhancements provide foundational support for the baseline XR use cases such as cloud gaming, VR, smartphone-based AR. The ongoing Rel-18 XR WI [1] focuses on the enhancements for capacity improvements, power savings and XR-awareness. Although the Rel-18 enhancements enable efficient support for XR traffic characteristics and requirements in a single flow, only limited focus is given towards the improvement of user experience, on how QoS is ensured for applications with multiple dependent flows, and on how the inter-dependency between flows can be leveraged for improving capacity and power savings. 
Observation 1: 
The Rel-18 enhancements enable efficient support of XR traffic characteristics and requirements in a single flow. However, only limited focus is given towards the following aspects:
· Improvement of user experience  

· Ensuring QoS for applications with multiple dependent flows 

· Leverage the inter-dependency between flows for improving capacity and power savings 
Rel-19 XR evolution is expected to consider more advanced and demanding XR use cases which are AR-centric, outdoor and mobile. Some of the new use cases, as described in SA1 TR 22.847 [2] and TR 22.856 [3], include localized mobile metaverse service, synchronized predictive avatars, and virtual humans in metaverse. The new requirements expected to be supported when handling multiple corelated flows in UL/DL include multi-modal synchronization threshold (≤ 15ms) and RTT latency (≤ 20ms) [2][3]. In essence, the focus of the enhancements for XR in RAN in Rel-19 should be on enabling immersive user experiences, a primary aspect of which is the support for multi-modality services and requirements. In the following, the potential scope of the Rel-19 XR evolution is discussed. 
2. Discussion 
2.1. Enhancements for Multi-modality 
2.1.1  Background

Multi-modality, as defined by SA1 TR 22.847 [2], refers to the input data originating from different kinds of devices/sensors or the output data intended to different kinds of destinations (e.g., one or more UEs) required for the same task or application. One important aspect of multi-modality and its relation to user experience is the transmission/reception of data in dependent flows within the synchronization threshold, defined in [2] as the maximum tolerable temporal separation of the two flows. The typical multi-modal synchronization threshold values related to audio-tactile and visual-tactile flows, which are fundamental to user experience and Rel-19 use cases, are summarized as follows [2]:

Table 1: Typical synchronization thresholds for immersive multi-modal VR applications
	
	synchronization threshold (note 1)

	audio-tactile
	audio delay:

50 ms
	tactile delay:

25 ms

	visual-tactile
	visual delay:

15 ms
	tactile delay:

50 ms

	NOTE 1:  For each media component, “delay” refers to the case where that media component is delayed compared to the other.


In RAN, some aspects related to supporting multiple flows were evaluated and discussed during Rel-17 [4] and Rel-18 SI [5]. Particularly, the evaluated capacity and power savings indicate significant drop in performance for VR and AR applications with multi-flow traffic compared to single flow. The enhancements considered during Rel-18 WI did not address aspects specific to multi-modality, including how the inter-flow synchronization requirement can be met during data transmissions.
2.1.2 Potential scope of multi-modality enhancements 
RAN awareness of multi-modal flows
In XR applications with multi-modal flows, the traffic patterns/characteristics of the flows can vary significantly. For example, in AR applications [2], the video flow can consist of PDUs/PDU sets with large payload sizes, low periodicity data arrival (e.g., 60fps), and tolerable latency (e.g., 10ms per PDU set). On the other hand, the audio or haptics/tactile feedback flows, which are dependent on the video flow, can consist of small payload sizes, frequent arrival (e.g., 250fps) and tight latency (e.g., < 5ms).  
Supporting such diverse traffic patterns and requirements with the existing Rel-18 solutions can result in the following issues:

· Massive amounts of control signalling and scheduling delays when scheduling high number of small/aperiodic PDUs (e.g., haptics/tactile feedback data)

· Potential wastages when provisioning resources to accommodate multiple types of PDU sets subject to variable payload sizes, arrival times and jitter.  

· Reduced power savings at UE due to use of extended active time duration when receiving/transmitting data with multiple traffic patterns.  
For Rel-19 scenarios, it is important for the RAN to be aware of the correlation and inter-dependencies between the flows such that the any (re)configurations and scheduling can be done on timely basis. The legacy approaches, which are agnostic to any inter-flow dependencies, can potentially result in resource inefficiencies and inability to meet the multi-modal QoS requirements. For example, if some PDUs in one flow are unable to meet their required QoS due to scheduling delays or congestion, the transmissions or retransmissions of PDUs of other dependent flows may be wasteful even when transmitted within their respective QoS. 
Observation 2: 
When applied to multi-modal flows, the legacy approaches which are agnostic to inter-flow dependencies can potentially result in resource inefficiencies and inability to meet QoS.
In the UL, the UE can be configured to provide info associated with the dependency between different flows (e.g., based on application layer awareness). Such dependency info can complement the enhancements in Rel-18, to allow the RAN to make more informed decisions when scheduling the PDUs/PDU sets in multi-modal flows. Another benefit of such information is to enable some mechanisms to minimize or avoid discarding of PDU sets, given its adverse impact on user experience. 
Synchronized transmissions of data in multi-modal flows
The multi-modal synchronization threshold [2] is different from the legacy PDB or the PSDB introduced in Rel-18. Since the synchronization threshold is related to the delay difference between the PDUs/PDU sets in different flows (e.g., drift between flows), meeting the PDB/PDSB individually does not guarantee that the PDUs/PDU sets in the different dependent flows can be received within the synchronization threshold. 
Observation 3: 
During data transmissions in multi-modal flows, ensuring PDB/PDSB in individual flows does not guarantee that the PDUs/PDU sets in the different dependent flows can be received within the synchronization threshold.
From user experience perspective, it is important to ensure that the user does not perceive any inconsistencies during displaying and actuation of media (e.g., haptics feedback/tactile data). To this end, it is important to consider mechanisms that enable the resource scheduling and data transmissions in multi-modal flows are done within the synchronization threshold. For example, the scheduling and transmission of a PDU set in one flow should not be delayed beyond the synchronization threshold after the transmission of a PDU set in another dependent flow. 
The legacy LCP procedure at MAC performs prioritization and multiplexing of UL data based on the priority of the LCHs. The legacy LCP is also agnostic to the dependencies and synchronization between the data in different LCHs. Rel-18 enhancements such as introduction of new buffer status table and reporting of the remaining time of the buffered data can alleviate some scheduling bottlenecks at UE. However, for multi-modal data, performing prioritization simply based on LCH priority without awareness of data inter-dependencies can result in some data to exceed its delay budget, and consequently the synchronization threshold. 
In this regard, a rethink of the LCP is needed to avoid the scenario where some of the multi-modal data (e.g. mapped to a low priority LCH) lags much further behind the dependent data (e.g. mapped to a high priority LCH) that is received well within its delay budget.

Observation 4: 
Applying legacy LCP for multi-modal data can result in a scenario where some of the data (e.g. mapped to a low priority LCH) lags much further behind the dependent data (e.g. mapped to a high priority LCH) that is received well within its delay budget.
One LCP approach that can be considered for multi-modal data is to prioritize the data in an LCH by matching it with the priority of another LCH containing dependent data. Although this approach is simple, it can result in data in some low priority LCHs to receive similar treatment as that of higher priority LCHs, and hence less efficient from scheduling and capacity perspectives. As such, it is beneficial to consider other LCP mechanisms that not only enable data transmissions within the synchronization threshold but also resource-wise more efficient, particularly when handling multi-modal flows with different characteristics (e.g. periodicities, priority).  
Ensuring RTT latency in multi-modal flows
In split rendering scenarios, the media consumed by the UE is generated and transmitted in DL by the XR application server based on the video/pose data transmitted by the UE in UL. To ensure high level of user experience, the inter-dependent transmissions in UL and DL are expected to be performed within the motion-to-photon or round-trip time (RTT) latency (e.g., <20ms). Given high sensitivity of users to visual impairments or misaligned audio/stimuli, any delays in UL and/or DL beyond the RTT latency can result in the user experiencing motion sickness.
Observation 5: 
In XR interactive services with multi-modal flows, any delays during data transmissions in UL and/or DL beyond the RTT latency can result in negatively impacting the user experience. 
In Rel-18, SA2 studied some solutions based on splitting of the RTT latency into the UL and DL latency budget components. The Rel-18 XR WI in RAN did not discuss any enhancements for meeting RTT latency requirement. Given its importance for interactive XR services, enhancements can be considered in RAN in Rel-19 for ensuring that the data in UL and DL is transmitted/received within the RTT latency. 
Similar to the solutions discussed in SA2, one approach that can be considered in RAN is by aligning the UL and DL resources (e.g. CG and/or SPS resources) so that the periodic data transmissions can be done within the RTT latency. On the other hand, due to the traffic/channel variations, it can be challenging to meet the fixed latency budget in both directions, particularly when considering jitter and variable size PDU sets. In such scenarios, some adaptations may be considered for the resources.     
Power savings when supporting inter-dependent flows
In Rel-18, the focus of the power saving enhancements for XR are primarily on aligning the periodicity of a C-DRX configuration with the non-integer periodicity of XR traffic in a single flow. This would enable the UE to save some power by staying awake only during the duration when the DL transmissions of the periodic XR traffic are expected.   

For multi-modal flows, it can be challenging to achieve reasonable power saving gains with a single C-DRX, especially when the different flows have different traffic patterns (e.g., different periodicity and payload sizes). This is because matching the periodicity of C-DRX with the flow with the highest periodicity leaves little opportunity for the UE to operate in sleep mode, while using the lower periodicity results in unnecessary data buffering and delays. 
Observation 6: 
When supporting multi-modal flows, it can be challenging to achieve reasonable power saving gains with a single C-DRX, especially when the different flows have different traffic patterns (e.g. different periodicities and payload sizes).
One approach that can be considered is to use multiple active C-DRX configurations, where each C-DRX can match the traffic pattern of an individual flow in the multi-modal flows. In addition to providing reasonable power saving gains compared to using a single C-DRX, using multiple active C-DRX allows more flexibility for the network to account for different PDU arrival patterns and jitter when scheduling the DL data in the different flows.  
Although the performance gains of multiple-active C-DRX solution was evaluated and discussed during Rel-18 in RAN1 and RAN2, it was not pursed in the R18 WI given that the focus was on addressing the periodicity alignment issue in single flow. In Rel-19, with the focus on multi-modality, it can be beneficial to consider power saving enhancements using multiple active C-DRX configurations.
Based on the above discussions on the potential scope of multi-modality enhancements in Rel-19, we propose the following objective: 

Proposal 1: 
Study and specify enhancements to support multi-modal XR traffic and the associated traffic requirements: [RAN1, RAN2]
· Enabling awareness at RAN on data inter-dependency in different flows 

· LCP enhancements for enabling data transmissions within multi-modal synchronization threshold
· Mechanisms to minimize round-trip time delay in inter-dependent UL and DL flows 

· Multiple active C-DRX configurations for enabling power savings when supporting multiple flows
2.2. Enhancements for differentiated handling and reliability of PDU sets
2.2.1  Background

In Rel-18, SA2 introduced a QoS flow model for PDU sets where within the same QoS flow there can be PDU sets with different PDU set importance (PSI). In RAN, aspects for differentiated handling of PDU sets (e.g. with different PSI) and ensuring PDU set-level reliability (e.g., according to PSER) were not addressed in Rel-18. The discussions in RAN on PDCP enhancements primarily focused on PDU set discarding during congestion.
2.2.2  Potential scope of enhancements for differentiated handling and reliability of PDU sets    
In Rel-18 XR WI, no enhancements are specified for differentiated handling of PDU sets within a DRB. Such an approach can result in some inefficiencies since the same forwarding treatment provided to a PDU set of high importance is also provided to a PDU set of low importance during UL transmission. Only if congestion is detected, the PDU set of low importance is discarded. 
One approach to address this issue is by configuring a split bearer, where the PDU sets can be differentiated based on PSI at PDCP and mapped to different RLC entities and LCHs. Although, the split bearer solution was discussed during the Rel-18 SI phase, it was not pursued due to lack of consensus. This is understandable since the focus of the discussions in Rel-18 was not on differentiated handling of PDU sets but rather on congestion alleviation.    

For Rel-19 scenarios, it can be more challenging from QoS and capacity perspectives, since there can be many multi-modal flows from higher layers and limited number of DRBs that can accommodate the different traffic patterns/characteristics. In this case, without further differentiation in the layers below, it can be more inefficient when the different PDU sets of different flows are mapped to the same DRB. Also, scaling the number of DRBs in accordance with the number of flows can be done only to a certain extent, and hence, not a good option. To this end, the split bearer approach with different RLC entities and LCHs is more reasonable for enabling flexible handling of PDU sets of different characteristics. 
Observation 7: 
It can be very challenging from QoS and capacity perspectives when many multi-modal flows with diverse traffic patterns are to be accommodated with limited number of DRBs.
Regarding reliable transmission of XR traffic, applying the legacy PDCP duplication for PDU sets comes at the high expense of radio resource usage, especially for large PDU sets with high number of PDUs. For this case, the split bearer with different RLC entities can be applied together with selective PDCP duplication, where duplication is triggered only for some PDUs or PDU sets (e.g., for PDU sets with tight PSER or low remaining time). Such selective duplication approach for PDU sets can be more efficient for enabling reliable transmissions and lower resource usage.      
Based on the discussion on the potential scope for differentiated handling and reliability enhancements for PDU sets, we propose the following objective: 

Proposal 2: 
Specify enhancements for differentiated handling and reliability of PDU sets [RAN2]
· Flexible differentiation of PDU sets using split bearer with different RLC entities
· Selective PDCP duplication for reliable transmission of PDU sets  
2.3. Enhancements for Measurement Gap (MG)
2.3.1 Background

In NR, measurement gap (MG) can be configured in the UE for performing inter-frequency measurements for FR1/FR2 and intra-frequency measurements for FR2. With MGs, the UE can perform neighbour cell measurements of SSBs over the SMTC, e.g., for HO purposes. The length and periodicity of the MGs defined in NR ranges between 1.5ms to 6ms and 20ms to 160ms, respectively. During Rel-18 XR SI, MG enhancements were proposed by some companies but were deprioritized due to lack of time.  

2.3.2 Potential scope of XR-specific MG enhancements
When configured with MG, the UE is not expected to perform any transmissions or receptions of other signals/channels. As such, MGs can have major impact on scheduling and data transmissions, especially when transmitting/receiving PDU sets with tight PSDB. Delaying data transmissions until after the MG duration may result in not meeting the QoS requirements and unnecessary PDU discarding. For example, for an MG length of 6ms, the remaining time for scheduling a PDU set with PSDB of 10ms can be only 4ms (e.g., if the PDU set arrives at the start of a MG). 

The impact of MG can be more severe on XR multi-modal flows, where the scheduling and transmissions are expected to be done more frequently than in the case of single flow traffic considered in Rel-18. Although the gNB can configure short MG durations when the UE is expected to be scheduled with XR traffic, it can be challenging to balance the trade-off between having accurate measurements and timely transmissions of data in multi-modal flows.
Observation 8: 
Configuring MG for measurements can have a major impact on scheduling of data in multi-modal flows, since data transmissions are expected to be done more frequently than in single flow case.  
In one approach, it can be beneficial if MG can be dynamically (de)activated during transmissions of XR data. Alternatively, a mechanism to relax some scheduling restrictions such that data/signalling can be prioritized over measurements can be considered. 

Based on the discussion on the potential scope for XR-specific MG enhancements, we propose the following objective:
Proposal 3: 
Study and specify MG enhancements to minimize scheduling restrictions and the impact on XR data transmissions/receptions [RAN1, RAN2, RAN4].  
Summary
In this contribution, the topics related to the potential scope of Rel-19 XR evolution are discussed. The following lists the observations made in the contribution:
Observation 1: 
The Rel-18 enhancements enable efficient support of XR traffic characteristics and requirements in a single flow. However, only limited focus is given towards the following aspects:
· Improvement of user experience  

· Ensuring QoS for applications with multiple dependent flows 

· Leverage the inter-dependency between flows for improving capacity and power savings 
Observation 2: 
When applied to multi-modal flows, the legacy approaches which are agnostic to inter-flow dependencies can potentially result in resource inefficiencies and inability to meet QoS
Observation 3: 
During data transmissions in multi-modal flows, ensuring PDB/PDSB in individual flows does not guarantee that the PDUs/PDU sets in the different dependent flows can be received within the synchronization threshold.
Observation 4: 
Applying legacy LCP for multi-modal data can result in a scenario where some of the data (e.g. mapped to a low priority LCH) lags much further behind the dependent data (e.g. mapped to a high priority LCH) that is received well within its delay budget.
Observation 5: 
In XR interactive services with multi-modal flows, any delays during data transmissions in UL and/or DL beyond the RTT latency can result in negatively impacting the user experience. 
Observation 6: 
When supporting multi-modal flows, it can be challenging to achieve reasonable power saving gains with a single C-DRX, especially when the different flows have different traffic patterns (e.g. different periodicities and payload sizes)
Observation 7: 
It can be very challenging from QoS and capacity perspectives when many multi-modal flows with diverse traffic patterns are to be accommodated with limited number of DRBs.
Observation 8: 
Configuring MG for measurements can have a major impact on scheduling of data in multi-modal flows, since data transmissions are expected to be done more frequently than in single flow case.  
Based on the observations, the following proposals are made for the potential scope of Rel-19 XR evolution:

Proposal 1: 
Study and specify enhancements to support multi-modal XR traffic and the associated traffic requirements: [RAN1, RAN2]
· Enabling awareness at RAN on data inter-dependency in different flows 

· LCP enhancements for enabling data transmissions within multi-modal synchronization threshold
· Mechanisms to minimize round-trip time delay in inter-dependent UL and DL flows 

· Multiple active C-DRX configurations for enabling power savings when supporting multiple flows
Proposal 2: 
Specify enhancements for differentiated handling and reliability of PDU sets [RAN2]
· Flexible differentiation of PDU sets using split bearer with different RLC entities
· Selective PDCP duplication for reliable transmission of PDU sets  
Proposal 3: 
Study and specify MG enhancements to minimize scheduling restrictions and the impact on XR data transmissions/receptions [RAN1, RAN2, RAN4].  
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