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Comments 

This pCR proposes to add use case and requirements on distributed inference to TR 28.882. 
 
 
Proposed Changes
 
* * * First Change * * * * 
5.5.1	Use cases
5.5.1.x	Management capabilities enhancements for AI/ML inference
5.5.1.x.1	Management support for distributed inference
5.5.1.x.1.1	Description
When AI/ML inference is performed in a centralized way, a substantial volume of real-time operational data would need to be collected and transported to that central inference point. Such centralization may lead to data transport bottlenecks and increased end-to-end latency, which can adversely affect the timeliness and efficiency of analytics and closed-loop automation.
Distributed inference refers to a process of collaborative execution of a trained ML model or set of ML models across multiple ML inference functions. The AI/ML inference function (including e.g., MDAF, NWDAF or RAN functions) that supports distributed inference may one or more ML models in cooperation with other inference functions, employing a hierarchical/disaggregated architecture, to generate the AI/ML inference output. 
Management of distributed inference can be used for several AI/ML-based use cases. For instance, a NWDAF acting as a FL server may operate within a central core network function, while distributed inference can be used at edge gateways or regional NWDAFs acting as FL clients to process local traffic data and then feed summaries to the central NWDAF.  In other cases, to improve network performance and user experience in RAN, e.g., for Network Energy Saving, Load Balancing, Mobility Optimization, the AI/ML inference function and the associated ML model(s) may be utilized in a distributed way and need to be managed and configured to conduct inference.
 
When receiving an AI/ML inference request, the MnS producer may evaluate whether distributed inference is needed according to the inference requirements provided by the AI/ML inference consumer, and it is up to the MnS producer to determine, based on the information provided by the consumer, appropriate inference function(s) which may need to participate in the AI/ML model inference.


NOTE 1: 		How ML model(s) and data exchange between different inference functions depends on implementation which is not in scope for standardization.
NOTE 2: 		The data exchange between involved inference functions should be in the security tunnel with appropriate authentication and authorization mechanisms.


5.5.1.x.1.2	Potential Requirements
REQ-DIST_MGMT-01: The AI/ML inference MnS Producer should have a capability allowing an authorized consumer to quiry the capability pertaining to distributed inference.

REQ-DIST_MGMT-02: The AI/ML inference MnS Producer should have a capability allowing an authorized consumer to specify requirements on distributed inference.
5.5.1.x.1.3	Possible solutions
TBD
5.5.1.x.1.4	Possible solutions evaluation
TBD


* * * End of Change * * * * 


