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1. [bookmark: _Ref7144]Introduction
RAN2 has initiated the following long email discussion.
[Post115-e][244][Slicing] Resolving FFSs for solution 4 (Lenovo)
Scope: Attempt to resolve solution 4 FFSs, including understanding if there are any impacts to RAN4 requirements. Can draft LS to RAN4 in case any potential impacts are identified.
Intended outcome: report + draft LS to RAN4 (if needed)
Deadline:  Long

Following are the relevant agreements from the RAN2#115e:
Agreements
1: Solution Option 4 is selected for further work i.e., resolve the FFSs, send any required LSs and consequently start to draft specification CRs

2	Following is taken as the baseline for Solution Option 4:
The “slice info” (for a single slice or slice group) agreed to be provided to the UE in the last RAN2 meeting using both broadcast and dedicated signaling are provided for the serving as well as neighboring frequencies. The following steps are used for slice based cell (re)selection in AS:

Step 0: NAS layer at UE provides slice information to AS layer at UE, including slice priorities. 
Step 1: AS sorts slices in priority order starting with highest priority slice.
Step 2: Select slices in priority order starting with the highest priority slice.
Step 3: For the selected slice assign priority to frequencies received from network.
Step 4: Starting with the highest priority frequency, perform measurements (same as legacy).
Step 5: If the highest ranked cell is suitable (as defined in 38.304) and supports the selected slice in step 2 then camp on the cell and exit this sequence of operation; 
FFS: How the UE determines whether the highest ranked cell supports the selected slice.
Step 6: If there are remaining frequencies then go back to step 4.
Step 7: FFS: If the end of the slice list has not been reached go back to step 2.
Step 8: Perform legacy cell reselection.



Following are the relevant agreements from the RAN2#114e:
	1: Frequency priority mapping for each slice (slice -> frequency(ies) -> absolute priority of each of the frequency) is provided to a UE.
Note: Signaling optimizations are not excluded.
Note: "slice may also mean "slice group"
1b: Frequency priority mapping for each of the slice (slice -> frequency(ies) -> absolute priority of each of the frequency) is part of the “slice info” agreed to be provided to the UE using both broadcast and dedicated signaling.
3: RAN2 consider a scenario in its work for slice specific cell (re)selection where it is possible that (Suitable) cells on the same frequency belonging to different TAs support different Slice(s).
4: Working assumption: The Best cell principle according to absolute priority reselection criteria specified in clause 5.2.4.5 of TS38.304 needs to be met also for slice specific cell (re)selection.



This email discussion will be carried in 2 phases; currently we are in the second phase:
Phase 1: Understanding company position and shortlisting main options/ issues
Phase 2: Resolving the issues, next-step (e.g., RAN4 LS) and converging 


2. Discussion
2.1. 1st FFS: How the UE determines whether the highest ranked cell supports the selected slice?

This email discussion distinguishes two terms:
a) Slice Info: “Slice info” is defined as frequency priority mapping for each of the slice (slice -> frequency(ies) -> absolute priority of each of the frequency) and therefore consists of these 3 elements (slice, frequency and an absolute frequency priority). The slice info (for a slice or slice group) was agreed to be provided to the UE in the RAN2 meeting#113e using both broadcast and dedicated signaling. Slice info is provided for the serving as well as neighboring frequencies.

b) Slice support: This term is used in this document to signify only the slice(s)/ slice group(s) supported in a particular cell (serving cell or for neighbor cell).

Further, in RAN2#114e meeting, the following was also agreed:
“RAN2 consider a scenario in its work for slice specific cell (re)selection where it is possible that
(Suitable) cells on the same frequency belonging to different TAs support different Slice(s).”
This practically means that for cell reselections the UE can’t blindly assume that slice support on a frequency is uniform. Therefore, serving cell broadcasting slice support just for neighbouring frequencies may not be sufficient and UE needs to ensure if the highest ranked cell supports the selected slice (i.e., the slice from Step 2). One way to achieve this is to measure the corresponding frequency and check system information of the highest ranked neighbour cell to see if the selected slice is supported. 
Further, it is difficult to assume that slice(s)/ slice-group(s) support of a cell can be broadcasted in SIB1 (to not increase SIB1 size too much), the UE may need to acquire other SIB of the neighbour to determine the same. If the highest ranked cell indeed does not support the selected slice, the UE will need to repeat the procedure until the highest ranked cell on some other frequency supports one of the selected slices (down the order). This may/ may not be an optimal solution and some companies may rather prefer that the serving cell provides slice support of neighbour cell. It can be argued that serving cell can’t provide (slice support) information on all neighbour cells; however, network implementation with/ without SON like features can help. If the answer to the following question is “Yes”, it can be assumed that both dedicated and broadcast signalling needs to be supported to provide slice support of neighbour cells. 
Q1: Do companies prefer that a (serving) cell provides slice support of neighbour cells?
	Company Name
	Yes/ No
	Comments (e.g., feasible/ not-feasible since…)

	Qualcomm 
	Yes 
	[bookmark: OLE_LINK1]First, we see no technique issue for serving cell to provide neighbour cell’s slice support info in SIB. Please note that neighbour cells’ cell reselection info have been included in NR SIB3/4/5. We think it is a natural extension for slice availability info of neighbour cell.
Secondly, we agree with rapporteur that it is difficulty to include slice(s)/ slice-group(s) support of a cell in SIB1 because of the payload size limitation of SIB1. Please note that maximum SIB1 size is only 2927bit according to 38.331 and thereby RAN2 carefully evaluated whether to increase even 1 more bit in SIB1 since Rel-16. 
Finally, for the issue that serving cell may not provide all neighbour cells’ slice info, we don’t think it is important issue. In this release, the concerned scenario (different cells in same frequency support different slices) can only happen in TA boundary, which is infrequent event. Even when it happens, it can be resolved. Besides SON features mentioned by Rapporteur, we think serving cell’s own slice support info can also be included in its SIB for UE to optionally check.   

	Xiaomi
	Yes
	We agree with rapporteur and QC that it seems difficult to include slice info in SIB1, thus to avoid acquiring other SIBs of neighbouring cells which can introduce extra access delay, we think it is a straightforward solution to provide neighbour cell’s slice support in SIB of serving cell.
Besides, we agree with QC that support slice info of serving cell can also be included in its own SIB used for slice checking which is met the requirement of WID that the the supported slice info of the current cell and neighbour cells needs to be broadcast.

	CMCC
	Yes
	We think it is necessary to provide slice support of neighbor cells to avoid the latency for checking system information of the highest ranked neighbor cell to see if the selected slice is supported.
We also agree that it is difficult to broadcast the slice(s)/ slice-group(s) support of a cell in SIB1 due to the payload size limitation.

	Nokia
	Yes, but see comments
	Our view is that the solution can work without checking the slice support before selecting the cell as in most of cases the neighbouring cells on a band support the same slices (we can assume that most of the cells are not at the border of tracking areas). If slice support of neighbouring cells is broadcast the signalling should be optimized (see our comments to Option A below). 

	OPPO
	Yes
	We agree with the rapporteur’s analysis on the payload size issue of SIB1 carries slice info and the complexity/latency issue of UE performs the camping check for the highest ranked cell on the potential frequency. Thus, we think it is necessary that a (serving) cell provides slice support of neighbour cells.
From a similar perspective, we agree with QC that the serving cell can also indicate its supported slice info, which is helpful for UE to check the supported slice of the serving cell in cell reselection.

	Spreadtrum
	Yes
	The serving cell should provide slice support of neighbour cells.
The UE has to know the slice support of the highest ranked cell before it determines whether the cell supports the selected slice. 
However, compared with provide slice support in serving cell, listen SI from the highest ranked cell may cause extra delay to cell reselection and not beneficial to UE energy saving.  

	Lenovo, MotM
	Yes
	Like other companies, we also believe that the serving cell should provide slice support of neighbour cells. However, we definitely need to optimize the signalling since it is unclear how many slice groups may need to be indicated by any cell, how many bits per slice group will be required and so on – but it should be clear that repeating frequency information (22 bits) across many different slices with same PCIs listed must be avoided. E.g., since there will be still 8 possible neighbouring frequencies for a cell, there’s no use repeating the frequency indication again and again for so many slices supported by the cell. Also, generally the slice deployment can be assumed to be reasonable uniform across neighbour cells, rather than listing each PCIs, only exceptional PCIs need to be listed that have different slice support compared with the rest of the cells on a frequency (or compared with the serving cell).


	KDDI
	Yes
	If allowed NSSAI will not able to be broadcasted directly on system information, we need to revisit.

	CATT 
	Yes
	We think the UE obtains the slice information of the neighbour cells by reading the SIB of serving cell without checking the SIBs of neighbour cells is efficient. Besides, we agree that, slice info of the neighbour cells are rather too heavy to be included in SIB1 due to the limitation of payload size.

	Sharp
	Yes
	We think it is necessary to provide information for slice support in neighboring cells to avoid latency. The issue of payload size for the slice information in SIB(s) can be optimized by use of slice grouping and selection of SIB(s) to be used.

	ZTE
	Yes, but
	We understand providing the supported slice info of neighbour cells would be a solution to avoid checking the system information of neighbour cells.
Since it is not possible for NW to provide the supported slice info of all the neighbour cells (the SIB size is limited thus we will have a maximum number of neighbour cells for which the supported slice info is provided), we understand such information would better serve as assistance information instead of a decisive factor for camping and we need to also consider the case when the highest ranked neighbour cell’s supported slice info is not provided by the serving cell.

	Samsung 
	Yes
	We agree with other companies’ view on the need for a serving cell to broadcast slice support of its neighbour cells.  

	Ericsson
	Yes
	We agree it is wise to maintain the existing principle that UE should be able re-select to cell on other frequency based on information received from current serving/camped cell, and hence minimise e.g. risk for missed paging and ping-pong re-selection.
We also agree payload size can be reduced by asn.1 optimizations. as explained by companies above.

	LGE
	Yes
	We think it is beneficial that a serving cell provides slice support of neighbor cells because it reduces latency of slice aware cell reselection. 

	Intel
	For slice support at inter-frequency level: Yes  

Whether it is needed at cell level:
For inter-frequency, it depends on what information is available at frequency level (see comments)
For intra-frequency: it is not essential.  
	The term “neighbouring cells” in the question is not entirely clear to us – is it used generically or is it specifically about cell level information?
Firstly, UE should not have to read the SIBs of neighbouring cells during the measurement process for cell reselection.  All the information required to determine the priority of the inter-frequency carriers should be provided in the current cell.  Hence we think slice availability for inter-frequency neighbouring carriers is needed.  
Regarding cell level information, the motivation for the cell list and UE behaviour should be clear.  The motivation for providing intra-frequency cells and inter-frequency neighbour cells should be discussed separately.  

Whether it is needed at cell level depends on what is broadcast at the frequency level.  As there is no common understanding yet on how the frequency level information is broadcast or what it contains, we discuss two possible options below.
If all the available slices in other frequencies (i.e., the superset of the slices available in the other frequencies in the coverage area of the current cell) are indicated in the frequency level information (See figure below), then cell level granularity is not essential.  




If on the other hand, the frequency level information is not a superset (e.g., cell 1 only indicates slice eMBB for F2 in the figure below), then a cell level information is needed to inform UE that a slice (e.g., URLLC) is available. 




For intra-frequency neighbour cells, we have already agreed that UE follows the best cell principle for intra-frequency cell reselection. So the neighbour cell list does not impact final cell reselection outcome itself but it could help avoid temporary camping on cells that do not support the highest priority slice.  If this is in SIB3, there might also be some reduction in SIB reading time of this neighbouring cell to determine the slices supported during cell reselection but even this benefit is unclear.

	NEC
	Yes to follow majority
	We think the solution can work without checking the slice support before selecting to the cell, because this feature is best effort enhancement, and in most cases neighbouring cells on the same frequency will support the same slices/slice group. For TA boundary case, likely allowed NSSAI will be updated, and slice-specific reselection will be triggered anyway after TAU.
But we are ok to follow the majority: serving cell broadcasts slice support of neighbour cells.
However, this information should be optional. when it is absent, it means UE can assume all neighbour cells supporting the same slice/slice group and or UE is not requested to check slice support of the selected cell.




Based on the above discussion, and irrespective of your answer to Q1, we can possibly have following solutions:
Option A: Serving cell broadcast slice support of neighbor cells 
This option seems extremely signaling heavy e.g., multiple S-NSSAI for many neighboring frequency/ cells may need to be broadcasted. Some signaling optimizations may be used including use of slice groups (instead of individual S-NSSAIs), use of on-demand SIB – if a new SIB is used, etc.

Option B: Serving cell does not broadcast slice support of neighbor cells. TAC is used as a proxy for slice support and therefore neighbour cell’s SIB1 needs to be read
A UE needs to read the SIB1 (of the highest ranked cell) to find out the TAC. Based on this, the UE can determine if the selected slice is supported or not. In Rel. 17 this works due to homogeneous slice support principle. But in future releases if the homogeneous slice support principle is changed, this may become a problem.

Option C: Serving cell does not broadcast slice support of neighbor cells. Every cell broadcasts its slice support; therefore, a neighbour cell’s slice support needs to be acquired from that cell’s System Information
A cell should anyway indicate which slice(s)/ slice group(s) are supported to help a camped UE (e.g., a UE that selected this cell or a UE that reselected this cell for a certain slice but may need to check if a different slice, as indicated by NAS, is also supported in the serving cell). For reselection purpose, a neighbor cell’s SI needs to be read. However, as discussed earlier, for reselection this means reading of possibly SI of many neighbour cells, consuming time and battery.

Option D: Any other options??
Option D-Nokia: Broadcast neighbouring cells PCI and their associated TACs
This solution is a variant of option A using TACs. In this solution the cell broadcasts the neighbouring cells PCI and associated TAC for the cells that belong to TAC different from the cell. As UEs can assume that all cells that are not listed support the current TAC, and thus have the same slice support as the current cell, the signalling load is not very high. Based on this information UEs know the supported slices by reading MIB, and thus no extra SIB1 checking is needed. Slices corresponding to a TAC can be learnt via NAS or via RRC signalling during registration update (in dedicated RRC message).
Q2: Which option do you prefer to acquire the slice support of a neighbor cell?
	Company Name
	Option
	Comments (benefits/ shortcoming of option(s))

	Qualcomm 
	Option A with comments
	For Option B, we agree with Rapporteur that it can only work under homogeneous slice support assumption. Furthermore, it has chicken-egg issue: the UE can’t derive supported slices info in target cell of different TA only by its TAC until it performs registration in this target cell.
For Option C, we don’t prefer because it requires UE to read target cell’s SIB before camping, which can work only when slice info is included in SIB1. As we commented in Q1, including such info in SIB1 is quite difficulty.
For Option A, we disagree with Rapporteur that signalling optimization is required. The only spec impact is to decide whether include neighbour cell info in a new SIB or SIB3/4/5, which anyway needs a conclusion. Please note whether to have on-demand SIB is up to NW implementation. 
In addition, as we mentioned in Q1, we think Option A can be modified to also include serving cell’s own slice support info. For example, below change: 
 Option A: Serving cell broadcast slice support of neighbor cells and serving cell 


	Xiaomi 
	Option A
	We share the same view with QC and think QC’s modification is necessary to make it clear that the serving cell also needs to broadcast its own supported slices.

	CMCC
	Option A
	We agree with QC’s suggestion that it’s natural to broadcast its own supported slices for serving cell.

	Nokia
	A, or B or D-Nokia are acceptable
	Comment on Option A: If it is decided to advertise slice support information about neighbouring cells, then optimizing the broadcast information is important to make the solution feasible (the SIB size limit is valid for all SIBs). E.g., it could be limited to the bands where the slice support is not uniform in the area (if no cell level information is advertised on a band, then UE can assume that all cells of that band supports the same slices in that area); or no slice group support information is needed when a slice (or slice group) supported in all neighbouring cells.
Comment on Option B: It is a simple solution and the UE can learn the supported slices in the different TAs (e.g. via NAS or RRC signalling during registration procedure). Checking of SIB1 before selecting a cell introduces some additional latency of cell reselection and increases the UE power consumption.
Comment on Option C: Adding slice information to SIB1 is not feasible. Reading additional SIB before selecting the cell will significantly increases the latency of cell reselection and UE power consumption. Therefore, we think that Option C is not acceptable.
Option D-Nokia: This is a variant of option A using TACs that enables good signalling optimization. 
Note also that RRCRelease can also be used to provide information to the UE. In RRCRelease the UE can get more information (the size limit is not so strict) and the information may be tailored to the slices (e.g. configured slices) that the UE may use.

	OPPO
	Option A
	For B, we agree with the Rapporteur that it can work only under the homogeneous slice support assumption. In the future, the slice deployment requirement may change. In addition, there should be a way to let the UE know the association between TAC and the supported slice in the TA, which may introduce more inter-WG discussion and normative work. Finally, TAC based solution can not provide a finer granularity checking/comparison for slice support info. 
For D-Nokia, the benefit may be reduced if heterogeneous slice deployment is supported. Similar to B, there should be a way to let the UE know the association between TAC and the supported slice in the TA, which may introduce more inter-WG discussion and normative work. 
For C, it may require more complexity/latency since currently the UE only needs to read SIB1 for camping check, but now the UE needs to further read SIBs other than SIB1, since SIB1 may not include all required bit sizes for the support slice.
For A, it is a better solution as also mentioned by other companies above. 

	Spreadtrum
	Option A
	From our perspective, the Option A is preferred to acquire the slice support of a neighbor cell. As for signaling overhead issue, it definitely needs to be optimized which also needs further discussion.

	Lenovo, MotM
	Option A
	

	KDDI
	Option A
	But in the case which many candidate cells having the same TAC, it causes many duplicated slice information are provided to UE. And we want to discuss some optimizations to reduce the duplicated slice information.

	CATT
	Option A
	We support option A. The concern of option A is that the payload may be very heavy. But we think we can introduce one new SIB rather than using the current SIBs. If we reuse the existing SIBs which are also used by the legacy UEs, it will eventually bring extra resource/power consumption for the legacy UEs.

	Sharp
	Option A
	We share the same view with Qualcomm, Xiaomi and CMCC with regard to supported slices for serving cell.

	ZTE
	Option A
	

	Samsung 
	Option A
	Similar view to other companies. 
Options B and D: both options work under the assumption of “homogeneous slice support in all cells in a TA”. Nevertheless, such assumption may change in the future.  
Option C: results in increased delay in cell reselection, as the UE needs to read neighbour cell SIB before reselecting the cell. Also, adding slice info in SIB1 may not be acceptable.  
Option A: is the most suitable option. Also, as mentioned above, slice grouping could be used to reduce the signalling overhead.

	Ericsson
	Option A
	

	LGE
	Option A
	

	Intel
	Option A 
	As mentioned in our previous response, the term “neighbouring cells” in the question is not entirely clear to us – is it used generically or is it specifically about cell level information?
We support Option A for providing slice availability in current and neighbouring frequencies. 
As in our response to Q1, UE should not need to read SIB1 or other SIBs of a neighbour cell to get the information about the slices supported in that neighbour frequency/cell.  This is not the current UE behaviour and will incur additional delay in cell reselection and further increase the power consumption on the UE.  In our understanding of option B and C, both require UE to read the SIBs of neighbouring inter-frequency cells. 
For Option B, it will require the UE to know in advance the mapping between the TAC and the slices and the TAC of the neighbouring inter-freq cell. This will require further coordination work with SA2 and CT1. Even though checking the TAC in SIB1 is part of the suitability check during cell reselection, it will mean that the UE still have to check the slice support of all the neighbouring inter-freq cells before it can determine the slice based frequency priority.  That is, this SIB reading of the neighbouring inter-frequency cells has to be done before camping on a cell which is an additional check that is currently not performed and This will incur additional delay and UE power consumption. 
For Option C, UE will need to read the neighbour cell SIB as it is not available in the current cell.  As mentioned above, this will incur additional delay in cell reselection and further increase the power consumption on the UE. 

	NEC
	Option A
	It could be a PCI list which exceptionally does not support the slice group. And this should be optional.



Q3: If Serving cell broadcasts slice support of neighbor cells, which SIB can be used?
	Company Name
	SIB#
	Comments

	Qualcomm 
	New SIB
	Compared with the solution to include slice info in SIB3/4/5, new SIB can reduce impacts to legacy UE. In addition, the payload size will be large as Rapporteur mentioned. Thus, we don’t prefer to include them in SIB3/4/5.  

	Xiaomi
	SIB3/4
	As in the current spec, the cell reselection info of intra-frequency and NR inter-frequency neighbour cell are respectively included in SIB3 and SIB4 of serving cell, thus we think SIB3/4 should be considered firstly to carry the support slice info of neighbour cell, so that UE does not need to acquiring other SIBs to get the slice info.
Considering slice is only supported in NR frequencies, we think there is no need to include the slice info in SIB5 which carries the reselection info of LTE frequencies.
For the payload size concern as QC mentioned, as RAN2 has raised slice group mechanism to resolve this issue, we think it is not a issue to include slice info in SIB3/4.

	CMCC
	SIB ¾
	We think it is simple and natural to extend SIB3/4 to contain slice support of neighbor cells.

	Nokia
	SIB3/4
	Defining a new SIB would create some system level overhead (e.g. there are only a couple of spare values for new SIBs in SI-SchedulingInfo information element) that could be avoided with re-using SIB3 and SIB4. Our view is that RAN2 should specify a solution where the additional information could fit in legacy SIBs.

	OPPO
	SIB ¾
	[bookmark: OLE_LINK5][bookmark: OLE_LINK6]Extend SIB3/4 is sufficient unless there is some critical issue.

	Spreadtrum
	SIB ¾
	Legacy SIB 3/4 are used to provide neighbouring cell information relevant for intra-frequency and inter-frequency cell re-selection. Thus, it is naturally and easily accept to introduce slice support of neighbour cells in SIB 3/4. As for payload size issue, it certainly needs to be optimized.
For SIB 5, it contains information relevant only for inter-RAT cell re-selection. There seems no need to include slice support in SIB 5.
As for new SIB, it is a possible way but has more impact on specification. Thus, it is not preferred. 

	Lenovo, MotM
	SIB 3/ 4
	These SIBs will avoid re-listing cells/ frequencies for slice purpose.

	KDDI
	SIB 3/4
	We share the same view with CMCC.

	CATT
	New SIB
	As explained in Q2, reusing existing SIBs brings impacts to legacy UEs. And we think slice which is one kind of optimization feature should minimize impacts to legacy UEs.

	Sharp
	SIB 3/4
	Same view with companies supporting SIB3/4.

	ZTE
	SIB2/3 for intra-frequency,
SIB4 for inter-frequency
	We would better follow the existing SIB structure, in which the intra-frequency cell reselection information are broadcast in SIB2/3 while the inter-frequency cell reselection information are broadcast in SIB4. The slice info can be part of the cell reselection information.

	Samsung
	SIB2/3 (intra-frequency) 
and
SIB3/4 (inter-frequency)
	We also support ZTE’s proposal to follow the the use of existing SIB structure3/4 and include to carry the intra-frequency and inter-frequency cell reselection information in SIB2/3 and SIB4, respectivelyslice support information of neighbour cells.

	Ericsson
	New SIB or SIB4
	Motivation for new SIB is purely to avoid problems with SIB size for existing SIBs. Furthermore., it is possible to link lists in new SIB to lists in existing SIBs (“same size and order”). The ASN.1 structures will likely look exactly the same irrespective if in existing SIB or new SIB. 
Without providing any example ASN.1 coding, we do not understand how RAN2 can make any assessment on payload size. RAN2 cannot decide between SIB4 and new SIB at this stage. 
We need not decide now. Running CR can develop a new SIB and we can decide later.
In our view, on the camped (intra-)frequency, RAN2 already ruled out that slice-specific cell re-selection prioritisation must not violate the existing cell ranking principle. Once UE has decided to camp on a frequency/carrier, it shall camp on the highest ranked cell (R-criteria). Hence there is no impact on SIB3.


	LGE
	New SIB
	We prefer to introduce new SIB. Otherwise, legacy UEs, not supporting slice aware operation, may need to read SIB when slice information is modified.

	Intel
	SIB 3 (slice support for intra-frequency neighbour cell) 
SIB 4 (slice support for inter-frequency neighbour cell)
	If it is agreed that slice support of neighbour cells is to be provided by serving cell, it is more logical to include the intra-frequency neighbour cells in SIB3 and inter-frequency neighbour cells in SIB4 and this is also aligned with the existing signalling structure of including cell specific offset for neighbour cells.

Note that RAN2 already agreed the following:

1. 1: Frequency priority mapping for each slice (slice -> frequency(ies) -> absolute priority of each of the frequency) is provided to a UE.

Note: Signaling optimizations are not excluded.

Note: "slice may also mean "slice group"
2. 1b: Frequency priority mapping for each of the slice (slice -> frequency(ies) -> absolute priority of each of the frequency) is part of the “slice info” agreed to be provided to the UE using both broadcast and dedicated signaling.

It is assumed that the frequency priority mapping for each slice supported for the serving frequency is provided in SIB3 while the frequency priority mapping for each slice supported for the neighbouring frequencies is provided in SIB4.

	NEC
	SIB3/4
	But we are open to discuss new SIB once the overhead turns to be a concern.




Q4: Which SIB broadcasts slice support of a serving cell?
	Company Name
	SIB#
	Comments

	Qualcomm 
	New SIB
	We prefer to put the slice support info for neighbour and serving cells in the same new SIB. 

	Xiaomi
	SIB2
	Similar to our comments on Q3, for the supported slice info of serving cell, SIB2 which carries cell reselection info of serving cell in normal cell reselection should be considered firstly to avoid extra SIBs acquiring.

	CMCC
	SIB2
	We think it is simple and natural to extend SIB2 to contain slice support of serving cell.

	Nokia
	None
	Adding slice information to SIB1 is not feasible. Adding this information to a new SIB requires UEs to read the new SIB before selecting the cell. We think this is not acceptable as this additional SIB reading would significantly increase the latency of cell reselection and UE power consumption.

	OPPO
	SIB2 
	Extend SIB2 is sufficient.

	Spreadtrum
	SIB 2
	SIB2 is used to provide cell re-selection information common for intra-frequency, inter-frequency and/or inter-RAT cell re-selection as well as intra-frequency cell re-selection information other than neighbouring cell related.
Thus, SIB2 is suitable to carry slice support of a serving cell.

	Lenovo, MotM
	SIB2
	

	KDDI
	SIB2
	

	CATT
	New SIB
	Using new SIB can minimize impacts to legacy UEs.

	Sharp
	SIB2
	

	ZTE
	SIB2, but the slice info is for the serving frequency
	We understand there is no need to broadcast supported slice info in SIB1 for the serving cell since UE will not perform further check after camping. But the slice info for the serving frequency would be useful for UE to perform intra-frequency cell reselection.
Thus, we understand NW can provide the slice info for the serving frequency as part of the intra-frequency cell reselection info instead of providing the slice info for the serving cell.

	Samsung 
	None
	Similar view to Nokia. In our understanding, providing slice support of a serving cell in SIB simply would not change any UE behaviour for slice-aware cell reselection. Also, it could increase unnecessary signalling overhead from NW perspective without any foreseen benefit. Hence, we do not prefer to add slice support information of a serving cell to any existing or new SIB.

	Ericsson
	None 
	We agree with Nokia comments. 
It is not clear to us what RAN2 assume with the statement “broadcasts slice support of a serving cell”. What is it expected to be used for? Are all slices that can be accessed from the cell listed? If a certain slice is not indicated in serving cell broadcast, does this mean UE must not attempt NAS registration to that slice in this cell? What is the interaction/impact with NAS procedures on registering to a slice?


	LGE
	New SIB
	If needed, new SIB is preferred.

	Intel
	SIB2
	We assume this question is relevant only for option A (option C by definition needs to broadcast this). We agree that UE has to know the slices supported in the current cell/frequency.  

	NEC
	None 
	We are also not sure how to use the slice support information of serving cell, assuming slice support information of neighbors is used will be agreed.
What should UE do next if the higher priority slice group is not supported by the serving cell?



2.2. 2nd FFS: If the end of the slice list has not been reached go back to step 2?

This FFS intends to keep or remove the step 7 completely.
Argument for keeping Step 7: Even though there’s no guarantee that an application that triggers RRC Connection Est. is really from the highest priority slice an effort can be made esp. since measured frequency needs not be measured again for the “next” slice. Reselecting for highest/ higher priority slice is the main motivation for the work. Further, if the serving cell provides the slice support information for the neighbour cells, it might be more likely that not many iteration of Step 7 may be required.
Arguments for removing Step 7: Too much battery consumption for uncertain gain since it is anyway not clear that an application that triggers RRC Connection Est. is really from the highest priority slice.
Q5: Does your company want to keep Step 7 (i.e., attempt to reselect on one or more lower than the highest priority available slice)?
	Company Name
	Yes/ No
	Comments

	Qualcomm
	No
	1. UE access latency is main KPI of cell reselection. We think the looping in Step 7 will cause extra latency of cell reselection, especially if number of UE intended slice is large. This is conflicted with the intention to introduce “quick” slice specific cell reselection.
2. We understand slice specific cell reselection is just a best effort enhancement as UE may not have traffic of the highest slice during reselection.
3. Even if we keep Step 7, it can’t resolve the issue raised online that UE may reselect to a cell that only supports 1st priority slice but not 2nd and 3rd priority slices. Assume a scenario with Cell A only support 1st priority slice while Cell B supports both 2nd and 3rd priority slices. According to agreed procedure, the UE will always reselect to Cell A as long as a suitable cell is found, irrespective of whether keeping step 7 or not.
4. [bookmark: OLE_LINK2]We don’t agree with Rapporteur that measurement can be always reused in next iteration. Please note that existing IDLE inter-frequency measurements depends on frequency priority of serving cell and target cell: 
· For a frequency with a reselection priority > serving frequency, the UE shall perform measurements for this frequency
· For a frequency with a reselection priority <= serving frequency, the UE may choose not to perform measurements if the serving cell fulfils Srxlev > SnonIntraSearchP and Squal > SnonIntraSearchQ
Thus, when the UE changes frequency priority in next slice iteration, the above measurement condition may change, and so measurements in previous round can’t be reused in such cases.
5. This can be regarded as an optimization. Because we have only 3 meetings to finish this WI, we tend to keep it simple by focus on baseline solution and leave optimization to next release. 

	Xiaomi
	Yes
	It is reasonable for UE to find a cell supporting at least one of its intended slices rather than directly fallback to find a cell may not supporting any slice
Many companies have concerns on long latency and power consumption if it is kept.
A)The latency is not very critical issue for idle/inactive UE.
B)Power consumption is not a big issue as the measured frequency may needs not to be measured again. If companies still have concerns on it, it needs RAN4 to confirm.

	CMCC
	No
	We understand that this step is only few benefits in TA boundary scenario where new TA does not support the highest priority slice in this release. 
· If we keep step 7, the UE may attempt to reselect to a cell which supports the second or the third or lower priority slice. But there may also be possible that after multiple iterations, the UE does not reselect to a cell that supports some slice. This step will increase the power consumption and access latency.
· If we remove step 7, the UE will perform the legacy cell reselection. 
· Whether there is step 7 or not, when the UE reselects to a cell in new TA, TAU procedure or registration update procedure will be performed and the UE will receive a new allowed slice list (which may include different slices with new or same priorities from the allowed list of last TA). Then the UE can perform cell reselection procedure based on the new slice priority order and the UE can be able to find a suitable cell to support the new highest priority slice.
Based on the analysis above, we prefer to remove step 7 considering the limited benefits and greater impacts on power consumption and access delay for the UEs. 
On the other hand, we think that the measurement results of last iteration cannot be always reused in next iteration. For example, if the UE is moving, then the measurement results may be different and the highest ranked cell may also be changed. 

	Nokia
	See comment
	We think that it depends on whether re-using the measurements is possible (see Q6). 
If new measurements on the same band are needed in all iterations (for all slice groups) then step 7 would create a significant overhead (delay, power consumption) in cell reselection. Thus, we think it is better to remove step 7 in this case. 
If no new measurements are needed (measurements from earlier slice group can be re-used), then the iteration would not create significant extra overhead, but can lead better results in considering slices in cell reselection. Thus, we think step 7 can be kept in this case.

	OPPO
	No
	Re-using the measurements may not be possible in all cases. If the number of the UE intended slice is large, the access latency and UE power consumption will be largely extended, which may contradict our SI/WI intention of fast accessing. 

	Spreadtrum
	No
	We agree with QC generally, the multiple iterations may consume pretty much time which violates the intention of fast access. And we already have a loop in step 6 which is enough. UE does best effort to find a cell but excessive optimization should also be avoided

	Lenovo, MotM
	Yes
	Even though there’s no guarantee which slice will trigger a RRC connection setup next, the intention should be to attempt to camp on the cell supporting a higher prioritized slice. 

	KDDI
	No
	We share the same vies with QC #4.

	CATT
	No
	We think it is not necessary to go through each slice in the list. This may be time and power consuming.

	Sharp
	No
	Under the assumption of homogeneous deployment, if the UE exhausts the frequency list of the highest priority network slice, the UE may be in a new registration area where the current allowed NSSAI is not guaranteed to be allowed. The UE will perform a registration with any suitable cell to update the allowed NSSAI before performing the slice-aware cell reselection.

	ZTE
	Yes
	We understand UE would have more chance to find a suitable cell with the iteration as more intended slices (instead of only the highest priority one) are considered. 

	Samsung 
	Yes (see comments)
	We think that the issue of whether it is possible to reuse the previous measurements, in order to reduce delay caused by Step 7, requires the consultation of RAN4. However, this issue is merely an optimisation and we do not need to support it in this release. 
We prefer to keep Step 7, in order to allow slice based cell reselection for next priority slice(s) in the UE slice list. we think that the NW can support UE’s slice(s) as much as possible based on UE’s requested slice info (NSSAI) as in legacy.

	Ericsson
	Yes
	We also think not only highest prio slice should be considered.
Qc bring up valid aspect when it comes to Inter-freq measurements and existing RAN4 requirements. RAN4 inter-freq measurement concept in existing shape are not really intended for the kind of “fast iterations” we are assuming in this WI.


	LGE
	Yes
	We prefer to keep Step 7 for slice aware reselection. As the UE is already camped on a serving cell, we think it’s not a bad idea to continue performing slice aware cell reselection.

	Intel
	Not essential – update step 2 instead (see comments)
	We think that whether step 7 is essential depends on what step 2 does.  
Firstly, in our understanding, the NAS provided list may include not only the Allowed NSSAI but also Requested NSSAI which the UE may have requested during registration that are not supported in the current registration area.  We think this is essential for UE to be able to reselect to a cell in a different TA that is offering an additional slice.
If we strictly follow step 2 as stated, then in our understanding, if the highest priority slice in the UE slice list provided by NAS is not available, UE will fall back to legacy reselection mechanism.  For example, if a UE has URLLC and eMBB in its NAS slice list, and URLLC is not available in any of the inter-frequency cells in that geographical region, UE will use legacy reselection and will not follow the slice based frequency priority for eMBB.  We think this is not acceptable.  So if step 2 is not updated, step 7 is essential.
Instead, we think step 2 should do a “filter” to take the intersection of the NAS slice list and available slice list (i.e., the slices in the NAS slice list that are broadcast as available in the inter-frequency cells in that region).  Then we think step 7 is not essential as UE will , in most cases, find the highest priority slice of that intersection  as they are marked as available.  
The only scenario where UE will not find the highest priority slice is, in the border area of the TA where the coverage of the two frequencies do not align.  For these cases, where the coverage of one cell does not exactly match the coverage of another frequency and the highest ranked cell may not support the highest priority slice (e.g. C3 in the figure below does not support URLLC which is highest priority slice for the UE), but a neighbouring cell on the same frequency might (e.g. C4 in the figure below). 


To detect this, the slice support of the inter-freq neighbour cell list has to be broadcast (assuming UE does not read the SIBs of neighbouring inter-frequency cells during cell reselection).  When the UE is aware that the highest ranked cell in the inter-frequencies does not actually support the highest priority slice (as inferred from the cell list), UE can consider the next highest priority slice using step 7. That is, step 7 is only useful along with cell list. 
A consequence of not supporting step 7 in the current flow chart seems to be that UE will fall back to legacy frequency prioritisation if the highest priority slice is not found.  And this can happen at TA borders as mentioned above.  
We don’t think falling back to legacy frequency priortisation if the highest priority slice is not available is a good approach as it can happen at TA borders.  Instead, we think it would be better for UE to continue to camp on that carrier as the highest priority slice will be available when the UE subsequently moves to the neighbouring cell.  This option does not require step 7 or the inter-frequency neighbour cell list.  
Another option is for UE to camp on the next priority slice that is supported.  This will require something that is conceptually similar to step 7.  We don’t think this is essential but if RAN2 thinks this option is useful, we think we should look for solutions that do not require additional measurements.  The solution should avoid ping-pongs.  
So if step 2 is updated to filter NAS list based on available slices, step 7 is not essential.

	NEC
	No
	We ‘d better not to over design a feature which is best effort enhancement.




Q6: Since Q5 might affect a UE’s performance, would you prefer asking RAN4 if the measurements of frequencies can be assumed valid for the next iteration(s) and/ or if to keep step 7 or not?
	Company Name
	Yes/ No
	Comments

	Qualcomm
	No
	We don’t think RAN2 can well formulate the question to RAN4 at this stage:
· For the question whether measurement is valid for next iteration, we have provided comments in Q5 that it is not always true. 
· If we request RAN4 to evaluate the impacts on UE’s performance (e.g., latency), RAN2 needs to first decide how many slices or slice groups can be configured. However, it is still not clear.

	Xiaomi
	See the comments
	If RAN2 can not conclude on Q5 and one of concerns on keeping step 7 is whether the measurement can be reused, it is natural to ask RAN4 as it is not RAN2 scope.

	CMCC
	No
	We think it is too early to ask RAN4 at this stage.

	Nokia
	Yes
	Our view on Q5 depends on whether measurements result can be re-used or not. (If RAN2 cannot assume the re-use of measurements in iterations, then “step 7” should be removed.)

	OPPO
	No
	It seems too early to ask RAN4 at this stage.

	Spreadtrum
	See comments
	We have no strong views. An LS could be sent to RAN4 to check whether our assumption is valid which may help to solve the Q5. 

	Lenovo, MotM
	Yes
	This is mainly about UE performance Vs UE battery topic – and RAN4 are the expert on this topic. If we do not know for sure, which seems to be the case, we should better use their guidance.

	KDDI
	See the comments
	We share the same view with Xiaomi.

	CATT
	No
	We agree with QCOM that we have not figured out the how many slice (groups) can be configured. So it is difficult for RAN4 to decide. On the other hand, we can also figure out that not all the slices in the slice list are always to be supported as the highest priority.

	Sharp
	No
	It will not be too late after the discussion of Q5 progresses.

	ZTE
	Yes, if we cannot conclude on Q5
	

	Samsung
	See comments
	As we explained in the answer to Q5, we think that the issue of reusing measurements is merely an optimization feature that RAN2 does not need to support in this release. 
Regarding keeping or removing Step 7, RAN2 should decide whether the slice based cell reselection procedure considers next priority slice(s) or only the highest priority slice in the UE slice list.
Nonetheless, we are ok if RAN2 decides that an LS is needed to ask RAN4 on whether it is possible to reuse measurements for next iterations.

	Ericsson
	At some stage
	At some stage we probably need to co-ordinate with RAN4, to make sure the RAN4 inter-freq meas requirements are applicable to the slice-based cell re-selection (e.g. on inter-freq cell detection times).

	LGE
	Not now
	Too early. We tend to agree with QC.

	Intel
	No
	See our response in Q5. Probably too early since we still need to understand better.

	NEC 
	No
	



3. Conclusion
In this email discussion 
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image1.emf
C1

C2 C3

TA boundary

F1

F2

F2: eMBB, URLLC

F1: eMBB

F2: eMBB

F1: eMBB

F2: eMBB, URLLC

F1: eMBB


Microsoft_Visio_Drawing.vsdx
C1
C2
C3
TA boundary
F1
F2
F2: eMBB, URLLC
F1: eMBB
F2: eMBB
F1: eMBB
F2: eMBB, URLLC
F1: eMBB



image2.emf
C1

C2 C3

TA boundary

F1

F2

F2: eMBB, URLLC

F1: eMBB

F2: eMBB

F1: eMBB

F2: eMBB

F1: eMBB


Microsoft_Visio_Drawing1.vsdx
C1
C2
C3
TA boundary
F1
F2
F2: eMBB, URLLC
F1: eMBB
F2: eMBB
F1: eMBB
F2: eMBB
F1: eMBB



image3.emf
C2

C5 C4

F2: eMBB, URLLC F2: eMBB, URLLC

F1: eMBB

F2: URLLC, eMBB

F1

F2

C1

C3

F1: eMBB

F2: eMBB

F1: eMBB

F2: eMBB


Microsoft_Visio_Drawing2.vsdx
C2
C5
C4
TA boundary
F2: eMBB, URLLC
F2: eMBB, URLLC
F1: eMBB
F2: URLLC, eMBB
F1
F2
C1
C3
F1: eMBB
F2: eMBB
F1: eMBB
F2: eMBB



