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The IETF codec working group would like to thank 3gpp for their liaison statement on 23 August 2011, providing comments on the guidelines, requirements and testing specifications. 

The requirements specification has now issued as RFC 6366 (https://datatracker.ietf.org/doc/rfc6366/?include_text=1), and as such the document is now complete. Though the document can no longer be modified, see below for responses to comments you provided on this document.

The guidelines specification is currently under IESG consideration. See below to responses to comments you provided.

The testing document was just adopted as a working group item (http://datatracker.ietf.org/doc/draft-ietf-codec-results/?include_text=1) and will go through many iterations to include test results that continue to be done. The plan is to issue the testing results as an RFC approximately a year after the completion of the Opus specification, to allow time for additional results to be accumulated. 

The Opus specification itself has been revised based on comments received during the first working group last call. The most recent version can be found at (http://datatracker.ietf.org/doc/draft-ietf-codec-opus/) .  A second working group last call was issued  on October 31st, completing on 19 November, coincident with the conclusion of the Taipei IETF meeting.

Enclosed are responses to your comments on the requirements, guidelines and testing documents:

SA4 notes that the reference codecs used to define the quality requirements have been limited to Speex, iLBC and G.722.1/G.722.1C. While SA4 understands the rationale behind selecting these references with regard to codec encumbrance, SA4 would like to note that other currently deployed codecs could have been used as reference to justify use in future systems.
This topic had extensive discussion by the group and the decision was to limit the requirements themselves to be those codecs. However, we anyway tested against encumbered codecs (such as AMR-WB), and the results found it to perform well. Note section 3.7 of http://datatracker.ietf.org/doc/draft-ietf-codec-results/?include_text=1, which demonstrated that Opus outperformed AMR-WB at 20kb/s. 

The requirements document makes reference to robustness to packet losses, namely:

Acceptable quality at 5% PLR

Good intelligibility at 15% PLR

SA4 would like to understand how these requirements have been tested. Of particular interest would be how “acceptable quality” translate in terms of MOS and how “good intelligibility” has been assessed and whether any tests, such as Diagnostic Rhyme Test (DRT), have been conducted. 

Tests have not been done for performance under packet loss, though they were done pre-Opus (and the results documented in the testing results document). The IETF as a volunteer organization relies on participants to assist in performing tests. If a volunteer is willing to perform tests on Opus in a loss environment, we will add such results to our testing document. The plan is to continue to evolve the testing document with results before, and after, issuance of the Opus RFC. 

When it comes to complexity, for speech codecs SA4 usually evaluates computational complexity in WMOPS units; this standardized unit is also used within ITU-T. SA4 recommends to IETF CODEC WG the use of such unit which would allow a meaningful comparison between the complexities of existing codecs and the IETF internet codec.

Since Opus uses basic operators that map directly to C operators and to most instruction sets, it's possible to assess the complexity by directly running the code on a real CPU. Testing has been done informally and found to meet the requirements but these results were not documented.

SA4 is concerned by the testing procedure of the guideline document. In particular, in section 3, the following paragraph:

   “For this reason, even if the group agrees that a particular test is important, if no one volunteers to do it, or if volunteers do not complete it in a timely fashion, then that test should be discarded.”

suggests that important functionality of the codec could potentially not be tested even though it is an integral part of the specified codec. SA4 suggests to the IETF CODEC WG to avoid such a procedure since it could lead to users of the codec being mislead. SA4 believes that if important functionality is omitted from testing in selection and characterization then it should be removed from the codec specification. SA4 believes that if no volunteers are found, it is the responsibility of the contributing organization for the functionality to conduct the testing and characterization of that part of the codec. SA4 recommends to the IETF CODEC WG to conform to what is stated in the same section of the document:

“Characterization of the final codec must be based on the reference implementation only (and not on any "private implementation").  This can be performed by independent testing labs or, if this is not possible, using the testing labs of the organizations that contribute to the Internet Standards Process.”

If the testing and characterization of an essential feature of the codec does not prove to be possible, then SA4 recommends that the feature is not adopted in the codec specification.

The IETF routinely issues specifications for which no formal testing has been done. The group believes that the bar being suggested is well beyond what is required for normal IETF process, and also impractical. Rather, we will test what volunteers are willing to test, and then let results obtained in real production truly speak for what parts of the specification get used, and which do not. The IETF appreciates that this is not the norm for codec standardization  in other SDOs.

It is not clear to SA4 what this document represents and its status within the IETF. While SA4 recognizes the efforts of the contributing companies in merging the two codec proposals, SILK and CELT into making the Opus codec, tests conducted on earlier “development” versions of the codec are not relevant to the industry and have merely historical interest.

The document has now been accepted as a working group item, and a milestone for delivery of an informational RFC with test results has been added to our charter. This is planned for roughly one year after issuance of the Opus RFC. The pre-Opus testing results have been moved to an appendix per consensus of the working group.

Regarding the test results obtained based upon the frozen bit-stream, which SA4 consider more relevant than other tests; the document makes reference to tests being conducted by Google, Rämö et al. and HydrogenAudio. However, since changes to Opus were also made after the bit-stream was frozen then even these results do not necessarily reflect the performance of the final version of the codec unless this assumption is validated.


Understood; however we believe these results to be relevant and, based on an understanding of what has changed, applicable to the version currently in working group last call.

Regarding the Google test results, SA4 notes that the BS.1534-1 methodology was used, which is typically used for assessing the quality of streaming audio codecs and is potentially less suited for subjective evaluation of codecs for conversational applications. This is especially true for the narrow band codecs and the Google test results obtained for narrowband inputs, while at the same time using an a 3.5kHz anchor, compresses the voting scale and results in results which fall below the low anchor which make these results questionable. Regarding the full-band tests, while G.719 supports stereo at a transport and file format level, as is the case for AMR-WB for example, the codec is not considered as a stereo codec and no specific stereo codec algorithm for G.719 is standardized by ITU-T. SA4 does not recommend deriving conclusions about codecs which are operated outside their standardized operation space. 

Thanks for the feedback. Using BS.1534-1 for narrowband with the 48 kHz reference is a bit suboptimal, but we think the results are still useful. We will note this in the document.

As for G.719, we are aware of usage of G.719 for stereo, but we agree it is not a perfect match for a stereo test and will note that in the results.
Regarding the results obtained by Rämö et al., SA4 notes that the methodology being used is a non-standardized multi-bandwidth ACR 9 methodology. The few multiband tests executed in ITU-T were run with MNRUs that span both bandwidth and distortion. The ACR MOS tests as standardized in P.800 require the use of MNRUs that span the range of quality of the codecs under test so that the results can be replicated and validated with respect to known distortions. The lack of MNRUs makes the ACR9 test results hard to interpret.  The lack of well defined scoring rules in ACR9 causes the scores to be more variable than in the standardized MOS test, which may result in misleading conclusions. In the absence of such a reference, it is quite likely that the listener scores for the distortions observed may not uniformly span the range of scores presented. In addition, the lack of intermediate labels for the methodology (Only the extreme categories were defined with verbal description: 1 ”very bad” and 9 ”Excellent”) makes it even harder for test subjects to be able to interpret how to score conditions that are neither very bad, nor excellent.

As you are aware, subjective testing on full-band speech is not a mature subject. The paper however was a peer-reviewed conference submission and we think it is reasonable to include it as a useful testing result.

SA4 notes that while the document states that all codec comparisons are based upon a 95% confidence interval, the statements suggesting that Opus at 20kbps is better than AMR-WB at 19.85 do not seem to be consistent with this confidence interval since the Rämö results show a very large overlap in confidence intervals between these two conditions. SA4 recommends the use of t-statistics based hypothesis testing techniques when comparing the performance of codecs.

Indeed the Ramo paper cannot make the conclusion that Opus is better than AMR-WB at 20 kb/s, However, a paired t-test on the Google wideband results do have >95% confidence of Opus being better than AMR-WB at 20 kb/s.

SA4 would appreciate receiving more detailed information about the testing (selection and characterization test plans and results) of Opus which have been or are being conducted in IETF. 

See http://datatracker.ietf.org/doc/draft-ietf-codec-results/?include_text=1 which includes additional testing done since issuance of your liaison. Participants are welcome to continue to perform testing, especially after issuance of the RFC, and we will collect results into this document.

Furthermore, noting that the major goals for the creation of the CODEC WG in IETF was the delivery of a codec that enjoys widespread adoption and open availability, and which is optimized for use over the internet (e.g. Jitter buffer....), SA4 would be interested to know to what extent these critical objectives have been or are planned to be met.

Inclusion of time-warping jitter buffer code is not something requiring normative specification. Rather, the decoder includes control parameters which allow a jitter buffer implementation to do this. A pointer to a jitter buffer implementation which does such warping (the Google webRTC code) was included as an informative reference. That said, determination of whether the document meets its objective is based on the consensus of the group. Participants will individually decide whether it has met its objectives.

