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Proposal for New MPEG-4 AMR Storage Format

1 Overview

This document discusses a new storage format for AMR speech frames within an MPEG-4 file.  This issue was first discussed at the PSM Ad-hoc group meeting in Langen.  

The previously existing RTP payload document for AMR narrow-band from the IETF
 defined a storage mode to be used when AMR speech data is to be stored in a file.  There is a new combined narrow-band and wide-band IETF RTP payload draft
 which defines a slightly different storage mode.  We consider the storage modes defined in each of these drafts.  However, both modes have their shortcomings when used to store AMR frames in an MP4 file.  We thus address these problems and pose a new solution for use within an MP4 file.  

The next section details the two existing variations of storage mode, and points out three specific problems which make these modes inappropriate for use within MP4 files for streaming applications.  Section 3 proposes a new storage format which solves the shortcomings of the existing storage modes.  The efficiency of the proposed storage mode is examined and compared to that of the existing modes.  Section 4 provides a summary of the analysis. 

2 Existing AMR Storage Modes

There are currently two outstanding drafts that propose storage formats for the narrow-band AMR speech codec, one specifically for narrow-band AMR and another format that combines narrow- and wide-band AMR.

2.1 Internet Draft for Narrow-Band AMR

An AMR storage mode is defined in this draft in order to store AMR frames, e.g. as a file or e-mail attachment.  This was designed to be a standalone format, and not specifically for inclusion in a larger file format such as MP4.  Frames are stored octet-aligned in consecutive order.  This implies that the first octet after the last octet of frame n must be the first octet of frame n+1.  Each stored AMR frame consists of a Q bit and the 4-bit FT field (see diagram below), followed by the AMR encoded speech bits.  The last octet of each frame is padded with zeroes, if needed, to achieve octet alignment.
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Figure 1.  A single AMR narrow-band frame in storage mode based on the current Internet Draft.  The speech bits occur immediately after the Q and FT bits.  Padding is only used at the end for octet alignment of the overall stored frame.

Q (1 bit): 
The payload quality bit indicates, if not set, that the payload is severely damaged and the receiver should set the RX_TYPE, to SPEECH_BAD or SID_BAD depending on the frame type (FT).
FT (4 bits): 
The frame type indicator signals the AMR speech coding mode or comfort noise (SID) mode.  If FT=15 (No transmission) no CRC or payload frame is present.
2.2 Combined Narrow- and Wide-Band Storage Format

A second storage format is defined in the new draft which covers both AMR-NB and AMR-WB payload formats.  Like the first format, AMR frames are stored in consecutive order in an octet-aligned manner.  This implies that the first octet after the last octet of frame n must be the first octet of frame n+1.  However, each stored AMR frame now consists of an F bit, the 4-bit FT field, and a Q bit with padding for octet alignment for the start of the speech bits (see diagram below), followed by the actual AMR encoded speech bits.  The last octet of each frame is padded with zeroes, if needed, to achieve overall frame octet alignment.
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Figure 2.  A single AMR frame (either narrow-band or wide-band) in storage mode based on the newly proposed payload document from Ericsson.  The start of the speech bits is octet aligned following the F, FT, Q, and padding bits.  Padding is again used at the end for octet alignment of the overall stored frame.

PAD (1 bit): 
This bit is a placeholder for the F bit that will go into the table of contents (TOC) entry for this frame in the RTP packet.

FT (4 bits): 
The frame type indicator signals the AMR speech coding mode or comfort noise (SID) mode.  If FT=15 (No transmission) no CRC or payload frame is present.

Q (1 bit): 
The payload quality bit indicates, if not set, that the payload is severely damaged and the receiver should set the RX_TYPE, to SPEECH_BAD or SID_BAD depending on the frame type (FT).
PAD (2 bits): 
The zero padding is used to make the start of the speech bits octet aligned.
2.3 Problems with Existing Storage Modes

This section addresses three specific problems with the two storage modes defined above.  The first problem looks at the redundant information that is stored within each audio frame.  The second looks at the usage of the sample entries within the sample description for the audio track.  This is directly related to the first issue.  The last issue deals with the extra amount of work involved in the construction of the actual RTP packets that is imposed by the actual storage format of the AMR frames.

2.3.1 Redundant Stored Information

In both narrow and combined storage modes defined above, some useless information is stored along with each AMR speech frame.  In the narrow-band storage mode, the Q and FT bits need not be stored with every frame.  The Q bit is only needed for transport to signal that the frame is okay.  We will propose an alternate method to determine the frame type for each AMR frame which does not require the FT bits to be stored in every frame.  This is the key feature of the proposed MP4 storage mode and will be described in detail below.

The same goes for the combined narrow- and wide-band storage modes.  The Q and FT bits are not needed for the same reasons.  The F bit is only used to signal if any further frames are present.  This makes sense when storing raw bitstreams, but makes little sense inside an MP4 file which has associated meta-data.  The “PAD” bits are also unnecessary and could be eliminated for MP4 storage.
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Figure 3.  The two AMR storage mode frames showing the unnecessary information that is being stored along with the speech bits.  In both modes, the Q and FT bits are unnecessary.  And in the combined narrow-band and wide-band mode, both sets of PAD bits are also unnecessary.

2.3.2 Poor Usage of Sample Description Concept

The concept of the Sample Description is to provide detailed information about the stream that is needed for decoding.  This information is stored in an array of Sample Entry atoms.  A single stream may have specific attributes (e.g. coding parameters) that vary within the stream.  This would imply the need for multiple sample entries within a single stream.  However, the current sample entry definition for an AMR stream in 3GPP is so generic that even if the coding parameters vary within the stream, all of the AMR frames would still reference a single AMR sample entry within the sample description. The following diagrams give a few examples of this by showing the use of the SampleToChunkAtom.

If the audio frames are all stored in a continuous block, the logical grouping into chunks may be arbitrary.  The example shown in Figure 4 simply groups every six frames into a new chunk.  The last three frames are put into a separate chunk since that is the end of the stream.  Notice that the frames within each chunk may be of different coding modes as indicated by the numbers within each frame.  This structure only requires two entries in the SampleToChunkAtom – one for the first chunk in the stream, and another for the last chunk in the stream.  All chunks in between have the same characteristics as the first chunk so a new entry is not needed.  Note that all of the chunks reference only one sample entry through the Sample Description Index.
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Figure 4. This figure shows the use of the SampleToChunkAtom to reference the appropriate sample entry for every frame in the stream.  Audio frames are logically grouped into chunks.  Information about these chunks is kept in the SampleToChunkAtom.  The SampleToChunkAtom maintains a table of the first chunk in a run of chunks that all have the same characteristics, the number of samples in the chunk, and the sample description index that the samples in this chunk refer to.  Only a chunk that has different characteristics from the previous chunk needs to have a new entry in the table.

Take now the example where the audio and video frames are interleaved.  In this case, you may not have such a regular pattern of defining chunks.  A chunk must contain a contiguous set of frames of the same media type.  Thus if the media frames are time interleaved, a single chunk may be limited by the surrounding frames of another media type.  This is shown in Figure 5.   Notice again that the frames within the each chunk may be of different coding modes as indicated by the numbers within each frame.  However, now there are many more entries present in the SampleToChunkAtom.  Why is this?

As mentioned in the figure above, one of the values stored in the SampleToChunkAtom in the table is the first chunk in a run of chunks that all have the same characteristics – including the same number of samples per chunk.  Since the chunks are now bound by frames of another media type, there is not as much control over how the chunks are organized.  Take Figure 5 as an example.  This structure requires four entries in the SampleToChunkAtom – one for the first chunk in the stream, a second entry for the second chunk since it has a different number of samples from the first chunk, a third entry because the third chunk differs from the second, and one more chunk to end the stream.  Again note that all of the chunks reference only one sample entry through the Sample Description Index.
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Figure 5. This figure shows the use of the SampleToChunkAtom in this case where the audio data is no longer in a single contiguous block.  The chunks are restricted by the surrounding video frames.  Thus in this case it is likely to have many more entries in the SampleToChunkAtom – although they are all still referencing a single sample entry within the sample description.

These examples by themselves do not illustrate the poor usage of the sample entry concept.  They simply illustrate the basic notion of chunks and how they reference specific sample entries in the SampleToChunkAtom.  This concept is necessary to understand the advantages of the new storage format which will be proposed in Section 3.  The basic idea is as follows: a much more efficient mechanism would use multiple sample entries to represent the variants in coding (i.e. the AMR coding modes as represented by the FT bits), and would use the SampleToChunkAtom to determine the specific coding for each sample by referencing the appropriate sample entry for the frame.

2.3.3 Inefficient RTP packet construction

To build an RTP packet, a server must take different pieces of the AMR access units and put them in specific places within the RTP packet.   This process involves moving data around and possibly bit shifting of the data as well.  The following sections detail this process for both the narrow-band payload format and the combined narrow- and wide-band payload format.

2.3.3.1 AMR Narrow-Band Payload Format

The AMR narrow-band packet structure is composed of a payload header, a series of table-of-contents (TOC) entries, an optional series of CRC entries, and a series of packed AMR speech frames followed by padding to ensure octet alignment of the overall packet.  Each TOC entry is composed of six bits containing an F bit, four FT bits, and a Q bit.  The meaning of these bits is given above in a previous section.  Figure 6 shows an example AMR-NB RTP packet consisting of four AMR speech frames.  
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Figure 6.  The left diagram shows the AMR narrow-band RTP packet structure.  The upper-right diagram shows the table-of-contents (TOC) entry for an AMR-NB frame.   The TOC consists of six bits without any padding for octet alignment.  The lower-right diagram shows the AMR-NB speech frame in storage mode including the Q, FT, and padding bits.

When constructing an RTP packet, bits for the TOC must be pulled from the AMR frames and packed into the TOC array in the packet.  The optional CRCs, if present, are placed immediately after the TOC entries.   The individual CRCs are single octets.  However their placement in the RTP packet may require bit shifting to pack them appropriately.  Next the actual AMR speech bits must be extracted from the AMR frames and placed in a packed array of speech bits.  Lastly the RTP packet must be padded to octet alignment.

For the narrow-band case, this process of creating the TOC array and packing the speech bits into consecutively packed array of frames involves a significant amount of bit shifting on the server.  Likewise, a significant amount of work is also involved when unpacking the frames on the client.  A good storage format for MP4 should minimize the amount of work in packing and unpacking the audio frames.

2.3.3.2 Combined AMR Narrow-Band and Wide-Band Payload Format

Similar to the narrow-band payload format above, bits from the stored AMR frames must be copied into specific locations within the constructed RTP packet.  However, in the case of the combined payload format with everything being octet aligned, there isn’t any extra bit-shifting going on while copying the data.

The combined AMR narrow- and wide-band packet structure is also composed of a payload header, a series of table-of-contents (TOC) entries, an optional series of CRC entries, and a series of AMR speech frames.   Note that since the individual AMR frames are already octet aligned (i.e. each frame is already padded), no extra padding is needed by the server to ensure octet alignment of the overall packet.  Each TOC entry is composed of a single octet containing an F bit, four FT bits, a Q bit, and two bits of padding for octet alignment.  The meaning of these bits is given above in a previous section.  Figure 7 shows an example AMR RTP packet consisting of four AMR speech frames in the combined payload format.  
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Figure 7.  The left diagram shows the new combined AMR narrow- and wide-band RTP packet structure.  The upper-right diagram shows the table-of-contents (TOC) entry for an AMR frame.  The lower-right diagram shows the AMR speech frame in storage mode including the FT, Q, and padding bits.
When constructing an RTP packet, bits for the TOC must be pulled from the AMR frames and placed into the TOC array in the packet.  In this case, the TOC entries are all byte-aligned.  The optional CRCs, if present, are placed immediately after the TOC entries.   The individual CRCs are single octets and since the TOC entries are already octet aligned, there is no bit shifting needed to pack the CRCs into the packet.  Next the actual AMR speech bits must be extracted from the AMR frames and placed in a packed array of speech bits.  Again, each AMR speech frame is padded for octet alignment so there is no need for additional padding at the end of the packet to achieve octet alignment.

For this combined payload format, this process of creating the TOC array and packing the speech bits into consecutively packed array of frames does not involve any bit shifting.  However, data must still be copied from each frame to build the TOC entries.  A good storage format for MP4 should minimize the amount of data copying when constructing the audio frames.

3 Proposed Storage Mode

This section proposes a new storage format for storing AMR speech frames within an MPEG-4 file.  This format applies to both narrow- and wide-band AMR.  The following sections detail various aspects of this proposed format including the AMR access unit (AU), the MP4 sample description for AMR, RTP packetization of these new AUs, and an analysis of the storage requirements for this storage format as compared to the previous narrow-band and combined narrow- and wide-band storage formats.

3.1 MPEG-4 File Specifics

This section describes the components of the new AMR storage format that are directly related to the MPEG-4 file format.  
3.1.1 AMR Access Unit

Within the MPEG-4 Systems Specification, “an access unit is the smallest data entity to which timing information can be attributed.”  Thus, an AMR access unit must consist of a single AMR speech frame.  No packing of multiple AMR frames into a single access unit is allowed.  An AMR access unit consists of only the actual AMR speech bits followed by padding for octet alignment.  The unnecessary F, Q, and FT bits are eliminated.   The following diagram shows the structure of a single AMR access unit.
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Figure 8.  An AMR access unit (AU) consists of only the AMR speech bits padded for octet alignment.  The F, Q, and FT bits are not present.  Bit ordering is identical to that of the AMR payload format.
3.1.2 AMR Sample Entry

The SampleEntry will be used to specify the frame_type, and so one instance of the AMR SampleEntry will appear in the SampleDescription atom for each frame_type used in the AMR bitstream.  The frame_type value itself is specified in the DecoderSpecificInfo structure which is contained within the SampleEntry.  
3.1.3 AMR DecoderSpecificInfo

The AMR DecoderSpecificInfo is used to store both decoder configuration information that is generic to any media stream and information specific to AMR.  This information is contained with the DecoderConfigDescriptor within the ES Descriptor for this elementary stream.  The proposed DecoderSpecificInfo class for AMR is defined below.

aligned(8) class AMRDecoderSpecificInfo extends DecoderSpecificInfo

: bit(8) tag=DecSpecInfoTag {

unsigned int(32)

vendor; 
// Four-character code
unsigned int(8)

encoder_version; 

bit(1)



band_mode; 
// Narrow-band or Wide-band

const unsigned int(3)
reserved=0; 
// Padding for octet alignment
unsigned int(4)

frame_type; 
// FT bits in RTP TOC
unsigned int(16)

mode_set;

unsigned int(7)

mode_change_period;

bit(1)


mode_change_neighbor; 

const unsigned int(24)
reserved=0; // For word alignment
}
vendor: 
The four-character code of the manufacturer of the codec.

encoder_version: 
The version of the encoder which created this AMR stream.  This is vendor-specific, and may be set to 0 if it has no importance.
band_mode: 
The specific AMR codec used in this elementary stream.  If this bit is not set, the elementary stream carries narrow-band AMR, otherwise the elementary stream carries wide-band AMR.

frame_type: 
The AMR frame-type (FT) for audio frames which this sample description.  The frame-type is stored here in order to allow the RTP payload header to be efficiently stored and constructed independently of the speech bits.  The method for doing this is explained in a separate contribution, #S4-AHP023.
mode_set: 
This bit-mask value indicates the overall set of modes that are represented by this sample description.   (The definition is the same as currently defined in TS 26.234)

mode_change_period: 
This value indicates that mode changes within the elementary stream only occur at multiples of N frames.   A value of zero indicates that mode change can happen at any time. 
mode_change_neighbor: 
This value indicates whether or not mode changes in this elementary stream are only made to neighboring modes in the active codec mode set.  Neighboring modes are the ones closest in bit rate to the current mode, both higher and lower rate included.  If this bit is not set, a mode change between any two modes in the active codec mode set is possible in this elementary stream.
Note that mode_set, mode_change_period, and mode_change_neighbor are track-level attributes, and so the value will be identical in all sample entries within the containing sample description.

3.1.4 AMR Access Unit Retrieval

This section discusses the retrieval the AMR frames from the MP4 file and how to use the SampleToChunkAtom to determine the frame type of each AMR sample.  As before, audio frames are logically grouped into chunks.  Information about these chunks is kept in the SampleToChunkAtom.  The SampleToChunkAtom maintains a table of the first chunk in a run of chunks that all have the same characteristics, the number of samples in the chunk, and the sample description index that the samples in this chunk refer to.  Only a chunk that has different characteristics from the previous chunk needs to have a new entry in the table.  However, now there are separate sample entries each representing a different codec mode (i.e. FT bits from RTP packet) for the elementary stream. 
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Figure 9. This figure shows the use of the SampleToChunkAtom to reference the appropriate sample entry for every frame in the elementary stream for the new AMR storage mode.  As before, audio frames are logically grouped into chunks.  Information about these chunks is kept in the SampleToChunkAtom.  The SampleToChunkAtom maintains a table of the first chunk in a run of chunks that all have the same characteristics, the number of samples in the chunk, and the sample description index that the samples in this chunk refer to.  Only a chunk that has different characteristics from the previous chunk needs to have a new entry in the table.

If the audio frames are all stored in a continuous block, the logical grouping into chunks is no longer purely arbitrary.  The chunks are limited by the codec mode switches between adjacent frames within the elementary stream.  The example shown in Figure 9 shows the case where an attempt is made to group four frames per chunk, but mode switching limits some chunks to two or three frames.  Notice that the frames within each chunk now must be of the same codec mode as indicated by the numbers within each frame.  This structure requires seven entries in the SampleToChunkAtom – a new entry must be added when either the number of samples per chunk changes or the reference to a sample entry changes.  Note that now it is possible for chunks to reference different sample entries through the Sample Description Index.

Take again the example where the audio and video frames are interleaved.  In this case, you are restricted even more when defining chunks.  A chunk must contain a contiguous set of frames of the same media type.  Thus if the media frames are time interleaved, a single chunk may be limited by the surrounding frames of another media type.  In addition, because of the restriction that a chunk may only contain samples of the same frame type, a single chunk is also limited by the codec mode switches between adjacent frames.  This is shown in Figure 10.  Note that even though only four audio frames are present between the second and third video frames, these must be broken into two separate chunks because of the switch from mode zero to mode one.  Also, each of these chunks adds a new entry in the SampleToChunkAtom – the first because of a different number of samples per chunk, and the second because of a different sample description index.
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Figure 10. This figure shows the use of the SampleToChunkAtom to reference the appropriate sample entry for every frame in the elementary stream for the new AMR storage mode in the case where audio and video data are interleaved.  The chunks are restricted by the surrounding video frames as well as by the AMR codec mode switches.  Thus in this case it is likely to have many more entries in the SampleToChunkAtom and that the entries may reference more than one sample entry.
3.2 Efficient RTP Packet Construction

This section discusses the RTP packetization of the AMR frames stored in the proposed storage mode for MP4 files.  As described above, an AMR RTP packet consists of a payload header, a series of table-of-contents (TOC) entries, an optional series of CRC entries, and a series of AMR speech frames.  Note that since the individual AMR frames are octet aligned, no extra padding is needed to ensure octet alignment of the overall packet.  Each TOC entry is composed of a single octet containing an F bit, four FT bits, a Q bit, and two bits of padding for octet alignment.  The meaning of these bits is given above in a previous section.  
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Figure 11.  The left diagram shows the new combined AMR narrow- and wide-band RTP packet structure.  The upper-right diagram shows the table-of-contents (TOC) entry for an AMR frame.  The lower-right diagram shows the AMR speech frame in the new proposed storage mode including only the speech bits and padding bits for octet alignment.

When constructing an RTP packet, bits for the TOC are no longer pulled from the AMR frames. This reduces the amount of byte copying when compared to the narrow-band and the combined narrow- and wide-band storage formats.  The F and Q bits are now server-generated.  The F bit for each TOC entry is based on how many frames are being placed into a single RTP packet.  It indicates if another frame follows in the same packet.  The Q bit is set to zero by the server.  The FT bits are obtained from the SampleToChunkAtom.  An AMR frame resides within a particular chunk of access units.  That chunk references a specific sample entry.  The sample entry defines the frame type and thus the FT bits to place in the TOC entry.  The optional CRCs, if present, are placed immediately after the TOC entries.  Next the actual AMR speech bits must be copied from the AMR frames and placed in the packet.  Again, each AMR speech frame is already padded for octet alignment so there is no need for additional padding at the end of the packet to achieve octet alignment.
3.3 Storage Analysis

The following sections provide an analysis of the MP4 file storage requirements of the new AMR storage format as compared to the narrow-band format and the combined narrow- and wide-band format.

3.3.1 AMR-NB Storage Mode Analysis

This section provides an analysis of the MP4 file storage requirements of the new AMR storage format for MP4 as compared to the narrow-band AMR payload storage format.   The first thing to notice is that the narrow-band storage mode stores five extra bits in every AMR sample when compared to the proposed MP4 storage mode.  Thus it is highly likely that the resulting access unit when padded for octet alignment may be one octet greater for the narrow-band format depending on which codec mode is in use.


[image: image12.wmf]SPEECH BITS

Q

FT

PADDING

SPEECH BITS

PADDING

PROPOSED STORAGE AS MPEG-4 SAMPLE

EXISTING AMR-NB STORAGE MODE


Figure 12.  The left diagram shows the narrow-band RTP access unit.  The right diagram shows the proposed RTP access unit for storage within an MP4 file.  Note that the narrow-band format stores five extra bits per access unit.

The impact of these five extra bits is illustrated in Table 1 below.  The shaded area on the left lists the different AMR speech modes along with the number of actual speech bits for each mode.  The middle section details the narrow-band storage format.  And right shaded section details the proposed MP4 storage format.   

There are eight different AMR speech modes ranging from 4.75kbps to 12.2kbps including a mode for comfort noise in case of silence.  These modes range from 95 bits to 244 bits with 39 bits for the comfort noise mode.  Five bits are indicated for the Q and FT bits for every mode.  The next column shows the number of padding bits to achieve octet alignment for each mode.  Note the number of padding bits ranges from 4 to 7 depending on the mode.  The last column in the middle section shows the number of bytes needed for the overall access unit.

The right section details the case when the Q and FT bits are removed from the access unit.  Notice the column indicating the padding bits now ranges from 1 to 4 and that the total number of bits is less for every mode.  It turns out that the new MP4 storage format is exactly one octet less for every AMR codec mode.

	Index
	Mode
	Class A Bits
	Speech Bits
	Q|FT
	PAD
	TOTAL BITS
	BYTES
	w/o Q|FT
	PAD
	TOTAL BITS
	BYTES

	0
	AMR 4.75
	42
	95
	5
	4
	104
	13
	
	1
	96
	12

	1
	AMR 5.15
	49
	103
	5
	4
	112
	14
	
	1
	104
	13

	2
	AMR 5.9
	55
	118
	5
	5
	128
	16
	
	2
	120
	15

	3
	AMR 6.7
	58
	134
	5
	5
	144
	18
	
	2
	136
	17

	4
	AMR 7.4
	61
	148
	5
	7
	160
	20
	
	4
	152
	19

	5
	AMR 7.95
	75
	159
	5
	4
	168
	21
	
	1
	160
	20

	6
	AMR 10.2
	65
	204
	5
	7
	216
	27
	
	4
	208
	26

	7
	AMR 12.2
	81
	244
	5
	7
	256
	32
	
	4
	248
	31

	8
	AMR SID
	39
	39
	5
	4
	48
	6
	
	1
	40
	5


Table 1.  An analysis of the storage requirements of the narrow-band storage format and the MP4 storage format.  The left section gives details on the actual AMR codec modes.  The middle section details the narrow-band storage mode requirements.   And the right section details the storage requirements of the new MP4 storage format. 

3.3.2 Combined AMR-NB/WB Storage Mode Analysis

This section provides an analysis of the MP4 file storage requirements of the new AMR storage format for MP4 as compared to the combined narrow- and wide-band AMR payload storage format.   The first thing to notice is that the combined format stores a full extra octet in every AMR sample when compared to the proposed MP4 storage mode.  Thus since the start of the speech bits are octet aligned in both formats and are the speech bits are padded for octet alignment in both formats, the combined format will always store one octet more per access unit that the new proposed MP4 storage format.
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Figure 13.  The left diagram shows the combined narrow- and wide-band RTP access unit.  The right diagram shows the proposed RTP access unit for storage within an MP4 file.  Note that the combined format stores a full octet extra per access unit.
The impact of the extra octet is illustrated in Table 2 below.  The shaded area on the left lists the different AMR speech modes along with the number of actual speech bits for each mode.  The middle section details the narrow-band storage format.  And right shaded section details the proposed MP4 storage format.   

Again there are eight different AMR speech modes ranging from 4.75kbps to 12.2kbps including a mode for comfort noise in case of silence.  These modes range from 95 bits to 244 bits with 39 bits for the comfort noise mode.  Eight bits are indicated for the F, FT, Q and padding bits for every mode.  The next column shows the number of padding bits to achieve octet alignment for each mode.  Note the number of padding bits ranges from 1 to 4 depending on the mode.  The last column in the middle section shows the number of bytes needed for the overall access unit.

The right section details the case when the F, FT, Q and padding bits are removed from the access unit.  Notice the column indicating the padding bits also ranges from 1 to 4.  This is due to the octet alignment of the TOC entries (F, Q, and FT).  It again turns out that the new MP4 storage format is exactly one octet less for every AMR codec mode.
	Index
	Mode
	F|Q|FT

PADDED
	Class A Bits
	Speech Bits
	PAD
	TOTAL BITS
	BYTES
	w/o F|FT|Q
	PAD
	TOTAL BITS
	BYTES

	0
	AMR 4.75
	8
	42
	95
	1
	104
	13
	
	1
	96
	12

	1
	AMR 5.15
	8
	49
	103
	1
	112
	14
	
	1
	104
	13

	2
	AMR 5.9
	8
	55
	118
	2
	128
	16
	
	2
	120
	15

	3
	AMR 6.7
	8
	58
	134
	2
	144
	18
	
	2
	136
	17

	4
	AMR 7.4
	8
	61
	148
	4
	160
	20
	
	4
	152
	19

	5
	AMR 7.95
	8
	75
	159
	1
	168
	21
	
	1
	160
	20

	6
	AMR 10.2
	8
	65
	204
	4
	216
	27
	
	4
	208
	26

	7
	AMR 12.2
	8
	81
	244
	4
	256
	32
	
	4
	248
	31

	8
	AMR SID
	8
	39
	39
	1
	48
	6
	
	1
	40
	5


Table 2.  An analysis of the storage requirements of the combined narrow- and wide-band storage formats and the MP4 storage format.  The left section gives details on the actual AMR codec modes.  The middle section details the combined narrow- and wide-band storage mode requirements.   And the right section details the storage requirements of the new MP4 storage format.
4 Summary

This document proposed a new storage format for both narrow- and wide-band AMR frames when stored within an MPEG-4 file.  This includes the format of the actual AMR access units as well as a new sample entry atom describing the AMR stream.  

An AMR access unit is composed of a single AMR speech frame.  No extra bits precede the speech bits in the access unit – the F, Q, and FT bits are not present in the access unit.  The speech bits are padded to achieve octet alignment of each access unit.  The F and Q bits are server-generated when creating the RTP packet.  The frame type is obtained from the SampleToChunkAtom and the individual sample entries.

The DecoderSpecificInfo within the SampleEntry atom for an AMR elementary stream changes slightly compared to the existing specification in 3GPP.  The main difference is the addition of a frame-type field which is used to associate each access unit with an AMR mode.  We also include an AMR band value to indicate whether the stream conforms to AMR-NB or AMR-WB codecs.

An analysis of this new storage format was done and comparisons with the narrow-band and the combined narrow- and wide-band storage formats were presented.  The main result is that the new proposed MP4 storage format involves less byte copying and bit shifting than the other two formats.  In addition, the new format is shown to be space-efficient, reducing the required storage space by one byte per AMR access unit.

� This refers to draft-ietf-avt-rtp-amr-05.txt.


� This new draft combines the existing payload formats for AMR-NB and AMR-WB and is intended to replace both existing drafts.  The current version is draft-ietf-avt-rtp-amr-09.txt.
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