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Abstract of the contribution: Identification of the EPS bearers affected by congestion at the PDN-GW in a way that does not result in excessive signalling is a problem yet to be addressed by the TR 23.705. This contribution provides a solution to this problem.  
1.
Introduction

In TR 23.705 v0.5.0 there are currently three solutions that address Key Issue #1 “RAN user plan congestion awareness”:
1. Solution 1.2: “C-plane signalling for RAN user plane notification to the core network”, in Section 6.1.5

2. Solution 2: “RAN user plane congestion awareness by GTP-U extension, in Section 6.2

3. Solution 7: “RPPF based RAN user plane congestion awareness”, in Section 6.7

Solution 1.2 (C-plane signalling…) does not address how the EPS bearers that are served by a congested RAN are identified by the CN. The solution seems to imply that bearers affected are identified by the information that is sent from the RAN via the MME, the SGW and the PGW to the PCRF. It mentions that the congestion information signalling “is on a per EPS bearer basis”, which seems to imply that the signalling procedure described in this solution is performed for each EPS bearer. If so, this solution may lead to excessive signalling. However, editor notes highlight that there may be different granularity options allowing for aggregation, yet that is for further study. 

Regarding solution 2 (GTP-U), several companies have expressed concerns that the inclusion of GTP-U extension headers in every uplink GTP-U packet will impact the performance of the PGW / GGSN.   
Solution 7, like Solution 1.2, does not address how the CN identifies the EPS bearers affected by congestion. During the discussion on the floor at the last SA2 meeting, someone suggested that this problem could be addressed at a later time, maybe using GTP-U extension headers, as solution 2.

2.
Solution Overview
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Figure 1: EPS bearer-to-CID mapping
This solution relies on the PGW (or GGSN) maintaining an association between a set of EPS bearers that terminate in a congested cell and a Congestion Identifier (CID). When the RAN reports a change in congestion level, by any of the three methods mentioned in the introduction section of this contribution, the PGW uses the CID to identify those bearers that are impacted by the congestion. Based on congestion mitigation enforcement decisions determined by the PCRF and signalled to the PGW/PCEF or pre-configured at the PGW/PCEF, the PGW/PCEF enforces the appropriate congestion mitigation measures (or ceases to enforce them when the RAN reports that congestion has been abated). 
The CID is allocated by the eNB and signalled at or before the onset of congestion to the CN. The CID is signalled to the CN to inform the CN about the association between a bearer and the CID.  The CN uses the CID to identify a set of bearers served by a congested cell. Logically, the signalling of the association between a bearer and a CID is a procedure separate from signalling the congestion level in a cell, although same messages and message procedures may be used in signalling both the bearer-to-CID association and the congestion level. The bearer-to-CID association may be signalled before the onset of congestion and does not necessarily imply ongoing congestion in the RAN. There are several ways that the bearer-to-CID association may be signalled to the CN:

1. Using C-plane signalling. The signalling can take the same path as proposed solutions for reporting congestion via the C-plane (see 6.1.5).

2. Using a GTP-U extension header. The CID is sent in an extension header or using a GTP-U signalling message. When sending the CID in an extension header, the CID may either be sent in every uplink packet, or in one or more uplink packets on each bearer. In the latter case the PGW/GGSN acknowledges the receipt of the CID to ensure reliable transmission. When the CID is not signalled in every uplink packet, the eNB must signal to the PGW to remove the bearer-to-CID association before the S1-U bearer release (e.g., due to handover or ECM-IDLE state entry). The bearer-to-CID dissociation may be signalled, e.g., sending an extension header with “Null-CID” to the PGW.

3. Via the RPPF. The RPPF signals the set of bearers associated with a CID to the PCRF. The RPPF updates the bearer-to-CID mapping upon receiving certain messages on the S11 interface associated with the setup, release and modification of a S1-U bearer. 

When a UE hands over to a congested cell, or enters ECM-CONNECTED state at a congested cell, the eNB signals the CID for each of the UE’s bearers to the CN, so that the CN can start enforcing the appropriate mitigation measures on the UE’s EPS bearers. When the cell is not congested, the eNB may elect to signal the bearer-to CID association immediately (e.g., if there is an imminent risk of congestion) or postpone the signalling of the bearer-to CID signalling. 

When a UE moves away from a cell (e.g., hands over to another possibly non-congested cell) or the UE enters ECM-IDLE state, and the UE’s bearers are associated with a live CID (i.e. a CID that the source eNB may subsequently use in signalling a congestion change), the source eNB signals to the CN. Alternatively, the handover procedure may include an indication from the source eNB to the target eNB that informs the target eNB about the bearer-to-CID associations, and the target eNB then signals to the CN either new bearer-to-CID associations (with a CID allocated by the target eNB) or a request for bearer-to-CID dissociation. 
2.1
CID Allocation
The CID is allocated per cell and should be allocated such that at any given time no two eNBs connecting to the same PGW have allocated the same CID. This can be achieved by using an ID that is known to be unique, such as the Cell Global ID (CGI). However, we suggest that the CID be randomly allocated from a space large enough that the probability of a CID collision is practically zero. In the next section of this contribution, we show that an 8-byte space (i.e., a space of size 264) will most likely do. 
Randomly allocating the CID has the following advantages:

1. It hides the identity of the cell. Operators may be reluctant to let roaming partners obtain information about which cells are congested when.

2. It may be associated with a “time-to-live” (TTL). At the expiration of the TTL, the PGWs may purge bearer-to-CID associations where the CID is dead. 

3. An eNB may elect to let the CID die before the expiration of the TTL. A dead CID is a CID that the eNB no longer uses when reporting a change in congestion level. If the eNB lets a CID die, at or before the onset of the next congestion, the eNB must allocate a new live CID. Letting a CID die may be more economical, from a signalling point of view, than signalling to the PGW to remove bearer-to-CID associations every time a bearer is no longer served by the cell. For example, after congestion has been abated and unlikely to re-emerge soon again, the eNB may let the CID die. While congestion is ongoing or in danger of re-emerging, the eNB may keep the CID alive. The eNB may maintain a list of EPS bearers associated with a live CID.
4. It allows for flexible allocation schemes. For instance, an operator may choose to handle congestion in a group of cells uniformly, in which case the same CID may be allocated to that group of cells. Or an operator may elect to subdivide the set of bearers served by a cell into smaller sets, in which case each subset is associated with a different CID. 
2.1.1
CID Collision Probability

We here illustrate the calculations that allow one to deduce upper bounds for the collision probability when the CID is randomly selected.

In this example, the following is assumed: 
1. There are at most 217 (128K) eNBs connected to any single PGW at any given time.
2. Each eNB has allocated on average 2 CIDs at any given time.
3. The CID is randomly selected from a 64 bit (8 byte) number space. The total number of possible values is 264.
4. On average, every eNB reselects a CID every [image: image3.png]At
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 can be an hour, day, week, or any other unit of time.
Under these assumptions:

1. When an eNB reselects a CID, the probability that it selects a value that has been selected by one of the other eNBs is less than
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2. The probability that at least one collision occurs within time [image: image8.png]NAt




 or, equivalently, the probability that the next collision occurs in time less than or equal to [image: image10.png]NAt
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On the right hand side we recognize the cumulative distribution function of an exponentially distributed random variable T with mean [image: image13.png]A=2%%At
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 is 24 hours, then the average time to next collision is greater than 1.4 million years. At any given PGW, the probability of a CID collision within 20 years is less than 0.00002.


3.
Proposed Changes

First Change
6.X
Solution X: Identification of EPS bearers in a Congested Cell
6.X.1
General description, assumptions, and principles

This solution addresses certain aspects of Key Issue #2 “RAN User Plane congestion awareness”, in particular how to signal efficiently the set of bearers that are impacted by congestion so that the CN can determine and apply appropriate congestion mitigation policies to the flows carried by those bearers. 
6.X.2
High-level operation and procedures

This solution relies on a CN entity (PGW/GGSN or PCRF) maintaining an association between a set of EPS bearers that terminate in a congested cell (or group of cells) and a Congestion Identifier (CID). Like the Cell-Id, the CID may be used to identify all bearers that are served by a cell, but allows for more flexibility than the Cell-Id (see section 6.X.2.1).When the RAN reports a change in congestion level, the CN uses the CID to identify those bearers that are impacted by or contributing to the congestion. Based on congestion mitigation enforcement decisions determined by the PCRF and signalled to the PGW/PCEF or pre-configured at the PGW/PCEF, the PGW/PCEF enforces the appropriate congestion mitigation measures (or ceases to enforce them when the RAN reports that congestion has been abated). 
The CID is allocated by the eNB and signalled at or before the onset of congestion to the CN. The CID is signalled to the CN to inform the CN about the association between a bearer and the CID.  The CN uses the CID to identify a set of bearers served by a congested cell. Logically, the signalling of the association between a bearer and a CID is a procedure separate from signalling the congestion level in a cell, although same messages and message procedures may be used in signalling both the bearer-to-CID association and the congestion level. The bearer-to-CID association may be signalled before the onset of congestion and does not necessarily imply ongoing congestion in the RAN. There are several ways that the bearer-to-CID association may be signalled to the CN:
4. Using C-plane signalling. The signalling can take the same path as proposed solutions for reporting congestion via the C-plane (see 6.1.5).
5. Using a GTP-U extension header. The CID is sent in an extension header or using a GTP-U signalling message. When sending the CID in an extension header, the CID may either be sent in every uplink packet, or in one or more uplink packets on each bearer. In the latter case the PGW/GGSN acknowledges the receipt of the CID to ensure reliable transmission. When the CID is not signalled in every uplink packet, the eNB must signal to the PGW to remove the bearer-to-CID association before the S1-U bearer release (e.g., due to handover or ECM-IDLE state entry). The bearer-to-CID dissociation may be signalled, e.g., sending an extension header with “Null-CID” to the PGW.

6. Via the RPPF. The RPPF signals the set of bearers associated with a CID to the PCRF. The RPPF updates the bearer-to-CID mapping upon receiving certain messages on the S11 interface associated with the setup, release and modification of a S1-U bearer. 
When a UE hands over to a congested cell, or enters ECM-CONNECTED state at a congested cell, the eNB signals the CID for each of the UE’s bearers to the CN, so that the CN can start enforcing the appropriate mitigation measures on the UE’s EPS bearers. When the cell is not congested, the eNB may elect to signal the bearer-to CID association immediately (e.g., if there is an imminent risk of congestion) or postpone the signalling of the bearer-to CID signalling. 

When a UE moves away from a cell (e.g., hands over to another possibly non-congested cell) or the UE enters ECM-IDLE state, and the UE’s bearers are associated with a live CID (i.e. a CID that the source eNB may subsequently use in signalling a congestion change), the source eNB signals to the CN. Alternatively, the handover procedure may include an indication from the source eNB to the target eNB that informs the target eNB about the bearer-to-CID associations, and the target eNB then signals to the CN either new bearer-to-CID associations (with a CID allocated by the target eNB) or a request for bearer-to-CID dissociation.
6.X.2.1
CID Allocation

The CID is allocated per cell and should be allocated such that at any given time no two eNBs connecting to the same PGW have allocated the same CID. This can be achieved by using an ID that is known to be unique, such as the Cell Global ID (CGI). However, we suggest that the CID be randomly allocated from a space large enough that the probability of a CID collision is practically zero. The size of this space is to be determined by Stage 3 specifications and is expected to be in the order of 264 (i.e., the CID is expected to be approximately 8 bytes long). 
Randomly allocating the CID has the following advantages:

1. It hides the identity of the cell.
2. It may be associated with a “time-to-live” (TTL). At the expiration of the TTL, the CN may purge bearer-to-CID associations where the CID is dead. 

3. An eNB may elect to let the CID die before the expiration of the TTL. A dead CID is a CID that the eNB no longer uses when reporting a change in congestion level. If the eNB lets a CID die, then the eNB must allocate a new live CID at or before the onset of the next congestion. Letting a CID die may be more economical, from a signalling point of view, than signalling to the CN to remove bearer-to-CID associations every time a bearer is no longer served by the cell. For example, after congestion has been abated and unlikely to re-emerge soon again, the eNB may let the CID die. While congestion is ongoing or in danger of re-emerging, the eNB may keep the CID alive. The eNB may maintain a list of EPS bearers associated with a live CID.

4. It allows for flexible allocation schemes. For instance, an operator may choose to handle congestion in a group of cells uniformly, in which case the same CID may be allocated to that group of cells. Or, an operator may elect to subdivide the set of bearers served by a cell into smaller sets, in which case each subset is associated with a different CID. 

6.X.3
Impact on existing entities and interfaces
The eNB:

· Allocation of CID

· Signalling bearer-to-CID associations to the CN

· Maintaining CID-related state:

· Live CID-to-cell mapping
· List of bearers that have a live CID-to-bearer association at the CN
· CID TTL
The PGW/PCEF (or GGSN) and/or PCRF (depending on which entity in the CN maintains the bearer-to-CID association):

· Receiving and acknowledging messages or extension headers signalling CID-to-bearer associations.
· Maintaining bearer-to-CID associations

· Lookup of bearers associated with CID used in congestion signalling

· CID TTL handling
Entities on the signalling path between eNB and PGW/PCEF (or other entity in CN maintaining the bearer-to-CID associations)
· Message forwarding

6.X.4
Solution evaluation
3GPP
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