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1. Overall Description:

SA3 is aware of recently published research (see e.g. http://arxiv.org/abs/1510.07563) demonstrating Denial of Service attacks carried out by false base stations sending MM/GMM/EMM messages that cause victim UEs to stay off certain services, or indeed all mobile services, for an extended period of time. It is clear that such messages cannot always be integrity protected, since they will sometimes have to be sent before any security association is established with the UE. By driving along a busy road, or in areas like airports or rail stations with heavy footfall, an attacker could deny service to large numbers of mobiles. 
Typically the Denial of Service state is cleared by rebooting the UE or reinserting the (U)SIM, but many devices will have these happen rarely if ever in normal use.

The use of a backoff timer can prevent a UE from being permanently denied services, and such timers are already standardised (e.g. T3245). However, there can be a difficult compromise between two conflicting risks:

· If the timer is too short, and a legitimate network is genuinely telling a large number of UEs to stay off some or all services, then the UEs will keep trying to connect to those services too frequently, causing a heavy load on the network. This risk seems particularly likely in a M2M context.
· If the timer is too long, a single Denial of Service attack becomes too persistent. For instance, T3245 is currently set between 24 and 48 hours – this is rather a long time for a DoS attack to persist.
SA3 has no concerns about currently defined UE behaviour for rejection messages that are integrity protected, SA3 is primarily concerned with non-integrity-protected messages, which could have come from false base stations and potentially can trigger a denial of service attacks on UEs.
For these non-integrity protected messages, SA3 recommends the use of an exponentially increasing backoff timer to provide the best trade-off between the conflicting risks. For example, a timer could operate as follows:

· The first time that the UE receives one of these messages, it waits for a random period between (say) 15-30 minutes before trying again.

· When it tries again, if the same message is received, it waits for a random period between (say) 30-60 minutes before trying again.

· When it tries again, if the same message is received, it waits for a random period between (say) 1-2 hours before trying again.

· And so on, progressively doubling the minimum and maximum timer value, up to some upper limit (say 32-64 hours).

· If at any point the UE connects successfully, and does not receive a rejection message, then the exponential backoff is reset: if a rejection message is subsequently received, the timer starts with its smallest range again.

· The timer randomness is important – it makes it harder for an attacker to know exactly when the false base station will be needed again to make the attack persist, allowing the UE to attach to a legitimate network, and making the denial of service attack less persistent/scalable.
This exponential backoff approach makes it quite hard work for an attacker to create a really long DoS, while ensuring that the legitimate lockouts do become long.
The non-integrity protected rejection messages for which exponential backoff timer(s) should be introduced are ones that, if issued to a legitimate UE by a false base station, would cause the UE to be denied services for a long period of time (e.g. where there is a 24-48 hour timer today, or where service would only resume after a device power cycle). The particular messages mentioned in the research paper mentioned above are TAU Reject, Service Reject or Attach Reject messages; particular TAU Reject cause codes mentioned are “LTE services not allowed” and “LTE and non-LTE services not allowed”. However, we encourage CT1 to consider other messages that could have similar effects.

SA3 does not have particularly strong opinions about what the smallest-valued and largest-valued timer ranges should be; the 15-30 minute and 32-64 hour ranges mentioned above are only suggestions. The smallest-valued range can be much shorter if CT1 believe this is acceptable.  It is also acceptable for different rejection codes to cause different smallest-valued and/or largest-valued ranges, as long as the potential DoS attack is sufficiently limited. 
When assessing “signalling overload” risks, a comparative approach should be taken: how large is the number of messages caused by rejected mobiles likely to be, compared to all the messages caused by normal devices in normal operation? If the first is much smaller than the second, then the overload risks are also small.

SA3 also does not have strong opinions about which timers (existing or newly defined) should be used for this purpose.  
2. Actions:

To CT1 and SA2 groups.

ACTION: 
SA3 asks CT1 to agree CRs to specify one or more exponential backoff timers as described above, and asks SA2 to support this work as necessary.  SA3 leaves it to the judgement of CT1 to decide which 3GPP releases to cover with these CRs.
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