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1. Introduction

Most proposals for h-ARQ operation in HSDPA focus on a scheme for h-ARQ based on the well-known Stop-and-Wait [1], which works as follows:

Per definition, the very first transmission between sender and receiver is sent with e.g. sequence number (SN) equal to zero. If an acknowledgement (containing the SN 0) is received, the sender can transmit a different packet, this time using SN equal to 1.  If no acknowledgement (ACK containing the SN) is received within a certain time-out period (important for the case, that the acknowledgement was lost), the sender retransmits the packet using the SN 0 as it was sent in the initial transmission.


This protocol is modified in the current proposals for h-ARQ operation in HSDPA, in that in addition to the ACK (to indicate the correct reception of a packet) a NACK (negative acknowledgement) is sent to indicate that a packet could not be decoded error-free.  The relationship between a packet sent on the DL and the ACK/NACK related to this packet sent in the UL is implicitly given by the specific slot after the DL transmission, in which the ACK/NACK is sent. This is expressed by the term “synchronous Uplink”. 

The reason for introducing a NACK is mainly due to the fact that incremental redundancy, which can differ between successive retransmissions can be requested by the NACK, and so far the transmission of incremental redundancy is still part of the working  assumptions in RAN1. Transmission of incremental redundancy with possibly changing redundancy version would be impossible, if only an ACK were sent in the UL and the trigger for a retransmission were given by an elapsing time-out. If only Chase Combining is applied, i.e. the retransmission is identical with the initial transmission, NACKs are not necessarily required, and the time-out can be used.

Having the NACKs as part of the UL signalling, the protocol works as follows: If a NACK is received, the sender retransmits the packet again using SN 0, this time using the redundancy version for the retransmission indicated together with the NACK (e.g. on a different UL control channel). If Chase combining is applied, the retransmission is identical with the initial transmission. 

Since the SN is toggled (0 or 1) between successively sent new packets, the receiver knows exactly, whether the received packet is a retransmission or not. 

In the following, a PDU corresponds to the data sent in one TTI with a length of 3 slots, which is protected by one CRC.

Two error cases can occur: An ACK is mis-interpreted as a NACK or a NACK is mis-interpreted as an ACK. They are discussed in the following.

1.1 An ACK is misinterpreted as a NACK

In this case the sender retransmits the PDU, to which the NACK refers to. This retransmission is done with the same sequence number as the previous transmissions of the same PDU. Hence the receiver, that expected a new transmission (with the toggled sequence number) would recognise that the PDU is not a new transmission, would ACK the transmission so that this time the sender hopefully receives the ACK for this (unexpected) re-transmission of the PDU, that was already correctly received, and the receiver would discard the retransmitted packet, since it was a misinterpretation of an ACK as a NACK. 
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 Figure 1: ACK is misinterpreted as a NACK

For this error case no additional means are required to clear the situation.

1.2 A NACK is misinterpreted as an ACK

In this case the sender assumes that the PDU was transmitted successfully, although it was not, and would carry on with a new transmission of the following PDU, again with the toggled sequence number. From the toggled sequence number the receiver finds out that this is not the expected retransmission. The receiver could discard the previous transmission, which was not yet successful, store the just received new transmission, since it was a misinterpretation of a NACK as an ACK and continue, i.e. ACK it, if it was received error-free or NACK it, if it was received wrongly.

The different handling of the received PDU (in the first case the PDU is discarded and in the second case the received PDU is stored) in both cases, i.e. in the ACK(NACK-misinterpretation and in the NACK(ACK-misinterpretation, can be done because the receiver is able to recognize the type of misinterpretation. 
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Figure 2: NACK is misinterpreted as an ACK.

However, there is no means for the receiver to notify the sender that it should retransmit the previous PDU. This is desirable especially in the case of HSDPA, where H-ARQ type II/III is used to achieve a better reliability.

2. Proposed Solution

The countermeasure to deal with this failure case is as follows:

1. On receiving a new PDU transmission (PDU Anew), although the receiver expects a PDU retransmission, the receiver sends a specific command “Revert to the previous transmission and send a re-transmission of it” to the sender. 
Two options are:

a)  This Revert command would additionally ACK the correct transmission of the unexpected new transmission (PDU Anew) (therefore also called Revert-ACK). In case the unexpected new transmission were received erroneously, the Revert command would additionally NACK the unexpected transmission (Revert-NACK). In this latter case the new transmission has to be stored as a coded block, if it were received in error, in order to be combined with a retransmission after the recovery procedure is finished.

b) The Revert command does not ACK or NACK the new transmission. If the new transmission (PDU Anew) is received error-free, it is stored in uncoded form. If it is received in error, it is stored as a coded block. By default, PDU Anew will be re-transmitted, after the recovery phase has been finished. If the receiving side still has a coded block stored for PDU Anew, it will combine it with the retransmitted PDU Anew. If the receiving side has no coded block stored for PDU Anew, this retransmission of PDU Anew is discarded, since PDU Anew was already received error-free before the Revert command was sent.



In order not to constrain in-sequence delivery, this PDU Anew should be stored in a position, that follows the position, in which the PDU sent before PDU Anew would be stored.

2. The sender has to store the PDU, that was ACKed, for a further transmission phase in order to be able to retransmit this PDU on request using the Revert-command. Storing the PDU in coded form is probably not required, since the redundancy to be used for each retransmission can be generated from the uncoded PDU. 

The transmission sequence then looks as follows (4-channel S&W assumed) for option a):

[image: image3.wmf]0

1

2

3

packet transmission

NACK

 misinterpreted 

as

 an ACK

Scheduled for 

other UEs

UE 1

Scheduled for 

other UEs

4

5

6

7

0

8

9

10

Revert 

ACK

N

®

A

x

1

2

3

4

5

6

7

0

8

9

10

Scheduled for 

other UEs

11

12

13

14

Recovery phase

ACK

retransmit

11

12

13

14

Recovery phase

NodeB


Figure 3: Transmission sequence in case a NACK is mis-interpreted as an ACK, where the new transmission after the mis-interpretation is received correctly.  The numbers 0, 1, 2, … 10 should be understood as RLC sequence numbers, which however are not used by the retransmission scheme in MAC-HS.

In case the new transmission after the mis-interpretation is received erroneously, the Revert-NACK command would indicate to the sender, that it should revert to the previous PDU transmission, and after sending the retransmission for the previous PDU, continue with the retransmission of the PDU sent after the mis-interpretation, as shown in Figure 4 .
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Figure 4: Transmission sequence in case the NACK is mis-interpreted as an ACK, and the new transmission after the mis-interpretation is received with errors.

The numbers 0, 1, 2, … 13 can be understood as RLC sequence numbers, which however are not used by the retransmission scheme in MAC-HS.

In case of option b), where the Revert command does not indicate whether the current PDU is correct or not, a Revert would imply a NACK per default. Thus, the transmission sequence only differs for the case that PDU Anew (which is here PDU 4) is received error-free: In the place of PDU 11, PDU 4 would be retransmitted (by default), i.e. PDU 11 would be sent one TTI later. If Anew is received  in error, the transmission sequence is the same as given in Figure 4.

2.1 Protection Requirements for the Revert commands

By introducing further commands, also further error cases appear, e.g. mis-interpreting an ACK/NACK as a Revert-Cmd or mis-interpreting a Revert-NACK as a Revert-ACK. These new error cases can have different implications. While the mis-interpretation of an ACK as a Revert-ACK is not serious (it causes additional retransmissions of a PDU, which was already received error-free), mis-interpretation of a Revert-NACK as a Revert-ACK would cause a similar undesirable loss of a PDU, as the mis-interpretation of a NACK as an ACK. However, the number of Revert commands under normal operation will be much smaller than the number of ACK’s or NACK’s, so the number of significant misinterpretation errors will also be small.

Nevertheless, it is required to make mis-interpretations of Revert-Cmds considerably less probable than mis-interpretation of non-Revert commands. This could be achieved by sending Revert-Cmds with significantly higher power. Such a measure is acceptable, since the Revert-Cmds are expected to be sent much less frequently than the non-Revert Cmds. In this context, an optimisation of the interference generated by ACK/NACK/Revert-Cmds can be achieved, in the sense that the overall UL interference is reduced if the recovery procedure is in place. (Highest power for Revert-Cmds, NACK sent with higher power than ACK, to keep the error case of mis-interpretation of a NACK as an ACK sufficiently rare.).

2.2 Option a) versus option b) (two Revert commands versus only one)

The new (and serious) error case that a Revert-NACK is mis-interpreted as a Revert-ACK is avoided, if option b) is applied (only one Revert-Cmd). The unexpected new transmission of a PDU Anew, which is sent after a mis-interpretation of a NACK as an ACK, would therefore not explicitly be acknowledged, i.e. whenever the recovery phase is finished, this PDU A would have to be retransmitted by default. This simplification therefore slightly reduces the DL throughput in case a Recovery procedure is initiated. 

The gain however is that the protocol handling becomes easier, due to fewer additional error cases, and due to the fact that a Revert-NACK can no longer be mis-interpreted as a Revert-ACK again causing the loss of a PDU, since the sender thinks that its transmission was done error-free, while it was not. 

3. HS-DSCH performance with and without the recovery procedure

Without countermeasures against the error case of mis-interpreting a NACK as an ACK, the PDU, which was interpreted as having been transmitted correctly by the sender, but actually was not, is never received error-free due to H-ARQ operation. Depending on whether RLC-AM or RLC-UM/RLC-TM is applied for the Radio Bearer, that is carried on the HS-DSCH, this PDU would have to be retransmitted on RLC-level, or on application level. Using retransmission control on application level, as required for RLC-UM/RLC-TM, would cause extreme delays, and on the other hand would cause undesirable additional interference in the DL in case of RLC-UM: 

· RLC-UM will discard all SDUs that have segments in the missing UMD PDUs, i.e. also UMD PDUs that were received error-free (and contained segments of this SDU) will have to be retransmitted, just because one UMD PDU is missing.

RLC-AM, on the other hand, would treat a missing AMD PDU as a trigger for sending a status report, which would cause a retransmission on RLC-level. Lower bound for the delay is the RRT for transmissions via Iur/Iub, i.e. at least 100 ms.

A possible consequence could be to demand for RLC-AM for all Radio Bearers, which are mapped to the HS-DSCH.

Retransmissions on RLC (or application level) also mean increased Iur/Iub traffic.

The benefits of the recovery procedure are particularly valid under fading channel conditions, which have to be taken into account. In such channels, it is easily possible that within one TTI, transmission fails, while in the next TTI it is possible without any problem. If a NACK is sent in a fade, and therefore is mis-interpreted as an ACK, in the next TTI, it is very likely that the fade no longer applies, and that the Revert command is received correctly. 

Furthermore DL packet loss due to NACK (ACK mis-interpretation can be traded off for UL interference: 

For S&W with the recovery procedure  – as shown in [2] –, a lower power level can be used for the transmission of NACKs (which has to be done quite regularly
) to achieve the same loss probability in case of NACK (ACK mis-interpretation. The higher risk of this mis-interpretation case is acceptable, since the Revert command is in place to recover from the error situation. Since the Revert-command is sent much more rarely (but with higher power than ACK/NACK), the generated overall UL interference is still reduced with the recovery procedure. Reducing the energy for sending an ACK should be avoided, since it has a stronger impact on the DL throughput, because ACKs are naturally sent much more often than NACKs.

Higher generated UL interference also translates into higher energy consumption in the UE, hence the recovery procedure helps to improve UE power saving.

Performance aspects of S&W with the Recovery procedure compared with the simple S&W protocol are addressed in [2].

4. Cost of the improvement

The required memory on the sending side (Node B) is getting larger, since a PDU cannot be removed from the transmission buffer, as soon as an ACK for this PDU is received, but only after the following TTI, in which an ACK, NAK or a Revert-Command is received as a reply to the next PDU sent to the UE under consideration. 

Since the recovery procedure is initiated if after a NACK was sent in the UL, a new transmission is received, but no retransmission, the “abort functionality”, which is available without the recovery procedure, and is already contained in 25.308, would need an additional bit on the DL shared control channel. Since anyway, HARQ process identifier, the 1-bit SN, and possibly also the redundancy version have to be conveyed, this additional bit should not be a big issue.

Also, one or two additional UL signals (Revert alone, or Revert-ACK and Revert-NACK) are required. This could be coded by the power level, since the UL-DPCCH-2 is closed-loop-power-controlled, hence no additional bits on the UL DPCCH-2 would be required.

5. Conclusion

It is proposed to add this error recovery scheme to the S&W-algorithm in the TR 25.855/ TS 25.308 .
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� i.e. in each TTI, since the current assumption in WG2 is that there is only ACK/NACK and not ACK/NACK/DTX, as assumed in WG1, i.e. if the UE receives nothing, it has to send a NACK.
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