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1
Introduction
In this contribution, we present our views on UE processing-related aspects of DL CoMP, including the maximum number of CSI processes as well as UE processing relaxations.  In addition, we address remaining details of CA+CoMP support and extensions of the UE processing relaxations to this case.  
2
UE processing requirements in support of CoMP

In most general terms CSI feedback complexity is impacted by the following three factors: 

1. Channel measurement complexity; 

2. Interference measurement complexity; 

3. CSI processing complexity. 

The first two items refer to the complexity associated with generating adequate channel and interference estimates.  The third item subsumes the processing needed to compute RI, PMI, and CQI information based on these channel and interference measurements.  While in general all three factors are important and may potentially become processing bottlenecks, the CSI processing complexity warrants particular attention, especially in more complex scenarios (e.g., 8Tx CSI feedback or PUSCH mode 2-2).  A similar observation has been made in [3]. 

Observation 1: 

· CSI processing (i.e., computing RI/PMI/CQI information) frequently serves at the bottleneck of UE complexity, especially if 8Tx feedback is configured.  

The above observation illustrates that it is crucial to limit the number of configurable CSI processes as the CSI computation load scales linearly with the number of configured CSI processes.  Note that from a UE complexity viewpoint, it is particularly important to consider the worst-case processing load as this primarily drives UE implementation complexity. 

In addition to the number of CSI processes, the CSI computation timeline is another important factor that impacts UE complexity.  Essentially, the CSI timeline determines how well the total CSI processing load (determined by the number of CSI processes) can be distributed across time.  Clearly, from a UE implementation perspective, it is desirable to distribute the load as evenly as possible and to avoid peak processing constraints in some subframes.  

Proposal 1:
· The number of configurable CSI processes needs to be constrained, such as to limit the average CSI computation load to be carried out by the UE.
· Additionally, changes to the CSI computation timeline or similar UE processing relaxations need to be considered to distribute the total CSI computation load evenly across subframes

2.1
Maximum number of CSI processes

In selecting the maximum number of CSI processes, it is important to strike a tradeoff between performance and complexity.  In fact, the importance of this tradeoff has already been discussed in detail when considering the maximum size of the CoMP measurement set.  

The agreement on a CoMP measurement set size of three motivates that at least three CSI processes should be supported, such as to enable the network to exploit the maximum measurement set size.  At the same time, it is unclear whether there is any benefit in going beyond this number, as three CSI processes already enable a large amount of configuration flexibility. 

In Figure 1 we show some examples of use cases that could be supported with three CSI processes.  As discussions regarding the IMR definition are still ongoing, this figure assumes for simplicity that up to three IMRs could be supported as well.  
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Figure1: Example use cases of three CSI processes in homogeneous and HetNet CoMP deployments.

Figure 1(a) shows the case of a homogeneous network in line with CoMP Scn-2 [4].  In this scenario, the maximum CSI feedback load presumably arises for UEs at cell-edge between three neighboring sites, e.g., UE1 in Fig. 1(a).  In this case, a total of three CSI processes enables the network to get CSI reports for any of the three potential serving cells highlighted in the figure.  At the same time, three CSI processes should be sufficient as blanking of transmission points does not show noticeable benefits in homogeneous networks. Separate blanking/non-blanking hypotheses are therefore not needed. 

Figure 1(b) shows the case of a heterogeneous deployment in which a UE is located in the range expansion region of an RRH.  For this case, three CSI processes allow for a combination of coordinated scheduling and dynamic point selection/blanking.  For example, as shown in the figure, the UE may be configured to provide CSI feedback under three hypotheses, namely (i) RRH serving, macro transmitting; (ii) RRH serving; macro blanking; and (iii) macro serving.  Note that for the last hypothesis, it is typically not important to separate the interference assumption on the RRH (i.e., transmitting vs. blanking). 

As outlined above, a total of three CSI processes enables a large amount of flexibility in the CoMP scenarios that have been considered and the additional benefit of supporting more than three CSI processes remains unclear.  Furthermore, in addition to the feedback of three CSI processes, the network may always perform extrapolation of the CSI reports to generate CSI under a larger number of interference hypotheses.  

Proposal 2: 

· In Rel-11 at most three CSI processes can be configured for CoMP CSI feedback.  
· Three CSI processes provide more than enough flexibility to support CoMP in both homogeneous and heterogeneous networks. 

2.2
UE processing relaxations

The CSI feedback processing timeline is another key factor that impacts worst-case UE processing complexity.  In Rel-10, only one CSI process corresponding to a single NZP CSI-RS resource is supported.  Therefore, channel measurement resources (CMRs) occur with at most 5ms periodicity.  

2.2.1
Worst-case CSI recomputation time without relaxations

In Rel-11, CSI feedback may be carried out based on multiple CMRs.  These CMRs may correspond to different NZP CSI-RS resources each of which may be configured with a different setting of the parameter subframeConfig.  With regard to interference measurement, the introduction of the IMR concepts provides for dedicated interference measurement opportunities that occur at most every 5ms.  Note that even if more than one IMR were to be supported, these IMRs would have to occur in the same subframe due to the common subframe configuration of ZP CSI-RS-resources. 

As pointed out in [3], the fact that CMRs and IMRs may not necessarily occur in the same subframe complicates CSI feedback.  For example, consider the example in Figure 2 which shows the feedback timeline assuming three configured CMRs that all share a common IMR.  The three CMRs occur in the same subframe but are offset by one subframe compared to the IMR occurrences. 
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Figure 2: Illustration of the worst-case CSI recomputation period.

As a CSI process comprises both a CMR and an IMR, a recomputation of the CSI information (i.e., RI/PMI/CQI) may be required by either a CMR occurrence or an IMR occurrence.  This is undesirable from a UE complexity viewpoint as the minimum time between recomputations of CSI information is therefore just a single subframe.  A specific example of this worst-case is shown in Figure 2.  The aperiodic CSI trigger #1 in subframe n requests CSI feedback for all CMRs based on the IMR occurrence in subframe n-4 (not shown in the figure) whereas the CSI reports triggered in subframe n+1 would require a recomputation of all three CMR reports based on the IMR occurrence in SF n+1.  Clearly, this leads to a worst-case recomputation interval of just one subframe, possibly for all configured CSI processes. 

Observation 2: 

· If recomputation of a CSI process is triggered by occurrences of both CMRs and IMRs then the worst-case recomputation period amounts to only 1ms. 
2.2.2
Introduction of a periodic CSI reference resource 

At a high-level, there are two different approaches to avoid a worst-case CSI recomputation time of 1ms: 
· Restrict CMRs and IMRs across all CSI processes to occur in the same subframes (modulo 5)
· Introduce a periodic CSI reference resource that decouples channel/interference measurement from CSI processing.  

In practice the above alternatives lead to similar system behavior as it is anyway favorable to configure CMRs and IMRs to occur in the same subframe (modulo 5ms).  Otherwise, the network’s ability to perform muting for some CMRs would be impacted as such muting can only occur at most in every fifth subframe.  In fact, in our view, configurations that do not follow this constraint may be considered as corner cases and should not be the focus of performance optimization.  
Based on offline discussions at RAN1#70 the introduction of a periodic CSI reference resource appeared to be the approach with wider support as it avoids the need to revisit decisions that have already been made regarding CMR and IMR configurability.  In line with this position, we continue to support the introduction of a periodic reference resource as proposed in [1]. 

Proposal 3: 

· Introduce a periodic CSI reference resource with 5ms period. 
· The subframe offset of the periodic reference resource is determined by the offset of the IMR of the first CSI process on a given CC. 

2.2.3
Extending the UE processing time

In addition to avoiding the worst-case CSI recomputation time of 1ms (e.g., by introducing a periodic CSI reference resource), an extension of the UE processing time is also needed.  This accounts for the fact that a UE in CoMP may be configured with up to 3 or 4 CSI processes compared to only one CSI process as in earlier releases.  
Based on extensive offline discussions at RAN1#70, a seven-company WF [1] proposed to extend the UE processing time by two subframes when more than a single CSI process is configured.  This processing time extension is aligned with the observation that it takes roughly 1ms to perform the processing of a CSI report.  The fact two additional CSI processes now need to be computed motivates the proposed extension by 2ms.  
Proposal 4: 

· For both periodic and aperiodic CSI reporting in subframe N, the CSI reference resource is the first valid CSI reference resource occurring on or prior to subframe
· N-4, in case of 1 configured CSI process
· N-6, in case of 2 or more configured CSI processes
2.2.4 
Support of CSI subframe sets
At RAN1#70, it was agreed that CSI subframe sets also apply to IMR-based interference measurement in TM10.  In particular, the following agreement was reached: 

Configuration of subframe sets in conjunction with multiple CSI processes:

· Subframe sets can be configured or not configured independently for different CSI processes on a CC.

· If subframe sets are configured for more than one CSI process on a CC, all CSI processes that have subframe sets configured shall use the same pair of subframe sets.

(Note that this does not imply that subframe sets can be configured on SCells)

Periodic CSI reporting if subframe sets are configured: 

· For a given CSI process configured with subframe sets, the UE measures interference solely on IMR occurrences in subframes that are contained in the CSI subframe set linked to the CSI process. 

· Each periodic reporting configuration consists of a combination of a CSI process and a subframe set (one of CCSI,0 or CCSI,1)

Aperiodic CSI reporting if CSI subframe sets CCSI,0 and CCSI,1 are configured: 

· For an aperiodic CSI report of a configured CSI process, the CSI subframe set (one of CCSI,0 or CCSI,1) is determined based on the reference resource associated with the CSI request

· If the timing of the reference resource becomes different from the timing of the associated CSI request, FFS whether the CSI subframe set is instead determined based on the subframe in which the associated CSI request is received. 

· For this aperiodic CSI report, the UE measures interference solely on IMR occurrences in subframes that are contained in the above CSI subframe set. 
In this section we address the remaining FFS item (highlighted above) which relates as to how the CSI subframe set selection is performed.  Specifically, CSI subframe set selection can be based on either
· Alt-1: the subframe in which the CSI request trigger is received; or
· Alt-2: the subframe that contains the CSI reference resource. 

It is important to note that in Rel-10 there is no difference between Alt-1 and Alt-2 as the subframe in which the CSI request trigger is received always coincides with the CSI reference resource (in both FDD and TDD).  However, the issue needs to be addressed in Rel-11 since the processing time relaxation now leads to an offset of two or more subframes between CSI request trigger and CSI reference resource. 
A graphical illustration of both alternatives is shown in Figure 3.  For each case, the upper row denotes the occurrence of the CSI reference resource; the lower row denotes the CSI subframe set configuration (i.e., “ABS” and “non-ABS” subframes).  
From the figure, we observe that an important benefit of Alt-1 is that for any ABS configuration, the CSI request trigger is always guaranteed to be transmitted in an ABS subframe.  This is important in eICIC setups where cell range expansion UEs may otherwise not be able to receive the trigger due to large macro interference.  It is important to realize that the same cannot be guaranteed for Alt-2.  As shown in the example, in order to trigger an ABS CSI report, the trigger would need to be transmitted in SF#3 which is non-ABS.  If the trigger was transmitted in SF#8, it would trigger a non-ABS report as the CSI reference resource in SF#6 falls into the non-ABS subframe set.  
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Figure 3: Illustration of CSI subframe set selection alternatives. 
Proposal 5: 

· When CSI subframe sets are configured, the selection of the subframe set should be based on the subframe in which the CSI request trigger is received; not the subframe in which the CSI reference resource occurs.  

2.3
Maximum number of IMRs 

At RAN1#70 a maximum number of three IMRs was agreed as a working assumption.  In line with our preference of at most three CSI processes, we propose to confirm the working assumption as an agreement.  
Proposal 6: 

· Confirm the working assumption of at most three IMRs. 

3
Remaining details of CA+CoMP support
At RAN1#70 it was discussed whether CA and CoMP should be jointly configurable and, if so, how many CCs would support CoMP operation.  This led to the following working assumption: 

· Rel-11 supports the feedback configuration and reporting for simultaneous CA and CoMP.

· Strive for reduction of UE complexity in CSI report design, e.g. limiting number of CSI processes, etc.
In our understanding, this working assumption leaves open whether CoMP would be configurable on only a single CC or more than one CC.  In fact, the WF [2] which led to the above agreement, explicitly stated that the term “simultaneous CA and CoMP” above includes both cases. 

3.1 
Support of CA+CoMP on one vs. more than one CCs

At a high-level, CoMP and CA are complementary features and therefore joint CA+CoMP operation should be allowed.  At the same time, however, such operation has the potential to increase UE complexity substantially, which motivates a tradeoff between configuration flexibility and complexity increase. 

The decision of whether to support CoMP on at most one CC or more than one CC is an important consideration in this context.  In particular, supporting CoMP on only one CC appears to be an attractive option for the following reasons: 

· Support of CoMP on more than one CC increases UE complexity substantially, unless appropriate limitations are put in place to constrain the complexity impact. 

· No strong use case has been established; initial CoMP deployments are likely to focus on one CC only. 

· In Rel-10, eICIC+CA operation was also limited to one CC (namely the PCC). 

Motivated by the above factors, we have a preference for supporting CoMP only on a single CC.  However, we are open to CoMP support on more than one CC assuming that a strong use case for such operation is identified and appropriate UE complexity relaxations are put in place.  Several design alternatives of such complexity relaxations are discussed below.  

Proposal 7: 
· Support of CoMP on at most 1CC seems sufficient for practical use cases.  It is preferable from a UE complexity viewpoint and is in line with past decisions on joint support of CA+eICIC.  . 

· Support of CoMP on more than 1CC could be considered if important use cases are identified.  In this case it is important to extend UE complexity relaxations to this scenario to minimize impact on UE implementation. 

3.2
Maximum number of CSI processes for CA+CoMP

In case CoMP is supported on more than one CC, the maximum number of CSI processes across CCs needs to be further constrained in order to limit the aggregate UE complexity.  In offline discussions at RAN1#70 two options were considered: 

· Alt-1: At most twice the number of CSI processes can be configured compared to the single carrier case

· Alt-2: The maximum number of CSI processes is defined based on UE capability

The proponents of Alt-1 argued that, assuming an aggregate bandwidth of less than 20MHz, the total CSI complexity would approximately be independent of the number of CCs as the complexity associated with each CC is proportional to the bandwidth of the CC.  While this is approximately true, it hinges on the important assumption that the aggregate bandwidth across CCs is at most 20MHz.  While this condition may seem reasonable today it is unclear when support of more than 20MHz bandwidth will become relevant.  Therefore, even for Alt-1 it seems necessary to introduce some form of bandwidth-dependent capability signaling.  For example, based on a certain combination of bands, the number of CSI processes may be inferred based on the aggregate bandwidth. 

More flexibility can be provided by tying the maximum number of CSI processes directly to some form of UE capability signaling.  In this way, a UE could indicate that it can support no more than a certain number of CSI processes.  The network would then be able to perform configuration of the UE according to the UE capability signaling which could further be bandwidth dependent. 
Proposal 8: 

· If CoMP+CA is supported on more than one CC, the maximum number of CSI processes should be defined as a UE capability. 
4
Conclusions
Maximum number of CSI processes
· The number of configurable CSI processes needs to be constrained, such as to limit the average CSI computation load to be carried out by the UE.

· Additionally, changes to the CSI computation timeline or similar UE processing relaxations need to be considered to distribute the total CSI computation load evenly across subframes

· In Rel-11 at most three CSI processes can be configured for CoMP CSI feedback.  

· Three CSI processes provide more than enough flexibility to support CoMP in both homogeneous and heterogeneous networks. 

UE processing relaxations

· Introduce a periodic CSI reference resource with 5ms period. 

· The subframe offset of the periodic reference resource is determined by the offset of the IMR of the first CSI process on a given CC. 

· For both periodic and aperiodic CSI reporting in subframe N, the CSI reference resource is the first valid CSI reference resource occurring on or prior to subframe

· N-4, in case of 1 configured CSI process

· N-6, in case of 2 or more configured CSI processes

· When CSI subframe sets are configured, the selection of the subframe set should be based on the subframe in which the CSI request trigger is received; not the subframe in which the CSI reference resource occurs.  

Maximum number of IMRs

· Confirm the working assumption of at most three IMRs. 

Remaining details of CA+CoMP configurability
· Support of CoMP on at most 1CC seems sufficient for practical use cases.  It is preferable from a UE complexity viewpoint and is in line with past decisions on joint support of CA+eICIC.  . 

· Support of CoMP on more than 1CC could be considered if important use cases are identified.  In this case it is important to extend UE complexity relaxations to this scenario to minimize impact on UE implementation. 

· If CoMP+CA is supported on more than one CC, the maximum number of CSI processes should be defined as a UE capability. 
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